


Real-Time Rendering
Fourth Edition



http://taylorandfrancis.com


Real-Time Rendering
Fourth Edition

Tomas Akenine-Möller
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Preface

“Things have not changed that much in the past eight years,” was our thought entering
into this fourth edition. “How hard could it be to update the book?” A year and a
half later, and with three more experts recruited, our task is done. We could probably
spend another year editing and elaborating, at which time there would be easily a
hundred more articles and presentations to fold in. As a data point, we made a
Google Doc of references that is more than 170 pages long, with about 20 references
and related notes on each page. Some references we cite could and do each take up a
full section in some other book. A few of our chapters, such as that on shadows, have
entire books dedicated to their subjects. While creating more work for us, this wealth
of information is good news for practitioners. We will often point to these primary
sources, as they offer much more detail than appropriate here.

This book is about algorithms that create synthetic images fast enough that the
viewer can interact with a virtual environment. We have focused on three-dimensional
rendering and, to a limited extent, on the mechanics of user interaction. Modeling,
animation, and many other areas are important to the process of making a real-time
application, but these topics are beyond the scope of this book.

We expect you to have some basic understanding of computer graphics before
reading this book, as well as knowledge of computer science and programming. We
also focus on algorithms, not APIs. Many texts are available on these other subjects.
If some section does lose you, skim on through or look at the references. We believe
that the most valuable service we can provide you is a realization of what you yet do
not know about—a basic kernel of an idea, a sense of what others have discovered
about it, and ways to learn more, if you wish.

We make a point of referencing relevant material as possible, as well as providing
a summary of further reading and resources at the end of most chapters. In prior
editions we cited nearly everything we felt had relevant information. Here we are
more a guidebook than an encyclopedia, as the field has far outgrown exhaustive (and
exhausting) lists of all possible variations of a given technique. We believe you are
better served by describing only a few representative schemes of many, by replacing
original sources with newer, broader overviews, and by relying on you, the reader, to
pursue more information from the references cited.

Most of these sources are but a mouse click away; see realtimerendering.com for
the list of links to references in the bibliography. Even if you have only a passing
interest in a topic, consider taking a little time to look at the related references, if
for nothing else than to see some of the fantastic images presented. Our website also

xiii



xiv Preface

contains links to resources, tutorials, demonstration programs, code samples, software
libraries, book corrections, and more.

Our true goal and guiding light while writing this book was simple. We wanted to
write a book that we wished we had owned when we had started out, a book that both
was unified yet also included details and references not found in introductory texts.
We hope that you will find this book, our view of the world, of use in your travels.

Acknowledgments for the Fourth Edition
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Preface xix

Steve Molnar, Scott R. Nelson, Hubert Nguyen, Doug Rogers, Holly Rushmeier, Ger-
not Schaufler, Jonas Skeppstedt, Stephen Spencer, Per Stenström, Jacob Ström, Fil-
ippo Tampieri, Gary Tarolli, Ken Turkowski, Turner Whitted, Agata and Andrzej
Wojaczek, Andrew Woo, Steve Worley, Brian Yen, Hans-Philip Zachau, Gabriel Zach-
mann, and Al Zimmerman. We also wish to thank the journal ACM Transactions on
Graphics for providing a stable website for this book.

Alice and Klaus Peters and the staff at AK Peters, particularly Carolyn Artin and
Sarah Gillis, have been instrumental in making this book a reality. To all of you,
thanks.

Finally, our deepest thanks go to our families and friends for providing support
throughout this incredible, sometimes grueling, often exhilarating process.

Tomas Möller
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Chapter 1

Introduction

Real-time rendering is concerned with rapidly making images on the computer. It
is the most highly interactive area of computer graphics. An image appears on the
screen, the viewer acts or reacts, and this feedback affects what is generated next.
This cycle of reaction and rendering happens at a rapid enough rate that the viewer
does not see individual images, but rather becomes immersed in a dynamic process.

The rate at which images are displayed is measured in frames per second (FPS)
or Hertz (Hz). At one frame per second, there is little sense of interactivity; the user
is painfully aware of the arrival of each new image. At around 6 FPS, a sense of
interactivity starts to grow. Video games aim for 30, 60, 72, or higher FPS; at these
speeds the user focuses on action and reaction.

Movie projectors show frames at 24 FPS but use a shutter system to display each
frame two to four times to avoid flicker. This refresh rate is separate from the display
rate and is expressed in Hertz (Hz). A shutter that illuminates the frame three times
has a 72 Hz refresh rate. LCD monitors also separate refresh rate from display rate.

Watching images appear on a screen at 24 FPS might be acceptable, but a higher
rate is important for minimizing response time. As little as 15 milliseconds of temporal
delay can slow and interfere with interaction [1849]. As an example, head-mounted
displays for virtual reality often require 90 FPS to minimize latency.

There is more to real-time rendering than interactivity. If speed was the only
criterion, any application that rapidly responded to user commands and drew anything
on the screen would qualify. Rendering in real time normally means producing three-
dimensional images.

Interactivity and some sense of connection to three-dimensional space are suffi-
cient conditions for real-time rendering, but a third element has become a part of
its definition: graphics acceleration hardware. Many consider the introduction of the
3Dfx Voodoo 1 card in 1996 the real beginning of consumer-level three-dimensional
graphics [408]. With the rapid advances in this market, every computer, tablet, and
mobile phone now comes with a graphics processor built in. Some excellent examples
of the results of real-time rendering made possible by hardware acceleration are shown
in Figures 1.1 and 1.2.

1
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Figure 1.1. A shot from Forza Motorsport 7. (Image courtesy of Turn 10 Studios, Microsoft.)

Figure 1.2. The city of Beauclair rendered in The Witcher 3. (CD PROJEKT R©, The Witcher R© are
registered trademarks of CD PROJEKT Capital Group. The Witcher game c© CD PROJEKT S.A.
Developed by CD PROJEKT S.A. All rights reserved. The Witcher game is based on the prose of
Andrzej Sapkowski. All other copyrights and trademarks are the property of their respective owners.)

Advances in graphics hardware have fueled an explosion of research in the field
of interactive computer graphics. We will focus on providing methods to increase
speed and improve image quality, while also describing the features and limitations of
acceleration algorithms and graphics APIs. We will not be able to cover every topic in
depth, so our goal is to present key concepts and terminology, explain the most robust
and practical algorithms in the field, and provide pointers to the best places to go for
more information. We hope our attempts to provide you with tools for understanding
this field prove to be worth the time and effort you spend with our book.
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1.1 Contents Overview
What follows is a brief overview of the chapters ahead.

Chapter 2, The Graphics Rendering Pipeline. The heart of real-time rendering is the
set of steps that takes a scene description and converts it into something we can see.

Chapter 3, The Graphics Processing Unit. The modern GPU implements the stages of
the rendering pipeline using a combination of fixed-function and programmable units.

Chapter 4, Transforms. Transforms are the basic tools for manipulating the position,
orientation, size, and shape of objects and the location and view of the camera.

Chapter 5, Shading Basics. Discussion begins on the definition of materials and lights
and their use in achieving the desired surface appearance, whether realistic or stylized.
Other appearance-related topics are introduced, such as providing higher image quality
through the use of antialiasing, transparency, and gamma correction.

Chapter 6, Texturing. One of the most powerful tools for real-time rendering is the
ability to rapidly access and display images on surfaces. This process is called textur-
ing, and there are a wide variety of methods for applying it.

Chapter 7, Shadows. Adding shadows to a scene increases both realism and compre-
hension. The more popular algorithms for computing shadows rapidly are presented.

Chapter 8, Light and Color. Before we perform physically based rendering, we first
need to understand how to quantify light and color. And after our physical rendering
process is done, we need to transform the resulting quantities into values for the
display, accounting for the properties of the screen and viewing environment. Both
topics are covered in this chapter.

Chapter 9, Physically Based Shading. We build an understanding of physically based
shading models from the ground up. The chapter starts with the underlying physical
phenomena, covers models for a variety of rendered materials, and ends with methods
for blending materials together and filtering them to avoid aliasing and preserve surface
appearance.

Chapter 10, Local Illumination. Algorithms for portraying more elaborate light sources
are explored. Surface shading takes into account that light is emitted by physical
objects, which have characteristic shapes.

Chapter 11, Global Illumination. Algorithms that simulate multiple interactions be-
tween the light and the scene further increase the realism of an image. We discuss
ambient and directional occlusion and methods for rendering global illumination ef-
fects on diffuse and specular surfaces, as well as some promising unified approaches.

Chapter 12, Image-Space Effects. Graphics hardware is adept at performing image
processing at rapid speeds. Image filtering and reprojection techniques are discussed



4 1. Introduction

first, then we survey several popular post-processing effects: lens flares, motion blur,
and depth of field.

Chapter 13, Beyond Polygons. Triangles are not always the fastest or most realistic way
to describe objects. Alternate representations based on using images, point clouds,
voxels, and other sets of samples each have their advantages.

Chapter 14, Volumetric and Translucency Rendering. The focus here is the theory
and practice of volumetric material representations and their interactions with light
sources. The simulated phenomena range from large-scale atmospheric effects down
to light scattering within thin hair fibers.

Chapter 15, Non-Photorealistic Rendering. Attempting to make a scene look realistic
is only one way of rendering it. Other styles, such as cartoon shading and watercolor
effects, are surveyed. Line and text generation techniques are also discussed.

Chapter 16, Polygonal Techniques. Geometric data comes from a wide range of sources,
and sometimes requires modification to be rendered rapidly and well. The many facets
of polygonal data representation and compression are presented.

Chapter 17, Curves and Curved Surfaces. More complex surface representations offer
advantages such as being able to trade off between quality and rendering speed, more
compact representation, and smooth surface generation.

Chapter 18, Pipeline Optimization. Once an application is running and uses efficient
algorithms, it can be made even faster using various optimization techniques. Finding
the bottleneck and deciding what to do about it is the theme here. Multiprocessing
is also discussed.

Chapter 19, Acceleration Algorithms. After you make it go, make it go fast. Various
forms of culling and level of detail rendering are covered.

Chapter 20, Efficient Shading. A large number of lights in a scene can slow performance
considerably. Fully shading surface fragments before they are known to be visible is
another source of wasted cycles. We explore a wide range of approaches to tackle these
and other forms of inefficiency while shading.

Chapter 21, Virtual and Augmented Reality. These fields have particular challenges and
techniques for efficiently producing realistic images at rapid and consistent rates.

Chapter 22, Intersection Test Methods. Intersection testing is important for rendering,
user interaction, and collision detection. In-depth coverage is provided here for a wide
range of the most efficient algorithms for common geometric intersection tests.

Chapter 23, Graphics Hardware. The focus here is on components such as color depth,
framebuffers, and basic architecture types. A case study of representative GPUs is
provided.

Chapter 24, The Future. Take a guess (we do).
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Due to space constraints, we have made a chapter about Collision Detection free
for download at realtimerendering.com, along with appendices on linear algebra and
trigonometry.

1.2 Notation and Definitions
First, we shall explain the mathematical notation used in this book. For a more
thorough explanation of many of the terms used in this section, and throughout this
book, get our linear algebra appendix at realtimerendering.com.

1.2.1 Mathematical Notation

Table 1.1 summarizes most of the mathematical notation we will use. Some of the
concepts will be described at some length here.

Note that there are some exceptions to the rules in the table, primarily shading
equations using notation that is extremely well established in the literature, e.g., L
for radiance, E for irradiance, and σs for scattering coefficient.

The angles and the scalars are taken from R, i.e., they are real numbers. Vectors
and points are denoted by bold lowercase letters, and the components are accessed as

v =





vx
vy
vz



 ,

that is, in column vector format, which is commonly used in the computer graphics
world. At some places in the text we use (vx, vy, vz) instead of the formally more
correct (vx vy vz)

T , since the former is easier to read.

Type Notation Examples

angle lowercase Greek αi, φ, ρ, η, γ242, θ

scalar lowercase italic a, b, t, uk, v, wij

vector or point lowercase bold a,u, vs h(ρ), hz

matrix capital bold T(t), X, Rx(ρ)

plane π: a vector and π : n · x+ d = 0,

a scalar π1 : n1 · x+ d1 = 0

triangle △ 3 points △v0v1v2, △cba

line segment two points uv, aibj

geometric entity capital italic A
OBB

, T, B
AABB

Table 1.1. Summary of the notation used in this book.
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Using homogeneous notation, a coordinate is represented by four values v =
(vx vy vz vw)

T , where a vector is v = (vx vy vz 0)T and a point is
v = (vx vy vz 1)T . Sometimes we use only three-element vectors and points, but we
try to avoid any ambiguity as to which type is being used. For matrix manipulations,
it is extremely advantageous to have the same notation for vectors as for points. For
more information, see Chapter 4 on transforms. In some algorithms, it will be conve-
nient to use numeric indices instead of x, y, and z, for example v = (v0 v1 v2)

T . All
these rules for vectors and points also hold for two-element vectors; in that case, we
simply skip the last component of a three-element vector.

The matrix deserves a bit more explanation. The common sizes that will be used
are 2 × 2, 3 × 3, and 4 × 4. We will review the manner of accessing a 3 × 3 matrix
M, and it is simple to extend this process to the other sizes. The (scalar) elements of
M are denoted mij , 0 ≤ (i, j) ≤ 2, where i denotes the row and j the column, as in
Equation 1.1:

M =





m00 m01 m02

m10 m11 m12

m20 m21 m22



 . (1.1)

The following notation, shown in Equation 1.2 for a 3 × 3 matrix, is used to isolate
vectors from the matrix M: m,j represents the jth column vector and mi, represents
the ith row vector (in column vector form). As with vectors and points, indexing
the column vectors can also be done with x, y, z, and sometimes w, if that is more
convenient:

M =
(
m,0 m,1 m,2

)
=
(
mx my mz

)
=







mT
0,

mT
1,

mT
2,







. (1.2)

A plane is denoted π : n · x + d = 0 and contains its mathematical formula, the
plane normal n and the scalar d. The normal is a vector describing what direction
the plane faces. More generally (e.g., for curved surfaces), a normal describes this
direction for a particular point on the surface. For a plane the same normal happens
to apply to all its points. π is the common mathematical notation for a plane. The
plane π is said to divide the space into a positive half-space, where n · x+ d > 0, and
a negative half-space, where n ·x+ d < 0. All other points are said to lie in the plane.

A triangle can be defined by three points v0, v1, and v2 and is denoted by
△v0v1v2.

Table 1.2 presents some additional mathematical operators and their notation.
The dot, cross, determinant, and length operators are explained in our downloadable
linear algebra appendix at realtimerendering.com. The transpose operator turns a
column vector into a row vector and vice versa. Thus a column vector can be written
in compressed form in a block of text as v = (vx vy vz)

T . Operator 4, introduced
in Graphics Gems IV [735], is a unary operator on a two-dimensional vector. Letting
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Operator Description

1: · dot product

2: × cross product

3: vT transpose of the vector v

4: ⊥ the unary, perp dot product operator

5: | · | determinant of a matrix

6: | · | absolute value of a scalar

7: ‖ · ‖ length (or norm) of argument

8: x+ clamping x to 0

9: x+ clamping x between 0 and 1

10: n! factorial

11:

(

n

k

)

binomial coefficients

Table 1.2. Notation for some mathematical operators.

this operator work on a vector v = (vx vy)
T gives a vector that is perpendicular to v,

i.e., v⊥ = (−vy vx)
T . We use |a| to denote the absolute value of the scalar a, while

|A| means the determinant of the matrix A. Sometimes, we also use |A| = |a b c| =
det(a,b, c), where a, b, and c are column vectors of the matrix A.

Operators 8 and 9 are clamping operators, commonly used in shading calculations.
Operator 8 clamps negative values to 0:

x+ =

{

x, if x > 0,

0, otherwise,
(1.3)

and operator 9 clamps values between 0 and 1:

x+ =







1, if x ≥ 1,

x, if 0 < x < 1,

0, otherwise.

(1.4)

The tenth operator, factorial, is defined as shown below, and note that 0! = 1:

n! = n(n− 1)(n− 2) · · · 3 · 2 · 1. (1.5)

The eleventh operator, the binomial factor, is defined as shown in Equation 1.6:

(
n
k

)

=
n!

k!(n− k)!
. (1.6)
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Function Description

1: atan2(y, x) two-value arctangent

2: log(n) natural logarithm of n

Table 1.3. Notation for some specialized mathematical functions.

Further on, we call the common planes x = 0, y = 0, and z = 0 the coordinate
planes or axis-aligned planes. The axes ex = (1 0 0)T , ey = (0 1 0)T , and
ez = (0 0 1)T are called main axes or main directions and individually called the
x-axis, y-axis, and z-axis. This set of axes is often called the standard basis. Unless
otherwise noted, we will use orthonormal bases (consisting of mutually perpendicular
unit vectors).

The notation for a range that includes both a and b, and all numbers in between,
is [a, b]. If we want all number between a and b, but not a and b themselves, then we
write (a, b). Combinations of these can also be made, e.g., [a, b) means all numbers
between a and b including a but not b.

The C-math function atan2(y,x) is often used in this text, and so deserves some
attention. It is an extension of the mathematical function arctan(x). The main
differences between them are that −π

2 < arctan(x) < π
2 , that 0 ≤ atan2(y, x) < 2π,

and that an extra argument has been added to the latter function. A common use for
arctan is to compute arctan(y/x), but when x = 0, division by zero results. The extra
argument for atan2(y,x) avoids this.

In this volume the notation log(n) always means the natural logarithm, loge(n),
not the base-10 logarithm, log10(n).

We use a right-hand coordinate system since this is the standard system for three-
dimensional geometry in the field of computer graphics.

Colors are represented by a three-element vector, such as (red, green, blue), where
each element has the range [0, 1].

1.2.2 Geometrical Definitions

The basic rendering primitives (also called drawing primitives) used by almost all
graphics hardware are points, lines, and triangles.1

Throughout this book, we will refer to a collection of geometric entities as either
a model or an object. A scene is a collection of models comprising everything that
is included in the environment to be rendered. A scene can also include material
descriptions, lighting, and viewing specifications.

Examples of objects are a car, a building, and even a line. In practice, an object
often consists of a set of drawing primitives, but this may not always be the case; an
object may have a higher kind of geometrical representation, such as Bézier curves or

1The only exceptions we know of are Pixel-Planes [502], which could draw spheres, and the
NVIDIA NV1 chip, which could draw ellipsoids.
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surfaces, or subdivision surfaces. Also, objects can consist of other objects, e.g., a car
object includes four door objects, four wheel objects, and so on.

1.2.3 Shading
Following well-established computer graphics usage, in this book terms derived from
“shading,” “shader,” and related words are used to refer to two distinct but related
concepts: computer-generated visual appearance (e.g., “shading model,” “shading
equation,” “toon shading”) or a programmable component of a rendering system
(e.g., “vertex shader,” “shading language”). In both cases, the intended meaning
should be clear from the context.

Further Reading and Resources

The most important resource we can refer you to is the website for this book:
realtimerendering.com. It contains links to the latest information and websites rele-
vant to each chapter. The field of real-time rendering is changing with real-time speed.
In the book we have attempted to focus on concepts that are fundamental and tech-
niques that are unlikely to go out of style. On the website we have the opportunity
to present information that is relevant to today’s software developer, and we have the
ability to keep it up-to-date.



http://taylorandfrancis.com


Chapter 2

The Graphics
Rendering Pipeline

“A chain is no stronger than its weakest link.”
—Anonymous

This chapter presents the core component of real-time graphics, namely the graphics
rendering pipeline, also known simply as “the pipeline.” The main function of the
pipeline is to generate, or render, a two-dimensional image, given a virtual camera,
three-dimensional objects, light sources, and more. The rendering pipeline is thus the
underlying tool for real-time rendering. The process of using the pipeline is depicted
in Figure 2.1. The locations and shapes of the objects in the image are determined
by their geometry, the characteristics of the environment, and the placement of the
camera in that environment. The appearance of the objects is affected by material
properties, light sources, textures (images applied to surfaces), and shading equations.

Figure 2.1. In the left image, a virtual camera is located at the tip of the pyramid (where four lines
converge). Only the primitives inside the view volume are rendered. For an image that is rendered
in perspective (as is the case here), the view volume is a frustum (plural: frusta), i.e., a truncated
pyramid with a rectangular base. The right image shows what the camera “sees.” Note that the red
donut shape in the left image is not in the rendering to the right because it is located outside the
view frustum. Also, the twisted blue prism in the left image is clipped against the top plane of the
frustum.

11
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We will explain the different stages of the rendering pipeline, with a focus on
function rather than implementation. Relevant details for applying these stages will
be covered in later chapters.

2.1 Architecture
In the physical world, the pipeline concept manifests itself in many different forms,
from factory assembly lines to fast food kitchens. It also applies to graphics rendering.
A pipeline consists of several stages [715], each of which performs part of a larger task.

The pipeline stages execute in parallel, with each stage dependent upon the result
of the previous stage. Ideally, a nonpipelined system that is then divided into n
pipelined stages could give a speedup of a factor of n. This increase in performance
is the main reason to use pipelining. For example, a large number of sandwiches can
be prepared quickly by a series of people—one preparing the bread, another adding
meat, another adding toppings. Each passes the result to the next person in line and
immediately starts work on the next sandwich. If each person takes twenty seconds
to perform their task, a maximum rate of one sandwich every twenty seconds, three
a minute, is possible. The pipeline stages execute in parallel, but they are stalled
until the slowest stage has finished its task. For example, say the meat addition
stage becomes more involved, taking thirty seconds. Now the best rate that can be
achieved is two sandwiches a minute. For this particular pipeline, the meat stage is
the bottleneck, since it determines the speed of the entire production. The toppings
stage is said to be starved (and the customer, too) during the time it waits for the
meat stage to be done.

This kind of pipeline construction is also found in the context of real-time com-
puter graphics. A coarse division of the real-time rendering pipeline into four main
stages—application, geometry processing, rasterization, and pixel processing—is shown
in Figure 2.2. This structure is the core—the engine of the rendering pipeline—which
is used in real-time computer graphics applications and is thus an essential base for

Application
Geometry

Processing
Rasterization

Pixel

Processing

Figure 2.2. The basic construction of the rendering pipeline, consisting of four stages: application,
geometry processing, rasterization, and pixel processing. Each of these stages may be a pipeline in
itself, as illustrated below the geometry processing stage, or a stage may be (partly) parallelized, as
shown below the pixel processing stage. In this illustration, the application stage is a single process,
but this stage could also be pipelined or parallelized. Note that rasterization finds the pixels inside
a primitive, e.g., a triangle.
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discussion in subsequent chapters. Each of these stages is usually a pipeline in itself,
which means that it consists of several substages. We differentiate between the func-
tional stages shown here and the structure of their implementation. A functional stage
has a certain task to perform but does not specify the way that task is executed in the
pipeline. A given implementation may combine two functional stages into one unit
or execute using programmable cores, while it divides another, more time-consuming,
functional stage into several hardware units.

The rendering speed may be expressed in frames per second (FPS), that is, the
number of images rendered per second. It can also be represented using Hertz (Hz),
which is simply the notation for 1/seconds, i.e., the frequency of update. It is also
common to just state the time, in milliseconds (ms), that it takes to render an image.
The time to generate an image usually varies, depending on the complexity of the
computations performed during each frame. Frames per second is used to express
either the rate for a particular frame, or the average performance over some duration
of use. Hertz is used for hardware, such as a display, which is set to a fixed rate.

As the name implies, the application stage is driven by the application and is
therefore typically implemented in software running on general-purpose CPUs. These
CPUs commonly include multiple cores that are capable of processing multiple threads
of execution in parallel. This enables the CPUs to efficiently run the large variety of
tasks that are the responsibility of the application stage. Some of the tasks tradition-
ally performed on the CPU include collision detection, global acceleration algorithms,
animation, physics simulation, and many others, depending on the type of application.
The next main stage is geometry processing, which deals with transforms, projections,
and all other types of geometry handling. This stage computes what is to be drawn,
how it should be drawn, and where it should be drawn. The geometry stage is typically
performed on a graphics processing unit (GPU) that contains many programmable
cores as well as fixed-operation hardware. The rasterization stage typically takes as
input three vertices, forming a triangle, and finds all pixels that are considered inside
that triangle, then forwards these to the next stage. Finally, the pixel processing stage
executes a program per pixel to determine its color and may perform depth testing
to see whether it is visible or not. It may also perform per-pixel operations such as
blending the newly computed color with a previous color. The rasterization and pixel
processing stages are also processed entirely on the GPU. All these stages and their
internal pipelines will be discussed in the next four sections. More details on how the
GPU processes these stages are given in Chapter 3.

2.2 The Application Stage
The developer has full control over what happens in the application stage, since it
usually executes on the CPU. Therefore, the developer can entirely determine the
implementation and can later modify it in order to improve performance. Changes
here can also affect the performance of subsequent stages. For example, an application
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stage algorithm or setting could decrease the number of triangles to be rendered.
All this said, some application work can be performed by the GPU, using a separate

mode called a compute shader. This mode treats the GPU as a highly parallel general
processor, ignoring its special functionality meant specifically for rendering graphics.

At the end of the application stage, the geometry to be rendered is fed to the
geometry processing stage. These are the rendering primitives, i.e., points, lines, and
triangles, that might eventually end up on the screen (or whatever output device is
being used). This is the most important task of the application stage.

A consequence of the software-based implementation of this stage is that it is
not divided into substages, as are the geometry processing, rasterization, and pixel
processing stages.1 However, to increase performance, this stage is often executed
in parallel on several processor cores. In CPU design, this is called a superscalar
construction, since it is able to execute several processes at the same time in the same
stage. Section 18.5 presents various methods for using multiple processor cores.

One process commonly implemented in this stage is collision detection. After a
collision is detected between two objects, a response may be generated and sent back
to the colliding objects, as well as to a force feedback device. The application stage
is also the place to take care of input from other sources, such as the keyboard, the
mouse, or a head-mounted display. Depending on this input, several different kinds of
actions may be taken. Acceleration algorithms, such as particular culling algorithms
(Chapter 19), are also implemented here, along with whatever else the rest of the
pipeline cannot handle.

2.3 Geometry Processing
The geometry processing stage on the GPU is responsible for most of the per-triangle
and per-vertex operations. This stage is further divided into the following functional
stages: vertex shading, projection, clipping, and screen mapping (Figure 2.3).

Projection ClippingVertex
Shading

Screen
Mapping

Figure 2.3. The geometry processing stage divided into a pipeline of functional stages.

1Since a CPU itself is pipelined on a much smaller scale, you could say that the application stage
is further subdivided into several pipeline stages, but this is not relevant here.



2.3. Geometry Processing 15

2.3.1 Vertex Shading

There are two main tasks of vertex shading, namely, to compute the position for a
vertex and to evaluate whatever the programmer may like to have as vertex output
data, such as a normal and texture coordinates. Traditionally much of the shade of
an object was computed by applying lights to each vertex’s location and normal and
storing only the resulting color at the vertex. These colors were then interpolated
across the triangle. For this reason, this programmable vertex processing unit was
named the vertex shader [1049]. With the advent of the modern GPU, along with some
or all of the shading taking place per pixel, this vertex shading stage is more general
and may not evaluate any shading equations at all, depending on the programmer’s
intent. The vertex shader is now a more general unit dedicated to setting up the data
associated with each vertex. As an example, the vertex shader can animate an object
using the methods in Sections 4.4 and 4.5.

We start by describing how the vertex position is computed, a set of coordinates
that is always required. On its way to the screen, a model is transformed into several
different spaces or coordinate systems. Originally, a model resides in its own model
space, which simply means that it has not been transformed at all. Each model can
be associated with a model transform so that it can be positioned and oriented. It
is possible to have several model transforms associated with a single model. This
allows several copies (called instances) of the same model to have different locations,
orientations, and sizes in the same scene, without requiring replication of the basic
geometry.

It is the vertices and the normals of the model that are transformed by the model
transform. The coordinates of an object are called model coordinates, and after the
model transform has been applied to these coordinates, the model is said to be located
in world coordinates or in world space. The world space is unique, and after the models
have been transformed with their respective model transforms, all models exist in this
same space.

As mentioned previously, only the models that the camera (or observer) sees are
rendered. The camera has a location in world space and a direction, which are used to
place and aim the camera. To facilitate projection and clipping, the camera and all the
models are transformed with the view transform. The purpose of the view transform
is to place the camera at the origin and aim it, to make it look in the direction of the
negative z-axis, with the y-axis pointing upward and the x-axis pointing to the right.
We use the −z-axis convention; some texts prefer looking down the +z-axis. The
difference is mostly semantic, as transform between one and the other is simple. The
actual position and direction after the view transform has been applied are dependent
on the underlying application programming interface (API). The space thus delineated
is called camera space, or more commonly, view space or eye space. An example of
the way in which the view transform affects the camera and the models is shown in
Figure 2.4. Both the model transform and the view transform may be implemented as
4×4 matrices, which is the topic of Chapter 4. However, it is important to realize that
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y

x

zc

xc

world space view space

Figure 2.4. In the left illustration, a top-down view shows the camera located and oriented as the
user wants it to be, in a world where the +z-axis is up. The view transform reorients the world so
that the camera is at the origin, looking along its negative z-axis, with the camera’s +y-axis up, as
shown on the right. This is done to make the clipping and projection operations simpler and faster.
The light blue area is the view volume. Here, perspective viewing is assumed, since the view volume
is a frustum. Similar techniques apply to any kind of projection.

the position and normal of a vertex can be computed in whatever way the programmer
prefers.

Next, we describe the second type of output from vertex shading. To produce a
realistic scene, it is not sufficient to render the shape and position of objects, but their
appearance must be modeled as well. This description includes each object’s material,
as well as the effect of any light sources shining on the object. Materials and lights can
be modeled in any number of ways, from simple colors to elaborate representations of
physical descriptions.

This operation of determining the effect of a light on a material is known as shading.
It involves computing a shading equation at various points on the object. Typically,
some of these computations are performed during geometry processing on a model’s
vertices, and others may be performed during per-pixel processing. A variety of mate-
rial data can be stored at each vertex, such as the point’s location, a normal, a color,
or any other numerical information that is needed to evaluate the shading equation.
Vertex shading results (which can be colors, vectors, texture coordinates, along with
any other kind of shading data) are then sent to the rasterization and pixel processing
stages to be interpolated and used to compute the shading of the surface.

Vertex shading in the form of the GPU vertex shader is discussed in more depth
throughout this book and most specifically in Chapters 3 and 5.

As part of vertex shading, rendering systems perform projection and then clip-
ping, which transforms the view volume into a unit cube with its extreme points at
(−1,−1,−1) and (1, 1, 1). Different ranges defining the same volume can and are
used, for example, 0 ≤ z ≤ 1. The unit cube is called the canonical view volume.
Projection is done first, and on the GPU it is done by the vertex shader. There are
two commonly used projection methods, namely orthographic (also called parallel )
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Figure 2.5. On the left is an orthographic, or parallel, projection; on the right is a perspective
projection.

and perspective projection. See Figure 2.5. In truth, orthographic is just one type of
parallel projection. Several others find use, particularly in the field of architecture,
such as oblique and axonometric projections. The old arcade game Zaxxon is named
from the latter.

Note that projection is expressed as a matrix (Section 4.7) and so it may sometimes
be concatenated with the rest of the geometry transform.

The view volume of orthographic viewing is normally a rectangular box, and the
orthographic projection transforms this view volume into the unit cube. The main
characteristic of orthographic projection is that parallel lines remain parallel after the
transform. This transformation is a combination of a translation and a scaling.

The perspective projection is a bit more complex. In this type of projection, the
farther away an object lies from the camera, the smaller it appears after projection.
In addition, parallel lines may converge at the horizon. The perspective transform
thus mimics the way we perceive objects’ size. Geometrically, the view volume, called
a frustum, is a truncated pyramid with rectangular base. The frustum is transformed
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into the unit cube as well. Both orthographic and perspective transforms can be
constructed with 4 × 4 matrices (Chapter 4), and after either transform, the models
are said to be in clip coordinates. These are in fact homogeneous coordinates, discussed
in Chapter 4, and so this occurs before division by w. The GPU’s vertex shader must
always output coordinates of this type in order for the next functional stage, clipping,
to work correctly.

Although these matrices transform one volume into another, they are called projec-
tions because after display, the z-coordinate is not stored in the image generated but
is stored in a z-buffer, described in Section 2.5. In this way, the models are projected
from three to two dimensions.

2.3.2 Optional Vertex Processing

Every pipeline has the vertex processing just described. Once this processing is done,
there are a few optional stages that can take place on the GPU, in this order: tessella-
tion, geometry shading, and stream output. Their use depends both on the capabilities
of the hardware—not all GPUs have them—and the desires of the programmer. They
are independent of each other, and in general they are not commonly used. More will
be said about each in Chapter 3.

The first optional stage is tessellation. Imagine you have a bouncing ball object.
If you represent it with a single set of triangles, you can run into problems with
quality or performance. Your ball may look good from 5 meters away, but up close
the individual triangles, especially along the silhouette, become visible. If you make
the ball with more triangles to improve quality, you may waste considerable processing
time and memory when the ball is far away and covers only a few pixels on the screen.
With tessellation, a curved surface can be generated with an appropriate number of
triangles.

We have talked a bit about triangles, but up to this point in the pipeline we have
just processed vertices. These could be used to represent points, lines, triangles, or
other objects. Vertices can be used to describe a curved surface, such as a ball. Such
surfaces can be specified by a set of patches, and each patch is made of a set of vertices.
The tessellation stage consists of a series of stages itself—hull shader, tessellator, and
domain shader—that converts these sets of patch vertices into (normally) larger sets
of vertices that are then used to make new sets of triangles. The camera for the scene
can be used to determine how many triangles are generated: many when the patch is
close, few when it is far away.

The next optional stage is the geometry shader. This shader predates the tessella-
tion shader and so is more commonly found on GPUs. It is like the tessellation shader
in that it takes in primitives of various sorts and can produce new vertices. It is a
much simpler stage in that this creation is limited in scope and the types of output
primitives are much more limited. Geometry shaders have several uses, with one of
the most popular being particle generation. Imagine simulating a fireworks explosion.
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Each fireball could be represented by a point, a single vertex. The geometry shader
can take each point and turn it into a square (made of two triangles) that faces the
viewer and covers several pixels, so providing a more convincing primitive for us to
shade.

The last optional stage is called stream output. This stage lets us use the GPU
as a geometry engine. Instead of sending our processed vertices down the rest of the
pipeline to be rendered to the screen, at this point we can optionally output these to
an array for further processing. These data can be used by the CPU, or the GPU
itself, in a later pass. This stage is typically used for particle simulations, such as our
fireworks example.

These three stages are performed in this order—tessellation, geometry shading,
and stream output—and each is optional. Regardless of which (if any) options are
used, if we continue down the pipeline we have a set of vertices with homogeneous
coordinates that will be checked for whether the camera views them.

2.3.3 Clipping

Only the primitives wholly or partially inside the view volume need to be passed on
to the rasterization stage (and the subsequent pixel processing stage), which then
draws them on the screen. A primitive that lies fully inside the view volume will
be passed on to the next stage as is. Primitives entirely outside the view volume
are not passed on further, since they are not rendered. It is the primitives that are
partially inside the view volume that require clipping. For example, a line that has
one vertex outside and one inside the view volume should be clipped against the view
volume, so that the vertex that is outside is replaced by a new vertex that is located
at the intersection between the line and the view volume. The use of a projection
matrix means that the transformed primitives are clipped against the unit cube. The
advantage of performing the view transformation and projection before clipping is that
it makes the clipping problem consistent; primitives are always clipped against the
unit cube.

The clipping process is depicted in Figure 2.6. In addition to the six clipping
planes of the view volume, the user can define additional clipping planes to visibly
chop objects. An image showing this type of visualization, called sectioning, is shown
in Figure 19.1 on page 818.

The clipping step uses the 4-value homogeneous coordinates produced by projec-
tion to perform clipping. Values do not normally interpolate linearly across a triangle
in perspective space. The fourth coordinate is needed so that data are properly inter-
polated and clipped when a perspective projection is used. Finally, perspective division
is performed, which places the resulting triangles’ positions into three-dimensional
normalized device coordinates. As mentioned earlier, this view volume ranges from
(−1,−1,−1) to (1, 1, 1). The last step in the geometry stage is to convert from this
space to window coordinates.
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Figure 2.6. After the projection transform, only the primitives inside the unit cube (which correspond
to primitives inside the view frustum) are needed for continued processing. Therefore, the primitives
outside the unit cube are discarded, and primitives fully inside are kept. Primitives intersecting with
the unit cube are clipped against the unit cube, and thus new vertices are generated and old ones
are discarded.

2.3.4 Screen Mapping

Only the (clipped) primitives inside the view volume are passed on to the screen map-
ping stage, and the coordinates are still three-dimensional when entering this stage.
The x- and y-coordinates of each primitive are transformed to form screen coordinates.
Screen coordinates together with the z-coordinates are also called window coordinates.
Assume that the scene should be rendered into a window with the minimum corner
at (x1, y1) and the maximum corner at (x2, y2), where x1 < x2 and y1 < y2. Then the
screen mapping is a translation followed by a scaling operation. The new x- and y-
coordinates are said to be screen coordinates. The z-coordinate ([−1,+1] for OpenGL
and [0, 1] for DirectX) is also mapped to [z1, z2], with z1 = 0 and z2 = 1 as the default
values. These can be changed with the API, however. The window coordinates along
with this remapped z-value are passed on to the rasterizer stage. The screen mapping
process is depicted in Figure 2.7.

Figure 2.7. The primitives lie in the unit cube after the projection transform, and the screen mapping
procedure takes care of finding the coordinates on the screen.
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Next, we describe how integer and floating point values relate to pixels (and texture
coordinates). Given a horizontal array of pixels and using Cartesian coordinates, the
left edge of the leftmost pixel is 0.0 in floating point coordinates. OpenGL has always
used this scheme, and DirectX 10 and its successors use it. The center of this pixel is
at 0.5. So, a range of pixels [0, 9] cover a span from [0.0, 10.0). The conversions are
simply

d = floor(c), (2.1)

c = d+ 0.5, (2.2)

where d is the discrete (integer) index of the pixel and c is the continuous (floating
point) value within the pixel.

While all APIs have pixel location values that increase going from left to right, the
location of zero for the top and bottom edges is inconsistent in some cases between
OpenGL and DirectX.2 OpenGL favors the Cartesian system throughout, treating
the lower left corner as the lowest-valued element, while DirectX sometimes defines
the upper left corner as this element, depending on the context. There is a logic to
each, and no right answer exists where they differ. As an example, (0, 0) is located at
the lower left corner of an image in OpenGL, while it is upper left for DirectX. This
difference is important to take into account when moving from one API to the other.

2.4 Rasterization
Given the transformed and projected vertices with their associated shading data (all
from geometry processing), the goal of the next stage is to find all pixels—short for
picture elements—that are inside the primitive, e.g., a triangle, being rendered. We
call this process rasterization, and it is split up into two functional substages: triangle
setup (also called primitive assembly) and triangle traversal. These are shown to the
left in Figure 2.8. Note that these can handle points and lines as well, but since trian-
gles are most common, the substages have “triangle” in their names. Rasterization,
also called scan conversion, is thus the conversion from two-dimensional vertices in
screen space—each with a z-value (depth value) and various shading information asso-
ciated with each vertex—into pixels on the screen. Rasterization can also be thought
of as a synchronization point between geometry processing and pixel processing, since
it is here that triangles are formed from three vertices and eventually sent down to
pixel processing.

Whether the triangle is considered to overlap the pixel depends on how you have
set up the GPU’s pipeline. For example, you may use point sampling to determine

2“Direct3D” is the three-dimensional graphics API component of DirectX. DirectX includes other
API elements, such an input and audio control. Rather than differentiate between writing “DirectX”
when specifying a particular release and “Direct3D” when discussing this particular API, we follow
common usage by writing “DirectX” throughout.
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Figure 2.8. Left: rasterization split into two functional stages, called triangle setup and triangle
traversal. Right: pixel processing split into two functional stages, namely, pixel processing and
merging.

“insideness.” The simplest case uses a single point sample in the center of each
pixel, and so if that center point is inside the triangle then the corresponding pixel is
considered inside the triangle as well. You may also use more than one sample per
pixel using supersampling or multisampling antialiasing techniques (Section 5.4.2).
Yet another way is to use conservative rasterization, where the definition is that a
pixel is “inside” the triangle if at least part of the pixel overlaps with the triangle
(Section 23.1.2).

2.4.1 Triangle Setup

In this stage the differentials, edge equations, and other data for the triangle are
computed. These data may be used for triangle traversal (Section 2.4.2), as well as
for interpolation of the various shading data produced by the geometry stage. Fixed-
function hardware is used for this task.

2.4.2 Triangle Traversal

Here is where each pixel that has its center (or a sample) covered by the triangle is
checked and a fragment generated for the part of the pixel that overlaps the trian-
gle. More elaborate sampling methods can be found in Section 5.4. Finding which
samples or pixels are inside a triangle is often called triangle traversal. Each triangle
fragment’s properties are generated using data interpolated among the three triangle
vertices (Chapter 5). These properties include the fragment’s depth, as well as any
shading data from the geometry stage. McCormack et al. [1162] offer more informa-
tion on triangle traversal. It is also here that perspective-correct interpolation over
the triangles is performed [694] (Section 23.1.1). All pixels or samples that are inside
a primitive are then sent to the pixel processing stage, described next.

2.5 Pixel Processing
At this point, all the pixels that are considered inside a triangle or other primitive
have been found as a consequence of the combination of all the previous stages. The
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pixel processing stage is divided into pixel shading and merging, shown to the right in
Figure 2.8. Pixel processing is the stage where per-pixel or per-sample computations
and operations are performed on pixels or samples that are inside a primitive.

2.5.1 Pixel Shading

Any per-pixel shading computations are performed here, using the interpolated shad-
ing data as input. The end result is one or more colors to be passed on to the next
stage. Unlike the triangle setup and traversal stages, which are usually performed
by dedicated, hardwired silicon, the pixel shading stage is executed by programmable
GPU cores. To that end, the programmer supplies a program for the pixel shader (or
fragment shader, as it is known in OpenGL), which can contain any desired computa-
tions. A large variety of techniques can be employed here, one of the most important
of which is texturing. Texturing is treated in more detail in Chapter 6. Simply put,
texturing an object means “gluing” one or more images onto that object, for a variety
of purposes. A simple example of this process is depicted in Figure 2.9. The image
may be one-, two-, or three-dimensional, with two-dimensional images being the most
common. At its simplest, the end product is a color value for each fragment, and these
are passed on to the next substage.

Figure 2.9. A dragon model without textures is shown in the upper left. The pieces in the image
texture are “glued” onto the dragon, and the result is shown in the lower left.
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2.5.2 Merging

The information for each pixel is stored in the color buffer, which is a rectangular array
of colors (a red, a green, and a blue component for each color). It is the responsibility
of the merging stage to combine the fragment color produced by the pixel shading stage
with the color currently stored in the buffer. This stage is also called ROP, standing
for “raster operations (pipeline)” or “render output unit,” depending on who you ask.
Unlike the shading stage, the GPU subunit that performs this stage is typically not
fully programmable. However, it is highly configurable, enabling various effects.

This stage is also responsible for resolving visibility. This means that when the
whole scene has been rendered, the color buffer should contain the colors of the prim-
itives in the scene that are visible from the point of view of the camera. For most
or even all graphics hardware, this is done with the z-buffer (also called depth buffer)
algorithm [238]. A z-buffer is the same size and shape as the color buffer, and for
each pixel it stores the z-value to the currently closest primitive. This means that
when a primitive is being rendered to a certain pixel, the z-value on that primitive
at that pixel is being computed and compared to the contents of the z-buffer at the
same pixel. If the new z-value is smaller than the z-value in the z-buffer, then the
primitive that is being rendered is closer to the camera than the primitive that was
previously closest to the camera at that pixel. Therefore, the z-value and the color
of that pixel are updated with the z-value and color from the primitive that is being
drawn. If the computed z-value is greater than the z-value in the z-buffer, then the
color buffer and the z-buffer are left untouched. The z-buffer algorithm is simple, has
O(n) convergence (where n is the number of primitives being rendered), and works
for any drawing primitive for which a z-value can be computed for each (relevant)
pixel. Also note that this algorithm allows most primitives to be rendered in any
order, which is another reason for its popularity. However, the z-buffer stores only a
single depth at each point on the screen, so it cannot be used for partially transparent
primitives. These must be rendered after all opaque primitives, and in back-to-front
order, or using a separate order-independent algorithm (Section 5.5). Transparency is
one of the major weaknesses of the basic z-buffer.

We have mentioned that the color buffer is used to store colors and that the z-buffer
stores z-values for each pixel. However, there are other channels and buffers that can
be used to filter and capture fragment information. The alpha channel is associated
with the color buffer and stores a related opacity value for each pixel (Section 5.5).
In older APIs, the alpha channel was also used to discard pixels selectively via the
alpha test feature. Nowadays a discard operation can be inserted into the pixel shader
program and any type of computation can be used to trigger a discard. This type of
test can be used to ensure that fully transparent fragments do not affect the z-buffer
(Section 6.6).

The stencil buffer is an offscreen buffer used to record the locations of the rendered
primitive. It typically contains 8 bits per pixel. Primitives can be rendered into the
stencil buffer using various functions, and the buffer’s contents can then be used to
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control rendering into the color buffer and z-buffer. As an example, assume that a filled
circle has been drawn into the stencil buffer. This can be combined with an operator
that allows rendering of subsequent primitives into the color buffer only where the
circle is present. The stencil buffer can be a powerful tool for generating some special
effects. All these functions at the end of the pipeline are called raster operations
(ROP) or blend operations. It is possible to mix the color currently in the color buffer
with the color of the pixel being processed inside a triangle. This can enable effects
such as transparency or the accumulation of color samples. As mentioned, blending
is typically configurable using the API and not fully programmable. However, some
APIs have support for raster order views, also called pixel shader ordering, which
enable programmable blending capabilities.

The framebuffer generally consists of all the buffers on a system.
When the primitives have reached and passed the rasterizer stage, those that are

visible from the point of view of the camera are displayed on screen. The screen
displays the contents of the color buffer. To avoid allowing the human viewer to see
the primitives as they are being rasterized and sent to the screen, double buffering is
used. This means that the rendering of a scene takes place off screen, in a back buffer.
Once the scene has been rendered in the back buffer, the contents of the back buffer
are swapped with the contents of the front buffer that was previously displayed on
the screen. The swapping often occurs during vertical retrace, a time when it is safe
to do so.

For more information on different buffers and buffering methods, see Sections 5.4.2,
23.6, and 23.7.

2.6 Through the Pipeline
Points, lines, and triangles are the rendering primitives from which a model or an
object is built. Imagine that the application is an interactive computer aided design
(CAD) application, and that the user is examining a design for a waffle maker. Here
we will follow this model through the entire graphics rendering pipeline, consisting of
the four major stages: application, geometry, rasterization, and pixel processing. The
scene is rendered with perspective into a window on the screen. In this simple example,
the waffle maker model includes both lines (to show the edges of parts) and triangles
(to show the surfaces). The waffle maker has a lid that can be opened. Some of the
triangles are textured by a two-dimensional image with the manufacturer’s logo. For
this example, surface shading is computed completely in the geometry stage, except
for application of the texture, which occurs in the rasterization stage.

Application
CAD applications allow the user to select and move parts of the model. For example,
the user might select the lid and then move the mouse to open it. The application
stage must translate the mouse move to a corresponding rotation matrix, then see to
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it that this matrix is properly applied to the lid when it is rendered. Another example:
An animation is played that moves the camera along a predefined path to show the
waffle maker from different views. The camera parameters, such as position and view
direction, must then be updated by the application, dependent upon time. For each
frame to be rendered, the application stage feeds the camera position, lighting, and
primitives of the model to the next major stage in the pipeline—the geometry stage.

Geometry Processing
For perspective viewing, we assume here that the application has supplied a projection
matrix. Also, for each object, the application has computed a matrix that describes
both the view transform and the location and orientation of the object in itself. In
our example, the waffle maker’s base would have one matrix, the lid another. In
the geometry stage the vertices and normals of the object are transformed with this
matrix, putting the object into view space. Then shading or other calculations at
the vertices may be computed, using material and light source properties. Projection
is then performed using a separate user-supplied projection matrix, transforming the
object into a unit cube’s space that represents what the eye sees. All primitives outside
the cube are discarded. All primitives intersecting this unit cube are clipped against
the cube in order to obtain a set of primitives that lies entirely inside the unit cube.
The vertices then are mapped into the window on the screen. After all these per-
triangle and per-vertex operations have been performed, the resulting data are passed
on to the rasterization stage.

Rasterization
All the primitives that survive clipping in the previous stage are then rasterized, which
means that all pixels that are inside a primitive are found and sent further down the
pipeline to pixel processing.

Pixel Processing
The goal here is to compute the color of each pixel of each visible primitive. Those
triangles that have been associated with any textures (images) are rendered with these
images applied to them as desired. Visibility is resolved via the z-buffer algorithm,
along with optional discard and stencil tests. Each object is processed in turn, and
the final image is then displayed on the screen.

Conclusion

This pipeline resulted from decades of API and graphics hardware evolution targeted
to real-time rendering applications. It is important to note that this is not the only
possible rendering pipeline; offline rendering pipelines have undergone different evo-
lutionary paths. Rendering for film production was often done with micropolygon
pipelines [289, 1734], but ray tracing and path tracing have taken over lately. These
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techniques, covered in Section 11.2.2, may also be used in architectural and design
previsualization.

For many years, the only way for application developers to use the process described
here was through a fixed-function pipeline defined by the graphics API in use. The
fixed-function pipeline is so named because the graphics hardware that implements it
consists of elements that cannot be programmed in a flexible way. The last example of
a major fixed-function machine is Nintendo’s Wii, introduced in 2006. Programmable
GPUs, on the other hand, make it possible to determine exactly what operations are
applied in various sub-stages throughout the pipeline. For the fourth edition of the
book, we assume that all development is done using programmable GPUs.

Further Reading and Resources

Blinn’s book A Trip Down the Graphics Pipeline [165] is an older book about writing
a software renderer from scratch. It is a good resource for learning about some of
the subtleties of implementing a rendering pipeline, explaining key algorithms such
as clipping and perspective interpolation. The venerable (yet frequently updated)
OpenGL Programming Guide (a.k.a. the “Red Book”) [885] provides a thorough de-
scription of the graphics pipeline and algorithms related to its use. Our book’s website,
realtimerendering.com, gives links to a variety of pipeline diagrams, rendering engine
implementations, and more.
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Chapter 3

The Graphics
Processing Unit

“The display is the computer.”
—Jen-Hsun Huang

Historically, graphics acceleration started with interpolating colors on each pixel scan-
line overlapping a triangle and then displaying these values. Including the ability to
access image data allowed textures to be applied to surfaces. Adding hardware for
interpolating and testing z-depths provided built-in visibility checking. Because of
their frequent use, such processes were committed to dedicated hardware to increase
performance. More parts of the rendering pipeline, and much more functionality for
each, were added in successive generations. Dedicated graphics hardware’s only com-
putational advantage over the CPU is speed, but speed is critical.

Over the past two decades, graphics hardware has undergone an incredible trans-
formation. The first consumer graphics chip to include hardware vertex processing
(NVIDIA’s GeForce256) shipped in 1999. NVIDIA coined the term graphics processing
unit (GPU) to differentiate the GeForce 256 from the previously available rasterization-
only chips, and it stuck. During the next few years, the GPU evolved from configurable
implementations of a complex fixed-function pipeline to highly programmable blank
slates where developers could implement their own algorithms. Programmable shaders
of various kinds are the primary means by which the GPU is controlled. For efficiency,
some parts of the pipeline remain configurable, not programmable, but the trend is
toward programmability and flexibility [175].

GPUs gain their great speed from a focus on a narrow set of highly parallelizable
tasks. They have custom silicon dedicated to implementing the z-buffer, to rapidly
accessing texture images and other buffers, and to finding which pixels are covered
by a triangle, for example. How these elements perform their functions is covered in
Chapter 23. More important to know early on is how the GPU achieves parallelism
for its programmable shaders.

29
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Section 3.3 explains how shaders function. For now, what you need to know is
that a shader core is a small processor that does some relatively isolated task, such
as transforming a vertex from its location in the world to a screen coordinate, or
computing the color of a pixel covered by a triangle. With thousands or millions of
triangles being sent to the screen each frame, every second there can be billions of
shader invocations, that is, separate instances where shader programs are run.

To begin with, latency is a concern that all processors face. Accessing data takes
some amount of time. A basic way to think about latency is that the farther away
the information is from the processor, the longer the wait. Section 23.3 covers latency
in more detail. Information stored in memory chips will take longer to access than
that in local registers. Section 18.4.1 discusses memory access in more depth. The
key point is that waiting for data to be retrieved means the processor is stalled, which
reduces performance.

3.1 Data-Parallel Architectures
Various strategies are used by different processor architectures to avoid stalls. A CPU
is optimized to handle a wide variety of data structures and large code bases. CPUs
can have multiple processors, but each runs code in a mostly serial fashion, limited
SIMD vector processing being the minor exception. To minimize the effect of latency,
much of a CPU’s chip consists of fast local caches, memory that is filled with data likely
to be needed next. CPUs also avoid stalls by using clever techniques such as branch
prediction, instruction reordering, register renaming, and cache prefetching [715]

GPUs take a different approach. Much of a GPU’s chip area is dedicated to a large
set of processors, called shader cores, often numbering in the thousands. The GPU is a
stream processor, in which ordered sets of similar data are processed in turn. Because
of this similarity—a set of vertices or pixels, for example—the GPU can process these
data in a massively parallel fashion. One other important element is that these invo-
cations are as independent as possible, such that they have no need for information
from neighboring invocations and do not share writable memory locations. This rule
is sometimes broken to allow new and useful functionality, but such exceptions come
at a price of potential delays, as one processor may wait on another processor to finish
its work.

The GPU is optimized for throughput, defined as the maximum rate at which data
can be processed. However, this rapid processing has a cost. With less chip area
dedicated to cache memory and control logic, latency for each shader core is generally
considerably higher than what a CPU processor encounters [462].

Say a mesh is rasterized and two thousand pixels have fragments to be processed;
a pixel shader program is to be invoked two thousand times. Imagine there is only
a single shader processor, the world’s weakest GPU. It starts to execute the shader
program for the first fragment of the two thousand. The shader processor performs
a few arithmetic operations on values in registers. Registers are local and quick to
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access, so no stall occurs. The shader processor then comes to an instruction such as
a texture access; e.g., for a given surface location the program needs to know the pixel
color of the image applied to the mesh. A texture is an entirely separate resource,
not a part of the pixel program’s local memory, and texture access can be somewhat
involved. A memory fetch can take hundreds to thousands of clock cycles, during
which time the GPU processor is doing nothing. At this point the shader processor
would stall, waiting for the texture’s color value to be returned.

To make this terrible GPU into something considerably better, give each fragment
a little storage space for its local registers. Now, instead of stalling on a texture fetch,
the shader processor is allowed to switch and execute another fragment, number two
of two thousand. This switch is extremely fast, nothing in the first or second fragment
is affected other than noting which instruction was executing on the first. Now the
second fragment is executed. Same as with the first, a few arithmetic functions are
performed, then a texture fetch is again encountered. The shader core now switches to
another fragment, number three. Eventually all two thousand fragments are processed
in this way. At this point the shader processor returns to fragment number one. By this
time the texture color has been fetched and is available for use, so the shader program
can then continue executing. The processor proceeds in the same fashion until another
instruction that is known to stall execution is encountered, or the program completes.
A single fragment will take longer to execute than if the shader processor stayed
focused on it, but overall execution time for the fragments as a whole is dramatically
reduced.

In this architecture, latency is hidden by having the GPU stay busy by switch-
ing to another fragment. GPUs take this design a step further by separating the
instruction execution logic from the data. Called single instruction, multiple data
(SIMD), this arrangement executes the same command in lock-step on a fixed number
of shader programs. The advantage of SIMD is that considerably less silicon (and
power) needs to be dedicated to processing data and switching, compared to using an
individual logic and dispatch unit to run each program. Translating our two-thousand-
fragment example into modern GPU terms, each pixel shader invocation for a fragment
is called a thread. This type of thread is unlike a CPU thread. It consists of a bit
of memory for the input values to the shader, along with any register space needed
for the shader’s execution. Threads that use the same shader program are bundled
into groups, called warps by NVIDIA and wavefronts by AMD. A warp/wavefront is
scheduled for execution by some number GPU shader cores, anywhere from 8 to 64,
using SIMD-processing. Each thread is mapped to a SIMD lane.

Say we have two thousand threads to be executed. Warps on NVIDIA GPUs
contain 32 threads. This yields 2000/32 = 62.5 warps, which means that 63 warps are
allocated, one warp being half empty. A warp’s execution is similar to our single GPU
processor example. The shader program is executed in lock-step on all 32 processors.
When a memory fetch is encountered, all threads encounter it at the same time,
because the same instruction is executed for all. The fetch signals that this warp
of threads will stall, all waiting for their (different) results. Instead of stalling, the
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warp is swapped out for a different warp of 32 threads, which is then executed by
the 32 cores. This swapping is just as fast as with our single processor system, as no
data within each thread is touched when a warp is swapped in or out. Each thread
has its own registers, and each warp keeps track of which instruction it is executing.
Swapping in a new warp is just a matter of pointing the set of cores at a different set
of threads to execute; there is no other overhead. Warps execute or swap out until all
are completed. See Figure 3.1.

In our simple example the latency of a memory fetch for a texture can cause a
warp to swap out. In reality warps could be swapped out for shorter delays, since
the cost of swapping is so low. There are several other techniques used to optimize
execution [945], but warp-swapping is the major latency-hiding mechanism used by
all GPUs. Several factors are involved in how efficiently this process works. For
example, if there are few threads, then few warps can be created, making latency
hiding problematic.

The shader program’s structure is an important characteristic that influences effi-
ciency. A major factor is the amount of register use for each thread. In our example
we assume that two thousand threads can all be resident on the GPU at one time. The
more registers needed by the shader program associated with each thread, the fewer
threads, and thus the fewer warps, can be resident in the GPU. A shortage of warps
can mean that a stall cannot be mitigated by swapping. Warps that are resident are
said to be “in flight,” and this number is called the occupancy. High occupancy means
that there are many warps available for processing, so that idle processors are less
likely. Low occupancy will often lead to poor performance. The frequency of memory
fetches also affects how much latency hiding is needed. Lauritzen [993] outlines how
occupancy is affected by the number of registers and the shared memory that a shader
uses. Wronski [1911, 1914] discusses how the ideal occupancy rate can vary depending
on the type of operations a shader performs.

Another factor affecting overall efficiency is dynamic branching, caused by “if”
statements and loops. Say an “if” statement is encountered in a shader program. If
all the threads evaluate and take the same branch, the warp can continue without any
concern about the other branch. However, if some threads, or even one thread, take
the alternate path, then the warp must execute both branches, throwing away the
results not needed by each particular thread [530, 945]. This problem is called thread
divergence, where a few threads may need to execute a loop iteration or perform an
“if” path that the other threads in the warp do not, leaving them idle during this
time.

All GPUs implement these architectural ideas, resulting in systems with strict
limitations but massive amounts of compute power per watt. Understanding how
this system operates will help you as a programmer make more efficient use of the
power it provides. In the sections that follow we discuss how the GPU implements
the rendering pipeline, how programmable shaders operate, and the evolution and
function of each GPU stage.



3.1. Data-Parallel Architectures 33

mad mad mad mad

mul mul mul mul

txr txr txr txr

cmp cmp cmp cmp

emt emt emt emt

madmadmadmad

mulmulmulmul

txrtxrtxrtxr

cmpcmpcmpcmp

emtemtemtemt

tim
e

shader processors

warps

mad mad mad mad

mul mul mul mul

txr txr txr txr

mad mad mad mad

mul mul mul mul

txr txr txr txr

stall & swap

stall & swap

stall & swap

cmp cmp cmp cmp

emt emt emt emt

finish & swap

finish & swap cmp cmp cmp cmp

emt emt emt emt

cmpcmpcmpcmp

emtemtemtemt

cmpcmpcmpcmp

emtemtemtemt

madmadmadmad

mulmulmulmul

txrtxrtxrtxr

madmadmadmad

mulmulmulmul

txrtxrtxrtxr

fragment/thread
program: mad mul txr cmp emt

Figure 3.1. Simplified shader execution example. A triangle’s fragments, called threads, are gathered
into warps. Each warp is shown as four threads but have 32 threads in reality. The shader program
to be executed is five instructions long. The set of four GPU shader processors executes these
instructions for the first warp until a stall condition is detected on the “txr” command, which needs
time to fetch its data. The second warp is swapped in and the shader program’s first three instructions
are applied to it, until a stall is again detected. After the third warp is swapped in and stalls, execution
continues by swapping in the first warp and continuing execution. If its “txr” command’s data are
not yet returned at this point, execution truly stalls until these data are available. Each warp finishes
in turn.
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Figure 3.2. GPU implementation of the rendering pipeline. The stages are color coded according
to the degree of user control over their operation. Green stages are fully programmable. Dashed
lines show optional stages. Yellow stages are configurable but not programmable, e.g., various blend
modes can be set for the merge stage. Blue stages are completely fixed in their function.

3.2 GPU Pipeline Overview
The GPU implements the conceptual geometry processing, rasterization, and pixel
processing pipeline stages described in Chapter 2. These are divided into several
hardware stages with varying degrees of configurability or programmability. Figure 3.2
shows the various stages color coded according to how programmable or configurable
they are. Note that these physical stages are split up somewhat differently than the
functional stages presented in Chapter 2.

We describe here the logical model of the GPU, the one that is exposed to you as
a programmer by an API. As Chapters 18 and 23 discuss, the implementation of this
logical pipeline, the physical model, is up to the hardware vendor. A stage that is
fixed-function in the logical model may be executed on the GPU by adding commands
to an adjacent programmable stage. A single program in the pipeline may be split into
elements executed by separate sub-units, or be executed by a separate pass entirely.
The logical model can help you reason about what affects performance, but it should
not be mistaken for the way the GPU actually implements the pipeline.

The vertex shader is a fully programmable stage that is used to implement the
geometry processing stage. The geometry shader is a fully programmable stage that
operates on the vertices of a primitive (point, line, or triangle). It can be used to
perform per-primitive shading operations, to destroy primitives, or to create new ones.
The tessellation stage and geometry shader are both optional, and not all GPUs
support them, especially on mobile devices.

The clipping, triangle setup, and triangle traversal stages are implemented by
fixed-function hardware. Screen mapping is affected by window and viewport set-
tings, internally forming a simple scale and repositioning. The pixel shader stage is
fully programmable. Although the merger stage is not programmable, it is highly con-
figurable and can be set to perform a wide variety of operations. It implements the
“merging” functional stage, in charge of modifying the color, z-buffer, blend, stencil,
and any other output-related buffers. The pixel shader execution together with the
merger stage form the conceptual pixel processing stage presented in Chapter 2.

Over time, the GPU pipeline has evolved away from hard-coded operation and
toward increasing flexibility and control. The introduction of programmable shader
stages was the most important step in this evolution. The next section describes the
features common to the various programmable stages.
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3.3 The Programmable Shader Stage
Modern shader programs use a unified shader design. This means that the vertex,
pixel, geometry, and tessellation-related shaders share a common programming model.
Internally they have the same instruction set architecture (ISA). A processor that
implements this model is called a common-shader core in DirectX, and a GPU with
such cores is said to have a unified shader architecture. The idea behind this type of
architecture is that shader processors are usable in a variety of roles, and the GPU
can allocate these as it sees fit. For example, a set of meshes with tiny triangles will
need more vertex shader processing than large squares each made of two triangles. A
GPU with separate pools of vertex and pixel shader cores means that the ideal work
distribution to keep all the cores busy is rigidly predetermined. With unified shader
cores, the GPU can decide how to balance this load.

Describing the entire shader programming model is well beyond the scope of this
book, and there are many documents, books, and websites that already do so. Shaders
are programmed using C-like shading languages such as DirectX’s High-Level Shading
Language (HLSL) and the OpenGL Shading Language (GLSL). DirectX’s HLSL can
be compiled to virtual machine bytecode, also called the intermediate language (IL or
DXIL), to provide hardware independence. An intermediate representation can also
allow shader programs to be compiled and stored offline. This intermediate language
is converted to the ISA of the specific GPU by the driver. Console programming
usually avoids the intermediate language step, since there is then only one ISA for the
system.

The basic data types are 32-bit single-precision floating point scalars and vectors,
though vectors are only part of the shader code and are not supported in hardware as
outlined above. On modern GPUs 32-bit integers and 64-bit floats are also supported
natively. Floating point vectors typically contain data such as positions (xyzw), nor-
mals, matrix rows, colors (rgba), or texture coordinates (uvwq). Integers are most
often used to represent counters, indices, or bitmasks. Aggregate data types such as
structures, arrays, and matrices are also supported.

A draw call invokes the graphics API to draw a group of primitives, so causing the
graphics pipeline to execute and run its shaders. Each programmable shader stage
has two types of inputs: uniform inputs, with values that remain constant throughout
a draw call (but can be changed between draw calls), and varying inputs, data that
come from the triangle’s vertices or from rasterization. For example, a pixel shader
may provide the color of a light source as a uniform value, and the triangle surface’s
location changes per pixel and so is varying. A texture is a special kind of uniform
input that once was always a color image applied to a surface, but that now can be
thought of as any large array of data.

The underlying virtual machine provides special registers for the different types of
inputs and outputs. The number of available constant registers for uniforms is much
larger than those registers available for varying inputs or outputs. This happens
because the varying inputs and outputs need to be stored separately for each vertex
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Figure 3.3. Unified virtual machine architecture and register layout, under Shader Model 4.0. The
maximum available number is indicated next to each resource. Three numbers separated by slashes
refer to the limits for vertex, geometry, and pixel shaders (from left to right).

or pixel, so there is a natural limit as to how many are needed. The uniform inputs are
stored once and reused across all the vertices or pixels in the draw call. The virtual
machine also has general-purpose temporary registers, which are used for scratch space.
All types of registers can be array-indexed using integer values in temporary registers.
The inputs and outputs of the shader virtual machine can be seen in Figure 3.3.

Operations that are common in graphics computations are efficiently executed on
modern GPUs. Shading languages expose the most common of these operations (such
as additions and multiplications) via operators such as * and +. The rest are exposed
through intrinsic functions, e.g., atan(), sqrt(), log(), and many others, optimized
for the GPU. Functions also exist for more complex operations, such as vector nor-
malization and reflection, the cross product, and matrix transpose and determinant
computations.

The term flow control refers to the use of branching instructions to change the
flow of code execution. Instructions related to flow control are used to implement
high-level language constructs such as “if” and “case” statements, as well as various
types of loops. Shaders support two types of flow control. Static flow control branches
are based on the values of uniform inputs. This means that the flow of the code is
constant over the draw call. The primary benefit of static flow control is to allow the
same shader to be used in a variety of different situations (e.g., a varying numbers of
lights). There is no thread divergence, since all invocations take the same code path.
Dynamic flow control is based on the values of varying inputs, meaning that each
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fragment can execute the code differently. This is much more powerful than static
flow control but can cost performance, especially if the code flow changes erratically
between shader invocations.

3.4 The Evolution of Programmable Shading and APIs
The idea of a framework for programmable shading dates back to 1984 with Cook’s
shade trees [287]. A simple shader and its corresponding shade tree are shown in
Figure 3.4. The RenderMan Shading Language [63, 1804] was developed from this
idea in the late 1980s. It is still used today for film production rendering, along with
other evolving specifications, such as the Open Shading Language (OSL) project [608].

Consumer-level graphics hardware was first successfully introduced by 3dfx In-
teractive on October 1, 1996. See Figure 3.5 for a timeline from this year. Their
Voodoo graphics card’s ability to render the game Quake with high quality and perfor-
mance led to its quick adoption. This hardware implemented a fixed-function pipeline
throughout. Before GPUs supported programmable shaders natively, there were sev-
eral attempts to implement programmable shading operations in real time via multiple
rendering passes. The Quake III: Arena scripting language was the first widespread
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color copper=(0.8,0.3,0.1);

intensity = ka*ambient() +
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Figure 3.4. Shade tree for a simple copper shader, and its corresponding shader language program.
(After Cook [287].)
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Figure 3.5. A timeline of some API and graphics hardware releases.

commercial success in this area in 1999. As mentioned at the beginning of the chap-
ter, NVIDIA’s GeForce256 was the first hardware to be called a GPU, but it was not
programmable. However, it was configurable.

In early 2001, NVIDIA’s GeForce 3 was the first GPU to support programmable
vertex shaders [1049], exposed through DirectX 8.0 and extensions to OpenGL. These
shaders were programmed in an assembly-like language that was converted by the
drivers into microcode on the fly. Pixel shaders were also included in DirectX 8.0, but
pixel shaders fell short of actual programmability—the limited “programs” supported
were converted into texture blending states by the driver, which in turn wired together
hardware “register combiners.” These “programs” were not only limited in length
(12 instructions or less) but also lacked important functionality. Dependent texture
reads and floating point data were identified by Peercy et al. [1363] as crucial to true
programmability, from their study of RenderMan.

Shaders at this time did not allow for flow control (branching), so conditionals
had to be emulated by computing both terms and selecting or interpolating between
the results. DirectX defined the concept of a Shader Model (SM) to distinguish hard-
ware with different shader capabilities. The year 2002 saw the release of DirectX
9.0 including Shader Model 2.0, which featured truly programmable vertex and pixel
shaders. Similar functionality was also exposed under OpenGL using various exten-
sions. Support for arbitrary dependent texture reads and storage of 16-bit float-
ing point values was added, finally completing the set of requirements identified by
Peercy et al. Limits on shader resources such as instructions, textures, and regis-
ters were increased, so shaders became capable of more complex effects. Support for
flow control was also added. The growing length and complexity of shaders made
the assembly programming model increasingly cumbersome. Fortunately, DirectX 9.0
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also included HLSL. This shading language was developed by Microsoft in collabora-
tion with NVIDIA. Around the same time, the OpenGL ARB (Architecture Review
Board) released GLSL, a fairly similar language for OpenGL [885]. These languages
were heavily influenced by the syntax and design philosophy of the C programming
language and included elements from the RenderMan Shading Language.

Shader Model 3.0 was introduced in 2004 and added dynamic flow control, making
shaders considerably more powerful. It also turned optional features into requirements,
further increased resource limits and added limited support for texture reads in vertex
shaders. When a new generation of game consoles was introduced in late 2005 (Mi-
crosoft’s Xbox 360) and late 2006 (Sony Computer Entertainment’s PLAYSTATION 3
system), they were equipped with Shader Model 3.0–level GPUs. Nintendo’s Wii con-
sole was one of the last notable fixed-function GPUs, which initially shipped in late
2006. The purely fixed-function pipeline is long gone at this point. Shader languages
have evolved to a point where a variety of tools are used to create and manage them.
A screenshot of one such tool, using Cook’s shade tree concept, is shown in Figure 3.6.

The next large step in programmability also came near the end of 2006. Shader
Model 4.0, included in DirectX 10.0 [175], introduced several major features, such
as the geometry shader and stream output. Shader Model 4.0 included a uniform

Figure 3.6. A visual shader graph system for shader design. Various operations are encapsulated in
function boxes, selectable on the left. When selected, each function box has adjustable parameters,
shown on the right. Inputs and outputs for each function box are linked to each other to form the
final result, shown in the lower right of the center frame. (Screenshot from “mental mill,” mental
images inc.)
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programming model for all shaders (vertex, pixel, and geometry), the unified shader
design described earlier. Resource limits were further increased, and support for inte-
ger data types (including bitwise operations) was added. The introduction of GLSL
3.30 in OpenGL 3.3 provided a similar shader model.

In 2009 DirectX 11 and Shader Model 5.0 were released, adding the tessellation
stage shaders and the compute shader, also called DirectCompute. The release also
focused on supporting CPU multiprocessing more effectively, a topic discussed in Sec-
tion 18.5. OpenGL added tessellation in version 4.0 and compute shaders in 4.3.
DirectX and OpenGL evolve differently. Both set a certain level of hardware support
needed for a particular version release. Microsoft controls the DirectX API and so
works directly with independent hardware vendors (IHVs) such as AMD, NVIDIA,
and Intel, as well as game developers and computer-aided design software firms, to
determine what features to expose. OpenGL is developed by a consortium of hard-
ware and software vendors, managed by the nonprofit Khronos Group. Because of the
number of companies involved, the API features often appear in a release of OpenGL
some time after their introduction in DirectX. However, OpenGL allows extensions,
vendor-specific or more general, that allow the latest GPU functions to be used before
official support in a release.

The next significant change in APIs was led by AMD’s introduction of the Mantle
API in 2013. Developed in partnership with video game developer DICE, the idea of
Mantle was to strip out much of the graphics driver’s overhead and give this control
directly to the developer. Alongside this refactoring was further support for effective
CPU multiprocessing. This new class of APIs focuses on vastly reducing the time
the CPU spends in the driver, along with more efficient CPU multiprocessor support
(Chapter 18). The ideas pioneered in Mantle were picked up by Microsoft and released
as DirectX 12 in 2015. Note that DirectX 12 is not focused on exposing new GPU
functionality—DirectX 11.3 exposed the same hardware features. Both APIs can be
used to send graphics to virtual reality systems such as the Oculus Rift and HTC
Vive. However, DirectX 12 is a radical redesign of the API, one that better maps to
modern GPU architectures. Low-overhead drivers are useful for applications where
the CPU driver cost is causing a bottleneck, or where using more CPU processors for
graphics could benefit performance [946]. Porting from earlier APIs can be difficult,
and a naive implementation can result in lower performance [249, 699, 1438].

Apple released its own low-overhead API called Metal in 2014. Metal was first
available on mobile devices such as the iPhone 5S and iPad Air, with newer Macin-
toshes given access a year later through OS X El Capitan. Beyond efficiency, reducing
CPU usage saves power, an important factor on mobile devices. This API has its own
shading language, meant for both graphics and GPU compute programs.

AMD donated its Mantle work to the Khronos Group, which released its own
new API in early 2016, called Vulkan. As with OpenGL, Vulkan works on multiple
operating systems. Vulkan uses a new high-level intermediate language called SPIR-
V, which is used for both shader representation and for general GPU computing.
Precompiled shaders are portable and so can be used on any GPU supporting the
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capabilities needed [885]. Vulkan can also be used for non-graphical GPU computation,
as it does not need a display window [946]. One notable difference of Vulkan from
other low-overhead drivers is that it is meant to work with a wide range of systems,
from workstations to mobile devices.

On mobile devices the norm has been to use OpenGL ES. “ES” stands for Em-
bedded Systems, as this API was developed with mobile devices in mind. Standard
OpenGL at the time was rather bulky and slow in some of its call structures, as well as
requiring support for rarely used functionality. Released in 2003, OpenGL ES 1.0 was
a stripped-down version of OpenGL 1.3, describing a fixed-function pipeline. While
releases of DirectX are timed with those of graphics hardware that support them,
developing graphics support for mobile devices did not proceed in the same fashion.
For example, the first iPad, released in 2010, implemented OpenGL ES 1.1. In 2007
the OpenGL ES 2.0 specification was released, providing programmable shading. It
was based on OpenGL 2.0, but without the fixed-function component, and so was not
backward-compatible with OpenGL ES 1.1. OpenGL ES 3.0 was released in 2012, pro-
viding functionality such as multiple render targets, texture compression, transform
feedback, instancing, and a much wider range of texture formats and modes, as well
as shader language improvements. OpenGL ES 3.1 adds compute shaders, and 3.2
adds geometry and tessellation shaders, among other features. Chapter 23 discusses
mobile device architectures in more detail.

An offshoot of OpenGL ES is the browser-based API WebGL, called through
JavaScript. Released in 2011, the first version of this API is usable on most mo-
bile devices, as it is equivalent to OpenGL ES 2.0 in functionality. As with OpenGL,
extensions give access to more advanced GPU features. WebGL 2 assumes OpenGL
ES 3.0 support.

WebGL is particularly well suited for experimenting with features or use in the
classroom:

• It is cross-platform, working on all personal computers and almost all mobile
devices.

• Driver approval is handled by the browsers. Even if one browser does not support
a particular GPU or extension, often another browser does.

• Code is interpreted, not compiled, and only a text editor is needed for develop-
ment.

• A debugger is built in to most browsers, and code running at any website can
be examined.

• Programs can be deployed by uploading them to a website or Github, for
example.

Higher-level scene-graph and effects libraries such as three.js [218] give easy access to
code for a variety of more involved effects such as shadow algorithms, post-processing
effects, physically based shading, and deferred rendering.
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3.5 The Vertex Shader
The vertex shader is the first stage in the functional pipeline shown in Figure 3.2.
While this is the first stage directly under programmer control, it is worth noting that
some data manipulation happens before this stage. In what DirectX calls the input
assembler [175, 530, 1208], several streams of data can be woven together to form
the sets of vertices and primitives sent down the pipeline. For example, an object
could be represented by one array of positions and one array of colors. The input
assembler would create this object’s triangles (or lines or points) by creating vertices
with positions and colors. A second object could use the same array of positions
(along with a different model transform matrix) and a different array of colors for its
representation. Data representation is discussed in detail in Section 16.4.5. There is
also support in the input assembler to perform instancing. This allows an object to
be drawn several times with some varying data per instance, all with a single draw
call. The use of instancing is covered in Section 18.4.2.

A triangle mesh is represented by a set of vertices, each associated with a specific
position on the model surface. Besides position, there are other optional properties
associated with each vertex, such as a color or texture coordinates. Surface normals are
defined at mesh vertices as well, which may seem like an odd choice. Mathematically,
each triangle has a well-defined surface normal, and it may seem to make more sense
to use the triangle’s normal directly for shading. However, when rendering, triangle
meshes are often used to represent an underlying curved surface, and vertex normals
are used to represent the orientation of this surface, rather than that of the triangle
mesh itself. Section 16.3.4 will discuss methods to compute vertex normals. Figure 3.7
shows side views of two triangle meshes that represent curved surfaces, one smooth
and one with a sharp crease.

The vertex shader is the first stage to process the triangle mesh. The data describ-
ing what triangles are formed is unavailable to the vertex shader. As its name implies,
it deals exclusively with the incoming vertices. The vertex shader provides a way

Figure 3.7. Side views of triangle meshes (in black, with vertex normals) representing curved surfaces
(in red). On the left smoothed vertex normals are used to represent a smooth surface. On the right
the middle vertex has been duplicated and given two normals, representing a crease.
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to modify, create, or ignore values associated with each triangle’s vertex, such as its
color, normal, texture coordinates, and position. Normally the vertex shader program
transforms vertices from model space to homogeneous clip space (Section 4.7). At a
minimum, a vertex shader must always output this location.

A vertex shader is much the same as the unified shader described earlier. Every
vertex passed in is processed by the vertex shader program, which then outputs a
number of values that are interpolated across a triangle or line. The vertex shader
can neither create nor destroy vertices, and results generated by one vertex cannot be
passed on to another vertex. Since each vertex is treated independently, any number
of shader processors on the GPU can be applied in parallel to the incoming stream of
vertices.

Input assembly is usually presented as a process that happens before the vertex
shader is executed. This is an example where the physical model often differs from
the logical. Physically, the fetching of data to create a vertex might happen in the
vertex shader and the driver will quietly prepend every shader with the appropriate
instructions, invisible to the programmer.

Chapters that follow explain several vertex shader effects, such as vertex blend-
ing for animating joints, and silhouette rendering. Other uses for the vertex shader
include:

• Object generation, by creating a mesh only once and having it be deformed by
the vertex shader.

• Animating character’s bodies and faces using skinning and morphing techniques.

• Procedural deformations, such as the movement of flags, cloth, or water [802,
943].

• Particle creation, by sending degenerate (no area) meshes down the pipeline and
having these be given an area as needed.

• Lens distortion, heat haze, water ripples, page curls, and other effects, by using
the entire framebuffer’s contents as a texture on a screen-aligned mesh undergo-
ing procedural deformation.

• Applying terrain height fields by using vertex texture fetch [40, 1227].

Some deformations done using a vertex shader are shown in Figure 3.8.
The output of the vertex shader can be consumed in several different ways. The

usual path is for each instance’s primitives, e.g., triangles, to then be generated and
rasterized, and the individual pixel fragments produced to be sent to the pixel shader
program for continued processing. On some GPUs the data can also be sent to the
tessellation stage or the geometry shader or be stored in memory. These optional
stages are discussed in the following sections.
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Figure 3.8. On the left, a normal teapot. A simple shear operation performed by a vertex shader
program produces the middle image. On the right, a noise function creates a field that distorts the
model. (Images produced by FX Composer 2, courtesy of NVIDIA Corporation.)

3.6 The Tessellation Stage
The tessellation stage allows us to render curved surfaces. The GPU’s task is to take
each surface description and turn it into a representative set of triangles. This stage
is an optional GPU feature that first became available in (and is required by) DirectX
11. It is also supported in OpenGL 4.0 and OpenGL ES 3.2.

There are several advantages to using the tessellation stage. The curved surface de-
scription is often more compact than providing the corresponding triangles themselves.
Beyond memory savings, this feature can keep the bus between CPU and GPU from
becoming the bottleneck for an animated character or object whose shape is changing
each frame. The surfaces can be rendered efficiently by having an appropriate number
of triangles generated for the given view. For example, if a ball is far from the camera,
only a few triangles are needed. Up close, it may look best represented with thousands
of triangles. This ability to control the level of detail can also allow an application to
control its performance, e.g., using a lower-quality mesh on weaker GPUs in order to
maintain frame rate. Models normally represented by flat surfaces can be converted to
fine meshes of triangles and then warped as desired [1493], or they can be tessellated
in order to perform expensive shading computations less frequently [225].

The tessellation stage always consists of three elements. Using DirectX’s termi-
nology, these are the hull shader, tessellator, and domain shader. In OpenGL the hull
shader is the tessellation control shader and the domain shader the tessellation eval-
uation shader, which are a bit more descriptive, though verbose. The fixed-function
tessellator is called the primitive generator in OpenGL, and as will be seen, that is
indeed what it does.

How to specify and tessellate curves and surfaces is discussed at length in Chap-
ter 17. Here we give a brief summary of each tessellation stage’s purpose. To begin,
the input to the hull shader is a special patch primitive. This consists of several control
points defining a subdivision surface, Bézier patch, or other type of curved element.
The hull shader has two functions. First, it tells the tessellator how many triangles
should be generated, and in what configuration. Second, it performs processing on
each of the control points. Also, optionally, the hull shader can modify the incoming
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Figure 3.9. The tessellation stage. The hull shader takes in a patch defined by control points. It
sends the tessellation factors (TFs) and type to the fixed-function tessellator. The control point
set is transformed as desired by the hull shader and sent on to the domain shader, along with TFs
and related patch constants. The tessellator creates the set of vertices along with their barycentric
coordinates. These are then processed by the domain shader, producing the triangle mesh (control
points shown for reference).

patch description, adding or removing control points as desired. The hull shader out-
puts its set of control points, along with the tessellation control data, to the domain
shader. See Figure 3.9.

The tessellator is a fixed-function stage in the pipeline, only used with tessellation
shaders. It has the task of adding several new vertices for the domain shader to pro-
cess. The hull shader sends the tessellator information about what type of tessellation
surface is desired: triangle, quadrilateral, or isoline. Isolines are sets of line strips,
sometimes used for hair rendering [1954]. The other important values sent by the hull
shader are the tessellation factors (tessellation levels in OpenGL). These are of two
types: inner and outer edge. The two inner factors determine how much tessellation
occurs inside the triangle or quadrilateral. The outer factors determine how much
each exterior edge is split (Section 17.6). An example of increasing tessellation factors
is shown in Figure 3.10. By allowing separate controls, we can have adjacent curved
surfaces’ edges match in tessellation, regardless of how the interiors are tessellated.
Matching edges avoids cracks or other shading artifacts where patches meet. The ver-
tices are assigned barycentric coordinates (Section 22.8), which are values that specify
a relative location for each point on the desired surface.

The hull shader always outputs a patch, a set of control point locations. However, it
can signal that a patch is to be discarded by sending the tessellator an outer tessellation
level of zero or less (or not-a-number, NaN). Otherwise, the tessellator generates a
mesh and sends it to the domain shader. The control points for the curved surface
from the hull shader are used by each invocation of the domain shader to compute the
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Figure 3.10. The effect of varying the tessellation factors. The Utah teapot is made of 32 patches.
Inner and outer tessellation factors, from left to right, are 1, 2, 4, and 8. (Images generated by demo
from Rideout and Van Gelder [1493].)

output values for each vertex. The domain shader has a data flow pattern like that
of a vertex shader, with each input vertex from the tessellator being processed and
generating a corresponding output vertex. The triangles formed are then passed on
down the pipeline.

While this system sounds complex, it is structured this way for efficiency, and each
shader can be fairly simple. The patch passed into a hull shader will often undergo
little or no modification. This shader may also use the patch’s estimated distance or
screen size to compute tessellation factors on the fly, as for terrain rendering [466].
Alternately, the hull shader may simply pass on a fixed set of values for all patches
that the application computes and provides. The tessellator performs an involved but
fixed-function process of generating the vertices, giving them positions, and specifying
what triangles or lines they form. This data amplification step is performed outside of
a shader for computational efficiency [530]. The domain shader takes the barycentric
coordinates generated for each point and uses these in the patch’s evaluation equation
to generate the position, normal, texture coordinates, and other vertex information
desired. See Figure 3.11 for an example.

Figure 3.11. On the left is the underlying mesh of about 6000 triangles. On the right, each triangle
is tessellated and displaced using PN triangle subdivision. (Images from NVIDIA SDK 11 [1301]
samples, courtesy of NVIDIA Corporation, model from Metro 2033 by 4A Games.)
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Figure 3.12. Geometry shader input for a geometry shader program is of some single type: point,
line segment, triangle. The two rightmost primitives include vertices adjacent to the line and triangle
objects. More elaborate patch types are possible.

3.7 The Geometry Shader
The geometry shader can turn primitives into other primitives, something the tes-
sellation stage cannot do. For example, a triangle mesh could be transformed to a
wireframe view by having each triangle create line edges. Alternately, the lines could
be replaced by quadrilaterals facing the viewer, so making a wireframe rendering with
thicker edges [1492]. The geometry shader was added to the hardware-accelerated
graphics pipeline with the release of DirectX 10, in late 2006. It is located after the
tessellation shader in the pipeline, and its use is optional. While a required part of
Shader Model 4.0, it is not used in earlier shader models. OpenGL 3.2 and OpenGL
ES 3.2 support this type of shader as well.

The input to the geometry shader is a single object and its associated vertices. The
object typically consists of triangles in a strip, a line segment, or simply a point. Ex-
tended primitives can be defined and processed by the geometry shader. In particular,
three additional vertices outside of a triangle can be passed in, and the two adjacent
vertices on a polyline can be used. See Figure 3.12. With DirectX 11 and Shader
Model 5.0, you can pass in more elaborate patches, with up to 32 control points. That
said, the tessellation stage is more efficient for patch generation [175].

The geometry shader processes this primitive and outputs zero or more vertices,
which are treated as points, polylines, or strips of triangles. Note that no output at
all can be generated by the geometry shader. In this way, a mesh can be selectively
modified by editing vertices, adding new primitives, and removing others.

The geometry shader is designed for modifying incoming data or making a limited
number of copies. For example, one use is to generate six transformed copies of data
to simultaneously render the six faces of a cube map; see Section 10.4.3. It can also be
used to efficiently create cascaded shadow maps for high-quality shadow generation.
Other algorithms that take advantage of the geometry shader include creating variable-
sized particles from point data, extruding fins along silhouettes for fur rendering, and
finding object edges for shadow algorithms. See Figure 3.13 for more examples. These
and other uses are discussed throughout the rest of the book.

DirectX 11 added the ability for the geometry shader to use instancing, where the
geometry shader can be run a set number of times on any given primitive [530, 1971]. In
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Figure 3.13. Some uses of the geometry shader (GS). On the left, metaball isosurface tessellation is
performed on the fly using the GS. In the middle, fractal subdivision of line segments is done using
the GS and stream out, and billboards are generated by the GS for display of the lightning. On
the right, cloth simulation is performed by using the vertex and geometry shader with stream out.
(Images from NVIDIA SDK 10 [1300] samples, courtesy of NVIDIA Corporation.)

OpenGL 4.0 this is specified with an invocation count. The geometry shader can also
output up to four streams. One stream can be sent on down the rendering pipeline for
further processing. All these streams can optionally be sent to stream output render
targets.

The geometry shader is guaranteed to output results from primitives in the same
order that they are input. This affects performance, because if several shader cores
run in parallel, results must be saved and ordered. This and other factors work against
the geometry shader being used to replicate or create a large amount of geometry in
a single call [175, 530].

After a draw call is issued, there are only three places in the pipeline where work can
be created on the GPU: rasterization, the tessellation stage, and the geometry shader.
Of these, the geometry shader’s behavior is the least predictable when considering
resources and memory needed, since it is fully programmable. In practice the geometry
shader usually sees little use, as it does not map well to the GPU’s strengths. On
some mobile devices it is implemented in software, so its use is actively discouraged
there [69].

3.7.1 Stream Output

The standard use of the GPU’s pipeline is to send data through the vertex shader,
then rasterize the resulting triangles and process these in the pixel shader. It used to
be that the data always passed through the pipeline and intermediate results could
not be accessed. The idea of stream output was introduced in Shader Model 4.0.
After vertices are processed by the vertex shader (and, optionally, the tessellation and
geometry shaders), these can be output in a stream, i.e., an ordered array, in addition
to being sent on to the rasterization stage. Rasterization could, in fact, be turned off
entirely and the pipeline then used purely as a non-graphical stream processor. Data
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processed in this way can be sent back through the pipeline, thus allowing iterative
processing. This type of operation can be useful for simulating flowing water or other
particle effects, as discussed in Section 13.8. It could also be used to skin a model and
then have these vertices available for reuse (Section 4.4).

Stream output returns data only in the form of floating point numbers, so it can
have a noticeable memory cost. Stream output works on primitives, not directly on
vertices. If meshes are sent down the pipeline, each triangle generates its own set
of three output vertices. Any vertex sharing in the original mesh is lost. For this
reason a more typical use is to send just the vertices through the pipeline as a point
set primitive. In OpenGL the stream output stage is called transform feedback, since
the focus of much of its use is transforming vertices and returning them for further
processing. Primitives are guaranteed to be sent to the stream output target in the
order that they were input, meaning the vertex order will be maintained [530].

3.8 The Pixel Shader
After the vertex, tessellation, and geometry shaders perform their operations, the
primitive is clipped and set up for rasterization, as explained in the previous chapter.
This section of the pipeline is relatively fixed in its processing steps, i.e., not pro-
grammable but somewhat configurable. Each triangle is traversed to determine which
pixels it covers. The rasterizer may also roughly calculate how much the triangle
covers each pixel’s cell area (Section 5.4.2). This piece of a triangle partially or fully
overlapping the pixel is called a fragment.

The values at the triangle’s vertices, including the z-value used in the z-buffer, are
interpolated across the triangle’s surface for each pixel. These values are passed to
the pixel shader, which then processes the fragment. In OpenGL the pixel shader is
known as the fragment shader, which is perhaps a better name. We use “pixel shader”
throughout this book for consistency. Point and line primitives sent down the pipeline
also create fragments for the pixels covered.

The type of interpolation performed across the triangle is specified by the pixel
shader program. Normally we use perspective-correct interpolation, so that the world-
space distances between pixel surface locations increase as an object recedes in the
distance. An example is rendering railroad tracks extending to the horizon. Railroad
ties are more closely spaced where the rails are farther away, as more distance is
traveled for each successive pixel approaching the horizon. Other interpolation options
are available, such as screen-space interpolation, where perspective projection is not
taken into account. DirectX 11 gives further control over when and how interpolation
is performed [530].

In programming terms, the vertex shader program’s outputs, interpolated across
the triangle (or line), effectively become the pixel shader program’s inputs. As the
GPU has evolved, other inputs have been exposed. For example, the screen position
of the fragment is available to the pixel shader in Shader Model 3.0 and beyond. Also,
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Figure 3.14. User-defined clipping planes. On the left, a single horizontal clipping plane slices the ob-
ject. In the middle, the nested spheres are clipped by three planes. On the right, the spheres’ surfaces
are clipped only if they are outside all three clip planes. (From the three.js examples webgl clipping
and webgl clipping intersection [218].)

which side of a triangle is visible is an input flag. This knowledge is important for
rendering a different material on the front versus back of each triangle in a single pass.

With inputs in hand, typically the pixel shader computes and outputs a fragment’s
color. It can also possibly produce an opacity value and optionally modify its z-depth.
During merging, these values are used to modify what is stored at the pixel. The depth
value generated in the rasterization stage can also be modified by the pixel shader.
The stencil buffer value is usually not modifiable, but rather it is passed through to
the merge stage. DirectX 11.3 allows the shader to change this value. Operations
such as fog computation and alpha testing have moved from being merge operations
to being pixel shader computations in SM 4.0 [175].

A pixel shader also has the unique ability to discard an incoming fragment, i.e.,
generate no output. One example of how fragment discard can be used is shown in
Figure 3.14. Clip plane functionality used to be a configurable element in the fixed-
function pipeline and was later specified in the vertex shader. With fragment discard
available, this functionality could then be implemented in any way desired in the
pixel shader, such as deciding whether clipping volumes should be AND’ed or OR’ed
together.

Initially the pixel shader could output to only the merging stage, for eventual
display. The number of instructions a pixel shader can execute has grown considerably
over time. This increase gave rise to the idea of multiple render targets (MRT). Instead
of sending results of a pixel shader’s program to just the color and z-buffer, multiple
sets of values could be generated for each fragment and saved to different buffers, each
called a render target. Render targets generally have the same x- and y-dimensions;
some APIs allow different sizes, but the rendered area will be the smallest of these.
Some architectures require render targets to each have the same bit depth, and possibly
even identical data formats. Depending on the GPU, the number of render targets
available is four or eight.
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Even with these limitations, MRT functionality is a powerful aid in performing
rendering algorithms more efficiently. A single rendering pass could generate a color
image in one target, object identifiers in another, and world-space distances in a third.
This ability has also given rise to a different type of rendering pipeline, called deferred
shading, where visibility and shading are done in separate passes. The first pass stores
data about an object’s location and material at each pixel. Successive passes can then
efficiently apply illumination and other effects. This class of rendering methods is
described in Section 20.1.

The pixel shader’s limitation is that it can normally write to a render target at only
the fragment location handed to it, and cannot read current results from neighboring
pixels. That is, when a pixel shader program executes, it cannot send its output
directly to neighboring pixels, nor can it access others’ recent changes. Rather, it
computes results that affect only its own pixel. However, this limitation is not as
severe as it sounds. An output image created in one pass can have any of its data
accessed by a pixel shader in a later pass. Neighboring pixels can be processed using
image processing techniques, described in Section 12.1.

There are exceptions to the rule that a pixel shader cannot know or affect neighbor-
ing pixels’ results. One is that the pixel shader can immediately access information for
adjacent fragments (albeit indirectly) during the computation of gradient or derivative
information. The pixel shader is provided with the amounts by which any interpo-
lated value changes per pixel along the x and y screen axes. Such values are useful
for various computations and texture addressing. These gradients are particularly
important for operations such as texture filtering (Section 6.2.2), where we want to
know how much of an image covers a pixel. All modern GPUs implement this feature
by processing fragments in groups of 2 × 2, called a quad. When the pixel shader
requests a gradient value, the difference between adjacent fragments is returned. See
Figure 3.15. A unified core has this capability to access neighboring data—kept in
different threads on the same warp—and so can compute gradients for use in the pixel
shader. One consequence of this implementation is that gradient information can-
not be accessed in parts of the shader affected by dynamic flow control, i.e., an “if”
statement or loop with a variable number of iterations. All the fragments in a group
must be processed using the same set of instructions so that all four pixels’ results
are meaningful for computing gradients. This is a fundamental limitation that exists
even in offline rendering systems [64].

DirectX 11 introduced a buffer type that allows write access to any location, the
unordered access view (UAV). Originally for only pixel and compute shaders, access
to UAVs was extended to all shaders in DirectX 11.1 [146]. OpenGL 4.3 calls this
a shader storage buffer object (SSBO). Both names are descriptive in their own way.
Pixel shaders are run in parallel, in an arbitrary order, and this storage buffer is shared
among them.

Often some mechanism is needed to avoid a data race condition (a.k.a. a data
hazard), where both shader programs are “racing” to influence the same value, possibly
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Figure 3.15. On the left, a triangle is rasterized into quads, sets of 2 × 2 pixels. The gradient
computations for the pixel marked with a black dot is then shown on the right. The value for v is
shown for each of the four pixel locations in the quad. Note how three of the pixels are not covered
by the triangle, yet they are still processed by the GPU so that the gradients can be found. The
gradients in the x and y screen directions are computed for the lower left pixel by using its two quad
neighbors.

leading to arbitrary results. As an example, an error could occur if two invocations
of a pixel shader tried to, say, add to the same retrieved value at about the same
time. Both would retrieve the original value, both would modify it locally, but then
whichever invocation wrote its result last would wipe out the contribution of the
other invocation—only one addition would occur. GPUs avoid this problem by having
dedicated atomic units that the shader can access [530]. However, atomics mean
that some shaders may stall as they wait to access a memory location undergoing
read/modify/write by another shader.

While atomics avoid data hazards, many algorithms require a specific order of
execution. For example, you may want to draw a more distant transparent blue
triangle before overlaying it with a red transparent triangle, blending the red atop the
blue. It is possible for a pixel to have two pixel shader invocations for a pixel, one for
each triangle, executing in such a way that the red triangle’s shader completes before
the blue’s. In the standard pipeline, the fragment results are sorted in the merger stage
before being processed. Rasterizer order views (ROVs) were introduced in DirectX
11.3 to enforce an order of execution. These are like UAVs; they can be read and
written by shaders in the same fashion. The key difference is that ROVs guarantee
that the data are accessed in the proper order. This increases the usefulness of these
shader-accessible buffers considerably [327, 328]. For example, ROVs make it possible
for the pixel shader to write its own blending methods, since it can directly access and
write to any location in the ROV, and thus no merging stage is needed [176]. The
price is that, if an out-of-order access is detected, a pixel shader invocation may stall
until triangles drawn earlier are processed.
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3.9 The Merging Stage
As discussed in Section 2.5.2, the merging stage is where the depths and colors of the
individual fragments (generated in the pixel shader) are combined with the frame-
buffer. DirectX calls this stage the output merger; OpenGL refers to it as per-sample
operations. On most traditional pipeline diagrams (including our own), this stage is
where stencil-buffer and z-buffer operations occur. If the fragment is visible, another
operation that takes place in this stage is color blending. For opaque surfaces there
is no real blending involved, as the fragment’s color simply replaces the previously
stored color. Actual blending of the fragment and stored color is commonly used for
transparency and compositing operations (Section 5.5).

Imagine that a fragment generated by rasterization is run through the pixel shader
and then is found to be hidden by some previously rendered fragment when the z-
buffer is applied. All the processing done in the pixel shader was then unnecessary.
To avoid this waste, many GPUs perform some merge testing before the pixel shader
is executed [530]. The fragment’s z-depth (and whatever else is in use, such as the
stencil buffer or scissoring) is used for testing visibility. The fragment is culled if
hidden. This functionality is called early-z [1220, 1542]. The pixel shader has the
ability to change the z-depth of the fragment or to discard the fragment entirely.
If either type of operation is found to exist in a pixel shader program, early-z then
generally cannot be used and is turned off, usually making the pipeline less efficient.
DirectX 11 and OpenGL 4.2 allow the pixel shader to force early-z testing to be on,
though with a number of limitations [530]. See Section 23.7 for more about early-z
and other z-buffer optimizations. Using early-z effectively can have a large effect on
performance, which is discussed in detail in Section 18.4.5.

The merging stage occupies the middle ground between fixed-function stages, such
as triangle setup, and the fully programmable shader stages. Although it is not pro-
grammable, its operation is highly configurable. Color blending in particular can be
set up to perform a large number of different operations. The most common are com-
binations of multiplication, addition, and subtraction involving the color and alpha
values, but other operations are possible, such as minimum and maximum, as well as
bitwise logic operations. DirectX 10 added the capability to blend two colors from
the pixel shader with the framebuffer color. This capability is called dual source-color
blending and cannot be used in conjunction with multiple render targets. MRT does
otherwise support blending, and DirectX 10.1 introduced the capability to perform
different blend operations on each separate buffer.

As mentioned at the end of the previous section, DirectX 11.3 provided a way to
make blending programmable through ROVs, though at a price in performance. ROVs
and the merging stage both guarantee draw order, a.k.a. output invariance. Regardless
of the order in which pixel shader results are generated, it is an API requirement that
results are sorted and sent to the merging stage in the order in which they are input,
object by object and triangle by triangle.
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3.10 The Compute Shader
The GPU can be used for more than implementing the traditional graphics pipeline.
There are many non-graphical uses in fields as varied as computing the estimated
value of stock options and training neural nets for deep learning. Using hardware in
this way is called GPU computing. Platforms such as CUDA and OpenCL are used
to control the GPU as a massive parallel processor, with no real need or access to
graphics-specific functionality. These frameworks often use languages such as C or
C++ with extensions, along with libraries made for the GPU.

Introduced in DirectX 11, the compute shader is a form of GPU computing, in
that it is a shader that is not locked into a location in the graphics pipeline. It is
closely tied to the process of rendering in that it is invoked by the graphics API. It
is used alongside vertex, pixel, and other shaders. It draws upon the same pool of
unified shader processors as those used in the pipeline. It is a shader like the others,
in that it has some set of input data and can access buffers (such as textures) for input
and output. Warps and threads are more visible in a compute shader. For example,
each invocation gets a thread index that it can access. There is also the concept of a
thread group, which consists of 1 to 1024 threads in DirectX 11. These thread groups
are specified by x-, y-, and z-coordinates, mostly for simplicity of use in shader code.
Each thread group has a small amount of memory that is shared among threads. In
DirectX 11, this amounts to 32 kB. Compute shaders are executed by thread group,
so that all threads in the group are guaranteed to run concurrently [1971].

One important advantage of compute shaders is that they can access data gen-
erated on the GPU. Sending data from the GPU to the CPU incurs a delay, so
performance can be improved if processing and results can be kept resident on the
GPU [1403]. Post-processing, where a rendered image is modified in some way, is a
common use of compute shaders. The shared memory means that intermediate re-
sults from sampling image pixels can be shared with neighboring threads. Using a
compute shader to determine the distribution or average luminance of an image, for
example, has been found to run twice as fast as performing this operation on a pixel
shader [530].

Compute shaders are also useful for particle systems, mesh processing such as
facial animation [134], culling [1883, 1884], image filtering [1102, 1710], improving
depth precision [991], shadows [865], depth of field [764], and any other tasks where a
set of GPU processors can be brought to bear. Wihlidal [1884] discusses how compute
shaders can be more efficient than tessellation hull shaders. See Figure 3.16 for other
uses.

This ends our review of the GPU’s implementation of the rendering pipeline. There
are many ways in which the GPUs functions can be used and combined to perform
various rendering-related processes. Relevant theory and algorithms tuned to take
advantage of these capabilities are the central subjects of this book. Our focus now
moves on to transforms and shading.
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Figure 3.16. Compute shader examples. On the left, a compute shader is used to simulate hair
affected by wind, with the hair itself rendered using the tessellation stage. In the middle, a compute
shader performs a rapid blur operation. On the right, ocean waves are simulated. (Images from
NVIDIA SDK 11 [1301] samples, courtesy of NVIDIA Corporation.)

Further Reading and Resources

Giesen’s tour of the graphics pipeline [530] discusses many facets of the GPU at
length, explaining why elements work the way they do. The course by Fatahalian and
Bryant [462] discusses GPU parallelism in a series of detailed lecture slide sets. While
focused on GPU computing using CUDA, the introductory part of Kirk and Hwa’s
book [903] discusses the evolution and design philosophy for the GPU.

To learn the formal aspects of shader programming takes some work. Books such
as the OpenGL Superbible [1606] and OpenGL Programming Guide [885] include ma-
terial on shader programming. The older book OpenGL Shading Language [1512] does
not cover more recent shader stages, such as the geometry and tessellation shaders,
but does focus specifically on shader-related algorithms. See this book’s website,
realtimerendering.com, for recent and recommended books.
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Chapter 4

Transforms

“What if angry vectors veer
Round your sleeping head, and form.
There’s never need to fear
Violence of the poor world’s abstract storm.”

—Robert Penn Warren

A transform is an operation that takes entities such as points, vectors, or colors and
converts them in some way. For the computer graphics practitioner, it is extremely
important to master transforms. With them, you can position, reshape, and animate
objects, lights, and cameras. You can also ensure that all computations are carried
out in the same coordinate system, and project objects onto a plane in different ways.
These are only a few of the operations that can be performed with transforms, but
they are sufficient to demonstrate the importance of the transform’s role in real-time
graphics, or, for that matter, in any kind of computer graphics.

A linear transform is one that preserves vector addition and scalar multiplication.
Specifically,

f(x) + f(y) = f(x+ y), (4.1)

kf(x) = f(kx). (4.2)

As an example, f(x) = 5x is a transform that takes a vector and multiplies each
element by five. To prove that this is linear, the two conditions (Equations 4.1 and 4.2)
need to be fulfilled. The first condition holds since any two vectors multiplied by five
and then added will be the same as adding the vectors and then multiplying. The
scalar multiplication condition (Equation 4.2) is clearly fulfilled. This function is
called a scaling transform, as it changes the scale (size) of an object. The rotation
transform is another linear transform that rotates a vector about the origin. Scaling
and rotation transforms, in fact all linear transforms for three-element vectors, can be
represented using a 3× 3 matrix.

However, this size of matrix is usually not large enough. A function for a three-
element vector x such as f(x) = x+(7, 3, 2) is not linear. Performing this function on
two separate vectors will add each value of (7, 3, 2) twice to form the result. Adding
a fixed vector to another vector performs a translation, e.g., it moves all locations by
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the same amount. This is a useful type of transform, and we would like to combine
various transforms, e.g., scale an object to be half as large, then move it to a different
location. Keeping functions in the simple forms used so far makes it difficult to easily
combine them.

Combining linear transforms and translations can be done using an affine trans-
form, typically stored as a 4 × 4 matrix. An affine transform is one that performs
a linear transform and then a translation. To represent four-element vectors we use
homogeneous notation, denoting points and directions in the same way (using bold
lowercase letters). A direction vector is represented as v = (vx vy vz 0)T and
a point as v = (vx vy vz 1)T . Throughout the chapter, we will make extensive
use of the terminology and operations explained in the downloadable linear algebra
appendix, found on realtimerendering.com.

All translation, rotation, scaling, reflection, and shearing matrices are affine. The
main characteristic of an affine matrix is that it preserves the parallelism of lines, but
not necessarily lengths and angles. An affine transform may also be any sequence of
concatenations of individual affine transforms.

This chapter will begin with the most essential, basic affine transforms. This
section can be seen as a “reference manual” for simple transforms. More specialized
matrices are then described, followed by a discussion and description of quaternions,
a powerful transform tool. Then follows vertex blending and morphing, which are
two simple but effective ways of expressing animations of meshes. Finally, projection
matrices are described. Most of these transforms, their notations, functions, and
properties are summarized in Table 4.1, where an orthogonal matrix is one whose
inverse is the transpose.

Transforms are a basic tool for manipulating geometry. Most graphics application
programming interfaces let the user set arbitrary matrices, and sometimes a library
may be used with matrix operations that implement many of the transforms discussed
in this chapter. However, it is still worthwhile to understand the real matrices and
their interaction behind the function calls. Knowing what the matrix does after such
a function call is a start, but understanding the properties of the matrix itself will
take you further. For example, such an understanding enables you to discern when
you are dealing with an orthogonal matrix, whose inverse is its transpose, making for
faster matrix inversions. Knowledge like this can lead to accelerated code.

4.1 Basic Transforms
This section describes the most basic transforms, such as translation, rotation, scaling,
shearing, transform concatenation, the rigid-body transform, normal transform (which
is not so normal), and computation of inverses. For the experienced reader, this can
be used as a reference manual for simple transforms, and for the novice, it can serve
as an introduction to the subject. This material is necessary background for the rest
of this chapter and for other chapters in this book. We start with the simplest of
transforms—the translation.
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Notation Name Characteristics

T(t) translation matrix Moves a point. Affine.

Rx(ρ) rotation matrix Rotates ρ radians around
the x-axis. Similar notation
for the y- and z-axes.
Orthogonal & affine.

R rotation matrix Any rotation matrix.
Orthogonal & affine.

S(s) scaling matrix Scales along all x-, y-, and
z-axes according to s. Affine.

Hij(s) shear matrix Shears component i by a
factor s, with respect to
component j.
i, j ∈ {x, y, z}. Affine.

E(h, p, r) Euler transform Orientation matrix given
by the Euler angles
head (yaw), pitch, roll.
Orthogonal & affine.

Po(s) orthographic projection Parallel projects onto some
plane or to a volume. Affine.

Pp(s) perspective projection Projects with perspective
onto a plane or to a volume.

slerp(q̂, r̂, t) slerp transform Creates an interpolated
quaternion with respect to
the quaternions q̂ and r̂,
and the parameter t.

Table 4.1. Summary of most of the transforms discussed in this chapter.

4.1.1 Translation

A change from one location to another is represented by a translation matrix, T.
This matrix translates an entity by a vector t = (tx, ty, tz). T is given below by
Equation 4.3:

T(t) = T(tx, ty, tz) =







1 0 0 tx
0 1 0 ty
0 0 1 tz
0 0 0 1







. (4.3)

An example of the effect of the translation transform is shown in Figure 4.1. It is
easily shown that the multiplication of a point p = (px, py, pz, 1) with T(t) yields a
new point p′ = (px+tx, py+ty, pz+tz, 1), which is clearly a translation. Notice that a
vector v = (vx, vy, vz, 0) is left unaffected by a multiplication by T, because a direction
vector cannot be translated. In contrast, both points and vectors are affected by the
rest of the affine transforms. The inverse of a translation matrix is T−1(t) = T(−t),
that is, the vector t is negated.
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Figure 4.1. The square on the left is transformed with a translation matrix T(5, 2, 0), whereby the
square is moved 5 distance units to the right and 2 upward.

We should mention at this point that another valid notational scheme sometimes
seen in computer graphics uses matrices with translation vectors in the bottom row.
For example, DirectX uses this form. In this scheme, the order of matrices would
be reversed, i.e., the order of application would read from left to right. Vectors and
matrices in this notation are said to be in row-major form since the vectors are rows.
In this book, we use column-major form. Whichever is used, this is purely a notational
difference. When the matrix is stored in memory, the last four values of the sixteen
are the three translation values followed by a one.

4.1.2 Rotation

A rotation transform rotates a vector (position or direction) by a given angle around
a given axis passing through the origin. Like a translation matrix, it is a rigid-body
transform, i.e., it preserves the distances between points transformed, and preserves
handedness (i.e., it never causes left and right to swap sides). These two types of
transforms are clearly useful in computer graphics for positioning and orienting ob-
jects. An orientation matrix is a rotation matrix associated with a camera view or
object that defines its orientation in space, i.e., its directions for up and forward.

In two dimensions, the rotation matrix is simple to derive. Assume that we have
a vector, v = (vx, vy), which we parameterize as v = (vx, vy) = (r cos θ, r sin θ). If
we were to rotate that vector by φ radians (counterclockwise), then we would get
u = (r cos(θ + φ), r sin(θ + φ)). This can be rewritten as

u =

(
r cos(θ + φ)
r sin(θ + φ)

)

=

(
r(cos θ cosφ− sin θ sinφ)
r(sin θ cosφ+ cos θ sinφ)

)

=

(
cosφ − sinφ
sinφ cosφ

)

︸ ︷︷ ︸

R(φ)

(
r cos θ
r sin θ

)

︸ ︷︷ ︸

v

= R(φ)v,
(4.4)

where we used the angle sum relation to expand cos(θ + φ) and sin(θ + φ). In three
dimensions, commonly used rotation matrices are Rx(φ), Ry(φ), and Rz(φ), which
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rotate an entity φ radians around the x-, y-, and z-axes, respectively. They are given
by Equations 4.5–4.7:

Rx(φ) =







1 0 0 0
0 cosφ − sinφ 0
0 sinφ cosφ 0
0 0 0 1







, (4.5)

Ry(φ) =







cosφ 0 sinφ 0
0 1 0 0

− sinφ 0 cosφ 0
0 0 0 1







, (4.6)

Rz(φ) =







cosφ − sinφ 0 0
sinφ cosφ 0 0
0 0 1 0
0 0 0 1







. (4.7)

If the bottom row and rightmost column are deleted from a 4 × 4 matrix, a 3 × 3
matrix is obtained. For every 3× 3 rotation matrix, R, that rotates φ radians around
any axis, the trace (which is the sum of the diagonal elements in a matrix) is constant
independent of the axis, and is computed as [997]:

tr(R) = 1 + 2 cosφ. (4.8)

The effect of a rotation matrix may be seen in Figure 4.4 on page 65. What char-
acterizes a rotation matrix, Ri(φ), besides the fact that it rotates φ radians around
axis i, is that it leaves all points on the rotation axis, i, unchanged. Note that R will
also be used to denote a rotation matrix around any axis. The axis rotation matrices
given above can be used in a series of three transforms to perform any arbitrary axis
rotation. This procedure is discussed in Section 4.2.1. Performing a rotation around
an arbitrary axis directly is covered in Section 4.2.4.

All rotation matrices have a determinant of one and are orthogonal. This also
holds for concatenations of any number of these transforms. There is another way to
obtain the inverse: R−1

i (φ) = Ri(−φ), i.e., rotate in the opposite direction around
the same axis.

Example: Rotation Around a Point. Assume that we want to rotate an object
by φ radians around the z-axis, with the center of rotation being a certain point,
p. What is the transform? This scenario is depicted in Figure 4.2. Since a rotation
around a point is characterized by the fact that the point itself is unaffected by the
rotation, the transform starts by translating the object so that p coincides with the
origin, which is done with T(−p). Thereafter follows the actual rotation: Rz(φ).
Finally, the object has to be translated back to its original position using T(p). The
resulting transform, X, is then given by

X = T(p)Rz(φ)T(−p). (4.9)

Note the order of the matrices above. �
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Figure 4.2. Example of rotation around a specific point p.

4.1.3 Scaling

A scaling matrix, S(s) = S(sx, sy, sz), scales an entity with factors sx, sy, and sz
along the x-, y-, and z-directions, respectively. This means that a scaling matrix can
be used to enlarge or diminish an object. The larger the si, i ∈ {x, y, z}, the larger the
scaled entity gets in that direction. Setting any of the components of s to 1 naturally
avoids a change in scaling in that direction. Equation 4.10 shows S:

S(s) =







sx 0 0 0
0 sy 0 0
0 0 sz 0
0 0 0 1







. (4.10)

Figure 4.4 on page 65 illustrates the effect of a scaling matrix. The scaling operation
is called uniform if sx = sy = sz and nonuniform otherwise. Sometimes the terms
isotropic and anisotropic scaling are used instead of uniform and nonuniform. The
inverse is S−1(s) = S(1/sx, 1/sy, 1/sz).

Using homogeneous coordinates, another valid way to create a uniform scaling
matrix is by manipulating matrix element at position (3, 3), i.e., the element at the
lower right corner. This value affects the w-component of the homogeneous coordinate,
and so scales every coordinate of a point (not direction vectors) transformed by the
matrix. For example, to scale uniformly by a factor of 5, the elements at (0, 0), (1, 1),
and (2, 2) in the scaling matrix can be set to 5, or the element at (3, 3) can be set to
1/5. The two different matrices for performing this are shown below:

S =







5 0 0 0
0 5 0 0
0 0 5 0
0 0 0 1







, S′ =







1 0 0 0
0 1 0 0
0 0 1 0
0 0 0 1/5







. (4.11)

In contrast to using S for uniform scaling, using S′ must always be followed by ho-
mogenization. This may be inefficient, since it involves divides in the homogenization
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process; if the element at the lower right (position (3, 3)) is 1, no divides are necessary.
Of course, if the system always does this division without testing for 1, then there is
no extra cost.

A negative value on one or three of the components of s gives a type of reflection
matrix, also called a mirror matrix. If only two scale factors are −1, then we will rotate
π radians. It should be noted that a rotation matrix concatenated with a reflection
matrix is also a reflection matrix. Hence, the following is a reflection matrix:

(
cos(π/2) sin(π/2)
− sin(π/2) cos(π/2)

)

︸ ︷︷ ︸

rotation

(
1 0
0 −1

)

︸ ︷︷ ︸

reflection

=

(
0 −1
−1 0

)

. (4.12)

Reflection matrices usually require special treatment when detected. For example,
a triangle with vertices in a counterclockwise order will get a clockwise order when
transformed by a reflection matrix. This order change can cause incorrect lighting and
backface culling to occur. To detect whether a given matrix reflects in some manner,
compute the determinant of the upper left 3× 3 elements of the matrix. If the value
is negative, the matrix is reflective. For example, the determinant of the matrix in
Equation 4.12 is 0 · 0− (−1) · (−1) = −1.

Example: Scaling in a Certain Direction. The scaling matrix S scales along
only the x-, y-, and z-axes. If scaling should be performed in other directions, a
compound transform is needed. Assume that scaling should be done along the axes
of the orthonormal, right-oriented vectors fx, fy, and fz. First, construct the matrix
F, to change the basis, as below:

F =

(
fx fy fz 0
0 0 0 1

)

. (4.13)

The idea is to make the coordinate system given by the three axes coincide with the
standard axes, then use the standard scaling matrix, and then transform back. The
first step is carried out by multiplying with the transpose, i.e., the inverse, of F. Then
the actual scaling is done, followed by a transform back. The transform is shown in
Equation 4.14:

X = FS(s)FT . (4.14)

�

4.1.4 Shearing

Another class of transforms is the set of shearing matrices. These can, for example, be
used in games to distort an entire scene to create a psychedelic effect or otherwise warp
a model’s appearance. There are six basic shearing matrices, and they are denoted
Hxy(s), Hxz(s), Hyx(s), Hyz(s), Hzx(s), and Hzy(s). The first subscript is used
to denote which coordinate is being changed by the shear matrix, while the second
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Figure 4.3. The effect of shearing the unit square with Hxz(s). Both the y- and z-values are unaffected
by the transform, while the x-value is the sum of the old x-value and s multiplied by the z-value,
causing the square to become slanted. This transform is area-preserving, which can be seen in that
the dashed areas are the same.

subscript indicates the coordinate which does the shearing. An example of a shear
matrix, Hxz(s), is shown in Equation 4.15. Observe that the subscript can be used to
find the position of the parameter s in the matrix below; the x (whose numeric index
is 0) identifies row zero, and the z (whose numeric index is 2) identifies column two,
and so the s is located there:

Hxz(s) =







1 0 s 0
0 1 0 0
0 0 1 0
0 0 0 1







. (4.15)

The effect of multiplying this matrix with a point p yields a point: (px+spz py pz)
T .

Graphically, this is shown for the unit square in Figure 4.3. The inverse of Hij(s)
(shearing the ith coordinate with respect to the jth coordinate, where i 6= j), is
generated by shearing in the opposite direction, that is, H−1

ij (s) = Hij(−s).
You can also use a slightly different kind of shear matrix:

H′
xy(s, t) =







1 0 s 0
0 1 t 0
0 0 1 0
0 0 0 1







. (4.16)

Here, however, both subscripts are used to denote that these coordinates are to be
sheared by the third coordinate. The connection between these two different kinds
of descriptions is H′

ij(s, t) = Hik(s)Hjk(t), where k is used as an index to the third
coordinate. The right matrix to use is a matter of taste. Finally, it should be noted
that since the determinant of any shear matrix |H| = 1, this is a volume-preserving
transformation, which also is illustrated in Figure 4.3.
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Figure 4.4. This illustrates the order dependency when multiplying matrices. In the top row, the
rotation matrix Rz(π/6) is applied followed by a scaling, S(s), where s = (2, 0.5, 1). The composite
matrix is then S(s)Rz(π/6). In the bottom row, the matrices are applied in the reverse order, yielding
Rz(π/6)S(s). The results are clearly different. It generally holds that MN 6= NM, for arbitrary
matrices M and N.

4.1.5 Concatenation of Transforms

Due to the noncommutativity of the multiplication operation on matrices, the order
in which the matrices occur matters. Concatenation of transforms is therefore said to
be order-dependent.

As an example of order dependency, consider two matrices, S and R. S(2, 0.5, 1)
scales the x-component by a factor two and the y-component by a factor 0.5. Rz(π/6)
rotates π/6 radians counterclockwise around the z-axis (which points outward from
page of this book in a right-handed coordinate system). These matrices can be mul-
tiplied in two ways, with the results being entirely different. The two cases are shown
in Figure 4.4.

The obvious reason to concatenate a sequence of matrices into a single one is to
gain efficiency. For example, imagine that you have a game scene that has several
million vertices, and that all objects in the scene must be scaled, rotated, and finally
translated. Now, instead of multiplying all vertices with each of the three matrices,
the three matrices are concatenated into a single matrix. This single matrix is then
applied to the vertices. This composite matrix is C = TRS. Note the order here.
The scaling matrix, S, should be applied to the vertices first, and therefore appears
to the right in the composition. This ordering implies that TRSp = (T(R(Sp))),
where p is a point to be transformed. Incidentally, TRS is the order commonly used
by scene graph systems.
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It is worth noting that while matrix concatenation is order-dependent, the matrices
can be grouped as desired. For example, say that with TRSp you would like to
compute the rigid-body motion transform TR once. It is valid to group these two
matrices together, (TR)(Sp), and replace with the intermediate result. Thus, matrix
concatenation is associative.

4.1.6 The Rigid-Body Transform

When a person grabs a solid object, say a pen from a table, and moves it to another
location, perhaps to a shirt pocket, only the object’s orientation and location change,
while the shape of the object generally is not affected. Such a transform, consisting
of concatenations of only translations and rotations, is called a rigid-body transform.
It has the characteristic of preserving lengths, angles, and handedness.

Any rigid-body matrix, X, can be written as the concatenation of a translation
matrix, T(t), and a rotation matrix, R. Thus, X has the appearance of the matrix in
Equation 4.17:

X = T(t)R =







r00 r01 r02 tx
r10 r11 r12 ty
r20 r21 r22 tz
0 0 0 1







. (4.17)

The inverse of X is computed as X−1 = (T(t)R)−1 = R−1T(t)−1 = RTT(−t).
Thus, to compute the inverse, the upper left 3× 3 matrix of R is transposed, and the
translation values of T change sign. These two new matrices are multiplied together
in opposite order to obtain the inverse. Another way to compute the inverse of X is
to consider R (making R appear as 3 × 3 matrix) and X in the following notation
(notation described on page 6 with Equation 1.2):

R̄ =
(
r,0 r,1 r,2

)
=








rT0,

rT1,

rT2,








,

=⇒
X =

(
R̄ t
0T 1

)

,

(4.18)

where r,0 means the first column of the rotation matrix (i.e., the comma indicates any
value from 0 to 2, while the second subscript is 0) and rT0, is the first row of the column
matrix. Note that 0 is a 3×1 column vector filled with zeros. Some calculations yield
the inverse in the expression shown in Equation 4.19:

X−1 =

(
r0, r1, r2, −R̄T t
0 0 0 1

)

. (4.19)
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Figure 4.5. The geometry involved in computing a transform that orients the camera at c, with up
vector u′, to look at the point l. For that purpose, we need to compute r, u, and v.

Example: Orienting the Camera. A common task in graphics is to orient the
camera so that it looks at a certain position. Here we will present what gluLookAt()
(from the OpenGL Utility Library, GLU for short) does. Even though this function
call itself is not used much nowadays, the task remains common. Assume that the
camera is located at c, that we want the camera to look at a target l, and that a given
up direction of the camera is u′, as illustrated in Figure 4.5. We want to compute a
basis consisting of three vectors, {r,u,v}. We start by computing the view vector as
v = (c− l)/||c− l||, i.e., the normalized vector from the target to the camera position.
A vector looking to the “right” can then be computed as r = −(v × u′)/||v × u′||.
The u′ vector is often not guaranteed to be pointing precisely up, so the final up
vector is another cross product, u = v × r, which is guaranteed to be normalized
since both v and r are normalized and perpendicular by construction. In the camera
transform matrix, M, that we will construct, the idea is to first translate everything
so the camera position is at the origin, (0, 0, 0), and then change the basis so that r is
aligned with (1, 0, 0), u with (0, 1, 0), and v with (0, 0, 1). This is done by

M =







rx ry rz 0
ux uy uz 0
vx vy vz 0
0 0 0 1







︸ ︷︷ ︸

change of basis







1 0 0 −tx
0 1 0 −ty
0 0 1 −tz
0 0 0 1







︸ ︷︷ ︸

translation

=







rx ry rz −t · r
ux uy uz −t · u
vx vy vz −t · v
0 0 0 1







. (4.20)

Note that when concatenating the translation matrix with the change of basis matrix,
the translation −t is to the right since it should be applied first. One way to remember
where to put the components of r, u, and v is the following. We want r to become
(1, 0, 0), so when multiplying a change of basis matrix with (1, 0, 0), we can see that
the first row in the matrix must be the elements of r, since r · r = 1. Furthermore, the
second row and the third row must consist of vectors that are perpendicular to r, i.e.,
r · x = 0. When applying the same thinking also to u and v, we arrive at the change
of basis matrix above. �
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triangle
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Figure 4.6. On the left is the original geometry, a triangle and its normal shown from the side. The
middle illustration shows what happens if the model is scaled along the x- axis by 0.5 and the normal
uses the same matrix. The right figure shows the proper transform of the normal.

4.1.7 Normal Transform

A single matrix can be used to consistently transform points, lines, triangles, and
other geometry. The same matrix can also transform tangent vectors following along
these lines or on the surfaces of triangles. However, this matrix cannot always be used
to transform one important geometric property, the surface normal (and the vertex
lighting normal). Figure 4.6 shows what can happen if this same matrix is used.

Instead of multiplying by the matrix itself, the proper method is to use the trans-
pose of the matrix’s adjoint [227]. Computation of the adjoint is described in our
online linear algebra appendix. The adjoint is always guaranteed to exist. The nor-
mal is not guaranteed to be of unit length after being transformed, so typically needs
to be normalized.

The traditional answer for transforming the normal is that the transpose of the
inverse is computed [1794]. This method normally works. The full inverse is not
necessary, however, and occasionally cannot be created. The inverse is the adjoint
divided by the original matrix’s determinant. If this determinant is zero, the matrix
is singular, and the inverse does not exist.

Even computing just the adjoint for a full 4 × 4 matrix can be expensive, and is
usually not necessary. Since the normal is a vector, translation will not affect it. Fur-
thermore, most modeling transforms are affine. They do not change the w-component
of the homogeneous coordinate passed in, i.e., they do not perform projection. Un-
der these (common) circumstances, all that is needed for normal transformation is to
compute the adjoint of the upper left 3× 3 components.

Often even this adjoint computation is not needed. Say we know the transform
matrix is composed entirely of a concatenation of translations, rotations, and uniform
scaling operations (no stretching or squashing). Translations do not affect the normal.
The uniform scaling factors simply change the length of the normal. What is left is
a series of rotations, which always yields a net rotation of some sort, nothing more.
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The transpose of the inverse can be used to transform normals. A rotation matrix is
defined by the fact that its transpose is its inverse. Substituting to get the normal
transform, two transposes (or two inverses) give the original rotation matrix. Putting
it all together, the original transform itself can also be used directly to transform
normals under these circumstances.

Finally, fully renormalizing the normal produced is not always necessary. If only
translations and rotations are concatenated together, the normal will not change length
when transformed by the matrix, so no renormalizing is needed. If uniform scalings
are also concatenated, the overall scale factor (if known, or extracted—Section 4.2.3)
can be used to directly normalize the normals produced. For example, if we know
that a series of scalings were applied that makes the object 5.2 times larger, then
normals transformed directly by this matrix are renormalized by dividing them by
5.2. Alternately, to create a normal transform matrix that would produce normalized
results, the original matrix’s 3×3 upper left could be divided by this scale factor once.

Note that normal transforms are not an issue in systems where, after transforma-
tion, the surface normal is derived from the triangle (e.g., using the cross product of
the triangle’s edges). Tangent vectors are different than normals in nature, and are
always directly transformed by the original matrix.

4.1.8 Computation of Inverses

Inverses are needed in many cases, for example, when changing back and forth between
coordinate systems. Depending on the available information about a transform, one
of the following three methods of computing the inverse of a matrix can be used:

• If the matrix is a single transform or a sequence of simple transforms with
given parameters, then the matrix can be computed easily by “inverting the
parameters” and the matrix order. For example, if M = T(t)R(φ), then M−1 =
R(−φ)T(−t). This is simple and preserves the accuracy of the transform, which
is important when rendering huge worlds [1381].

• If the matrix is known to be orthogonal, then M−1 = MT , i.e., the transpose is
the inverse. Any sequence of rotations is a rotation, and so is orthogonal.

• If nothing is known, then the adjoint method, Cramer’s rule, LU decomposition,
or Gaussian elimination could be used to compute the inverse. Cramer’s rule
and the adjoint method are generally preferable, as they have fewer branch op-
erations; “if” tests are good to avoid on modern architectures. See Section 4.1.7
on how to use the adjoint to invert transform normals.

The purpose of the inverse computation can also be taken into account when optimiz-
ing. For example, if the inverse is to be used for transforming vectors, then only the
3 × 3 upper left part of the matrix normally needs to be inverted (see the previous
section).
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4.2 Special Matrix Transforms and Operations
In this section, several matrix transforms and operations that are essential to real-time
graphics will be introduced and derived. First, we present the Euler transform (along
with its extraction of parameters), which is an intuitive way to describe orientations.
Then we touch upon retrieving a set of basic transforms from a single matrix. Finally,
a method is derived that rotates an entity around an arbitrary axis.

4.2.1 The Euler Transform

This transform is an intuitive way to construct a matrix to orient yourself (i.e., the
camera) or any other entity in a certain direction. Its name comes from the great
Swiss mathematician Leonhard Euler (1707–1783).

First, some kind of default view direction must be established. Most often it
lies along the negative z-axis with the head oriented along the y-axis, as depicted in
Figure 4.7. The Euler transform is the multiplication of three matrices, namely the
rotations shown in the figure. More formally, the transform, denoted E, is given by
Equation 4.21:

E(h, p, r) = Rz(r)Rx(p)Ry(h). (4.21)

The order of the matrices can be chosen in 24 different ways [1636]; we present this one
because it is commonly used. Since E is a concatenation of rotations, it is also clearly
orthogonal. Therefore its inverse can be expressed as E−1 = ET = (RzRxRy)

T =
RT

y R
T
xR

T
z , although it is, of course, easier to use the transpose of E directly.

The Euler angles h, p, and r represent in which order and how much the head,
pitch, and roll should rotate around their respective axes. Sometimes the angles are
all called “rolls,” e.g., our “head” is the “y-roll” and our “pitch” is the “x-roll.” Also,
“head” is sometimes known as “yaw,” such as in flight simulation.

This transform is intuitive and therefore easy to discuss in layperson’s language.
For example, changing the head angle makes the viewer shake their head “no,” chang-
ing the pitch makes them nod, and rolling makes them tilt their head sideways. Rather
than talking about rotations around the x-, y-, and z-axes, we talk about altering the
head, pitch, and roll. Note that this transform can orient not only the camera, but
also any object or entity as well. These transforms can be performed using the global
axes of the world space or relative to a local frame of reference.

It is important to note that some presentations of Euler angles give the z-axis
as the initial up direction. This difference is purely a notational change, though a
potentially confusing one. In computer graphics there is a division in how the world is
regarded and thus how content is formed: y-up or z-up. Most manufacturing processes,
including 3D printing, consider the z-direction to be up in world space; aviation and
sea vehicles consider −z to be up. Architecture and GIS normally use z-up, as a
building plan or map is two-dimensional, x and y. Media-related modeling systems
often consider the y-direction as up in world coordinates, matching how we always
describe a camera’s screen up direction in computer graphics. The difference between
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Figure 4.7. The Euler transform and how it relates to the way you change the head, pitch, and roll
angles. The default view direction is shown, looking along the negative z-axis with the up direction
along the y-axis.

these two world up vector choices is just a 90◦ rotation (and possibly a reflection)
away, but not knowing which is assumed can lead to problems. In this volume we use
a world direction of y-up unless otherwise noted.

We also want to point out that the camera’s up direction in its view space has
nothing in particular to do with the world’s up direction. Roll your head and the
view is tilted, with its world-space up direction differing from the world’s. As another
example, say the world uses y-up and our camera looks straight down at the terrain
below, a bird’s eye view. This orientation means the camera has pitched 90◦ forward,
so that its up direction in world space is (0, 0,−1). In this orientation the camera
has no y-component and instead considers −z to be up in world space, but “y is up”
remains true in view space, by definition.

While useful for small angle changes or viewer orientation, Euler angles have some
other serious limitations. It is difficult to work with two sets of Euler angles in combi-
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nation. For example, interpolation between one set and another is not a simple matter
of interpolating each angle. In fact, two different sets of Euler angles can give the same
orientation, so any interpolation should not rotate the object at all. These are some
of the reasons that using alternate orientation representations such as quaternions,
discussed later in this chapter, are worth pursuing. With Euler angles, you can also
get something called gimbal lock, which will be explained next in Section 4.2.2.

4.2.2 Extracting Parameters from the Euler Transform

In some situations, it is useful to have a procedure that extracts the Euler parameters,
h, p, and r, from an orthogonal matrix. This procedure is shown in Equation 4.22:

E(h, p, r) =





e00 e01 e02
e10 e11 e12
e20 e21 e22



 = Rz(r)Rx(p)Ry(h). (4.22)

Here we abandoned the 4× 4 matrices for 3× 3 matrices, since the latter provide all
the necessary information for a rotation matrix. That is, the rest of the equivalent
4× 4 matrix always contains zeros and a one in the lower right position.

Concatenating the three rotation matrices in Equation 4.22 yields

E =

(
cos r cosh−sin r sin p sinh −sin r cos p cos r sinh+sin r sin p cosh
sin r cosh+cos r sin p sinh cos r cos p sin r sinh−cos r sin p cosh

−cos p sinh sin p cos p cosh

)

. (4.23)

From this it is apparent that the pitch parameter is given by sin p = e21. Also, dividing
e01 by e11, and similarly dividing e20 by e22, gives rise to the following extraction
equations for the head and roll parameters:

e01
e11

=
− sin r

cos r
= − tan r and

e20
e22

=
− sinh

cosh
= − tanh. (4.24)

Thus, the Euler parameters h (head), p (pitch), and r (roll) are extracted from a matrix
E using the function atan2(y,x) (see page 8 in Chapter 1) as in Equation 4.25:

h = atan2(−e20, e22),
p = arcsin(e21),
r = atan2(−e01, e11).

(4.25)

However, there is a special case we need to handle. If cos p = 0, we have gimbal lock
(Section 4.2.2) and rotation angles r and h will rotate around the same axis (though
possibly in different directions, depending on whether the p rotation angle was −π/2
or π/2), so only one angle needs to be derived. If we arbitrarily set h = 0 [1769],
we get

E =





cos r sin r cos p sin r sin p
sin r cos r cos p − cos r sin p
0 sin p cos p



 . (4.26)
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Since p does not affect the values in the first column, when cos p = 0 we can use
sin r/ cos r = tan r = e10/e00, which gives r = atan2(e10, e00).

Note that from the definition of arcsin, −π/2 ≤ p ≤ π/2, which means that if
E was created with a value of p outside this interval, the original parameter cannot
be extracted. That h, p, and r are not unique means that more than one set of
the Euler parameters can be used to yield the same transform. More about Euler
angle conversion can be found in Shoemake’s 1994 article [1636]. The simple method
outlined above can result in problems with numerical instability, which is avoidable
at some cost in speed [1362].

When you use Euler transforms, something called gimbal lockmay occur [499, 1633].
This happens when rotations are made so that one degree of freedom is lost. For
example, say the order of transforms is x/y/z. Consider a rotation of π/2 around
just the y-axis, the second rotation performed. Doing so rotates the local z-axis to be
aligned with the original x-axis, so that the final rotation around z is redundant.

Mathematically, we have already seen gimbal lock in Equation 4.26, where we
assumed cos p = 0, i.e., p = ±π/2 + 2πk, where k is an integer. With such a value
of p, we have lost one degree of freedom since the matrix only depends on one angle,
r + h or r − h (but not both at the same time).

While Euler angles are commonly presented as being in x/y/z order in modeling
systems, a rotation around each local axis, other orderings are feasible. For example,
z/x/y is used in animation and z/x/z in both animation and physics. All are valid
ways of specifying three separate rotations. This last ordering, z/x/z, can be superior
for some applications, as only when rotating π radians around x (a half-rotation)
does gimbal lock occur. There is no perfect sequence that avoids gimbal lock. Euler
angles nonetheless are commonly used, as animators prefer curve editors to specify
how angles change over time [499].

Example: Constraining a Transform. Imagine you are holding a (virtual)
wrench that is gripping a bolt. To get the bolt into place, you have to rotate the
wrench around the x-axis. Now assume that your input device (mouse, VR gloves,
space-ball, etc.) gives you a rotation matrix, i.e., a rotation, for the movement of the
wrench. The problem is that it is likely to be wrong to apply this transform to the
wrench, which should rotate around only the x-axis. To restrict the input transform,
called P, to be a rotation around the x-axis, simply extract the Euler angles, h, p, and
r, using the method described in this section, and then create a new matrix Rx(p).
This is then the sought-after transform that will rotate the wrench around the x-axis
(if P now contains such a movement). �

4.2.3 Matrix Decomposition

Up to this point we have been working under the assumption that we know the origin
and history of the transformation matrix we are using. This is often not the case.
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For example, nothing more than a concatenated matrix may be associated with some
transformed object. The task of retrieving various transforms from a concatenated
matrix is called matrix decomposition.

There are many reasons to retrieve a set of transformations. Uses include:

• Extracting just the scaling factors for an object.

• Finding transforms needed by a particular system. (For example, some systems
may not allow the use of an arbitrary 4× 4 matrix.)

• Determining whether a model has undergone only rigid-body transforms.

• Interpolating between keyframes in an animation where only the matrix for the
object is available.

• Removing shears from a rotation matrix.

We have already presented two decompositions, those of deriving the translation
and rotation matrix for a rigid-body transformation (Section 4.1.6) and deriving the
Euler angles from an orthogonal matrix (Section 4.2.2).

As we have seen, it is trivial to retrieve the translation matrix, as we simply need
the elements in the last column of the 4 × 4 matrix. We can also determine if a
reflection has occurred by checking whether the determinant of the matrix is negative.
To separate out the rotation, scaling, and shears takes more determined effort.

Fortunately, there are several articles on this topic, as well as code available online.
Thomas [1769] and Goldman [552, 553] each present somewhat different methods for
various classes of transformations. Shoemake [1635] improves upon their techniques
for affine matrices, as his algorithm is independent of frame of reference and attempts
to decompose the matrix to obtain rigid-body transforms.

4.2.4 Rotation about an Arbitrary Axis

Sometimes it is convenient to have a procedure that rotates an entity by some angle
around an arbitrary axis. Assume that the rotation axis, r, is normalized and that a
transform should be created that rotates α radians around r.

To do this, we first transform to a space where the axis around which we want to
rotate is the x-axis. This is done with a rotation matrix, called M. Then the actual
rotation is performed, and we transform back using M−1 [314]. This procedure is
illustrated in Figure 4.8.

To compute M, we need to find two axes that are orthonormal both to r and to
each other. We concentrate on finding the second axis, s, knowing that the third axis,
t, will be the cross product of the first and the second axis, t = r× s. A numerically
stable way to do this is to find the smallest component (in absolute value) of r, and
set it to 0. Swap the two remaining components, and then negate the first of them
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Figure 4.8. Rotation about an arbitrary axis, r, is accomplished by finding an orthonormal basis
formed by r, s, and t. We then align this basis with the standard basis so that r is aligned with the
x-axis. The rotation around the x-axis is performed there, and finally we transform back.

(in fact, either of the nonzero components could be negated). Mathematically, this is
expressed as [784]:

s̄ =







(0,−rz, ry), if |rx| ≤ |ry| and |rx| ≤ |rz|,
(−rz, 0, rx), if |ry| ≤ |rx| and |ry| ≤ |rz|,
(−ry, rx, 0), if |rz| ≤ |rx| and |rz| ≤ |ry|,

s = s̄/||s̄||,
t = r× s.

(4.27)

This guarantees that s̄ is orthogonal (perpendicular) to r, and that (r, s, t) is an
orthonormal basis. Frisvad [496] presents a method without any branches in the code,
which is faster but has lower accuracy. Max [1147] and Duff et al. [388] improve the
accuracy of Frisvad’s method. Whichever technique is employed, these three vectors
are used to create a rotation matrix:

M =





rT

sT

tT



 . (4.28)

This matrix transforms the vector r into the x-axis, s into the y-axis, and t into the
z-axis. So, the final transform for rotating α radians around the normalized vector r
is then

X = MTRx(α)M. (4.29)

In words, this means that first we transform so that r is the x-axis (using M), then
we rotate α radians around this x-axis (using Rx(α)), and then we transform back
using the inverse of M, which in this case is MT because M is orthogonal.

Another method for rotating around an arbitrary, normalized axis r by φ radians
has been presented by Goldman [550]. Here, we simply present his transform:

R =




cosφ+ (1−cosφ)r2x (1−cosφ)rxry−rz sinφ (1−cosφ)rxrz+ry sinφ
(1−cosφ)rxry+rz sinφ cosφ+ (1−cosφ)r2y (1−cosφ)ryrz−rx sinφ
(1−cosφ)rxrz−ry sinφ (1−cosφ)ryrz+rx sinφ cosφ+ (1−cosφ)r2z



 .
(4.30)
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In Section 4.3.2, we present yet another method for solving this problem, using quater-
nions. Also in that section are more efficient algorithms for related problems, such as
rotation from one vector to another.

4.3 Quaternions
Although quaternions were invented back in 1843 by Sir William Rowan Hamilton
as an extension to the complex numbers, it was not until 1985 that Shoemake [1633]
introduced them to the field of computer graphics.1 Quaternions are used to represent
rotations and orientations. They are superior to both Euler angles and matrices in
several ways. Any three-dimensional orientation can be expressed as a single rota-
tion around a particular axis. Given this axis & angle representation, translating to
or from a quaternion is straightforward, while Euler angle conversion in either direc-
tion is challenging. Quaternions can be used for stable and constant interpolation of
orientations, something that cannot be done well with Euler angles.

A complex number has a real and an imaginary part. Each is represented by two
real numbers, the second real number being multiplied by

√
−1. Similarly, quater-

nions have four parts. The first three values are closely related to axis of rotation,
with the angle of rotation affecting all four parts (more about this in Section 4.3.2).
Each quaternion is represented by four real numbers, each associated with a differ-
ent part. Since quaternions have four components, we choose to represent them as
vectors, but to differentiate them, we put a hat on them: q̂. We begin with some
mathematical background on quaternions, which is then used to construct a variety
of useful transforms.

4.3.1 Mathematical Background

We start with the definition of a quaternion.

Definition. A quaternion q̂ can be defined in the following ways, all equivalent.

q̂ = (qv, qw) = iqx + jqy + kqz + qw = qv + qw,

qv = iqx + jqy + kqz = (qx, qy, qz), (4.31)

i2 = j2 = k2 = −1, jk = −kj = i, ki = −ik = j, ij = −ji = k.

The variable qw is called the real part of a quaternion, q̂. The imaginary part is qv,
and i, j, and k are called imaginary units. �

For the imaginary part, qv, we can use all the normal vector operations, such as
addition, scaling, dot product, cross product, and more. Using the definition of the
quaternion, the multiplication operation between two quaternions, q̂ and r̂, is derived

1In fairness, Robinson [1502] used quaternions in 1958 for rigid-body simulations.
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as shown below. Note that the multiplication of the imaginary units is noncommuta-
tive.

Multiplication: q̂r̂ = (iqx + jqy + kqz + qw)(irx + jry + krz + rw)

= i(qyrz − qzry + rwqx + qwrx)

+ j(qzrx − qxrz + rwqy + qwry) (4.32)

+ k(qxry − qyrx + rwqz + qwrz)

+ qwrw − qxrx − qyry − qzrz

= (qv × rv + rwqv + qwrv, qwrw − qv · rv).

As can be seen in this equation, we use both the cross product and the dot product
to compute the multiplication of two quaternions.

Along with the definition of the quaternion, the definitions of addition, conjugate,
norm, and an identity are needed:

Addition: q̂+ r̂ = (qv, qw) + (rv, rw) = (qv + rv, qw + rw).

Conjugate: q̂∗ = (qv, qw)
∗ = (−qv, qw).

Norm: n(q̂) =
√

q̂q̂∗ =
√

q̂∗q̂ =
√

qv · qv + q2w (4.33)

=
√

q2x + q2y + q2z + q2w.

Identity: î = (0, 1).

When n(q̂) =
√
q̂q̂∗ is simplified (result shown above), the imaginary parts cancel

out and only a real part remains. The norm is sometimes denoted ||q̂|| = n(q̂) [1105].
A consequence of the above is that a multiplicative inverse, denoted by q̂−1, can be
derived. The equation q̂−1q̂ = q̂q̂−1 = 1 must hold for the inverse (as is common for
a multiplicative inverse). We derive a formula from the definition of the norm:

n(q̂)2 = q̂q̂∗ ⇐⇒ q̂q̂∗

n(q̂)2
= 1. (4.34)

This gives the multiplicative inverse as shown below:

Inverse: q̂−1 =
1

n(q̂)2
q̂∗. (4.35)

The formula for the inverse uses scalar multiplication, which is an operation derived
from the multiplication seen in Equation 4.3.1: sq̂ = (0, s)(qv, qw) = (sqv, sqw),
and q̂s = (qv, qw)(0, s) = (sqv, sqw), which means that scalar multiplication is
commutative: sq̂ = q̂s = (sqv, sqw).
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The following collection of rules are simple to derive from the definitions:

Conjugate rules: (q̂∗)∗ = q̂,

(q̂+ r̂)∗ = q̂∗ + r̂∗, (4.36)

(q̂r̂)∗ = r̂∗q̂∗.

Norm rules: n(q̂∗) = n(q̂),
(4.37)

n(q̂r̂) = n(q̂)n(r̂).

Laws of Multiplication:

Linearity: p̂(sq̂+ tr̂) = sp̂q̂+ tp̂r̂,
(4.38)

(sp̂+ tq̂)r̂ = sp̂r̂+ tq̂r̂.

Associativity: p̂(q̂r̂) = (p̂q̂)r̂.

A unit quaternion, q̂ = (qv, qw), is such that n(q̂) = 1. From this it follows that
q̂ may be written as

q̂ = (sinφuq, cosφ) = sinφuq + cosφ, (4.39)

for some three-dimensional vector uq, such that ||uq|| = 1, because

n(q̂) = n(sinφuq, cosφ) =
√

sin2 φ(uq · uq) + cos2 φ

=

√

sin2 φ+ cos2 φ = 1 (4.40)

if and only if uq ·uq = 1 = ||uq||2. As will be seen in the next section, unit quaternions
are perfectly suited for creating rotations and orientations in a most efficient way. But
before that, some extra operations will be introduced for unit quaternions.

For complex numbers, a two-dimensional unit vector can be written as cosφ +
i sinφ = eiφ. The equivalent for quaternions is

q̂ = sinφuq + cosφ = eφuq . (4.41)

The log and the power functions for unit quaternions follow from Equation 4.41:

Logarithm: log(q̂) = log(eφuq ) = φuq,

(4.42)

Power: q̂t = (sinφuq + cosφ)t = eφtuq = sin(φt)uq + cos(φt).
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Figure 4.9. Illustration of the rotation transform represented by a unit quaternion, q̂ =
(sinφuq , cosφ). The transform rotates 2φ radians around the axis uq .

4.3.2 Quaternion Transforms

We will now study a subclass of the quaternion set, namely those of unit length, called
unit quaternions. The most important fact about unit quaternions is that they can
represent any three-dimensional rotation, and that this representation is extremely
compact and simple.

Now we will describe what makes unit quaternions so useful for rotations and
orientations. First, put the four coordinates of a point or vector p = (px py pz pw)

T

into the components of a quaternion p̂, and assume that we have a unit quaternion
q̂ = (sinφuq, cosφ). One can prove that

q̂p̂q̂−1 (4.43)

rotates p̂ (and thus the point p) around the axis uq by an angle 2φ. Note that since
q̂ is a unit quaternion, q̂−1 = q̂∗. See Figure 4.9.

Any nonzero real multiple of q̂ also represents the same transform, which means
that q̂ and −q̂ represent the same rotation. That is, negating the axis, uq, and the
real part, qw, creates a quaternion that rotates exactly as the original quaternion does.
It also means that the extraction of a quaternion from a matrix can return either q̂
or −q̂.

Given two unit quaternions, q̂ and r̂, the concatenation of first applying q̂ and then
r̂ to a quaternion, p̂ (which can be interpreted as a point p), is given by Equation 4.44:

r̂(q̂p̂q̂∗)r̂∗ = (r̂q̂)p̂(r̂q̂)∗ = ĉp̂ĉ∗. (4.44)

Here, ĉ = r̂q̂ is the unit quaternion representing the concatenation of the unit quater-
nions q̂ and r̂.

Matrix Conversion
Since one often needs to combine several different transforms, and most of them are in
matrix form, a method is needed to convert Equation 4.43 into a matrix. A quaternion,
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q̂, can be converted into a matrix Mq, as expressed in Equation 4.45 [1633, 1634]:

Mq =







1− s(q2y + q2z) s(qxqy − qwqz) s(qxqz + qwqy) 0
s(qxqy + qwqz) 1− s(q2x + q2z) s(qyqz − qwqx) 0
s(qxqz − qwqy) s(qyqz + qwqx) 1− s(q2x + q2y) 0

0 0 0 1







. (4.45)

Here, the scalar is s = 2/(n(q̂))2. For unit quaternions, this simplifies to

Mq =







1− 2(q2y + q2z) 2(qxqy − qwqz) 2(qxqz + qwqy) 0
2(qxqy + qwqz) 1− 2(q2x + q2z) 2(qyqz − qwqx) 0
2(qxqz − qwqy) 2(qyqz + qwqx) 1− 2(q2x + q2y) 0

0 0 0 1







. (4.46)

Once the quaternion is constructed, no trigonometric functions need to be computed,
so the conversion process is efficient in practice.

The reverse conversion, from an orthogonal matrix, Mq, into a unit quaternion,
q̂, is a bit more involved. Key to this process are the following differences made from
the matrix in Equation 4.46:

mq
21 −mq

12 = 4qwqx,
mq

02 −mq
20 = 4qwqy,

mq
10 −mq

01 = 4qwqz.
(4.47)

The implication of these equations is that if qw is known, the values of the vector vq

can be computed, and thus q̂ derived. The trace of Mq is calculated by

tr(Mq) = 4− 2s(q2x + q2y + q2z) = 4

(

1− q2x + q2y + q2z
q2x + q2y + q2z + q2w

)

=
4q2w

q2x + q2y + q2z + q2w
=

4q2w
(n(q̂))2

.

(4.48)

This result yields the following conversion for a unit quaternion:

qw =
1

2

√

tr(Mq), qx =
mq

21 −mq
12

4qw
,

qy =
mq

02 −mq
20

4qw
, qz =

mq
10 −mq

01

4qw
.

(4.49)

To have a numerically stable routine [1634], divisions by small numbers should be
avoided. Therefore, first set t = q2w − q2x − q2y − q2z , from which it follows that

m00 = t+ 2q2x,

m11 = t+ 2q2y,

m22 = t+ 2q2z ,

u = m00 +m11 +m22 = t+ 2q2w,

(4.50)
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which in turn implies that the largest of m00, m11, m22, and u determine which of
qx, qy, qz, and qw is largest. If qw is largest, then Equation 4.49 is used to derive the
quaternion. Otherwise, we note that the following holds:

4q2x = +m00 −m11 −m22 +m33,

4q2y = −m00 +m11 −m22 +m33,

4q2z = −m00 −m11 +m22 +m33,

4q2w = tr(Mq).

(4.51)

The appropriate equation of the ones above is then used to compute the largest of qx,
qy, and qz, after which Equation 4.47 is used to calculate the remaining components
of q̂. Schüler [1588] presents a variant that is branchless but uses four square roots
instead.

Spherical Linear Interpolation
Spherical linear interpolation is an operation that, given two unit quaternions, q̂
and r̂, and a parameter t ∈ [0, 1], computes an interpolated quaternion. This is
useful for animating objects, for example. It is not as useful for interpolating camera
orientations, as the camera’s “up” vector can become tilted during the interpolation,
usually a disturbing effect.

The algebraic form of this operation is expressed by the composite quaternion, ŝ,
below:

ŝ(q̂, r̂, t) = (r̂q̂−1)tq̂. (4.52)

However, for software implementations, the following form, where slerp stands for
spherical linear interpolation, is much more appropriate:

ŝ(q̂, r̂, t) = slerp(q̂, r̂, t) =
sin(φ(1− t))

sinφ
q̂+

sin(φt)

sinφ
r̂. (4.53)

To compute φ, which is needed in this equation, the following fact can be used:
cosφ = qxrx + qyry + qzrz + qwrw [325]. For t ∈ [0, 1], the slerp function com-
putes (unique2) interpolated quaternions that together constitute the shortest arc on
a four-dimensional unit sphere from q̂ (t = 0) to r̂ (t = 1). The arc is located on the
circle that is formed from the intersection between the plane given by q̂, r̂, and the
origin, and the four-dimensional unit sphere. This is illustrated in Figure 4.10. The
computed rotation quaternion rotates around a fixed axis at constant speed. A curve
such as this, that has constant speed and thus zero acceleration, is called a geodesic
curve [229]. A great circle on the sphere is generated as the intersection of a plane
through the origin and the sphere, and part of such a circle is called a great arc.

The slerp function is perfectly suited for interpolating between two orientations
and it behaves well (fixed axis, constant speed). This is not the case with when

2If and only if q̂ and r̂ are not opposite.
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Figure 4.10. Unit quaternions are represented as points on the unit sphere. The function slerp is
used to interpolate between the quaternions, and the interpolated path is a great arc on the sphere.
Note that interpolating from q̂1 to q̂2 and interpolating from q̂1 to q̂3 to q̂2 are not the same thing,
even though they arrive at the same orientation.

interpolating using several Euler angles. In practice, computing a slerp directly is
an expensive operation involving calling trigonometric functions. Malyshau [1114]
discusses integrating quaternions into the rendering pipeline. He notes that the error
in the orientation of a triangle is a maximum of 4 degrees for a 90 degree angle
when, instead of using slerp, simply normalizing the quaternion in the pixel shader.
This error rate can be acceptable when rasterizing a triangle. Li [1039, 1040] provides
much faster incremental methods to compute slerps that do not sacrifice any accuracy.
Eberly [406] presents a fast technique for computing slerps using just additions and
multiplications.

When more than two orientations, say q̂0, q̂1, . . . , q̂n−1, are available, and we want
to interpolate from q̂0 to q̂1 to q̂2, and so on until q̂n−1, slerp could be used in a
straightforward fashion. Now, when we approach, say, q̂i, we would use q̂i−1 and
q̂i as arguments to slerp. After passing through q̂i, we would then use q̂i and q̂i+1

as arguments to slerp. This will cause sudden jerks to appear in the orientation
interpolation, which can be seen in Figure 4.10. This is similar to what happens when
points are linearly interpolated; see the upper right part of Figure 17.3 on page 720.
Some readers may wish to revisit the following paragraph after reading about splines
in Chapter 17.

A better way to interpolate is to use some sort of spline. We introduce quaternions
âi and âi+1 between q̂i and q̂i+1. Spherical cubic interpolation can be defined within
the set of quaternions q̂i, âi, âi+1, and q̂i+1. Surprisingly, these extra quaternions are
computed as shown below [404]3:

âi = q̂i exp

[

− log(q̂−1
i q̂i−1) + log(q̂−1

i q̂i+1)

4

]

. (4.54)

3Shoemake [1633] gives another derivation.
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The q̂i, and âi will be used to spherically interpolate the quaternions using a smooth
cubic spline, as shown in Equation 4.55:

squad(q̂i, q̂i+1, âi, âi+1, t) =
slerp(slerp(q̂i, q̂i+1, t), slerp(âi, âi+1, t), 2t(1− t)).

(4.55)

As can be seen above, the squad function is constructed from repeated spherical
interpolation using slerp (Section 17.1.1 for information on repeated linear interpo-
lation for points). The interpolation will pass through the initial orientations q̂i,
i ∈ [0, . . . , n− 1], but not through âi—these are used to indicate the tangent orienta-
tions at the initial orientations.

Rotation from One Vector to Another
A common operation is transforming from one direction s to another direction t via
the shortest path possible. The mathematics of quaternions simplifies this procedure
greatly, and shows the close relationship the quaternion has with this representation.
First, normalize s and t. Then compute the unit rotation axis, called u, which is
computed as u = (s × t)/||s × t||. Next, e = s · t = cos(2φ) and ||s × t|| = sin(2φ),
where 2φ is the angle between s and t. The quaternion that represents the rotation
from s to t is then q̂ = (sinφu, cosφ). In fact, simplifying q̂ = ( sinφ

sin 2φ (s× t), cosφ),

using the half-angle relations and the trigonometric identity, gives [1197]

q̂ = (qv, qw) =

(

1
√

2(1 + e)
(s× t),

√

2(1 + e)

2

)

. (4.56)

Directly generating the quaternion in this fashion (versus normalizing the cross prod-
uct s × t) avoids numerical instability when s and t point in nearly the same di-
rection [1197]. Stability problems appear for both methods when s and t point in
opposite directions, as a division by zero occurs. When this special case is detected,
any axis of rotation perpendicular to s can be used to rotate to t.

Sometimes we need the matrix representation of a rotation from s to t. After
some algebraic and trigonometric simplification of Equation 4.46, the rotation matrix
becomes [1233]

R(s, t) =







e+ hv2x hvxvy − vz hvxvz + vy 0
hvxvy + vz e+ hv2y hvyvz − vx 0
hvxvz − vy hvyvz + vx e+ hv2z 0

0 0 0 1







. (4.57)

In this equation, we have used the following intermediate calculations:

v = s× t,

e = cos(2φ) = s · t,

h =
1− cos(2φ)

sin2(2φ)
=

1− e

v · v =
1

1 + e
.

(4.58)
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As can be seen, all square roots and trigonometric functions have disappeared due to
the simplifications, and so this is an efficient way to create the matrix. Note that the
structure of Equation 4.57 is like that of Equation 4.30, and note how this latter form
does not need trigonometric functions.

Note that care must be taken when s and t are parallel or near parallel, because
then ||s × t|| ≈ 0. If φ ≈ 0, then we can return the identity matrix. However, if
2φ ≈ π, then we can rotate π radians around any axis. This axis can be found as the
cross product between s and any other vector that is not parallel to s (Section 4.2.4).
Möller and Hughes use Householder matrices to handle this special case in a different
way [1233].

4.4 Vertex Blending
Imagine that an arm of a digital character is animated using two parts, a forearm and
an upper arm, as shown to the left in Figure 4.11. This model could be animated
using rigid-body transforms (Section 4.1.6). However, then the joint between these
two parts will not resemble a real elbow. This is because two separate objects are
used, and therefore, the joint consists of overlapping parts from these two separate
objects. Clearly, it would be better to use just one single object. However, static
model parts do not address the problem of making the joint flexible.

Vertex blending is one popular solution to this problem [1037, 1903]. This technique
has several other names, such as linear-blend skinning, enveloping, or skeleton-subspace

Figure 4.11. An arm consisting of a forearm and an upper arm is animated using rigid-body transforms
of two separate objects to the left. The elbow does not appear realistic. To the right, vertex blending
is used on one single object. The next-to-rightmost arm illustrates what happens when a simple skin
directly joins the two parts to cover the elbow. The rightmost arm illustrates what happens when
vertex blending is used, and some vertices are blended with different weights: (2/3, 1/3) means that
the vertex weighs the transform from the upper arm by 2/3 and from the forearm by 1/3. This figure
also shows a drawback of vertex blending in the rightmost illustration. Here, folding in the inner
part of the elbow is visible. Better results can be achieved with more bones, and with more carefully
selected weights.
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deformation. While the exact origin of the algorithm presented here is unclear, defining
bones and having skin react to changes is an old concept in computer animation [1100].
In its simplest form, the forearm and the upper arm are animated separately as before,
but at the joint, the two parts are connected through an elastic “skin.” So, this elastic
part will have one set of vertices that are transformed by the forearm matrix and
another set that are transformed by the matrix of the upper arm. This results in
triangles whose vertices may be transformed by different matrices, in contrast to using
a single matrix per triangle. See Figure 4.11.

By taking this one step further, one can allow a single vertex to be transformed
by several different matrices, with the resulting locations weighted and blended to-
gether. This is done by having a skeleton of bones for the animated object, where
each bone’s transform may influence each vertex by a user-defined weight. Since the
entire arm may be “elastic,” i.e., all vertices may be affected by more than one ma-
trix, the entire mesh is often called a skin (over the bones). See Figure 4.12. Many
commercial modeling systems have this same sort of skeleton-bone modeling feature.
Despite their name, bones do not need to necessarily be rigid. For example, Mohr
and Gleicher [1230] present the idea of adding additional joints to enable effects such
as muscle bulge. James and Twigg [813] discuss animation skinning using bones that
can squash and stretch.

Mathematically, this is expressed in Equation 4.59, where p is the original vertex,
and u(t) is the transformed vertex whose position depends on time t:

u(t) =
n−1∑

i=0

wiBi(t)M
−1
i p, where

n−1∑

i=0

wi = 1, wi ≥ 0. (4.59)

There are n bones influencing the position of p, which is expressed in world coordi-
nates. The value wi is the weight of bone i for vertex p. The matrix Mi transforms
from the initial bone’s coordinate system to world coordinates. Typically a bone has
its controlling joint at the origin of its coordinate system. For example, a forearm bone
would move its elbow joint to the origin, with an animated rotation matrix moving
this part of the arm around the joint. The Bi(t) matrix is the ith bone’s world trans-
form that changes with time to animate the object, and is typically a concatenation
of several matrices, such as the hierarchy of previous bone transforms and the local
animation matrix.

One method of maintaining and updating the Bi(t) matrix animation functions is
discussed in depth by Woodland [1903]. Each bone transforms a vertex to a location
with respect to its own frame of reference, and the final location is interpolated from
the set of computed points. The matrix Mi is not explicitly shown in some discussions
of skinning, but rather is considered as being a part of Bi(t). We present it here as it
is a useful matrix that is almost always a part of the matrix concatenation process.

In practice, the matrices Bi(t) and M−1
i are concatenated for each bone for each

frame of animation, and each resulting matrix is used to transform the vertices.
The vertex p is transformed by the different bones’ concatenated matrices, and then
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Figure 4.12. A real example of vertex blending. The top left image shows the two bones of an arm,
in an extended position. On the top right, the mesh is shown, with color denoting which bone owns
each vertex. Bottom: the shaded mesh of the arm in a slightly different position. (Images courtesy
of Jeff Lander [968].)

blended using the weights wi—thus the name vertex blending. The weights are non-
negative and sum to one, so what is occurring is that the vertex is transformed to a
few positions and then interpolated among them. As such, the transformed point u
will lie in the convex hull of the set of points Bi(t)M

−1
i p, for all i = 0 . . . n− 1 (fixed

t). The normals usually can also be transformed using Equation 4.59. Depending on
the transforms used (e.g., if a bone is stretched or squished a considerable amount),
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the transpose of the inverse of the Bi(t)M
−1
i may be needed instead, as discussed in

Section 4.1.7.
Vertex blending is well suited for use on the GPU. The set of vertices in the mesh

can be placed in a static buffer that is sent to the GPU one time and reused. In each
frame, only the bone matrices change, with a vertex shader computing their effect on
the stored mesh. In this way, the amount of data processed on and transferred from
the CPU is minimized, allowing the GPU to efficiently render the mesh. It is easiest
if the model’s whole set of bone matrices can be used together; otherwise the model
must be split up and some bones replicated. Alternately the bone transforms can be
stored in textures that the vertices access, which avoids hitting register storage limits.
Each transform can be stored in just two textures by using quaternions to represent
rotation [1639]. If available, unordered access view storage allows the reuse of skinning
results [146].

It is possible to specify sets of weights that are outside the range [0, 1] or do not
sum to one. However, this makes sense only if some other blending algorithm, such as
morph targets (Section 4.5), is being used.

One drawback of basic vertex blending is that unwanted folding, twisting, and self-
intersection can occur [1037]. See Figure 4.13. A better solution is to use dual quater-
nions [872, 873]. This technique to perform skinning helps to preserve the rigidity of
the original transforms, so avoiding “candy wrapper” twists in limbs. Computation
is less than 1.5× the cost for linear skin blending and the results are good, which
has led to rapid adoption of this technique. However, dual quaternion skinning can
lead to bulging effects, and Le and Hodgins [1001] present center-of-rotation skinning
as a better alternative. They rely on the assumptions that local transforms should
be rigid-body and that vertices with similar weights, wi, should have similar trans-
forms. Centers of rotation are precomputed for each vertex while orthogonal (rigid
body) constraints are imposed to prevent elbow collapse and candy wrapper twist
artifacts. At runtime, the algorithm is similar to linear blend skinning in that a GPU
implementation performs linear blend skinning on the centers of rotation followed by
a quaternion blending step.

4.5 Morphing
Morphing from one three-dimensional model to another can be useful when performing
animations [28, 883, 1000, 1005]. Imagine that one model is displayed at time t0 and
we wish it to change into another model by time t1. For all times between t0 and t1, a
continuous “mixed” model is obtained, using some kind of interpolation. An example
of morphing is shown in Figure 4.14.

Morphing involves solving two major problems, namely, the vertex correspondence
problem and the interpolation problem. Given two arbitrary models, which may have
different topologies, different number of vertices, and different mesh connectivity, one
usually has to begin by setting up these vertex correspondences. This is a difficult



88 4. Transforms

Figure 4.13. The left side shows problems at the joints when using linear blend skinning. On the
right, blending using dual quaternions improves the appearance. (Images courtesy of Ladislav Kavan
et al., model by Paul Steed [1693].)

problem, and there has been much research in this field. We refer the interested reader
to Alexa’s survey [28].

However, if there already is a one-to-one vertex correspondence between the two
models, then interpolation can be done on a per-vertex basis. That is, for each vertex
in the first model, there must exist only one vertex in the second model, and vice
versa. This makes interpolation an easy task. For example, linear interpolation can
be used directly on the vertices (Section 17.1 for other ways of doing interpolation). To
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Figure 4.14. Vertex morphing. Two locations and normals are defined for every vertex. In each
frame, the intermediate location and normal are linearly interpolated by the vertex shader. (Images
courtesy of NVIDIA Corporation.)

compute a morphed vertex for time t ∈ [t0, t1], we first compute s = (t− t0)/(t1 − t0),
and then the linear vertex blend,

m = (1− s)p0 + sp1, (4.60)

where p0 and p1 correspond to the same vertex but at different times, t0 and t1.
A variant of morphing where the user has more intuitive control is referred to as

morph targets or blend shapes [907]. The basic idea can be explained using Figure 4.15.
We start out with a neutral model, which in this case is a face. Let us denote this

model by N . In addition, we also have a set of different face poses. In the example
illustration, there is only one pose, which is a smiling face. In general, we can allow
k ≥ 1 different poses, which are denoted Pi, i ∈ [1, . . . , k]. As a preprocess, the
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neutral smiling difference vectors

Figure 4.15. Given two mouth poses, a set of difference vectors is computed to control interpolation,
or even extrapolation. In morph targets, the difference vectors are used to “add” movements onto the
neutral face. With positive weights for the difference vectors, we get a smiling mouth, while negative
weights can give the opposite effect.

“difference faces” are computed as: Di = Pi−N , i.e., the neutral model is subtracted
from each pose.

At this point, we have a neutral model, N , and a set of difference poses, Di. A
morphed model M can then be obtained using the following formula:

M = N +
k∑

i=1

wiDi. (4.61)

This is the neutral model, and on top of that we add the features of the different poses
as desired, using the weights, wi. For Figure 4.15, setting w1 = 1 gives us exactly the
smiling face in the middle of the illustration. Using w1 = 0.5 gives us a half-smiling
face, and so on. One can also use negative weights and weights greater than one.

For this simple face model, we could add another face having “sad” eyebrows.
Using a negative weight for the eyebrows could then create “happy” eyebrows. Since
displacements are additive, this eyebrow pose could be used in conjunction with the
pose for a smiling mouth.

Morph targets are a powerful technique that provides the animator with much
control, since different features of a model can be manipulated independently of the
others. Lewis et al. [1037] introduce pose-space deformation, which combines vertex
blending and morph targets. Senior [1608] uses precomputed vertex textures to store
and retrieve displacements between target poses. Hardware supporting stream-out
and the ID of each vertex allow many more targets to be used in a single model
and the effects to be computed exclusively on the GPU [841, 1074]. Using a low-
resolution mesh and then generating a high-resolution mesh via the tessellation stage
and displacement mapping avoids the cost of skinning every vertex in a highly detailed
model [1971].
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Figure 4.16. The Delsin character’s face, in inFAMOUS Second Son, is animated using blend shapes.
The same resting pose face is used for all of these shots, and then different weights are modified
to make the face appear differently. (Images provided courtesy of Naughty Dog LLC. inFAMOUS
Second Son c© 2014 Sony Interactive Entertainment LLC. inFAMOUS Second Son is a trademark
of Sony Interactive Entertainment LLC. Developed by Sucker Punch Productions LLC.)

A real example of using both skinning and morphing is shown in Figure 4.16.
Weronko and Andreason [1872] used skinning and morphing in The Order: 1886.
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4.6 Geometry Cache Playback
In cut scenes, it may be desirable to use extremely high-quality animations, e.g.,
for movements that cannot be represented using any of the methods above. A naive
approach is to store all the vertices for all frames, reading them from disk and updating
the mesh. However, this can amount to 50 MB/s for a simple model of 30,000 vertices
used in a short animation. Gneiting [545] presents several ways to reduce memory
costs down to about 10%.

First, quantization is used. For example, positions and texture coordinates are
stored using 16-bit integers for each coordinate. This step is lossy in the sense that
one cannot recover the original data after compression is performed. To reduce data
further, spatial and temporal predictions are made and the differences encoded. For
spatial compression, parallelogram prediction can be used [800]. For a triangle strip,
the next vertex’s predicted position is simply the current triangle reflected in the
triangle’s plane around the current triangle edge, which forms a parallelogram. The
differences from this new position is then encoded. With good predictions, most values
will be close to zero, which is ideal for many commonly used compression schemes.
Similar to MPEG compression, prediction is also done in the temporal dimension.
That is, every n frames, spatial compression is performed. In between, predictions
are done in the temporal dimension, e.g., if a certain vertex moved by delta vector
from frame n − 1 to frame n, then it is likely to move by a similar amount to frame
n+ 1. These techniques reduced storage sufficiently so this system could be used for
streaming data in real time.

4.7 Projections
Before one can actually render a scene, all relevant objects in the scene must be
projected onto some kind of plane or into some type of simple volume. After that,
clipping and rendering are performed (Section 2.3).

The transforms seen so far in this chapter have left the fourth coordinate, the
w-component, unaffected. That is, points and vectors have retained their types after
the transform. Also, the bottom row in the 4×4 matrices has always been (0 0 0 1).
Perspective projection matrices are exceptions to both of these properties: The bottom
row contains vector and point manipulating numbers, and the homogenization process
is often needed. That is, w is often not 1, so a division by w is needed to obtain
the nonhomogeneous point. Orthographic projection, which is dealt with first in this
section, is a simpler kind of projection that is also commonly used. It does not affect
the w-component.

In this section, it is assumed that the viewer is looking along the camera’s negative
z-axis, with the y-axis pointing up and the x-axis to the right. This is a right-handed
coordinate system. Some texts and software, e.g., DirectX, use a left-handed system
in which the viewer looks along the camera’s positive z-axis. Both systems are equally
valid, and in the end, the same effect is achieved.
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Figure 4.17. Three different views of the simple orthographic projection generated by Equation 4.62.
This projection can be seen as the viewer is looking along the negative z-axis, which means that the
projection simply skips (or sets to zero) the z-coordinate while keeping the x- and y-coordinates.
Note that objects on both sides of z = 0 are projected onto the projection plane.

4.7.1 Orthographic Projection
A characteristic of an orthographic projection is that parallel lines remain parallel
after the projection. When orthographic projection is used for viewing a scene, objects
maintain the same size regardless of distance to the camera. Matrix Po, shown below,
is a simple orthographic projection matrix that leaves the x- and y-components of
a point unchanged, while setting the z-component to zero, i.e., it orthographically
projects onto the plane z = 0:

Po =







1 0 0 0
0 1 0 0
0 0 0 0
0 0 0 1







. (4.62)

The effect of this projection is illustrated in Figure 4.17. Clearly, Po is non-invertible,
since its determinant |Po| = 0. In other words, the transform drops from three to two
dimensions, and there is no way to retrieve the dropped dimension. A problem with
using this kind of orthographic projection for viewing is that it projects both points
with positive and points with negative z-values onto the projection plane. It is usually
useful to restrict the z-values (and the x- and y-values) to a certain interval, from, say
n (near plane) to f (far plane).4 This is the purpose of the next transformation.

A more common matrix for performing orthographic projection is expressed by
the six-tuple, (l, r, b, t, n, f), denoting the left, right, bottom, top, near, and far planes.
This matrix scales and translates the axis-aligned bounding box (AABB; see the defini-
tion in Section 22.2) formed by these planes into an axis-aligned cube centered around

4The near plane is also called the front plane or hither; the far plane is also the back plane or yon.
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Figure 4.18. Transforming an axis-aligned box on the canonical view volume. The box on the left
is first translated, making its center coincide with the origin. Then it is scaled to get the size of the
canonical view volume, shown at the right.

the origin. The minimum corner of the AABB is (l, b, n) and the maximum corner
is (r, t, f). It is important to realize that n > f , because we are looking down the
negative z-axis at this volume of space. Our common sense says that the near value
should be a lower number than the far, so one may let the user supply them as such,
and then internally negate them.

In OpenGL the axis-aligned cube has a minimum corner of (−1,−1,−1) and a
maximum corner of (1, 1, 1); in DirectX the bounds are (−1,−1, 0) to (1, 1, 1). This
cube is called the canonical view volume and the coordinates in this volume are called
normalized device coordinates. The transformation procedure is shown in Figure 4.18.
The reason for transforming into the canonical view volume is that clipping is more
efficiently performed there.

After the transformation into the canonical view volume, vertices of the geometry
to be rendered are clipped against this cube. The geometry not outside the cube is fi-
nally rendered by mapping the remaining unit square to the screen. This orthographic
transform is shown here:

Po = S(s)T(t) =











2

r − l
0 0 0

0
2

t− b
0 0

0 0
2

f − n
0

0 0 0 1





















1 0 0 − l + r

2

0 1 0 − t+ b

2

0 0 1 −f + n

2
0 0 0 1











=












2

r − l
0 0 −r + l

r − l

0
2

t− b
0 − t+ b

t− b

0 0
2

f − n
−f + n

f − n
0 0 0 1












.

(4.63)
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As suggested by this equation, Po can be written as the concatenation of a translation,
T(t), followed by a scaling matrix, S(s), where s = (2/(r − l), 2/(t − b), 2/(f − n)),
and t = (−(r + l)/2,−(t + b)/2,−(f + n)/2). This matrix is invertible,5 i.e., P−1

o =
T(−t)S((r − l)/2, (t− b)/2, (f − n)/2).

In computer graphics, a left-hand coordinate system is most often used after
projection—i.e., for the viewport, the x-axis goes to the right, y-axis goes up, and
the z-axis goes into the viewport. Because the far value is less than the near value
for the way we defined our AABB, the orthographic transform will always include a
mirroring transform. To see this, say the original AABBs is the same size as the goal,
the canonical view volume. Then the AABB’s coordinates are (−1,−1, 1) for (l, b, n)
and (1, 1,−1) for (r, t, f). Applying that to Equation 4.63 gives us

Po =







1 0 0 0
0 1 0 0
0 0 −1 0
0 0 0 1







, (4.64)

which is a mirroring matrix. It is this mirroring that converts from the right-handed
viewing coordinate system (looking down the negative z-axis) to left-handed normal-
ized device coordinates.

DirectX maps the z-depths to the range [0, 1] instead of OpenGL’s [−1, 1]. This
can be accomplished by applying a simple scaling and translation matrix applied after
the orthographic matrix, that is,

Mst =







1 0 0 0
0 1 0 0
0 0 0.5 0.5
0 0 0 1







. (4.65)

So, the orthographic matrix used in DirectX is

Po[0,1] =











2

r − l
0 0 −r + l

r − l

0
2

t− b
0 − t+ b

t− b

0 0
1

f − n
− n

f − n
0 0 0 1











. (4.66)

which is normally presented in transposed form, as DirectX uses a row-major form for
writing matrices.

5If and only if n 6= f , l 6= r, and t 6= b; otherwise, no inverse exists.
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projection plane, z = –d

z = –d

Figure 4.19. The notation used for deriving a perspective projection matrix. The point p is projected
onto the plane z = −d, d > 0, which yields the projected point q. The projection is performed from
the perspective of the camera’s location, which in this case is the origin. The similar triangle used in
the derivation is shown for the x-component at the right.

4.7.2 Perspective Projection

A more complex transform than orthographic projection is perspective projection,
which is commonly used in most computer graphics applications. Here, parallel lines
are generally not parallel after projection; rather, they may converge to a single point
at their extreme. Perspective more closely matches how we perceive the world, i.e.,
objects farther away are smaller.

First, we shall present an instructive derivation for a perspective projection matrix
that projects onto a plane z = −d, d > 0. We derive from world space to simplify un-
derstanding of how the world-to-view conversion proceeds. This derivation is followed
by the more conventional matrices used in, for example, OpenGL [885].

Assume that the camera (viewpoint) is located at the origin, and that we want to
project a point, p, onto the plane z = −d, d > 0, yielding a new point q = (qx, qy,−d).
This scenario is depicted in Figure 4.19. From the similar triangles shown in this figure,
the following derivation, for the x-component of q, is obtained:

qx
px

=
−d

pz
⇐⇒ qx = −d

px
pz

. (4.67)

The expressions for the other components of q are qy = −dpy/pz (obtained similarly
to qx), and qz = −d. Together with the above formula, these give us the perspective
projection matrix, Pp, as shown here:

Pp =







1 0 0 0
0 1 0 0
0 0 1 0
0 0 −1/d 0







. (4.68)
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Figure 4.20. The matrix Pp transforms the view frustum into the unit cube, which is called the
canonical view volume.

That this matrix yields the correct perspective projection is confirmed by

q = Ppp =







1 0 0 0
0 1 0 0
0 0 1 0
0 0 −1/d 0













px
py
pz
1







=







px
py
pz

−pz/d







⇒







−dpx/pz
−dpy/pz

−d
1







. (4.69)

The last step comes from the fact that the whole vector is divided by the w-component
(in this case −pz/d), to get a 1 in the last position. The resulting z value is always
−d since we are projecting onto this plane.

Intuitively, it is easy to understand why homogeneous coordinates allow for projec-
tion. One geometrical interpretation of the homogenization process is that it projects
the point (px, py, pz) onto the plane w = 1.

As with the orthographic transformation, there is also a perspective transform
that, rather than actually projecting onto a plane (which is noninvertible), transforms
the view frustum into the canonical view volume described previously. Here the view
frustum is assumed to start at z = n and end at z = f , with 0 > n > f . The rectangle
at z = n has the minimum corner at (l, b, n) and the maximum corner at (r, t, n). This
is shown in Figure 4.20.

The parameters (l, r, b, t, n, f) determine the view frustum of the camera. The
horizontal field of view is determined by the angle between the left and the right
planes (determined by l and r) of the frustum. In the same manner, the vertical field
of view is determined by the angle between the top and the bottom planes (determined
by t and b). The greater the field of view, the more the camera “sees.” Asymmetric
frusta can be created by r 6= −l or t 6= −b. Asymmetric frusta are, for example, used
for stereo viewing and for virtual reality (Section 21.2.3).

The field of view is an important factor in providing a sense of the scene. The eye
itself has a physical field of view compared to the computer screen. This relationship is

φ = 2arctan(w/(2d)), (4.70)
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where φ is the field of view, w is the width of the object perpendicular to the line of
sight, and d is the distance to the object. For example, a 25-inch monitor is about 22
inches wide. At 12 inches away, the horizontal field of view is 85 degrees; at 20 inches,
it is 58 degrees; at 30 inches, 40 degrees. This same formula can be used to convert
from camera lens size to field of view, e.g., a standard 50mm lens for a 35mm camera
(which has a 36mm wide frame size) gives φ = 2arctan(36/(2 · 50)) = 39.6 degrees.

Using a narrower field of view compared to the physical setup will lessen the
perspective effect, as the viewer will be zoomed in on the scene. Setting a wider
field of view will make objects appear distorted (like using a wide angle camera lens),
especially near the screen’s edges, and will exaggerate the scale of nearby objects.
However, a wider field of view gives the viewer a sense that objects are larger and
more impressive, and has the advantage of giving the user more information about
the surroundings.

The perspective transform matrix that transforms the frustum into a unit cube is
given by Equation 4.71:

Pp =












2n

r − l
0 −r + l

r − l
0

0
2n

t− b
− t+ b

t− b
0

0 0
f + n

f − n
− 2fn

f − n
0 0 1 0












. (4.71)

After applying this transform to a point, we will get another point q = (qx, qy, qz, qw)
T .

The w-component, qw, of this point will (most often) be nonzero and not equal to one.
To get the projected point, p, we need to divide by qw, i.e.,

p = (qx/qw, qy/qw, qz/qw, 1). (4.72)

The matrix Pp always sees to it that z = f maps to +1 and z = n maps to −1.
Objects beyond the far plane will be clipped and so will not appear in the scene.

The perspective projection can handle a far plane taken to infinity, which makes
Equation 4.71 become

Pp =










2n

r − l
0 −r + l

r − l
0

0
2n

t− b
− t+ b

t− b
0

0 0 1 −2n
0 0 1 0










. (4.73)

To sum up, the perspective transform (in any form), Pp, is applied, followed by
clipping and homogenization (division by w), which results in normalized device co-
ordinates.
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To get the perspective transform used in OpenGL, first multiply with S(1, 1,−1, 1),
for the same reasons as for the orthographic transform. This simply negates the values
in the third column of Equation 4.71. After this mirroring transform has been applied,
the near and far values are entered as positive values, with 0 < n′ < f ′, as they would
traditionally be presented to the user. However, they still represent distances along
the world’s negative z-axis, which is the direction of view. For reference purposes,
here is the OpenGL equation:

POpenGL =












2n′

r − l
0

r + l

r − l
0

0
2n′

t− b

t+ b

t− b
0

0 0 −f ′ + n′

f ′ − n′
− 2f ′n′

f ′ − n′

0 0 −1 0












. (4.74)

A simpler setup is to provide just the vertical field of view, φ, the aspect ratio a = w/h
(where w × h is the screen resolution), n′, and f ′. This results in

POpenGL =









c/a 0 0 0
0 c 0 0

0 0 −f ′ + n′

f ′ − n′
− 2f ′n′

f ′ − n′

0 0 −1 0









, (4.75)

where c = 1.0/ tan(φ/2). This matrix does exactly what the old gluPerspective()

did, which is part of the OpenGL Utility Library (GLU).
Some APIs (e.g., DirectX) map the near plane to z = 0 (instead of z = −1) and

the far plane to z = 1. In addition, DirectX uses a left-handed coordinate system to
define its projection matrix. This means DirectX looks along the positive z-axis and
presents the near and far values as positive numbers. Here is the DirectX equation:

Pp[0,1] =












2n′

r − l
0 −r + l

r − l
0

0
2n′

t− b
− t+ b

t− b
0

0 0
f ′

f ′ − n′
− f ′n′

f ′ − n′

0 0 1 0












. (4.76)

DirectX uses row-major form in its documentation, so this matrix is normally pre-
sented in transposed form.

One effect of using a perspective transformation is that the computed depth value
does not vary linearly with the input pz value. Using any of Equations 4.74–4.76 to
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Figure 4.21. The effect of varying the distance of the near plane from the origin. The distance f ′−n′

is kept constant at 100. As the near plane becomes closer to the origin, points nearer the far plane
use a smaller range of the normalized device coordinate (NDC) depth space. This has the effect of
making the z-buffer less accurate at greater distances.

multiply with a point p, we can see that

v = Pp =







. . .

. . .
dpz + e
±pz







, (4.77)

where the details of vx and vy have been omitted, and the constants d and f depend on
the chosen matrix. If we use Equation 4.74, for example, then d = −(f ′+n′)/(f ′−n′),
e = −2f ′n′/(f ′ − n′), and vx = −pz. To obtain the depth in normalized device
coordinates (NDC), we need to divide by the w-component, which results in

zNDC =
dpz + e

−pz
= d− e

pz
, (4.78)

where zNDC ∈ [−1,+1] for the OpenGL projection. As can be seen, the output depth
zNDC is inversely proportional to the input depth, pz.

For example, if n′ = 10 and f ′ = 110 (using the OpenGL terminology), when pz
is 60 units down the negative z-axis (i.e., the halfway point) the normalized device
coordinate depth value is 0.833, not 0. Figure 4.21 shows the effect of varying the
distance of the near plane from the origin. Placement of the near and far planes
affects the precision of the z-buffer. This effect is discussed further in Section 23.7.

There are several ways to increase the depth precision. A common method, which
we call reversed z, is to store 1.0− zNDC [978] either with floating point depth or with
integers. A comparison is shown in Figure 4.22. Reed [1472] shows with simulations
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Figure 4.22. Different ways to set up the depth buffer with the DirectX transform, i.e., zNDC ∈ [0,+1].
Top left: standard integer depth buffer, shown here with 4 bits of precision (hence the 16 marks on
the y-axis). Top right: the far plane set to ∞, the small shifts on both axes showing that one does not
lose much precision by doing so. Bottom left: with 3 exponent bits and 3 mantissa bits for floating
point depth. Notice how the distribution is nonlinear on the y-axis, which makes it even worse on the
x-axis. Bottom right: reversed floating point depth, i.e., 1 − zNDC, with a much better distribution
as a result. (Illustrations courtesy of Nathan Reed.)

that using a floating point buffer with reversed z provides the best accuracy, and this
is also the preferred method for integer depth buffers (which usually have 24 bits per
depth). For the standard mapping (i.e., non-reversed z), separating the projection
matrix in the transform decreases the error rate, as suggested by Upchurch and Des-
brun [1803]. For example, it can be better to use P(Mp) than Tp, where T = PM.
Also, in the range of [0.5, 1.0], fp32 and int24 are quite similar in accuracy, since fp32
has a 23-bit mantissa. The reason for having zNDC proportional to 1/pz is that it
makes hardware simpler and compression of depth more successful, which is discussed
more in Section 23.7.

Lloyd [1063] proposed to use a logarithm of the depth values to improve precision
for shadow maps. Lauritzen et al. [991] use the previous frame’s z-buffer to determine
a maximum near plane and minimum far plane. For screen-space depth, Kemen [881]
proposes to use the following remapping per vertex:

z = w
(
log2

(
max(10−6, 1 + w)

)
fc − 1

)
, [OpenGL]

z = w log2
(
max(10−6, 1 + w)

)
fc/2, [DirectX]

(4.79)

where w is the w-value of the vertex after the projection matrix, and z is the output
z from the vertex shader. The constant fc is fc = 2/ log2(f + 1), where f is the
far plane. When this transform is applied in the vertex shader only, depth will still
be interpolated linearly over the triangle by the GPU in between the nonlinearly
transformed depths at vertices (Equation 4.79). Since the logarithm is a monotonic
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function, occlusion culling hardware and depth compression techniques will still work
as long as the difference between the piecewise linear interpolation and the accurate
nonlinearly transformed depth value is small. That’s true for most cases with sufficient
geometry tessellation. However, it is also possible to apply the transform per fragment.
This is done by outputting a per-vertex value of e = 1+w, which is then interpolated
by the GPU over the triangle. The pixel shader then modifies the fragment depth as
log2(ei)fc/2, where ei is the interpolated value of e. This method is a good alternative
when there is no floating point depth in the GPU and when rendering using large
distances in depth.

Cozzi [1605] proposes to use multiple frusta, which can improve accuracy to ef-
fectively any desired rate. The view frustum is divided in the depth direction into
several non-overlapping smaller sub-frusta whose union is exactly the frustum. The
sub-frusta are rendered to in back-to-front order. First, both the color and depth
buffers are cleared, and all objects to be rendered are sorted into each sub-frusta that
they overlap. For each sub-frusta, its projection matrix is set up, the depth buffer is
cleared, and then the objects that overlap the sub-frusta are rendered.

Further Reading and Resources

The immersive linear algebra site [1718] provides an interactive book about the ba-
sics of this subject, helping build intuition by encouraging you to manipulate the
figures. Other interactive learning tools and transform code libraries are linked from
realtimerendering.com.

One of the best books for building up one’s intuition about matrices in a painless
fashion is Farin and Hansford’s The Geometry Toolbox [461]. Another useful work is
Lengyel’sMathematics for 3D Game Programming and Computer Graphics [1025]. For
a different perspective, many computer graphics texts, such as Hearn and Baker [689],
Marschner and Shirley [1129], and Hughes et al. [785] also cover matrix basics. The
course by Ochiai et al. [1310] introduces the matrix foundations as well as the ex-
ponential and logarithm of matrices, with uses for computer graphics. The Graphics
Gems series [72, 540, 695, 902, 1344] presents various transform-related algorithms
and has code available online for many of these. Golub and Van Loan’s Matrix Com-
putations [556] is the place to start for a serious study of matrix techniques in general.
More on skeleton-subspace deformation/vertex blending and shape interpolation can
be read in Lewis et al.’s SIGGRAPH paper [1037].

Hart et al. [674] and Hanson [663] provide visualizations of quaternions. Plet-
inckx [1421] and Schlag [1566] present different ways of interpolating smoothly between
a set of quaternions. Vlachos and Isidoro [1820] derive formulae for C2 interpolation
of quaternions. Related to quaternion interpolation is the problem of computing a
consistent coordinate system along a curve. This is treated by Dougan [374].

Alexa [28] and Lazarus and Verroust [1000] present surveys on many different
morphing techniques. Parent’s book [1354] is an excellent source for techniques about
computer animation.



Chapter 5

Shading Basics

“A good picture is equivalent to a good deed.”
—Vincent Van Gogh

When you render images of three-dimensional objects, the models should not only
have the proper geometrical shape, they should also have the desired visual appear-
ance. Depending on the application, this can range from photorealism—an appearance
nearly identical to photographs of real objects—to various types of stylized appearance
chosen for creative reasons. See Figure 5.1 for examples of both.

This chapter will discuss those aspects of shading that are equally applicable to
photorealistic and stylized rendering. Chapter 15 is dedicated specifically to stylized
rendering, and a significant part of the book, Chapters 9 through 14, focuses on
physically based approaches commonly used for photorealistic rendering.

5.1 Shading Models
The first step in determining the appearance of a rendered object is to choose a shading
model to describe how the object’s color should vary based on factors such as surface
orientation, view direction, and lighting.

As an example, we will use a variation on the Gooch shading model [561]. This is a
form of non-photorealistic rendering, the subject of Chapter 15. The Gooch shading
model was designed to increase legibility of details in technical illustrations.

The basic idea behind Gooch shading is to compare the surface normal to the light’s
location. If the normal points toward the light, a warmer tone is used to color the
surface; if it points away, a cooler tone is used. Angles in between interpolate between
these tones, which are based on a user-supplied surface color. In this example, we
add a stylized “highlight” effect to the model to give the surface a shiny appearance.
Figure 5.2 shows the shading model in action.

Shading models often have properties used to control appearance variation. Setting
the values of these properties is the next step in determining object appearance. Our
example model has just one property, surface color, as shown in the bottom image of
Figure 5.2.
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Figure 5.1. The top image is from a realistic landscape scene rendered using the Unreal Engine. The
bottom image is from the game Firewatch by Campo Santo, which was designed with a illustrative
art style. (Upper image courtesy of Gökhan Karadayi, lower image courtesy of Campo Santo.)

Like most shading models, this example is affected by the surface orientation rel-
ative to the view and lighting directions. For shading purposes, these directions are
commonly expressed as normalized (unit-length) vectors, as illustrated in Figure 5.3.

Now that we have defined all the inputs to our shading model, we can look at the
mathematical definition of the model itself:

cshaded = s chighlight + (1− s)
(
t cwarm + (1− t) ccool

)
. (5.1)
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Figure 5.2. A stylized shading model combining Gooch shading with a highlight effect. The top
image shows a complex object with a neutral surface color. The bottom image shows spheres with
various different surface colors. (Chinese Dragon mesh from Computer Graphics Archive [1172],
original model from Stanford 3D Scanning Repository.)

Figure 5.3. Unit-length vector inputs to the example shading model (and most others): surface
normal n, view vector v, and light direction l.
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In this equation, we have used the following intermediate calculations:

ccool = (0, 0, 0.55) + 0.25 csurface,

cwarm = (0.3, 0.3, 0) + 0.25 csurface,

chighlight = (1, 1, 1),

t =
(n · l) + 1

2
,

r = 2 (n · l)n− l,

s =
(
100 (r · v)− 97

)+
.

(5.2)

Several of the mathematical expressions in this definition are often found in other
shading models as well. Clamping operations, typically clamping to 0 or clamping
between 0 and 1, are common in shading. Here we use the x+ notation, introduced in
Section 1.2, for the clamp between 0 and 1 used in the computation of the highlight
blend factor s. The dot product operator appears three times, in each case between
two unit-length vectors; this is an extremely common pattern. The dot product of
two vectors is the product of their lengths and the cosine of the angle between them.
So, the dot product of two unit-length vectors is simply the cosine, which is a useful
measure of the degree to which two vectors are aligned with each other. Simple
functions composed of cosines are often the most pleasing and accurate mathematical
expressions to account for the relationship between two directions, e.g., light direction
and surface normal, in a shading model.

Another common shading operation is to interpolate linearly between two colors
based on a scalar value between 0 and 1. This operation takes the form tca + (1− t)cb
that interpolates between ca and cb as the value of t moves between 1 and 0, respec-
tively. This pattern appears twice in this shading model, first to interpolate between
cwarm and ccool and second to interpolate between the result of the previous inter-
polation and chighlight. Linear interpolation appears so often in shaders that it is a
built-in function, called lerp or mix, in every shading language we have seen.

The line “r = 2 (n · l)n− l” computes the reflected light vector, reflecting l about
n. While not quite as common as the previous two operations, this is common enough
for most shading languages to have a built-in reflect function as well.

By combining such operations in different ways with various mathematical expres-
sions and shading parameters, shading models can be defined for a huge variety of
stylized and realistic appearances.

5.2 Light Sources
The impact of lighting on our example shading model was quite simple; it provided
a dominant direction for shading. Of course, lighting in the real world can be quite
complex. There can be multiple light sources each with its own size, shape, color,
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and intensity; indirect lighting adds even more variation. As we will see in Chapter 9,
physically based, photorealistic shading models need to take all these parameters into
account.

In contrast, stylized shading models may use lighting in many different ways, de-
pending on the needs of the application and visual style. Some highly stylized models
may have no concept of lighting at all, or (like our Gooch shading example) may only
use it to provide some simple directionality.

The next step in lighting complexity is for the shading model to react to the
presence or absence of light in a binary way. A surface shaded with such a model
would have one appearance when lit and a different appearance when unaffected by
light. This implies some criteria for distinguishing the two cases: distance from light
sources, shadowing (which will be discussed in Chapter 7), whether the surface is
facing away from the light source (i.e., the angle between the surface normal n and
the light vector l is greater than 90◦), or some combination of these factors.

It is a small step from the binary presence or absence of light to a continuous scale
of light intensities. This could be expressed as a simple interpolation between absence
and full presence, which implies a bounded range for the intensity, perhaps 0 to 1,
or as an unbounded quantity that affects the shading in some other way. A common
option for the latter is to factor the shading model into lit and unlit parts, with the
light intensity klight linearly scaling the lit part:

cshaded = funlit(n,v) + klightflit(l,n,v). (5.3)

This easily extends to an RGB light color clight,

cshaded = funlit(n,v) + clightflit(l,n,v), (5.4)

and to multiple light sources,

cshaded = funlit(n,v) +
n∑

i=1

clightiflit(li,n,v). (5.5)

The unlit part funlit(n,v) corresponds to the “appearance when unaffected by
light” of shading models that treat light as a binary. It can have various forms,
depending on the desired visual style and the needs of the application. For example,
funlit() = (0, 0, 0) will cause any surface unaffected by a light source to be colored
pure black. Alternately, the unlit part could express some form of stylized appearance
for unlit objects, similar to the Gooch model’s cool color for surfaces facing away
from light. Often, this part of the shading model expresses some form of lighting that
does not come directly from explicitly placed light sources, such as light from the
sky or light bounced from surrounding objects. These other forms of lighting will be
discussed in Chapters 10 and 11.

We mentioned earlier that a light source does not affect a surface point if the
light direction l is more than 90◦ from the surface normal n, in effect coming from
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Figure 5.4. The upper row of drawings shows a cross-section view of light on a surface. On the left
the light rays hit the surface straight on, in the center they hit the surface at an angle, and on the
right we see the use of vector dot products to compute the angle cosine. The bottom drawing shows
the cross-section plane (which includes the light and view vectors) in relation to the full surface.

underneath the surface. This can be thought of as a special case of a more general
relationship between the light’s direction, relative to the surface, and its effect on
shading. Although physically based, this relationship can be derived from simple
geometrical principles and is useful for many types of non-physically based, stylized
shading models as well.

The effect of light on a surface can be visualized as a set of rays, with the density
of rays hitting the surface corresponding to the light intensity for surface shading
purposes. See Figure 5.4, which shows a cross section of a lit surface. The spacing
between light rays hitting the surface along that cross section is inversely proportional
to the cosine of the angle between l and n. So, the overall density of light rays hitting
the surface is proportional to the cosine of the angle between l and n, which, as we
have seen earlier, is equal to the dot product between those two unit-length vectors.
Here we see why it is convenient to define the light vector l opposite to the light’s
direction of travel; otherwise we would have to negate it before performing the dot
product.

More precisely, the ray density (and thus the light’s contribution to shading) is
proportional to the dot product when it is positive. Negative values correspond to
light rays coming from behind the surface, which have no effect. So, before multiplying
the light’s shading by the lighting dot product, we need to first clamp the dot product
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to 0. Using the x+ notation introduced in Section 1.2, which means clamping negative
values to zero, we have

cshaded = funlit(n,v) +
n∑

i=1

(li · n)+clightiflit(li,n,v). (5.6)

Shading models that support multiple light sources will typically use one of the
structures from Equation 5.5, which is more general, or Equation 5.6, which is required
for physically based models. It can be advantageous for stylized models as well, since
it helps ensure an overall consistency to the lighting, especially for surfaces that are
facing away from the light or are shadowed. However, some models are not a good fit
for that structure; such models would use the structure in Equation 5.5.

The simplest possible choice for the function flit() is to make it a constant color,

flit() = csurface, (5.7)

which results in the following shading model:

cshaded = funlit(n,v) +
n∑

i=1

(li · n)+clighticsurface. (5.8)

The lit part of this model corresponds to the Lambertian shading model, after
Johann Heinrich Lambert [967], who published it in 1760! This model works in the
context of ideal diffusely reflecting surfaces, i.e., surfaces that are perfectly matte. We
present here a somewhat simplified explanation of Lambert’s model, which will be
covered with more rigor in Chapter 9. The Lambertian model can be used by itself
for simple shading, and it is a key building block in many shading models.

We can see from Equations 5.3–5.6 that a light source interacts with the shading
model via two parameters: the vector l pointing toward the light and the light color
clight. There are various different types of light sources, which differ primarily in how
these two parameters vary over the scene.

We will next discuss several popular types of light sources, which have one thing
in common: At a given surface location, each light source illuminates the surface from
only one direction l. In other words, the light source, as seen from the shaded surface
location, is an infinitesimally small point. This is not strictly true for real-world lights,
but most light sources are small relative to their distance from illuminated surfaces,
making this a reasonable approximation. In Sections 7.1.2 and 10.1, we will discuss
light sources that illuminate a surface location from a range of directions, i.e., “area
lights.”

5.2.1 Directional Lights

Directional light is the simplest model of a light source. Both l and clight are constant
over the scene, except that clight may be attenuated by shadowing. Directional lights
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have no location. Of course, actual light sources do have specific locations in space.
Directional lights are abstractions, which work well when the distance to the light is
large relative to the scene size. For example, a floodlight 20 feet away illuminating a
small tabletop diorama could be represented as a directional light. Another example
is pretty much any scene lit by the sun, unless the scene in question is something such
as the inner planets of the solar system.

The concept of a directional light can be somewhat extended to allow varying the
value of clight while the light direction l remains constant. This is most often done
to bound the effect of the light to a particular part of the scene for performance or
creative reasons. For example, a region could be defined with two nested (one inside
the other) box-shaped volumes, where clight is equal to (0, 0, 0) (pure black) outside
the outer box, is equal to some constant value inside the inner box, and smoothly
interpolates between those extremes in the region between the two boxes.

5.2.2 Punctual Lights
A punctual light is not one that is on time for its appointments, but rather a light that
has a location, unlike directional lights. Such lights also have no dimensions to them,
no shape or size, unlike real-world light sources. We use the term “punctual,” from the
Latin punctus meaning “point,” for the class consisting of all sources of illumination
that originate from a single, local position. We use the term “point light” to mean
a specific kind of emitter, one that shines light equally in all directions. So, point
and spotlight are two different forms of punctual lights. The light direction vector l
varies depending on the location of the currently shaded surface point p0 relative to
the punctual light’s position plight:

l =
plight − p0

‖plight − p0‖
. (5.9)

This equation is an example of vector normalization: dividing a vector by its length
to produce a unit-length vector pointing in the same direction. This is another common
shading operation, and, like the shading operations we have seen in the previous
section, it is a built-in function in most shading languages. However, sometimes
an intermediate result from this operation is needed, which requires performing the
normalization explicitly, in multiple steps, using more basic operations. Applying this
to the punctual light direction computation gives us the following:

d = plight − p0,

r =
√
d · d,

l =
d

r
.

(5.10)

Since the dot product of two vectors is equal to the product of the two vector’s lengths
with the cosine of the angle between them, and the cosine of 0◦ is 1.0, the dot product
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of a vector with itself is the square of its length. So, to find the length of any vector,
we just dot it with itself and take the square root of the result.

The intermediate value that we need is r, the distance between the punctual light
source and the currently shaded point. Besides its use in normalizing the light vector,
the value of r is also needed to compute the attenuation (darkening) of the light color
clight as a function of distance. This will be discussed further in the following section.

Point/Omni Lights
Punctual lights that emit light uniformly in all directions are known as point lights or
omni lights. For point lights, clight varies as a function of the distance r, with the only
source of variation being the distance attenuation mentioned above. Figure 5.5 shows
why this darkening occurs, using similar geometric reasoning as the demonstration of
the cosine factor in Figure 5.4. At a given surface, the spacing between rays from a
point light is proportional to the distance from the surface to the light. Unlike the
cosine factor in Figure 5.4, this spacing increase happens along both dimensions of
the surface, so the ray density (and thus the light color clight) is proportional to the
inverse square distance 1/r2. This enables us to specify the spatial variation in clight
with a single light property, clight0 , which is defined as the value of clight at a fixed
reference distance r0:

clight(r) = clight0

(r0
r

)2

. (5.11)

Equation 5.11 is often referred to as inverse-square light attenuation. Although
technically the correct distance attenuation for a point light, there are some issues
that make this equation less than ideal for practical shading use.

The first issue occurs at relatively small distances. As the value of r tends to 0,
the value of clight will increase in an unbounded manner. When r reaches 0, we will
have a divide-by-zero singularity. To address this, one common modification is to add
a small value ǫ to the denominator [861]:

clight(r) = clight0
r20

r2 + ǫ
. (5.12)

The exact value used for ǫ depends on the application; for example, the Unreal game
engine uses ǫ = 1 cm [861].

An alternative modification, used in the CryEngine [1591] and Frostbite [960] game
engines, is to clamp r to a minimum value rmin:

clight(r) = clight0

(
r0

max(r, rmin)

)2

. (5.13)

Unlike the somewhat arbitrary ǫ value used in the previous method, the value of
rmin has a physical interpretation: the radius of the physical object emitting the light.
Values of r smaller than rmin correspond to the shaded surface penetrating inside the
physical light source, which is impossible.
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Figure 5.5. The spacing between light rays from a point light increases proportionally to the dis-
tance r. Since the spacing increase occurs in two dimensions, the density of rays (and thus the light
intensity) decreases proportionally to 1/r2.

In contrast, the second issue with inverse-square attenuation occurs at relatively
large distances. The problem is not with visuals but with performance. Although light
intensity keeps decreasing with distance it never goes to 0. For efficient rendering, it
is desirable for lights to reach 0 intensity at some finite distance (Chapter 20). There
are many different ways in which the inverse-square equation could be modified to
achieve this. Ideally the modification should introduce as little change as possible. To
avoid a sharp cutoff at the boundary of the light’s influence, it is also preferable for
the derivative and value of the modified function to reach 0 at the same distance. One
solution is to multiply the inverse-square equation by a windowing function with the
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Figure 5.6. This graph shows an inverse-square curve (using the ǫ method to avoid singularities, with
an ǫ value of 1), the windowing function described in Equation 5.14 (with rmax set to 3), and the
windowed curve.

desired properties. One such function [860] is used by both the Unreal Engine [861]
and Frostbite [960] game engines:

fwin(r) =

(

1−
(

r

rmax

)4
)+2

. (5.14)

The +2 means to clamp the value, if negative, to 0 before squaring it. Figure 5.6
shows an example inverse-square curve, the windowing function from Equation 5.14,
and the result of multiplying the two.

Application requirements will affect the choice of method used. For example,
having the derivative equal to 0 at rmax is particularly important when the distance
attenuation function is sampled at a relatively low spatial frequency (e.g., in light
maps or per-vertex). CryEngine does not use light maps or vertex lighting, so it
employs a simpler adjustment, switching to linear falloff in the range between 0.8rmax

and rmax [1591].
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For some applications, matching the inverse-square curve is not a priority, so some
other function entirely is used. This effectively generalizes Equations 5.11–5.14 to the
following:

clight(r) = clight0fdist(r), (5.15)

where fdist(r) is some function of distance. Such functions are called distance falloff
functions. In some cases, the use of non-inverse-square falloff functions is driven by
performance constraints. For example, the game Just Cause 2 needed lights that were
extremely inexpensive to compute. This dictated a falloff function that was simple to
compute, while also being smooth enough to avoid per-vertex lighting artifacts [1379]:

fdist(r) =

(

1−
(

r

rmax

)2
)+2

. (5.16)

In other cases, the choice of falloff function may be driven by creative consider-
ations. For example, the Unreal Engine, used for both realistic and stylized games,
has two modes for light falloff: an inverse-square mode, as described in Equation 5.12,
and an exponential falloff mode that can be tweaked to create a variety of attenuation
curves [1802]. The developers of the game Tomb Raider (2013) used spline-editing
tools to author falloff curves [953], allowing for even greater control over the curve
shape.

Spotlights
Unlike point lights, illumination from nearly all real-world light sources varies by
direction as well as distance. This variation can be expressed as a directional falloff
function fdir(l), which combines with the distance falloff function to define the overall
spatial variation in light intensity:

clight = clight0fdist(r)fdir(l). (5.17)

Different choices of fdir(l) can produce various lighting effects. One important type
of effect is the spotlight, which projects light in a circular cone. A spotlight’s directional
falloff function has rotational symmetry around a spotlight direction vector s, and thus
can be expressed as a function of the angle θs between s and the reversed light vector
−l to the surface. The light vector needs to be reversed because we define l at the
surface as pointing toward the light, and here we need the vector pointing away from
the light.

Most spotlight functions use expressions composed of the cosine of θs, which (as we
have seen earlier) is the most common form for angles in shading. Spotlights typically
have an umbra angle θu, which bounds the light such that fdir(l) = 0 for all θs ≥ θu.
This angle can be used for culling in a similar manner to the maximum falloff distance
rmax seen earlier. It is also common for spotlights to have a penumbra angle θp, which
defines an inner cone where the light is at its full intensity. See Figure 5.7.
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Figure 5.7. A spotlight: θs is the angle from the light’s defined direction s to the vector −l, the
direction to the surface; θp shows the penumbra; and θu shows the umbra angles defined for the light.

Various directional falloff functions are used for spotlights, but they tend to be
roughly similar. For example, the function fdirF(l) is used in the Frostbite game
engine [960], and the function fdirT(l) is used in the three.js browser graphics li-
brary [218]:

t =

(
cos θs − cos θu
cos θp − cos θu

)+

,

fdirF(l) = t2,

fdirT(l) = smoothstep(t) = t2(3− 2t).

(5.18)

Recall that x+ is our notation for clamping x between 0 and 1, as introduced in
Section 1.2. The smoothstep function is a cubic polynomial that is often used for
smooth interpolation in shading. It is a built-in function in most shading languages.

Figure 5.8 shows some of the light types we have discussed so far.

Figure 5.8. Some types of lights. From left to right: directional, point light with no falloff, and
spotlight with a smooth transition. Note that the point light dims toward the edges due to the
changing angle between the light and the surface.
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Other Punctual Lights
There are many other ways in which the clight value of a punctual light can vary.

The fdir(l) function is not limited to the simple spotlight falloff functions discussed
above; it can represent any type of directional variation, including complex tabulated
patterns measured from real-world light sources. The Illuminating Engineering Society
(IES) have defined a standard file format for such measurements. IES profiles are
available from many lighting manufacturers and have been used in the game Killzone:
Shadow Fall [379, 380], as well as the Unreal [861] and Frostbite [960] game engines,
among others. Lagarde gives a good summary [961] of issues relating to parsing and
using this file format.

The game Tomb Raider (2013) [953] has a type of punctual light that applies
independent falloff functions for distance along the x, y, and z world axes. In Tomb
Raider curves can also be applied to vary light intensity over time, e.g., to produce a
flickering torch.

In Section 6.9 we will discuss how light intensity and color can be varied via the
use of textures.

5.2.3 Other Light Types

Directional and punctual lights are primarily characterized by how the light direction
l is computed. Different types of lights can be defined by using other methods to
compute the light direction. For example, in addition to the light types mentioned
earlier, Tomb Raider also has capsule lights that use a line segment as the source
instead of a point [953]. For each shaded pixel, the direction to the closest point on
the line segment is used as the light direction l.

As long as the shader has l and clight values for use in evaluating the shading
equation, any method can be used to compute those values.

The types of light discussed so far are abstractions. In reality, light sources
have size and shape, and they illuminate surface points from multiple directions.
In rendering, such lights are called area lights, and their use in real-time appli-
cations is steadily increasing. Area-light rendering techniques fall into two cate-
gories: those that simulate the softening of shadow edges that results from the
area light being partially occluded (Section 7.1.2) and those that simulate the ef-
fect of the area light on surface shading (Section 10.1). This second category
of lighting is most noticeable for smooth, mirror-like surfaces, where the light’s
shape and size can be clearly discerned in its reflection. Directional and punc-
tual lights are unlikely to fall into disuse, though they are no longer as ubiq-
uitous as in the past. Approximations accounting for a light’s area have been
developed that are relatively inexpensive to implement, and so are seeing wider
use. Increased GPU performance also allows for more elaborate techniques than in
the past.
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5.3 Implementing Shading Models
To be useful, these shading and lighting equations must of course be implemented in
code. In this section we will go over some key considerations for designing and writing
such implementations. We will also walk through a simple implementation example.

5.3.1 Frequency of Evaluation

When designing a shading implementation, the computations need to be divided ac-
cording to their frequency of evaluation. First, determine whether the result of a given
computation is always constant over an entire draw call. In this case, the computation
can be performed by the application, typically on the CPU, though a GPU compute
shader could be used for especially costly computations. The results are passed to the
graphics API via uniform shader inputs.

Even within this category, there is a broad range of possible frequencies of evalu-
ation, starting from “once ever.” The simplest such case would be a constant subex-
pression in the shading equation, but this could apply to any computation based on
rarely changing factors such as the hardware configuration and installation options.
Such shading computations might be resolved when the shader is compiled, in which
case there is no need to even set a uniform shader input. Alternatively, the compu-
tation might be performed in an offline precomputation pass, at installation time, or
when the application is loaded.

Another case is when the result of a shading computation changes over an appli-
cation run, but so slowly that updating it every frame is not necessary. For example,
lighting factors that depend on the time of day in a virtual game world. If the com-
putation is costly, it may be worthwhile to amortize it over multiple frames.

Other cases include computations that are performed once per frame, such as con-
catenating the view and perspective matrices; or once per model, such as updating
model lighting parameters that depend on location; or once per draw call, e.g., up-
dating parameters for each material within a model. Grouping uniform shader inputs
by frequency of evaluation is useful for application efficiency, and can also help GPU
performance by minimizing constant updates [1165].

If the result of a shading computation changes within a draw call, it cannot be
passed to the shader through a uniform shader input. Instead, it must be computed by
one of the programmable shader stages described in Chapter 3 and, if needed, passed
to other stages via varying shader inputs. In theory, shading computations can be
performed on any of the programmable stages, each one corresponding to a different
evaluation frequency:

• Vertex shader—Evaluation per pre-tessellation vertex.

• Hull shader—Evaluation per surface patch.

• Domain shader—Evaluation per post-tessellation vertex.
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Figure 5.9. A comparison of per-pixel and per-vertex evaluations for the example shading model from
Equation 5.19, shown on three models of varying vertex density. The left column shows the results of
per-pixel evaluation, the middle column shows per-vertex evaluation, and the right column presents
wireframe renderings of each model to show vertex density. (Chinese Dragon mesh from Computer
Graphics Archive [1172], original model from Stanford 3D Scanning Repository.)

• Geometry shader—Evaluation per primitive.

• Pixel shader—Evaluation per pixel.

In practice most shading computations are performed per pixel. While these are
typically implemented in the pixel shader, compute shader implementations are in-
creasingly common; several examples will be discussed in Chapter 20. The other stages
are primarily used for geometric operations such as transformation and deformation.
To understand why this is the case, we will compare the results of per-vertex and per-
pixel shading evaluations. In older texts, these are sometimes referred to as Gouraud
shading [578] and Phong shading [1414], respectively, though those terms are not often
used today. This comparison uses a shading model somewhat similar to the one in
Equation 5.1, but modified to work with multiple light sources. The full model will
be given a bit later, when we cover an example implementation in detail.

Figure 5.9 shows the results of per-pixel and per-vertex shading on models with a
wide range of vertex densities. For the dragon, an extremely dense mesh, the difference
between the two is small. But on the teapot, vertex shading evaluation causes visible
errors such as angularly shaped highlights, and on the two-triangle plane the vertex-
shaded version is clearly incorrect. The cause of these errors is that parts of the
shading equation, the highlight in particular, have values that vary nonlinearly over
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Figure 5.10. On the left, we see that linear interpolation of unit normals across a surface results
in interpolated vectors with lengths less than one. On the right, we see that linear interpolation of
normals with significantly different lengths results in interpolated directions that are skewed toward
the longer of the two normals.

the mesh surface. This makes them a poor fit for the vertex shader, the results of
which are interpolated linearly over the triangle before being fed to the pixel shader.

In principle, it would be possible to compute only the specular highlight part of the
shading model in the pixel shader, and calculate the rest in the vertex shader. This
would likely not result in visual artifacts and in theory would save some computation.
In practice, this kind of hybrid implementation is often not optimal. The linearly
varying parts of the shading model tend to be the least computationally costly, and
splitting up the shading computation in this way tends to add enough overhead, such
as duplicated computations and additional varying inputs, to outweigh any benefit.

As we mentioned earlier, in most implementations the vertex shader is responsible
for non-shading operations such as geometry transformation and deformation. The
resulting geometric surface properties, transformed into the appropriate coordinate
system, are written out by the vertex shader, linearly interpolated over the triangle,
and passed into the pixel shader as varying shader inputs. These properties typically
include the position of the surface, the surface normal, and optionally surface tangent
vectors, if needed for normal mapping.

Note that even if the vertex shader always generates unit-length surface normals,
interpolation can change their length. See the left side of Figure 5.10. For this reason
the normals need to be renormalized (scaled to length 1) in the pixel shader. However,
the length of the normals generated by the vertex shader still matters. If the normal
length varies significantly between vertices, e.g., as a side effect of vertex blending,
this will skew the interpolation. This can be seen in the right side of Figure 5.10. Due
to these two effects, implementations often normalize interpolated vectors before and
after interpolation, i.e., in both the vertex and pixel shaders.

Unlike the surface normals, vectors that point toward specific locations, such as
the view vector and the light vector for punctual lights, are typically not interpolated.
Instead, the interpolated surface position is used to compute these vectors in the pixel
shader. Other than the normalization, which as we have seen needs to be performed
in the pixel shader in any case, each of these vectors is computed with a vector
subtraction, which is quick. If for some reason it is necessary to interpolate these



120 5. Shading Basics

Figure 5.11. Interpolation between two light vectors. On the left, normalizing them before inter-
polation causes the direction to be incorrect after interpolation. On the right, interpolating the
non-normalized vectors yields correct results.

vectors, do not normalize them beforehand. This will yield incorrect results, as shown
in Figure 5.11.

Earlier we mentioned that the vertex shader transforms the surface geometry into
“the appropriate coordinate system.” The camera and light positions, passed to the
pixel shader through uniform variables, are typically transformed by the application
into the same coordinate system. This minimizes work done by the pixel shader to
bring all the shading model vectors into the same coordinate space. But which coor-
dinate system is the “appropriate” one? Possibilities include the global world space as
well as the local coordinate system of the camera or, more rarely, that of the currently
rendered model. The choice is typically made for the rendering system as a whole,
based on systemic considerations such as performance, flexibility, and simplicity. For
example, if rendered scenes are expected to include huge numbers of lights, world
space might be chosen to avoid transforming the light positions. Alternately, camera
space might be preferred, to better optimize pixel shader operations relating to the
view vector and to possibly improve precision (Section 16.6).

Although most shader implementations, including the example implementation we
are about to discuss, follow the general outline described above, there are certainly
exceptions. For example, some applications choose the faceted appearance of per-
primitive shading evaluation for stylistic reasons. This style is often referred to as flat
shading. Two examples are shown in Figure 5.12.

In principle, flat shading could be performed in the geometry shader, but recent
implementations typically use the vertex shader. This is done by associating each
primitive’s properties with its first vertex and disabling vertex value interpolation.
Disabling interpolation (which can be done for each vertex value separately) causes
the value from the first vertex to be passed to all pixels in the primitive.

5.3.2 Implementation Example

We will now present an example shading model implementation. As mentioned earlier,
the shading model we are implementing is similar to the extended Gooch model from



5.3. Implementing Shading Models 121

Figure 5.12. Two games that use flat shading as a stylistic choice: Kentucky Route Zero, top, and
That Dragon, Cancer, bottom. (Upper image courtesy of Cardboard Computer, lower courtesy of
Numinous Games.)

Equation 5.1, but modified to work with multiple light sources. It is described by

cshaded =
1

2
ccool +

n∑

i=1

(li · n)+clighti
(
si chighlight + (1− si) cwarm

)
, (5.19)
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with the following intermediate calculations:

ccool = (0, 0, 0.55) + 0.25 csurface,

cwarm = (0.3, 0.3, 0) + 0.25 csurface,

chighlight = (2, 2, 2),

ri = 2 (n · li)n− li,

si =
(
100 (ri · v)− 97

)+
.

(5.20)

This formulation fits the multi-light structure in Equation 5.6, repeated here for
convenience:

cshaded = funlit(n,v) +
n∑

i=1

(li · n)+clightiflit(li,n,v).

The lit and unlit terms in this case are

funlit(n,v) =
1

2
ccool,

flit(li,n,v) = si chighlight + (1− si) cwarm,
(5.21)

with the cool color’s unlit contribution adjusted to make results look more like the
original equation.

In most typical rendering applications, varying values for material properties such
as csurface would be stored in vertex data or, more commonly, in textures (Chapter 6).
However, to keep this example implementation simple, we will assume that csurface is
constant across the model.

This implementation will use the shader’s dynamic branching capabilities to loop
over all light sources. While this straightforward approach can work well for reasonably
simple scenes, it does not scale well to large and geometrically complex scenes with
many light sources. Rendering techniques to efficiently handle large light counts will
be covered in Chapter 20. Also, in the interest of simplicity, we will only support one
type of light source: point lights. Although the implementation is quite simple, it
follows the best practices covered earlier.

Shading models are not implemented in isolation, but in the context of a larger ren-
dering framework. This example is implemented inside a simple WebGL 2 application,
modified from the “Phong-shaded Cube” WebGL 2 sample by Tarek Sherif [1623], but
the same principles apply to more complex frameworks as well.

We will be discussing some samples of GLSL shader code and JavaScript WebGL
calls from the application. The intent is not to teach the specifics of the WebGL API
but to show general implementation principles. We will go through the implementation
in “inside out” order, starting with the pixel shader, then the vertex shader, and finally
the application-side graphics API calls.

Before the shader code proper, the shader source includes definitions of the shader
inputs and outputs. As discussed earlier in Section 3.3, using GLSL terminology,
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shader inputs fall into two categories. One is the set of uniform inputs, which have
values set by the application and which remain constant over a draw call. The second
type consists of varying inputs, which have values that can change between shader
invocations (pixels or vertices). Here we see the definitions of the pixel shader’s varying
inputs, which in GLSL are marked in, as well as its outputs:

in vec3 vPos;

in vec3 vNormal;

out vec4 outColor;

This pixel shader has a single output, which is the final shaded color. The pixel
shader inputs match the vertex shader outputs, which are interpolated over the triangle
before being fed into the pixel shader. This pixel shader has two varying inputs:
surface position and surface normal, both in the application’s world-space coordinate
system. The number of uniform inputs is much larger, so for brevity we will only show
the definitions of two, both related to light sources:

struct Light {

vec4 position;

vec4 color;

};

uniform LightUBlock {

Light uLights[MAXLIGHTS ];

};

uniform uint uLightCount;

Since these are point lights, the definition for each one includes a position and a
color. These are defined as vec4 instead of vec3 to conform to the restrictions of the
GLSL std140 data layout standard. Although, as in this case, the std140 layout can
lead to some wasted space, it simplifies the task of ensuring consistent data layout
between CPU and GPU, which is why we use it in this sample. The array of Light
structs is defined inside a named uniform block, which is a GLSL feature for binding a
group of uniform variables to a buffer object for faster data transfer. The array length
is defined to be equal to the maximum number of lights that the application allows in
a single draw call. As we will see later, the application replaces the MAXLIGHTS string
in the shader source with the correct value (10 in this case) before shader compilation.
The uniform integer uLightCount is the actual number of active lights in the draw
call.

Next, we will take a look at the pixel shader code:

vec3 lit(vec3 l, vec3 n, vec3 v) {

vec3 r_l = reflect(-l, n);

float s = clamp (100.0 * dot(r_l , v) - 97.0, 0.0, 1.0);

vec3 highlightColor = vec3(2,2,2);

return mix(uWarmColor , highlightColor , s);

}

void main() {

vec3 n = normalize(vNormal);

vec3 v = normalize(uEyePosition.xyz - vPos);
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outColor = vec4(uFUnlit , 1.0);

for (uint i = 0u; i < uLightCount; i++) {

vec3 l = normalize(uLights[i]. position.xyz - vPos);

float NdL = clamp(dot(n, l), 0.0, 1.0);

outColor.rgb += NdL * uLights[i].color.rgb * lit(l,n,v);

}

}

We have a function definition for the lit term, which is called by the main()

function. Overall, this is a straightforward GLSL implementation of Equations 5.20
and 5.21. Note that the values of funlit() and cwarm are passed in as uniform variables.
Since these are constant over the entire draw call, the application can compute these
values, saving some GPU cycles.

This pixel shader uses several built-in GLSL functions. The reflect() function
reflects one vector, in this case the light vector, in the plane defined by a second vector,
in this case the surface normal. Since we want both the light vector and reflected vector
to point away from the surface, we need to negate the former before passing it into
reflect(). The clamp() function has three inputs. Two of them define a range to
which the third input is clamped. The special case of clamping to the range between 0
and 1 (which corresponds to the HLSL saturate() function) is quick, often effectively
free, on most GPUs. This is why we use it here, although we only need to clamp the
value to 0, as we know it will not exceed 1. The function mix() also has three inputs
and linearly interpolates between two of them, the warm color and the highlight color
in this case, based on the value of the third, a mixing parameter between 0 and 1. In
HLSL this function is called lerp(), for “linear interpolation.” Finally, normalize()
divides a vector by its length, scaling it to a length of 1.

Now let us look at the vertex shader. We will not show any of its uniform definitions
since we already saw some example uniform definitions for the pixel shader, but the
varying input and output definitions are worth examining:

layout(location =0) in vec4 position;

layout(location =1) in vec4 normal;

out vec3 vPos;

out vec3 vNormal;

Note that, as mentioned earlier, the vertex shader outputs match the pixel shader
varying inputs. The inputs include directives that specify how the data are laid out
in the vertex array. The vertex shader code comes next:

void main() {

vec4 worldPosition = uModel * position;

vPos = worldPosition.xyz;

vNormal = (uModel * normal).xyz;

gl_Position = viewProj * worldPosition;

}

These are common operations for a vertex shader. The shader transforms the
surface position and normal into world space and passes them to the pixel shader
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for use in shading. Finally, the surface position is transformed into clip space and
passed into gl Position, a special system-defined variable used by the rasterizer.
The gl Position variable is the one required output from any vertex shader.

Note that the normal vectors are not normalized in the vertex shader. They do not
need to be normalized since they have a length of 1 in the original mesh data and this
application does not perform any operations, such as vertex blending or nonuniform
scaling, that could change their length unevenly. The model matrix could have a
uniform scale factor, but that would change the length of all normals proportionally
and thus not result in the problem shown on the right side of Figure 5.10.

The application uses the WebGL API for various rendering and shader setup. Each
of the programmable shader stages are set up individually, and then they are all bound
to a program object. Here is the pixel shader setup code:

var fSource = document.getElementById("fragment").text.trim();

var maxLights = 10;

fSource = fSource.replace (/ MAXLIGHTS/g, maxLights.toString ());

var fragmentShader = gl.createShader(gl.FRAGMENT_SHADER);

gl.shaderSource(fragmentShader , fSource);

gl.compileShader(fragmentShader);

Note the “fragment shader” references. This term is used byWebGL (and OpenGL,
on which it is based). As noted earlier in this book, although “pixel shader” is less
precise in some ways, it is the more common usage, which we follow in this book. This
code is also where the MAXLIGHTS string is replaced with the appropriate numerical
value. Most rendering frameworks perform similar pre-compilation shader manipula-
tions.

There is more application-side code for setting uniforms, initializing vertex arrays,
clearing, drawing, and so on, which you can view in the program [1623] and which are
explained by numerous API guides. Our goal here is to give a sense of how shaders are
treated as separate processors, with their own programming environment. We thus
end our walkthrough at this point.

5.3.3 Material Systems

Rendering frameworks rarely implement just a single shader, as in our simple example.
Typically, a dedicated system is needed to handle the variety of materials, shading
models, and shaders used by the application.

As explained in earlier chapters, a shader is a program for one of the GPU’s
programmable shader stages. As such, it is a low-level graphics API resource and not
something with which artists would interact directly. In contrast, a material is an
artist-facing encapsulation of the visual appearance of a surface. Materials sometimes
also describe non-visual aspects, such as collision properties, which we will not discuss
further because they are outside the scope of this book.



126 5. Shading Basics

While materials are implemented via shaders, this is not a simple one-to-one cor-
respondence. In different rendering situations, the same material may use different
shaders. A shader can also be shared by multiple materials. The most common case is
parameterized materials. In its simplest form, material parameterization requires two
types of material entities: material templates and material instances. Each material
template describes a class of materials and has a set of parameters that can be assigned
numerical, color, or texture values depending on the parameter type. Each material
instance corresponds to a material template plus a specific set of values for all of its
parameters. Some rendering frameworks such as the Unreal Engine [1802] allow for
a more complex, hierarchical structure, with material templates deriving from other
templates at multiple levels.

Parameters may be resolved at runtime, by passing uniform inputs to the shader
program, or at compile time, by substituting values before the shader is compiled. A
common type of compile-time parameter is a boolean switch that controls the acti-
vation of a given material feature. This can be set by artists via a checkbox in the
material user interface or procedurally by the material system, e.g., to reduce shader
cost for distant objects where the visual effect of the feature is negligible.

While the material parameters may correspond one-to-one with the parameters
of the shading model, this is not always the case. A material may fix the value
of a given shading model parameter, such as the surface color, to a constant value.
Alternately, a shading model parameter may be computed as the result of a com-
plex series of operations taking multiple material parameters, as well as interpolated
vertex or texture values, as inputs. In some cases, parameters such as surface posi-
tion, surface orientation, and even time may also factor into the calculation. Shading
based on surface position and orientation is especially common in terrain materials.
For example, the height and surface normal can be used to control a snow effect,
blending in a white surface color on high-altitude horizontal and almost-horizontal
surfaces. Time-based shading is common in animated materials, such as a flickering
neon sign.

One of the most important tasks of a material system is dividing various shader
functions into separate elements and controlling how these are combined. There are
many cases where this type of composition is useful, including the following:

• Composing surface shading with geometric processing, such as rigid transforms,
vertex blending, morphing, tessellation, instancing, and clipping. These bits of
functionality vary independently: Surface shading depends on the material, and
geometry processing depends on the mesh. So, it is convenient to author them
separately and have the material system compose them as needed.

• Composing surface shading with compositing operations such as pixel discard
and blending. This is particularly relevant to mobile GPUs, where blending
is typically performed in the pixel shader. It is often desirable to select these
operations independently of the material used for surface shading.
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• Composing the operations used to compute the shading model parameters with
the computation of the shading model itself. This allows authoring the shading
model implementation once and reusing it in combination with various different
methods for computing the shading model parameters.

• Composing individually selectable material features with each other, the selec-
tion logic, and the rest of the shader. This enables writing the implementation
of each feature separately.

• Composing the shading model and computation of its parameters with light
source evaluation: computing the values of clight and l at the shaded point for
each light source. Techniques such as deferred rendering (discussed in Chap-
ter 20) change the structure of this composition. In rendering frameworks that
support multiple such techniques, this adds an additional layer of complexity.

It would be convenient if the graphics API provided this type of shader code mod-
ularity as a core feature. Sadly, unlike CPU code, GPU shaders do not allow for
post-compilation linking of code fragments. The program for each shader stage is
compiled as a unit. The separation between shader stages does offer some limited
modularity, which somewhat fits the first item on our list: composing surface shading
(typically performed in the pixel shader) with geometric processing (typically per-
formed in other shader stages). But the fit is not perfect, since each shader performs
other operations as well, and the other types of composition still need to be han-
dled. Given these limitations, the only way that the material system can implement
all these types of composition is at the source-code level. This primarily involves
string operations such as concatenation and replacement, often performed via C-style
preprocessing directives such as #include, #if, and #define.

Early rendering systems had a relatively small number of shader variants, and
often each one was written manually. This has some benefits. For example, each
variant can be optimized with full knowledge of the final shader program. However,
this approach quickly becomes impractical as the number of variants grows. When
taking all the different parts and options into account, the number of possible different
shader variants is huge. This is why modularity and composability are so crucial.

The first question to be resolved when designing a system for handling shader
variants is whether selection between different options is performed at runtime via
dynamic branching, or at compile time via conditional preprocessing. On older hard-
ware, dynamic branching was often impossible or extremely slow, so runtime selection
was not an option. Variants were then all handled at compile time, including all
possible combinations of counts of the different light types [1193].

In contrast, current GPUs handle dynamic branching quite well, especially when
the branch behaves the same for all pixels in a draw call. Today much of the function-
ality variation, such as the number of lights, is handled at runtime. However, adding
a large amount of functional variation to a shader incurs a different cost: an increase
in register count and a corresponding reduction in occupancy, and thus performance.
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See Section 18.4.5 for more details. So, compile-time variation is still valuable. It
avoids including complex logic that will never be executed.

As an example, let us imagine an application that supports three different types
of lights. Two light types are simple: point and directional. The third type is a
generalized spotlight that supports tabulated illumination patterns and other complex
features, requiring a significant amount of shader code to implement. However, say
the generalized spotlight is used relatively rarely, with less than 5% of the lights in the
application being this type. In the past, a separate shader variant would be compiled
for each possible combination of counts of the three light types, to avoid dynamic
branching. While this would not be needed today, it may still be beneficial to compile
two separate variants, one for the case when the count of generalized spotlights is equal
to or greater than 1, and one for the case where the count of such lights is exactly 0.
Due to its simpler code, the second variant (which is most commonly used) is likely
to have lower register occupancy and thus higher performance.

Modern material systems employ both runtime and compile-time shader variation.
Even though the full burden is no longer handled only at compile time, the overall
complexity and number of variations keep increasing, so a large number of shader vari-
ants still need to be compiled. For example, in some areas of the game Destiny: The
Taken King, over 9000 compiled shader variations were used in a single frame [1750].
The number of possible variations can be much larger, e.g., the Unity rendering sys-
tem has shaders with close to 100 billion possible variants. Only the variants that are
actually used are compiled, but the shader compilation system had to be redesigned
to handle the huge number of possible variants [1439].

Material-system designers employ different strategies to address these design
goals. Although these are sometimes presented as mutually exclusive system architec-
tures [342], these strategies can be—and usually are—combined in the same system.
These strategies include the following:

• Code reuse—Implementing functions in shared files, using #include preproces-
sor directives to access those functions from any shader that needs them.

• Subtractive—A shader, often referred to as an übershader or supershader [1170,
1784], that aggregates a large set of functionality, using a combination of compile-
time preprocessor conditionals and dynamic branching to remove unused parts
and to switch between mutually exclusive alternatives.

• Additive—Various bits of functionality are defined as nodes with input and
output connectors, and these are composed together. This is similar to the
code reuse strategy but is more structured. The composition of nodes can be
done via text [342] or a visual graph editor. The latter is intended to make
it easier for non-engineers, such as technical artists, to author new material
templates [1750, 1802]. Typically only part of the shader is accessible to visual
graph authoring. For example, in the Unreal Engine the graph editor can only
affect the computation of shading model inputs [1802]. See Figure 5.13.
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Figure 5.13. The Unreal Engine material editor. Note the tall node on the right side of the node
graph. The input connectors of this node correspond to various shading inputs used by the rendering
engine, including all the shading model parameters. (Material sample courtesy of Epic Games.)

• Template-based—An interface is defined, into which different implementations
can be plugged as long as they conform to that interface. This is a bit more
formal than the additive strategy and is typically used for larger chunks of func-
tionality. A common example for such an interface is the separation between
the calculation of shading model parameters and the computation of the shading
model itself. The Unreal Engine [1802] has different “material domains,” includ-
ing the Surface domain for computing shading model parameters and the Light
Function domain for computing a scalar value that modulates clight for a given
light source. A similar “surface shader” structure also exists in Unity [1437].
Note that deferred shading techniques (discussed in Chapter 20) enforce a simi-
lar structure, with the G-buffer serving as the interface.

For more specific examples, several chapters in the (now free) book WebGL In-
sights [301] discuss how a variety of engines control their shader pipelines. Besides
composition, there are several other important design considerations for modern mate-
rial systems, such as the need to support multiple platforms with minimal duplication
of shader code. This includes variations in functionality to account for performance
and capability differences among platforms, shading languages, and APIs. The Des-
tiny shader system [1750] is a representative solution to this type of problem. It uses a
proprietary preprocessor layer that takes shaders written in a custom shading language
dialect. This allows writing platform-independent materials with automatic transla-
tion to different shading languages and implementations. The Unreal Engine [1802]
and Unity [1436] have similar systems.
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The material system also needs to ensure good performance. Besides specialized
compilation of shading variants, there are a few other common optimizations the
material system can perform. The Destiny shader system and the Unreal Engine
automatically detect computations that are constant across a draw call (such as the
warm and cool color computation in the earlier implementation example) and move
it outside of the shader. Another example is the scoping system used in Destiny to
differentiate between constants that are updated at different frequencies (e.g., once
per frame, once per light, once per object) and update each set of constants at the
appropriate times to reduce API overhead.

As we have seen, implementing a shading equation is a matter of deciding what
parts can be simplified, how frequently to compute various expressions, and how the
user is able to modify and control the appearance. The ultimate output of the ren-
dering pipeline is a color and blend value. The remaining sections on antialiasing,
transparency, and image display detail how these values are combined and modified
for display.

5.4 Aliasing and Antialiasing
Imagine a large black triangle moving slowly across a white background. As a screen
grid cell is covered by the triangle, the pixel value representing this cell should
smoothly drop in intensity. What typically happens in basic renderers of all sorts
is that the moment the grid cell’s center is covered, the pixel color immediately goes
from white to black. Standard GPU rendering is no exception. See the leftmost
column of Figure 5.14.

Triangles show up in pixels as either there or not there. Lines drawn have a similar
problem. The edges have a jagged look because of this, and so this visual artifact is
called “the jaggies,” which turn into “the crawlies” when animated. More formally,
this problem is called aliasing, and efforts to avoid it are called antialiasing techniques.

The subject of sampling theory and digital filtering is large enough to fill its own
book [559, 1447, 1729]. As this is a key area of rendering, the basic theory of sampling
and filtering will be presented. We will then focus on what currently can be done in
real time to alleviate aliasing artifacts.

5.4.1 Sampling and Filtering Theory

The process of rendering images is inherently a sampling task. This is so since the
generation of an image is the process of sampling a three-dimensional scene in order
to obtain color values for each pixel in the image (an array of discrete pixels). To use
texture mapping (Chapter 6), texels have to be resampled to get good results under
varying conditions. To generate a sequence of images in an animation, the animation
is often sampled at uniform time intervals. This section is an introduction to the
topic of sampling, reconstruction, and filtering. For simplicity, most material will be
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Figure 5.14. The upper row shows three images with different levels of antialiasing of a triangle,
a line, and some points. The lower row images are magnifications of the upper row. The leftmost
column uses only one sample per pixel, which means that no antialiasing is used. The middle column
images were rendered with four samples per pixel (in a grid pattern), and the right column used eight
samples per pixel (in a 4 × 4 checkerboard, half the squares sampled).

presented in one dimension. These concepts extend naturally to two dimensions as
well, and can thus be used when handling two-dimensional images.

Figure 5.15 shows how a continuous signal is being sampled at uniformly spaced
intervals, that is, discretized. The goal of this sampling process is

to represent information digitally. In doing so, the amount of information is re-
duced. However, the sampled signal needs to be reconstructed to recover the original
signal. This is done by filtering the sampled signal.

Whenever sampling is done, aliasing may occur. This is an unwanted artifact, and
we need to battle aliasing to generate pleasing images. A classic example of aliasing
seen in old Westerns is a spinning wagon wheel filmed by a movie camera. Because

Figure 5.15. A continuous signal (left) is sampled (middle), and then the original signal is recovered
by reconstruction (right).
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Figure 5.16. The top row shows a spinning wheel (original signal). This is inadequately sampled in
second row, making it appear to move in the opposite direction. This is an example of aliasing due
to a too low sampling rate. In the third row, the sampling rate is exactly two samples per revolution,
and we cannot determine in which direction the wheel is spinning. This is the Nyquist limit. In the
fourth row, the sampling rate is higher than two samples per revolution, and we suddenly can see
that the wheel spins in the right direction.

the spokes move much faster than the camera records images, the wheel may appear
to be spinning slowly (backward or forward), or may even look like it is not rotating
at all. This can be seen in Figure 5.16. The effect occurs because the images of the
wheel are taken in a series of time steps, and is called temporal aliasing.

Common examples of aliasing in computer graphics are the “jaggies” of a rasterized
line or triangle edge, flickering highlights known as “fireflies”, and when a texture with
a checker pattern is minified (Section 6.2.2).

Aliasing occurs when a signal is being sampled at too low a frequency. The sam-
pled signal then appears to be a signal of lower frequency than the original. This
is illustrated in Figure 5.17. For a signal to be sampled properly (i.e., so that it is
possible to reconstruct the original signal from the samples), the sampling frequency

Figure 5.17. The solid blue line is the original signal, the red circles indicate uniformly spaced sample
points, and the green dashed line is the reconstructed signal. The top figure shows a too low sample
rate. Therefore, the reconstructed signal appears to be of lower frequency, i.e., an alias of the original
signal. The bottom shows a sampling rate of exactly twice the frequency of the original signal, and the
reconstructed signal is here a horizontal line. It can be proven that if the sampling rate is increased
ever so slightly, perfect reconstruction is possible.
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has to be more than twice the maximum frequency of the signal to be sampled. This
is often called the sampling theorem, and the sampling frequency is called the Nyquist
rate [1447] or Nyquist limit, after Harry Nyquist (1889–1976), a Swedish scientist who
discovered this in 1928. The Nyquist limit is also illustrated in Figure 5.16. The fact
that the theorem uses the term “maximum frequency” implies that the signal has to
be band-limited, which just means that there are not any frequencies above a certain
limit. Put another way, the signal has to be smooth enough relative to the spacing
between neighboring samples.

A three-dimensional scene is normally never band-limited when rendered with point
samples. Edges of triangles, shadow boundaries, and other phenomena produce a
signal that changes discontinuously and so produces frequencies that are infinite [252].
Also, no matter how closely packed the samples are, objects can still be small enough
that they do not get sampled at all. Thus, it is impossible to entirely avoid aliasing
problems when using point samples to render a scene, and we almost always use point
sampling. However, at times it is possible to know when a signal is band-limited.
One example is when a texture is applied to a surface. It is possible to compute the
frequency of the texture samples compared to the sampling rate of the pixel. If this
frequency is lower than the Nyquist limit, then no special action is needed to properly
sample the texture. If the frequency is too high, then a variety of algorithms are used
to band-limit the texture (Section 6.2.2).

Reconstruction
Given a band-limited sampled signal, we will now discuss how the original signal can
be reconstructed from the sampled signal. To do this, a filter must be used. Three
commonly used filters are shown in Figure 5.18. Note that the area of the filter should
always be one, otherwise the reconstructed signal can appear to grow or shrink.

Figure 5.18. The top left shows the box filter, and the top right the tent filter. The bottom shows
the sinc filter (which has been clamped on the x-axis here).
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Figure 5.19. The sampled signal (left) is reconstructed using the box filter. This is done by placing
the box filter over each sample point, and scaling it in the y-direction so that the height of the filter
is the same as the sample point. The sum is the reconstruction signal (right).

In Figure 5.19, the box filter (nearest neighbor) is used to reconstruct a sampled
signal. This is the worst filter to use, as the resulting signal is a noncontinuous stair
case. Still, it is often used in computer graphics because of its simplicity. As can be
seen in the illustration, the box filter is placed over each sample point, and then scaled
so that the topmost point of the filter coincides with the sample point. The sum of
all these scaled and translated box functions is the reconstructed signal shown to the
right.

The box filter can be replaced with any other filter. In Figure 5.20, the tent filter,
also called the triangle filter, is used to reconstruct a sampled signal. Note that this

Figure 5.20. The sampled signal (left) is reconstructed using the tent filter. The reconstructed signal
is shown to the right.
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Figure 5.21. Here, the sinc filter is used to reconstruct the signal. The sinc filter is the ideal low-pass
filter.

filter implements linear interpolation between neighboring sample points, and so it is
better than the box filter, as the reconstructed signal now is continuous.

However, the smoothness of the reconstructed signal using a tent filter is poor;
there are sudden slope changes at the sample points. This has to do with the fact that
the tent filter is not a perfect reconstruction filter. To get perfect reconstruction the
ideal low-pass filter has to be used. A frequency component of a signal is a sine wave:
sin(2πf), where f is the frequency of that component. Given this, a low-pass filter
removes all frequency components with frequencies higher than a certain frequency
defined by the filter. Intuitively, the low-pass filter removes sharp features of the
signal, i.e., the filter blurs it. The ideal low-pass filter is the sinc filter (Figure 5.18
bottom):

sinc(x) =
sin(πx)

πx
. (5.22)

The theory of Fourier analysis [1447] explains why the sinc filter is the ideal low-
pass filter. Briefly, the reasoning is as follows. The ideal low-pass filter is a box filter
in the frequency domain, which removes all frequencies above the filter width when it
is multiplied with the signal. Transforming the box filter from the frequency domain
to the spatial domain gives a sinc function. At the same time, the multiplication
operation is transformed into the convolution function, which is what we have been
using in this section, without actually describing the term.

Using the sinc filter to reconstruct the signal gives a smoother result, as shown
in Figure 5.21. The sampling process introduces high-frequency components (abrupt
changes) in the signal, and the task of the low-pass filter is to remove these. In fact,
the sinc filter eliminates all sine waves with frequencies higher than 1/2 the sampling
rate. The sinc function, as presented in Equation 5.22, is the perfect reconstruction
filter when the sampling frequency is 1.0 (i.e., the maximum frequency of the sampled
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signal must be smaller than 1/2). More generally, assume the sampling frequency is
fs, that is, the interval between neighboring samples is 1/fs. For such a case, the
perfect reconstruction filter is sinc(fsx), and it eliminates all frequencies higher than
fs/2. This is useful when resampling the signal (next section). However, the filter
width of the sinc is infinite and is negative in some areas, so it is rarely useful in
practice.

There is a useful middle ground between the low-quality box and tent filters on
one hand, and the impractical sinc filter on the other. Most widely used filter func-
tions [1214, 1289, 1413, 1793] are between these extremes. All these filter functions
have some approximation to the sinc function, but with a limit on how many pixels
they influence. The filters that most closely approximate the sinc function have nega-
tive values over part of their domain. For applications where negative filter values are
undesirable or impractical, filters with no negative lobes (often referred to generically
as Gaussian filters, since they either derive from or resemble a Gaussian curve) are
typically used [1402]. Section 12.1 discusses filter functions and their use in more
detail.

After using any filter, a continuous signal is obtained. However, in computer graph-
ics we cannot display continuous signals directly, but we can use them to resample
the continuous signal to another size, i.e., either enlarging the signal, or diminishing
it. This topic is discussed next.

Resampling
Resampling is used to magnify or minify a sampled signal. Assume that the original
sample points are located at integer coordinates (0, 1, 2, . . . ), that is, with unit inter-
vals between samples. Furthermore, assume that after resampling we want the new
sample points to be located uniformly with an interval a between samples. For a > 1,
minification (downsampling) takes place, and for a < 1, magnification (upsampling)
occurs.

Magnification is the simpler case of the two, so let us start with that. Assume
the sampled signal is reconstructed as shown in the previous section. Intuitively,
since the signal now is perfectly reconstructed and continuous, all that is needed is to
resample the reconstructed signal at the desired intervals. This process can be seen
in Figure 5.22.

However, this technique does not work when minification occurs. The frequency
of the original signal is too high for the sampling rate to avoid aliasing. Instead it has
been shown that a filter using sinc(x/a) should be used to create a continuous signal
from the sampled one [1447, 1661]. After that, resampling at the desired intervals can
take place. This can be seen in Figure 5.23. Said another way, by using sinc(x/a) as
a filter here, the width of the low-pass filter is increased, so that more of the signal’s
higher frequency content is removed. As shown in the figure, the filter width (of
the individual sinc’s) is doubled to decrease the resampling rate to half the original
sampling rate. Relating this to a digital image, this is similar to first blurring it (to
remove high frequencies) and then resampling the image at a lower resolution.
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Figure 5.22. On the left is the sampled signal, and the reconstructed signal. On the right, the
reconstructed signal has been resampled at double the sample rate, that is, magnification has taken
place.

Figure 5.23. On the left is the sampled signal, and the reconstructed signal. On the right, the filter
width has doubled in order to double the interval between the samples, that is, minification has taken
place.

With the theory of sampling and filtering available as a framework, the various
algorithms used in real-time rendering to reduce aliasing are now discussed.

5.4.2 Screen-Based Antialiasing

Edges of triangles produce noticeable artifacts if not sampled and filtered well. Shadow
boundaries, specular highlights, and other phenomena where the color is changing
rapidly can cause similar problems. The algorithms discussed in this section help
improve the rendering quality for these cases. They have the common thread that they
are screen based, i.e., that they operate only on the output samples of the pipeline.
There is no one best antialiasing technique, as each has different advantages in terms
of quality, ability to capture sharp details or other phenomena, appearance during
movement, memory cost, GPU requirements, and speed.

In the black triangle example in Figure 5.14, one problem is the low sampling rate.
A single sample is taken at the center of each pixel’s grid cell, so the most that is
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Figure 5.24. On the left, a red triangle is rendered with one sample at the center of the pixel. Since
the triangle does not cover the sample, the pixel will be white, even though a substantial part of the
pixel is covered by the red triangle. On the right, four samples are used per pixel, and as can be seen,
two of these are covered by the red triangle, which results in a pink pixel color.

known about the cell is whether or not the center is covered by the triangle. By using
more samples per screen grid cell and blending these in some fashion, a better pixel
color can be computed. This is illustrated in Figure 5.24.

The general strategy of screen-based antialiasing schemes is to use a sampling
pattern for the screen and then weight and sum the samples to produce a pixel color, p:

p(x, y) =
n∑

i=1

wic(i, x, y), (5.23)

where n is the number of samples taken for a pixel. The function c(i, x, y) is a
sample color and wi is a weight, in the range [0, 1], that the sample will contribute
to the overall pixel color. The sample position is taken based on which sample it is
in the series 1, . . . , n, and the function optionally also uses the integer part of the
pixel location (x, y). In other words, where the sample is taken on the screen grid is
different for each sample, and optionally the sampling pattern can vary from pixel to
pixel. Samples are normally point samples in real-time rendering systems (and most
other rendering systems, for that matter). So, the function c can be thought of as two
functions. First, a function f(i, n) retrieves the floating point (xf , yf ) location on the
screen where a sample is needed. This location on the screen is then sampled, i.e.,
the color at that precise point is retrieved. The sampling scheme is chosen and the
rendering pipeline configured to compute the samples at particular subpixel locations,
typically based on a per-frame (or per-application) setting.

The other variable in antialiasing is wi, the weight of each sample. These weights
sum to one. Most methods used in real-time rendering systems give a uniform weight
to their samples, i.e., wi =

1
n . The default mode for graphics hardware, a single sample

at the center of the pixel, is the simplest case of the antialiasing equation above. There
is only one term, the weight of this term is one, and the sampling function f always
returns the center of the pixel being sampled.

Antialiasing algorithms that compute more than one full sample per pixel are
called supersampling (or oversampling) methods. Conceptually simplest, full-scene
antialiasing (FSAA), also known as “supersampling antialiasing” (SSAA), renders the
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scene at a higher resolution and then filters neighboring samples to create an image.
For example, say an image of 1280× 1024 pixels is desired. If you render an image of
2560×2048 offscreen and then average each 2×2 pixel area on the screen, the desired
image is generated with four samples per pixel, filtered using a box filter. Note that
this corresponds to 2 × 2 grid sampling in Figure 5.25. This method is costly, as all
subsamples must be fully shaded and filled, with a z-buffer depth per sample. FSAA’s
main advantage is simplicity. Other, lower-quality versions of this method sample at
twice the rate on only one screen axis, and so are called 1× 2 or 2× 1 supersampling.
Typically, powers-of-two resolution and a box filter are used for simplicity. NVIDIA’s
dynamic super resolution feature is a more elaborate form of supersampling, where
the scene is rendered at some higher resolution and a 13-sample Gaussian filter is used
to generate the displayed image [1848].

A sampling method related to supersampling is based on the idea of the accu-
mulation buffer [637, 1115]. Instead of one large offscreen buffer, this method uses a
buffer that has the same resolution as the desired image, but with more bits of color
per channel. To obtain a 2 × 2 sampling of a scene, four images are generated, with
the view moved half a pixel in the screen x- or y-direction as needed. Each image
generated is based on a different sample position within the grid cell. The additional
costs of having to re-render the scene a few times per frame and copy the result to
the screen makes this algorithm costly for real-time rendering systems. It is useful for
generating higher-quality images when performance is not critical, since any number
of samples, placed anywhere, can be used per pixel [1679]. The accumulation buffer
used to be a separate piece of hardware. It was supported directly in the OpenGL
API, but was deprecated in version 3.0. On modern GPUs the accumulation buffer
concept can be implemented in a pixel shader by using a higher-precision color format
for the output buffer.

Additional samples are needed when phenomena such as object edges, specular
highlights, and sharp shadows cause abrupt color changes. Shadows can often be
made softer and highlights smoother to avoid aliasing. Particular object types can
be increased in size, such as electrical wires, so that they are guaranteed to cover at
least one pixel at each location along their length [1384]. Aliasing of object edges
still remains as a major sampling problem. It is possible to use analytical methods,
where object edges are detected during rendering and their influence is factored in,
but these are often more expensive and less robust than simply taking more samples.
However, GPU features such as conservative rasterization and rasterizer order views
have opened up new possibilities [327].

Techniques such as supersampling and accumulation buffering work by generating
samples that are fully specified with individually computed shades and depths. The
overall gains are relatively low and the cost is high, as each sample has to run through
a pixel shader.

Multisampling antialiasing (MSAA) lessens the high computational costs by com-
puting the surface’s shade once per pixel and sharing this result among the samples.
Pixels may have, say, four (x, y) sample locations per fragment, each with their own
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Figure 5.25. A comparison of some pixel sampling schemes, ranging from least to most samples per
pixel. Quincunx shares the corner samples and weights its center sample to be worth half of the
pixel’s final color. The 2 × 2 rotated grid captures more gray levels for the nearly horizontal edge
than a straight 2×2 grid. Similarly, the 8 rooks pattern captures more gray levels for such lines than
a 4 × 4 grid, despite using fewer samples.
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Figure 5.26. In the middle, a pixel with two objects overlapping it. The red object covers three
samples, the blue just one. Pixel shader evaluation locations are shown in green. Since the red
triangle covers the center of the pixel, this location is used for shader evaluation. The pixel shader
for the blue object is evaluated at the sample’s location. For MSAA, a separate color and depth is
stored at all four locations. On the right the 2f4x mode for EQAA is shown. The four samples now
have four ID values, which index a table of the two colors and depths stored.

color and z-depth, but the pixel shader is evaluated only once for each object fragment
applied to the pixel. If all MSAA positional samples are covered by the fragment, the
shading sample is evaluated at the center of the pixel. If instead the fragment cov-
ers fewer positional samples, the shading sample’s position can be shifted to better
represent the positions covered. Doing so avoids shade sampling off the edge of a
texture, for example. This position adjustment is called centroid sampling or centroid
interpolation and is done automatically by the GPU, if enabled. Centroid sampling
avoids off-triangle problems but can cause derivative computations to return incorrect
values [530, 1041]. See Figure 5.26.

MSAA is faster than a pure supersampling scheme because the fragment is shaded
only once. It focuses effort on sampling the fragment’s pixel coverage at a higher rate
and sharing the computed shade. It is possible to save more memory by further de-
coupling sampling and coverage, which in turn can make antialiasing faster still—the
less memory touched, the quicker the render. NVIDIA introduced coverage sampling
antialiasing (CSAA) in 2006, and AMD followed suit with enhanced quality antialias-
ing (EQAA). These techniques work by storing only the coverage for the fragment at a
higher sampling rate. For example, EQAA’s “2f4x” mode stores two color and depth
values, shared among four sample locations. The colors and depths are no longer
stored for particular locations but rather saved in a table. Each of the four samples
then needs just one bit to specify which of the two stored values is associated with its
location. See Figure 5.26. The coverage samples specify the contribution of each frag-
ment to the final pixel color. If the number of colors stored is exceeded, a stored color
is evicted and its samples are marked as unknown. These samples do not contribute
to the final color [382, 383]. For most scenes there are relatively few pixels containing
three or more visible opaque fragments that are radically different in shade, so this
scheme performs well in practice [1405]. However, for highest quality, the game Forza
Horizon 2 went with 4× MSAA, though EQAA had a performance benefit [1002].
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Once all geometry has been rendered to a multiple-sample buffer, a resolve op-
eration is then performed. This procedure averages the sample colors together to
determine the color for the pixel. It is worth noting that a problem can arise when
using multisampling with high dynamic range color values. In such cases, to avoid
artifacts you normally need to tone-map the values before the resolve [1375]. This can
be expensive, so a simpler approximation to the tone map function or other methods
can be used [862, 1405].

By default, MSAA is resolved with a box filter. In 2007 ATI introduced custom
filter antialiasing (CFAA) [1625], with the capabilities of using narrow and wide tent
filters that extend slightly into other pixel cells. This mode has since been supplanted
by EQAA support. On modern GPUs pixel or compute shaders can access the MSAA
samples and use whatever reconstruction filter is desired, including one that samples
from the surrounding pixels’ samples. A wider filter can reduce aliasing, though at
the loss of sharp details. Pettineo [1402, 1405] found that the cubic smoothstep and
B-spline filters with a filter width of 2 or 3 pixels gave the best results overall. There
is also a performance cost, as even emulating the default box filter resolve will take
longer with a custom shader, and a wider filter kernel means increased sample access
costs.

NVIDIA’s built-in TXAA support similarly uses a better reconstruction filter over
a wider area than a single pixel to give a better result. It and the newer MFAA (multi-
frame antialiasing) scheme both also use temporal antialiasing (TAA), a general class
of techniques that use results from previous frames to improve the image. In part
such techniques are made possible due to functionality that lets the programmer set
the MSAA sampling pattern per frame [1406]. Such techniques can attack aliasing
problems such as the spinning wagon wheel and can also improve edge rendering
quality.

Imagine performing a sampling pattern “manually” by generating a series of images
where each render uses a different location within the pixel for where the sample is
taken. This offsetting is done by appending a tiny translation on to the projection
matrix [1938]. The more images that are generated and averaged together, the better
the result. This concept of using multiple offset images is used in temporal antialiasing
algorithms. A single image is generated, possibly with MSAA or another method, and
the previous images are blended in. Usually just two to four frames are used [382,
836, 1405]. Older images may be given exponentially less weight [862], though this
can have the effect of the frame shimmering if the viewer and scene do not move, so
often equal weighting of just the last and current frame is done. With each frame’s
samples in a different subpixel location, the weighted sum of these samples gives a
better coverage estimate of the edge than a single frame does. So, a system using the
latest two frames averaged together can give a better result. No additional samples are
needed for each frame, which is what makes this type of approach so appealing. It is
even possible to use temporal sampling to allow generation of a lower-resolution image
that is upscaled to the display’s resolution [1110]. In addition, illumination methods
or other techniques that require many samples for a good result can instead use fewer
samples each frame, since the results will be blended over several frames [1938].
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While providing antialiasing for static scenes at no additional sampling cost, this
type of algorithm has a few problems when used for temporal antialiasing. If the
frames are not weighted equally, objects in a static scene can exhibit a shimmer.
Rapidly moving objects or quick camera moves can cause ghosting, i.e., trails left be-
hind the object due to the contributions of previous frames. One solution to ghosting
is to perform such antialiasing on only slow-moving objects [1110]. Another important
approach is to use reprojection (Section 12.2) to better correlate the previous and cur-
rent frames’ objects. In such schemes, objects generate motion vectors that are stored
in a separate “velocity buffer” (Section 12.5). These vectors are used to correlate the
previous frame with the current one, i.e., the vector is subtracted from the current
pixel location to find the previous frame’s color pixel for that object’s surface location.
Samples unlikely to be part of the surface in the current frame are discarded [1912].
Because no extra samples, and so relatively little extra work, are needed for tempo-
ral antialiasing, there has been a strong interest and wider adoption of this type of
algorithm in recent years. Some of this attention has been because deferred shading
techniques (Section 20.1) are not compatible with MSAA and other multisampling
support [1486]. Approaches vary and, depending on the application’s content and
goals, a range of techniques for avoiding artifacts and improving quality have been
developed [836, 1154, 1405, 1533, 1938]. Wihlidal’s presentation [1885], for example,
shows how EQAA, temporal antialiasing, and various filtering techniques applied to
a checkerboard sampling pattern can combine to maintain quality while lowering the
number of pixel shader invocations. Iglesias-Guitian et al. [796] summarize previous
work and present their scheme to use pixel history and prediction to minimize fil-
tering artifacts. Patney et al. [1357] extend TAA work by Karis and Lottes on the
Unreal Engine 4 implementation [862] for use in virtual reality applications, adding
variable-sized sampling along with compensation for eye movement (Section 21.3.2).

Sampling Patterns
Effective sampling patterns are a key element in reducing aliasing, temporal and oth-
erwise. Naiman [1257] shows that humans are most disturbed by aliasing on near-
horizontal and near-vertical edges. Edges with near 45 degrees slope are next most
disturbing. Rotated grid supersampling (RGSS) uses a rotated square pattern to give
more vertical and horizontal resolution within the pixel. Figure 5.25 shows an example
of this pattern.

The RGSS pattern is a form of Latin hypercube or N -rooks sampling, in which n
samples are placed in an n×n grid, with one sample per row and column [1626]. With
RGSS, the four samples are each in a separate row and column of the 4× 4 subpixel
grid. Such patterns are particularly good for capturing nearly horizontal and vertical
edges compared to a regular 2 × 2 sampling pattern, where such edges are likely to
cover an even number of samples, so giving fewer effective levels.

N -rooks is a start at creating a good sampling pattern, but it is not sufficient. For
example, the samples could all be places along the diagonal of a subpixel grid and so
give a poor result for edges that are nearly parallel to this diagonal. See Figure 5.27.
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Figure 5.27. N -rooks sampling. On the left is a legal N -rooks pattern, but it performs poorly in
capturing triangle edges that are diagonal along its line, as all sample locations will be either inside
or outside the triangle as this triangle shifts. On the right is a pattern that will capture this and
other edges more effectively.

For better sampling we want to avoid putting two samples near each other. We
also want a uniform distribution, spreading samples evenly over the area. To form
such patterns, stratified sampling techniques such as Latin hypercube sampling are
combined with other methods such as jittering, Halton sequences, and Poisson disk
sampling [1413, 1758].

In practice GPU manufacturers usually hard-wire such sampling patterns into their
hardware for multisampling antialiasing. Figure 5.28 shows some MSAA patterns
used in practice. For temporal antialiasing, the coverage pattern is whatever the
programmer wants, as the sample locations can be varied frame to frame. For example,
Karis [862] finds that a basic Halton sequence works better than any MSAA pattern
provided by the GPU. A Halton sequence generates samples in space that appear
random but have low discrepancy, that is, they are well distributed over the space and
none are clustered [1413, 1938].

While a subpixel grid pattern results in a better approximation of how each triangle
covers a grid cell, it is not ideal. A scene can be made of objects that are arbitrarily

Figure 5.28. MSAA sampling patterns for AMD and NVIDIA graphics accelerators. The green square
is the location of the shading sample, and the red squares are the positional samples computed and
saved. From left to right: 2×, 4×, 6× (AMD), and 8× (NVIDIA) sampling. (Generated by the D3D
FSAA Viewer.)
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small on the screen, meaning that no sampling rate can ever perfectly capture them.
If these tiny objects or features form a pattern, sampling at constant intervals can
result in Moiré fringes and other interference patterns. The grid pattern used in
supersampling is particularly likely to alias.

One solution is to use stochastic sampling, which gives a more randomized pat-
tern. Patterns such as those in Figure 5.28 certainly qualify. Imagine a fine-toothed
comb at a distance, with a few teeth covering each pixel. A regular pattern can give
severe artifacts as the sampling pattern goes in and out of phase with the tooth fre-
quency. Having a less ordered sampling pattern can break up these patterns. The
randomization tends to replace repetitive aliasing effects with noise, to which the hu-
man visual system is much more forgiving [1413]. A pattern with less structure helps,
but it can still exhibit aliasing when repeated pixel to pixel. One solution is use a
different sampling pattern at each pixel, or to change each sampling location over
time. Interleaved samplingindexsampling!interleaved, where each pixel of a set has a
different sampling pattern, has occasionally been supported in hardware over the past
decades. For example, ATI’s SMOOTHVISION allowed up to 16 samples per pixel
and up to 16 different user-defined sampling patterns that could be intermingled in
a repeating pattern (e.g., in a 4 × 4 pixel tile). Molnar [1234], as well as Keller and
Heidrich [880], found that using interleaved stochastic sampling minimizes the aliasing
artifacts formed when using the same pattern for every pixel.

A few other GPU-supported algorithms are worth noting. One real-time antialias-
ing scheme that lets samples affect more than one pixel is NVIDIA’s older Quincunx
method [365]. “Quincunx” means an arrangement of five objects, four in a square and
the fifth in the center, such as the pattern of five dots on a six-sided die. Quincunx
multisampling antialiasing uses this pattern, putting the four outer samples at the cor-
ners of the pixel. See Figure 5.25. Each corner sample value is distributed to its four
neighboring pixels. Instead of weighting each sample equally (as most other real-time
schemes do), the center sample is given a weight of 1

2 , and each corner sample has a
weight of 1

8 . Because of this sharing, an average of only two samples are needed per
pixel, and the results are considerably better than two-sample FSAA methods [1678].
This pattern approximates a two-dimensional tent filter, which, as discussed in the
previous section, is superior to the box filter.

Quincunx sampling can also be applied to temporal antialiasing by using a single
sample per pixel [836, 1677]. Each frame is offset half a pixel in each axis from
the frame before, with the offset direction alternating between frames. The previous
frame provides the pixel corner samples, and bilinear interpolation is used to rapidly
compute the contribution per pixel. The result is averaged with the current frame.
Equal weighting of each frame means there are no shimmer artifacts for a static view.
The issue of aligning moving objects is still present, but the scheme itself is simple to
code and gives a much better look while using only one sample per pixel per frame.

When used in a single frame, Quincunx has a low cost of only two samples by
sharing samples at the pixel boundaries. The RGSS pattern is better at capturing
more gradations of nearly horizontal and vertical edges. First developed for mobile
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Figure 5.29. To the left, the RGSS sampling pattern is shown. This costs four samples per pixel. By
moving these locations out to the pixel edges, sample sharing can occur across edges. However, for
this to work out, every other pixel must have a reflected sample pattern, as shown on the right. The
resulting sample pattern is called FLIPQUAD and costs two samples per pixel.

graphics, the FLIPQUAD pattern combines both of these desirable features [22]. Its
advantages are that the cost is only two samples per pixel, and the quality is similar
to RGSS (which costs four samples per pixel). This sampling pattern is shown in
Figure 5.29. Other inexpensive sampling patterns that exploit sample sharing are
explored by Hasselgren et al. [677].

Like Quincunx, the two-sample FLIPQUAD pattern can also be used with tem-
poral antialiasing and spread over two frames. Drobot [382, 383, 1154] tackles the
question of which two-sample pattern is best in his hybrid reconstruction antialiasing
(HRAA) work. He explores different sampling patterns for temporal antialiasing, find-
ing the FLIPQUAD pattern to be the best of the five tested. A checkerboard pattern
has also seen use with temporal antialiasing. El Mansouri [415] discusses using two-
sample MSAA to create a checkerboard render to reduce shader costs while addressing
aliasing issues. Jimenez [836] uses SMAA, temporal antialiasing, and a variety of other
techniques to provide a solution where antialiasing quality can be changed in response
to rendering engine load. Carpentier and Ishiyama [231] sample on edges, rotating the
sampling grid by 45◦. They combine this temporal antialiasing scheme with FXAA
(discussed later) to efficiently render on higher-resolution displays.

Morphological Methods
Aliasing often results from edges, such as those formed by geometry, sharp shadows, or
bright highlights. The knowledge that aliasing has a structure associated with it can
be exploited to give a better antialiased result. In 2009 Reshetov [1483] presented an
algorithm along these lines, calling it morphological antialiasing (MLAA). “Morpho-
logical” means “relating to structure or shape.” Earlier work had been done in this
area [830], as far back as 1983 by Bloomenthal [170]. Reshetov’s paper reinvigorated
research into alternatives to multisampling approaches, emphasizing searching for and
reconstructing edges [1486].

This form of antialiasing is performed as a post-process. That is, rendering is
done in the usual fashion, then the results are fed to a process that generates the
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Figure 5.30. Morphological antialiasing. On the left is the aliased image. The goal is to determine
the likely orientation of the edge that formed it. In the middle, the algorithm notes the likelihood of
an edge by examining neighbors. Given the samples, two possible edge locations are shown. On the
right, a best-guess edge is used to blend neighboring colors into the center pixel in proportion to the
estimated coverage. This process is repeated for every pixel in the image.

antialiased result. A wide range of techniques have been developed since 2009. Those
that rely on additional buffers such as depths and normals can provide better results,
such as subpixel reconstruction antialiasing (SRAA) [43, 829], but are then applicable
for antialiasing only geometric edges. Analytical approaches, such as geometry buffer
antialiasing (GBAA) and distance-to-edge antialiasing (DEAA), have the renderer
compute additional information about where triangle edges are located, e.g., how far
the edge is from the center of the pixel [829].

The most general schemes need only the color buffer, meaning they can also im-
prove edges from shadows, highlights, or various previously applied post-processing
techniques, such as silhouette edge rendering (Section 15.2.3). For example, direction-
ally localized antialiasing (DLAA) [52, 829] is based on the observation that an edge
which is nearly vertical should be blurred horizontally, and likewise nearly horizontal
edges should be blurred vertically with their neighbors.

More elaborate forms of edge detection attempt to find pixels likely to contain an
edge at any angle and determine its coverage. The neighborhoods around potential
edges are examined, with the goal of reconstructing as possible where the original edge
was located. The edge’s effect on the pixel can then be used to blend in neighboring
pixels’ colors. See Figure 5.30 for a conceptual view of the process.

Iourcha et al. [798] improve edge-finding by examine the MSAA samples in pixels
to compute a better result. Note that edge prediction and blending can give a higher-
precision result than sample-based algorithms. For example, a technique that uses
four samples per pixel can give only five levels of blending for an object’s edge: no
samples covered, one covered, two, three, and four. The estimated edge location can
have more locations and so provide better results.

There are several ways image-based algorithms can go astray. First, the edge may
not be detected if the color difference between two objects is lower than the algorithm’s
threshold. Pixels where there are three or more distinct surfaces overlapping are dif-
ficult to interpret. Surfaces with high-contrast or high-frequency elements, where the
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color is changing rapidly from pixel to pixel, can cause algorithms to miss edges. In
particular, text quality usually suffers when morphological antialiasing is applied to it.
Object corners can be a challenge, with some algorithms giving them a rounded ap-
pearance. Curved lines can also be adversely affected by the assumption that edges are
straight. A single pixel change can cause a large shift in how the edge is reconstructed,
which can create noticeable artifacts frame to frame. One approach to ameliorate this
problem is to use MSAA coverage masks to improve edge determination [1484].

Morphological antialiasing schemes use only the information that is provided. For
example, an object thinner than a pixel in width, such as an electrical wire or rope,
will have gaps on the screen wherever it does not happen to cover the center location of
a pixel. Taking more samples can improve the quality in such situations; image-based
antialiasing alone cannot. In addition, execution time can be variable depending on
what content is viewed. For example, a view of a field of grass can take three times
as long to antialias as a view of the sky [231].

All this said, image-based methods can provide antialiasing support for modest
memory and processing costs, so they are used in many applications. The color-only
versions are also decoupled from the rendering pipeline, making them easy to modify
or disable, and can even be exposed as GPU driver options. The two most popular
algorithms are fast approximate antialiasing (FXAA) [1079, 1080, 1084], and subpixel
morphological antialiasing (SMAA) [828, 830, 834], in part because both provide solid
(and free) source code implementations for a variety of machines. Both algorithms
use color-only input, with SMAA having the advantage of being able to access MSAA
samples. Each has its own variety of settings available, trading off between speed
and quality. Costs are generally in the range of 1 to 2 milliseconds per frame, mainly
because that is what video games are willing to spend. Finally, both algorithms
can also take advantage of temporal antialiasing [1812]. Jimenez [836] presents an
improved SMAA implementation, faster than FXAA, and describes a temporal anti-
aliasing scheme. To conclude, we recommend the reader to the wide-ranging review
by Reshetov and Jimenez [1486] of morphological techniques and their use in video
games.

5.5 Transparency, Alpha, and Compositing
There are many different ways in which semitransparent objects can allow light to pass
through them. For rendering algorithms, these can be roughly divided into light-based
and view-based effects. Light-based effects are those in which the object causes light
to be attenuated or diverted, causing other objects in the scene to be lit and rendered
differently. View-based effects are those in which the semitransparent object itself is
being rendered.

In this section we will deal with the simplest form of view-based transparency, in
which the semitransparent object acts as an attenuator of the colors of the objects be-
hind it. More elaborate view- and light-based effects such as frosted glass, the bending
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of light (refraction), attenuation of light due to the thickness of the transparent object,
and reflectivity and transmission changes due to the viewing angle are discussed in
later chapters.

One method for giving the illusion of transparency is called screen-door trans-
parency [1244]. The idea is to render the transparent triangle with a pixel-aligned
checkerboard fill pattern. That is, every other pixel of the triangle is rendered, thereby
leaving the object behind it partially visible. Usually the pixels on the screen are close
enough together that the checkerboard pattern itself is not visible. A major drawback
of this method is that often only one transparent object can be convincingly rendered
on one area of the screen. For example, if a transparent red object and transparent
green object are rendered atop a blue object, only two of the three colors can appear on
the checkerboard pattern. Also, the 50% checkerboard is limiting. Other larger pixel
masks could be used to give other percentages, but these tend to create detectable
patterns [1245].

That said, one advantage of this technique is its simplicity. Transparent objects
can be rendered at any time, in any order, and no special hardware is needed. The
transparency problem goes away by making all objects opaque at the pixels they cover.
This same idea is used for antialiasing edges of cutout textures, but at a subpixel level,
using a feature called alpha to coverage (Section 6.6).

Introduced by Enderton et al. [423], stochastic transparency uses subpixel screen-
door masks combined with stochastic sampling. A reasonable, though noisy, image
is created by using random stipple patterns to represent the alpha coverage of the
fragment. See Figure 5.31. A large number of samples per pixel is needed for the result
to look reasonable, as well as a sizable amount of memory for all the subpixel samples.
What is appealing is that no blending is needed, and antialiasing, transparency, and
any other phenomena that creates partially covered pixels are covered by a single
mechanism.

Most transparency algorithms blend the transparent object’s color with the color of
the object behind it. For this, the concept of alpha blending is needed [199, 387, 1429].
When an object is rendered on the screen, an RGB color and a z-buffer depth are
associated with each pixel. Another component, called alpha (α), can also be defined
for each pixel the object covers. Alpha is a value describing the degree of opacity and
coverage of an object fragment for a given pixel. An alpha of 1.0 means the object
is opaque and entirely covers the pixel’s area of interest; 0.0 means the pixel is not
obscured at all, i.e., the fragment is entirely transparent.

A pixel’s alpha can represent either opacity, coverage, or both, depending on the
circumstances. For example, the edge of a soap bubble may cover three-quarters of
the pixel, 0.75, and may be nearly transparent, letting nine-tenths of the light through
to the eye, so it is one-tenth opaque, 0.1. Its alpha would then be 0.75× 0.1 = 0.075.
However, if we were using MSAA or similar antialiasing schemes, the coverage would
be taken into account by the samples themselves. Three-quarters of the samples would
be affected by the soap bubble. At each of these samples we would then use the 0.1
opacity value as the alpha.
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Figure 5.31. Stochastic transparency. The noise produced is displayed in the magnified area. (Images
from NVIDIA SDK 11 [1301] samples, courtesy of NVIDIA Corporation.)

5.5.1 Blending Order

To make an object appear transparent, it is rendered on top of the existing scene with
an alpha of less than 1.0. Each pixel covered by the object will receive a resulting
RGBα (also called RGBA) from the pixel shader. Blending this fragment’s value with
the original pixel color is usually done using the over operator, as follows:

co = αscs + (1− αs)cd [over operator], (5.24)

where cs is the color of the transparent object (called the source), αs is the object’s
alpha, cd is the pixel color before blending (called the destination), and co is the
resulting color due to placing the transparent object over the existing scene. In the
case of the rendering pipeline sending in cs and αs, the pixel’s original color cd gets
replaced by the result co. If the incoming RGBα is, in fact, opaque (αs = 1.0), the
equation simplifies to the full replacement of the pixel’s color by the object’s color.

Example: Blending. A red semitransparent object is rendered onto a blue back-
ground. Say that at some pixel the RGB shade of the object is (0.9, 0.2, 0.1), the
background is (0.1, 0.1, 0.9), and the object’s opacity is set at 0.6. The blend of these
two colors is then

0.6(0.9, 0.2, 0.1) + (1− 0.6)(0.1, 0.1, 0.9),

which gives a color of (0.58, 0.16, 0.42). �

The over operator gives a semitransparent look to the object being rendered.
Transparency done this way works, in the sense that we perceive something as trans-
parent whenever the objects behind can be seen through it [754]. Using over simulates
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Figure 5.32. A red gauzy square of fabric and a red plastic filter, giving different transparency effects.
Note how the shadows also differ. (Photograph courtesy of Morgan McGuire.)

the real-world effect of a gauzy fabric. The view of the objects behind the fabric are
partially obscured—the fabric’s threads are opaque. In practice, loose fabric has an
alpha coverage that varies with angle [386]. Our point here is that alpha simulates
how much the material covers the pixel.

The over operator is less convincing simulating other transparent effects, most
notably viewing through colored glass or plastic. A red filter held in front of a blue
object in the real world usually makes the blue object look dark, as this object reflects
little light that can pass through the red filter. See Figure 5.32. When over is used
for blending, the result is a portion of the red and the blue added together. It would
be better to multiply the two colors together, as well as adding in any reflection
off the transparent object itself. This type of physical transmittance is discussed in
Sections 14.5.1 and 14.5.2.

Of the basic blend stage operators, over is the one commonly used for a trans-
parency effect [199, 1429]. Another operation that sees some use is additive blending,
where pixel values are simply summed. That is,

co = αscs + cd. (5.25)

This blending mode can work well for glowing effects such as lightning or sparks that do
not attenuate the pixels behind but instead only brighten them [1813]. However, this
mode does not look correct for transparency, as the opaque surfaces do not appear
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Figure 5.33. On the left the model is rendered with transparency using the z-buffer. Rendering the
mesh in an arbitrary order creates serious errors. On the right, depth peeling provides the correct
appearance, at the cost of additional passes. (Images courtesy of NVIDIA Corporation.)

filtered [1192]. For several layered semitransparent surfaces, such as smoke or fire,
additive blending has the effect of saturating the colors of the phenomenon [1273].

To render transparent objects properly, we need to draw them after the opaque
objects. This is done by rendering all opaque objects first with blending off, then
rendering the transparent objects with over turned on. In theory we could always
have over on, since an opaque alpha of 1.0 would give the source color and hide the
destination color, but doing so is more expensive, for no real gain.

A limitation of the z-buffer is that only one object is stored per pixel. If several
transparent objects overlap the same pixel, the z-buffer alone cannot hold and later
resolve the effect of all the visible objects. When using over the transparent surfaces
at any given pixel generally need to be rendered in back-to-front order. Not doing
so can give incorrect perceptual cues. One way to achieve this ordering is to sort
individual objects by, say, the distance of their centroids along the view direction. This
rough sorting can work reasonably well, but has a number of problems under various
circumstances. First, the order is just an approximation, so objects classified as more
distant may be in front of objects considered nearer. Objects that interpenetrate are
impossible to resolve on a per-mesh basis for all view angles, short of breaking each
mesh into separate pieces. See the left image in Figure 5.33 for an example. Even a
single mesh with concavities can exhibit sorting problems for view directions where it
overlaps itself on the screen.

Nonetheless, because of its simplicity and speed, as well as needing no additional
memory or special GPU support, performing a rough sort for transparency is still
commonly used. If implemented, it is usually best to turn off z-depth replacement
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when performing transparency. That is, the z-buffer is still tested normally, but
surviving surfaces do not change the z-depth stored; the closest opaque surface’s depth
is left intact. In this way, all transparent objects will at least appear in some form,
versus suddenly appearing or disappearing when a camera rotation changes the sort
order. Other techniques can also help improve the appearance, such as drawing each
transparent mesh twice as you go, first rendering backfaces and then frontfaces [1192,
1255].

The over equation can also be modified so that blending front to back gives the
same result. This blending mode is called the under operator:

co = αdcd + (1− αd)αscs [under operator],

ao = αs(1− αd) + αd = αs − αsαd + αd.
(5.26)

Note that under requires the destination to maintain an alpha value, which over does
not. In other words, the destination—the closer transparent surface being blended
under—is not opaque and so needs to have an alpha value. The under formulation
is like over, but with source and destination swapped. Also, notice that the formula
for computing alpha is order-independent, in that the source and destination alphas
can be swapped, with the same final alpha being the result.

The equation for alpha comes from considering the fragment’s alphas as coverages.
Porter and Duff [1429] note that since we do not know the shape of the coverage area
for either fragment, we assume that each fragment covers the other in proportion to
its alpha. For example, if αs = 0.7, the pixel is somehow divided into two areas, with
0.7 covered by the source fragment and 0.3 not. Barring any other knowledge, the
destination fragment covering, say, αd = 0.6 will be proportionally overlapped by the
source fragment. This formula has a geometric interpretation, shown in Figure 5.34.

area = 0.6

area =

   0.7 . 0.6 Given two fragments of 

areas (alphas) 0.7 and 0.6,

total area covered =

0.7 � 0.7 . 0.6 + 0.6 = 0.88

area = 0.7

fragment s

fragment d

Figure 5.34. A pixel and two fragments, s and d. By aligning the two fragments along different
axes, each fragment covers a proportional amount of the other, i.e., they are uncorrelated. The area
covered by the two fragments is equivalent to the under output alpha value αs − αsαd + αd. This
translates to adding the two areas, then subtracting the area where they overlap.
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Figure 5.35. Each depth peel pass draws one of the transparent layers. On the left is the first pass,
showing the layer directly visible to the eye. The second layer, shown in the middle, displays the
second-closest transparent surface at each pixel, in this case the backfaces of objects. The third layer,
on the right, is the set of third-closest transparent surfaces. Final results can be found in Figure 14.33
on page 624. (Images courtesy of Louis Bavoil.)

5.5.2 Order-Independent Transparency

The under equations are used by drawing all transparent objects to a separate color
buffer, then merging this color buffer atop the opaque view of the scene using over.
Another use of the under operator is for performing an order-independent trans-
parency (OIT) algorithm known as depth peeling [449, 1115]. Order-independent means
that the application does not need to perform sorting. The idea behind depth peeling
is to use two z-buffers and multiple passes. First, a rendering pass is made so that
all surfaces’ z-depths, including transparent surfaces, are in the first z-buffer. In the
second pass all transparent objects are rendered. If the z-depth of an object matches
the value in the first z-buffer, we know this is the closest transparent object and save
its RGBα to a separate color buffer. We also “peel” this layer away by saving the
z-depth of whichever transparent object, if any, is beyond the first z-depth and is clos-
est. This z-depth is the distance of the second-closest transparent object. Successive
passes continue to peel and add transparent layers using under. We stop after some
number of passes and then blend the transparent image atop the opaque image. See
Figure 5.35.

Several variants on this scheme have been developed. For example, Thibieroz [1763]
gives an algorithm that works back to front, which has the advantage of being able to
blend the transparent values immediately, meaning that no separate alpha channel is
needed. One problem with depth peeling is knowing how many passes are sufficient to
capture all the transparent layers. One hardware solution is to provide a pixel draw
counter, which tells how many pixels were written during rendering; when no pixels
are rendered by a pass, rendering is done. The advantage of using under is that the
most important transparent layers—those the eye first sees—are rendered early on.
Each transparent surface always increases the alpha value of the pixel it covers. If the
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alpha value for a pixel nears 1.0, the blended contributions have made the pixel almost
opaque, and so more distant objects will have a negligible effect [394]. Front-to-back
peeling can be cut short when the number of pixels rendered by a pass falls below
some minimum, or a fixed number of passes can be specified. This does not work as
well with back-to-front peeling, as the closest (and usually most important) layers are
drawn last and so may be lost by early termination.

While depth peeling is effective, it can be slow, as each layer peeled is a separate
rendering pass of all transparent objects. Bavoil and Myers [118] presented dual
depth peeling, where two depth peel layers, the closest and the farthest remaining, are
stripped off in each pass, thus cutting the number of rendering passes in half. Liu et
al. [1056] explore a bucket sort method that captures up to 32 layers in a single pass.
One drawback of this type of approach is that it needs considerable memory to keep a
sorted order for all layers. Antialiasing via MSAA or similar would increase the costs
astronomically.

The problem of blending transparent objects together properly at interactive rates
is not one in which we are lacking algorithms, it is one of efficiently mapping those
algorithms to the GPU. In 1984 Carpenter presented the A-buffer [230], another form
of multisampling. In the A-buffer, each triangle rendered creates a coverage mask
for each screen grid cell it fully or partially covers. Each pixel stores a list of all
relevant fragments. Opaque fragments can cull out fragments behind them, similar
to the z-buffer. All the fragments are stored for transparent surfaces. Once all lists
are formed, a final result is produced by walking through the fragments and resolving
each sample.

The idea of creating linked lists of fragments on the GPU was made possible
through new functionality exposed in DirectX 11 [611, 1765]. The features used in-
clude unordered access views (UAVs) and atomic operations, described in Section 3.8.
Antialiasing via MSAA is enabled by the ability to access the coverage mask and to
evaluate the pixel shader at every sample. This algorithm works by rasterizing each
transparent surface and inserting the fragments generated in a long array. Along with
the colors and depths, a separate pointer structure is generated that links each frag-
ment to the previous fragment stored for the pixel. A separate pass is then performed,
where a screen-filling quadrilateral is rendered so that a pixel shader is evaluated at ev-
ery pixel. This shader retrieves all the transparent fragments at each pixel by following
the links. Each fragment retrieved is sorted in turn with the previous fragments. This
sorted list is then blended back to front to give the final pixel color. Because blending
is performed by the pixel shader, different blend modes can be specified per pixel, if
desired. Continuing evolution of the GPU and APIs have improved performance by
reducing the cost of using atomic operators [914].

The A-buffer has the advantage that only the fragments needed for each pixel
are allocated, as does the linked list implementation on the GPU. This in a sense
can also be a disadvantage, as the amount of storage required is not known before
rendering of a frame begins. A scene with hair, smoke, or other objects with a potential
for many overlapping transparent surfaces can produce a huge number of fragments.
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Figure 5.36. In the upper left, traditional back-to-front alpha blending is performed, leading to
rendering errors due to incorrect sort order. In the upper right, the A-buffer is used to give a perfect,
non-interactive result. The lower left presents the rendering with multi-layer alpha blending. The
lower right shows the differences between the A-buffer and multi-layer images, multiplied by 4 for
visibility [1532]. (Images courtesy of Marco Salvi and Karthik Vaidyanathan, Intel Corporation.)

Andersson [46] notes that, for complex game scenes, up to 50 transparent meshes of
objects such as foliage and up to 200 semitransparent particles may overlap.

GPUs normally have memory resources such as buffers and arrays allocated in
advance, and linked-list approaches are no exception. Users need to decide how much
memory is enough, and running out of memory causes noticeable artifacts. Salvi
and Vaidyanathan [1532] present an approach tackling this problem, multi-layer alpha
blending, using a GPU feature introduced by Intel called pixel synchronization. See
Figure 5.36. This capability provides programmable blending with less overhead than
atomics. Their approach reformulates storage and blending so that it gracefully de-
grades if memory runs out. A rough sort order can benefit their scheme. DirectX 11.3
introduced rasterizer order views (Section 3.8), a type of buffer that allows this trans-
parency method to be implemented on any GPU supporting this feature [327, 328].
Mobile devices have a similar technology called tile local storage that permits them
to implement multi-layer alpha blending [153]. Such mechanisms have a performance
cost, however, so this type of algorithm can be expensive [1931].

This approach builds on the idea of the k-buffer, introduced by Bavoil et al. [115],
where the first few visible layers are saved and sorted as possible, with deeper layers
discarded and merged as possible. Maule et al. [1142] use a k-buffer and account for
these more distant deep layers by using weighted averaging. Weighted sum [1202] and
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10% 40% 70% 100%

Figure 5.37. The object order becomes more important as opacity increases. (Images after
Dunn [394].)

weighted average [118] transparency techniques are order-independent, are single-pass,
and run on almost every GPU. The problem is that they do not take into account
the ordering of the objects. So, for example, using alpha to represent coverage, a
gauzy red scarf atop a gauzy blue scarf gives a violet color, versus properly seeing a
red scarf with a little blue showing through. While nearly opaque objects give poor
results, this class of algorithms is useful for visualization and works well for highly
transparent surfaces and particles. See Figure 5.37.

In weighted sum transparency the formula is

co =
n∑

i=1

(αici) + cd(1−
n∑

i=1

αi), (5.27)

where n is the number of transparent surfaces, ci and αi represent the set of trans-
parency values, and cd is the color of the opaque portion of the scene. The two sums
are accumulated and stored separately as transparent surfaces are rendered, and at
the end of the transparency pass, the equation is evaluated at each pixel. Problems
with this method are that the first sum saturates, i.e., generates color values greater
than (1.0, 1.0, 1.0), and that the background color can have a negative effect, since the
sum of the alphas can surpass 1.0.

The weighted average equation is usually preferred because it avoids these prob-
lems:

csum =
n∑

i=1

(αici), αsum =
n∑

i=1

αi,

cwavg =
csum
αsum

, αavg =
αsum

n
,

u = (1− αavg)
n,

co = (1− u)cwavg + ucd.

(5.28)

The first line represents the results in the two separate buffers generated during trans-
parency rendering. Each surface contributing to csum is given an influence weighted by
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Figure 5.38. Two different camera locations viewing the same engine model, both rendered with
weighted blended order-independent transparency. Weighting by distance helps clarify which surfaces
are closer to the viewer [1185]. (Images courtesy of Morgan McGuire.)

its alpha; nearly opaque surfaces contribute more of their color, and nearly transpar-
ent surfaces have little influence. By dividing csum by αsum we get a weighted average
transparency color. The value αavg is the average of all alpha values. The value u is
the estimated visibility of the destination (the opaque scene) after this average alpha
is applied n times, for n transparent surfaces. The final line is effectively the over
operator, with (1− u) representing the source’s alpha.

One limitation with weighted average is that, for identical alphas, it blends all col-
ors equally, regardless of order. McGuire and Bavoil [1176, 1180] introduced weighted
blended order-independent transparency to give a more convincing result. In their for-
mulation, the distance to the surface also affects the weight, with closer surfaces given
more influence. Also, rather than averaging the alphas, u is computed by multiplying
the terms (1− αi) together and subtracting from one, giving the true alpha coverage
of the set of surfaces. This method produces more visually convincing results, as seen
in Figure 5.38.

A drawback is that objects close to one another in a large environment can have
nearly equal weightings from distance, making the result little different than the
weighted average. Also, as the camera’s distance to the transparent objects changes,
the depth weightings may then vary in effect, but this change is gradual.

McGuire and Mara [1181, 1185] extend this method to include a plausible trans-
mission color effect. As noted earlier, all the transparency algorithms discussed in
this section blend various colors instead of filtering them, mimicking pixel coverage.
To give a color filter effect, the opaque scene is read by the pixel shader and each
transparent surface multiplies the pixels it covers in this scene by its color, saving the
result to a third buffer. This buffer, in which the opaque objects are now tinted by the
transparent ones, is then used in place of the opaque scene when resolving the trans-
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parency buffers. This method works because, unlike transparency due to coverage,
colored transmission is order-independent.

There are yet other algorithms that use elements from several of the techniques
presented here. For example, Wyman [1931] categorizes previous work by memory
requirements, insertion and merge methods, whether alpha or geometric coverage is
used, and how discarded fragments are treated. He presents two new methods found
by looking for gaps in previous research. His stochastic layered alpha blending method
uses k-buffers, weighted average, and stochastic transparency. His other algorithm is
a variant on Salvi and Vaidyanathan’s method, using coverage masks instead of alpha.

Given the wide variety of types of transparent content, rendering methods, and
GPU capabilities, there is no perfect solution for rendering transparent objects. We
refer the interested reader to Wyman’s paper [1931] and Maule et al.’s more detailed
survey [1141] of algorithms for interactive transparency. McGuire’s presentation [1182]
gives a wider view of the field, running through other related phenomena such as vol-
umetric lighting, colored transmission, and refraction, which are discussed in greater
depth later in this book.

5.5.3 Premultiplied Alphas and Compositing

The over operator is also used for blending together photographs or synthetic render-
ings of objects. This process is called compositing [199, 1662]. In such cases, the alpha
value at each pixel is stored along with the RGB color value for the object. The image
formed by the alpha channel is sometimes called the matte. It shows the silhouette
shape of the object. See Figure 6.27 on page 203 for an example. This RGBα image
can then be used to blend it with other such elements or against a background.

One way to use synthetic RGBα data is with premultiplied alphas (also known as
associated alphas). That is, the RGB values are multiplied by the alpha value before
being used. This makes the compositing over equation more efficient:

co = c′s + (1− αs)cd, (5.29)

where c′s is the premultiplied source channel, replacing αscs in Equation 5.25. Pre-
multiplied alpha also makes it possible to use over and additive blending without
changing the blend state, since the source color is now added in during blending [394].
Note that with premultiplied RGBα values, the RGB components are normally not
greater than the alpha value, though they can be made so to create a particularly
bright semitransparent value.

Rendering synthetic images dovetails naturally with premultiplied alphas. An
antialiased opaque object rendered over a black background provides premultiplied
values by default. Say a white (1, 1, 1) triangle covers 40% of some pixel along its
edge. With (extremely precise) antialiasing, the pixel value would be set to a gray
of 0.4, i.e., we would save the color (0.4, 0.4, 0.4) for this pixel. The alpha value, if
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stored, would also be 0.4, since this is the area the triangle covered. The RGBα value
would be (0.4, 0.4, 0.4, 0.4), which is a premultiplied value.

Another way images are stored is with unmultiplied alphas, also known as unas-
sociated alphas or even as the mind-bending term nonpremultiplied alphas. An un-
multiplied alpha is just what it says: The RGB value is not multiplied by the alpha
value. For the white triangle example, the unmultiplied color would be (1, 1, 1, 0.4).
This representation has the advantage of storing the triangle’s original color, but this
color always needs to be multiplied by the stored alpha before being display. It is best
to use premultiplied data whenever filtering and blending is performed, as operations
such as linear interpolation do not work correctly using unmultiplied alphas [108, 164].
Artifacts such as black fringes around the edges of objects can result [295, 648]. See
the end of Section 6.6 for further discussion. Premultiplied alphas also allow cleaner
theoretical treatment [1662].

For image-manipulation applications, an unassociated alpha is useful to mask a
photograph without affecting the underlying image’s original data. Also, an unassoci-
ated alpha means that the full precision range of the color channels can be used. That
said, care must be taken to properly convert unmultiplied RGBα values to and from
the linear space used for computer graphics computations. For example, no browsers
do this properly, nor are they ever likely to do so, since the incorrect behavior is now
expected [649]. Image file formats that support alpha include PNG (unassociated
alpha only), OpenEXR (associated only), and TIFF (both types of alpha).

A concept related to the alpha channel is chroma-keying [199]. This is a term from
video production, in which actors are filmed against a green or blue screen and blended
with a background. In the film industry this process is called green-screening or blue-
screening. The idea here is that a particular color hue (for film work) or precise value
(for computer graphics) is designated to be considered transparent; the background
is displayed whenever it is detected. This allows images to be given an outline shape
by using just RGB colors; no alpha needs to be stored. One drawback of this scheme
is that the object is either entirely opaque or transparent at any pixel, i.e., alpha is
effectively only 1.0 or 0.0. As an example, the GIF format allows one color to be
designated as transparent.

5.6 Display Encoding
When we calculate the effect of lighting, texturing, or other operations, the values used
are assumed to be linear. Informally, this means that addition and multiplication work
as expected. However, to avoid a variety of visual artifacts, display buffers and textures
use nonlinear encodings that we must take into account. The short and sloppy answer
is as follows: Take shader output colors in the range [0, 1] and raise them by a power
of 1/2.2, performing what is called gamma correction. Do the opposite for incoming
textures and colors. In most cases you can tell the GPU to do these things for you.
This section explains the how and why of that quick summary.
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We begin with the cathode-ray tube (CRT). In the early years of digital imaging,
CRT displays were the norm. These devices exhibit a power law relationship between
input voltage and display radiance. As the energy level applied to a pixel is increased,
the radiance emitted does not grow linearly but (surprisingly) rises proportional to
that level raised to a power greater than one. For example, imagine the power is 2. A
pixel set to 50% will emit a quarter the amount of light, 0.52 = 0.25, as a pixel that is
set to 1.0 [607]. Although LCDs and other display technologies have different intrinsic
tone response curves than CRTs, they are manufactured with conversion circuitry that
causes them to mimic the CRT response.

This power function nearly matches the inverse of the lightness sensitivity of hu-
man vision [1431]. The consequence of this fortunate coincidence is that the encoding
is roughly perceptually uniform. That is, the perceived difference between a pair of
encoded values N and N+1 is roughly constant over the displayable range. Measured
as threshold contrast, we can detect a difference in lightness of about 1% over a wide
range of conditions. This near-optimal distribution of values minimizes banding arti-
facts when colors are stored in limited-precision display buffers (Section 23.6). The
same benefit also applies to textures, which commonly use the same encoding.

The display transfer function describes the relationship between the digital values
in the display buffer and the radiance levels emitted from the display. For this reason
it is also called the electrical optical transfer function (EOTF). The display transfer
function is part of the hardware, and there are different standards for computer moni-
tors, televisions, and film projectors. There is also a standard transfer function for the
other end of the process, image and video capture devices, called the optical electric
transfer function (OETF) [672].

When encoding linear color values for display, our goal is to cancel out the effect
of the display transfer function, so that whatever value we compute will emit a corre-
sponding radiance level. For example, if our computed value is doubled, we want the
output radiance to be doubled. To maintain this connection, we apply the inverse of
the display transfer function to cancel out its nonlinear effect. This process of nullify-
ing the display’s response curve is also called gamma correction, for reasons that will
become clear shortly. When decoding texture values, we need to apply the display
transfer function to generate a linear value for use in shading. Figure 5.39 shows the
use of decoding and encoding in the display process.

The standard transfer function for personal computer displays is defined by a
color-space specification called sRGB. Most APIs controlling GPUs can be set to
automatically apply the proper sRGB conversion when values are read from textures
or written to the color buffer [491]. As discussed in Section 6.2.2, mipmap generation
will also take sRGB encoding into account. Bilinear interpolation among texture
values will work correctly, by first converting to linear values and then performing the
interpolation. Alpha blending is done correctly by decoding the stored value back into
linear values, blending in the new value, and then encoding the result.

It is important to apply the conversion at the final stage of rendering, when the
values are written to the framebuffer for the display. If post-processing is applied after
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Figure 5.39. On the left, a PNG color texture is accessed by a GPU shader, and its nonlinearly
encoded value is converted (blue) to a linear value. After shading and tone mapping (Section 8.2.2),
the final computed value is encoded (green) and stored in the framebuffer. This value and the display
transfer function determine the amount of radiance emitted (red). The green and red functions
combined cancel out, so that the radiance emitted is proportional to the linear computed value.

display encoding, such effects will be computed on nonlinear values, which is usually
incorrect and will often cause artifacts. Display encoding can be thought of as a form
of compression, one that best preserves the value’s perceptual effect [491]. A good
way to think about this area is that there are linear values that we use to perform
physical computations, and whenever we want to display results or access displayable
images such as color textures, we need to move data to or from its display-encoded
form, using the proper encode or decode transform.

If you do need to apply sRGB manually, there is a standard conversion equation or
a few simplified versions that can be used. In practical terms the display is controlled
by a number of bits per color channel, e.g., 8 for consumer-level monitors, giving a
set of levels in the range [0, 255]. Here we express the display-encoded levels as a
range [0.0, 1.0], ignoring the number of bits. The linear values are also in the range
[0.0, 1.0], representing floating point numbers. We denote these linear values by x and
the nonlinearly encoded values stored in the framebuffer by y. To convert linear values
to sRGB nonlinear encoded values, we apply the inverse of the sRGB display transfer
function:

y = f−1
sRGB(x) =

{

1.055x1/2.4 − 0.055, where x > 0.0031308,

12.92x, where x ≤ 0.0031308,
(5.30)

with x representing a channel of the linear RGB triplet. The equation is applied to
each channel, and these three generated values drive the display. Be careful if you
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apply conversion functions manually. One source of error is using an encoded color
instead of its linear form, and another is decoding or encoding a color twice.

The bottom of the two transform expressions is a simple multiply, which arises from
a need by digital hardware to make the transform perfectly invertible [1431]. The top
expression, involving raising the value to a power, applies to almost the whole range
[0.0, 1.0] of input values x. With the offset and scale taken into account, this function
closely approximates a simpler formula [491]:

y = f−1
display(x) = x1/γ , (5.31)

with γ = 2.2. The Greek letter γ is the basis for the name “gamma correction.”
Just as computed values must be encoded for display, images captured by still or

video cameras must be converted to linear values before being used in calculations.
Any color you see on a monitor or television has some display-encoded RGB triplet
that you can obtain from a screen capture or color picker. These values are what
are stored in file formats such as PNG, JPEG, and GIF, formats that can be directly
sent to a framebuffer for display on the screen without conversion. In other words,
whatever you see on the screen is by definition display-encoded data. Before using
these colors in shading calculations, we must convert from this encoded form back
to linear values. The sRGB transformation we need from display encoding to linear
values is

x = fsRGB(y) =







(
y + 0.055

1.055

)2.4

, where y > 0.04045,

y

12.92
, where y ≤ 0.04045,

(5.32)

with y representing a normalized displayed channel value, i.e., what is stored in an
image or framebuffer, expressed as a value in the range [0.0, 1.0]. This decode function
is the inverse of our previous sRGB formula. This means that if a texture is accessed by
a shader and output without change, it will appear the same as before being processed,
as expected. The decode function is the same as the display transfer function because
the values stored in a texture have been encoded to display correctly. Instead of
converting to give a linear-response display, we are converting to give linear values.

The simpler gamma display transfer function is the inverse of Equation 5.31:

x = fdisplay(y) = yγ . (5.33)

Sometimes you will see a conversion pair that is simpler still, particularly on mobile
and browser apps [1666]:

y = f−1
simpl(x) =

√
x,

x = fsimpl(y) = y2;
(5.34)

that is, take the square root of the linear value for conversion for display, and just mul-
tiply the value by itself for the inverse. While a rough approximation, this conversion
is better than ignoring the problem altogether.
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Figure 5.40. Two overlapping spotlights illuminating a plane. In the left image, gamma correction is
not performed after adding the light values of 0.6 and 0.4. The addition is effectively performed on
nonlinear values, causing errors. Note how the left light looks considerably brighter than the right,
and the overlap appears unrealistically bright. In the right image, the values are gamma corrected
after addition. The lights themselves are proportionally brighter, and they combine properly where
they overlap.

If we do not pay attention to gamma, lower linear values will appear too dim on the
screen. A related error is that the hue of some colors can shift if no gamma correction
is performed. Say our γ = 2.2. We want to emit a radiance from the displayed pixel
proportional to the linear, computed value, which means that we must raise the linear
value to the (1/2.2) power. A linear value of 0.1 gives 0.351, 0.2 gives 0.481, and 0.5
gives 0.730. If not encoded, these values used as is will cause the display to emit less
radiance than needed. Note that 0.0 and 1.0 are always unchanged by any of these
transforms. Before gamma correction was used, dark surface colors would often be
artificially boosted by the person modeling the scene, folding in the inverse display
transform.

Another problem with neglecting gamma correction is that shading computations
that are correct for physically linear radiance values are performed on nonlinear values.
An example of this can be seen in Figure 5.40.

Ignoring gamma correction also affects the quality of antialiased edges. For ex-
ample, say a triangle edge covers four screen grid cells (Figure 5.41). The triangle’s

 

Figure 5.41. On the left, four pixels covered by the edge of a white triangle on a black (shown as gray)
background, with true area coverage shown. If gamma correction is not performed, the darkening of
midtones will cause the perception of the edge to be distorted, as seen on the right.
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Figure 5.42. On the left, the set of antialiased lines are gamma-corrected; in the middle, the set is
partially corrected; on the right, there is no gamma correction. (Images courtesy of Scott R. Nelson.)

normalized radiance is 1 (white); the background’s is 0 (black). Left to right, the cells
are covered 1

8 ,
3
8 ,

5
8 , and

7
8 . So, if we are using a box filter, we want to represent the

normalized linear radiance of the pixels as 0.125, 0.375, 0.625, and 0.875. The correct
approach is to perform antialiasing on linear values, applying the encoding function
to the four resulting values. If this is not done, the represented radiance for the pixels
will be too dark, resulting in a perceived deformation of the edge as seen in the right
side of the figure. This artifact is called roping, because the edge looks somewhat like
a twisted rope [167, 1265]. Figure 5.42 shows this effect.

The sRGB standard was created in 1996 and has become the norm for most com-
puter monitors. However, display technology has evolved since that time. Monitors
that are brighter and that can display a wider range of colors have been developed.
Color display and brightness are discussed in Section 8.1.3, and display encoding for
high dynamic range displays is presented in Section 8.2.1. Hart’s article [672] is a
particularly thorough source for more information about advanced displays.

Further Reading and Resources

Pharr et al. [1413] discuss sampling patterns and antialiasing in more depth.
Teschner’s course notes [1758] show various sampling pattern generation methods.
Drobot [382, 383] runs through previous research on real-time antialiasing, explaining
the attributes and performance of a variety of techniques. Information on a wide
variety of morphological antialiasing methods can be found in the notes for the re-
lated SIGGRAPH course [829]. Reshetov and Jimenez [1486] provide an updated
retrospective of morphological and related temporal antialiasing work used in games.

For transparency research we again refer the interested reader to McGuire’s pre-
sentation [1182] and Wyman’s work [1931]. Blinn’s article “What Is a Pixel?” [169]
provides an excellent tour of several areas of computer graphics while discussing differ-
ent definitions. Blinn’s Dirty Pixels and Notation, Notation, Notation books [166, 168]
include some introductory articles on filtering and antialiasing, as well as articles on
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alpha, compositing, and gamma correction. Jimenez’s presentation [836] gives a de-
tailed treatment of state-of-the-art techniques used for antialiasing.

Gritz and d’Eon [607] have an excellent summary of gamma correction issues.
Poynton’s book [1431] gives solid coverage of gamma correction in various media,
as well as other color-related topics. Selan’s white paper [1602] is a newer source,
explaining display encoding and its use in the film industry, along with much other
related information.



Chapter 6

Texturing

“All it takes is for the rendered image to look right.”
—Jim Blinn

A surface’s texture is its look and feel—just think of the texture of an oil painting.
In computer graphics, texturing is a process that takes a surface and modifies its
appearance at each location using some image, function, or other data source. As
an example, instead of precisely representing the geometry of a brick wall, a color
image of a brick wall is applied to a rectangle, consisting of two triangles. When the
rectangle is viewed, the color image appears where the rectangle is located. Unless
the viewer gets close to the wall, the lack of geometric detail will not be noticeable.

However, some textured brick walls can be unconvincing for reasons other than lack
of geometry. For example, if the mortar is supposed to be matte, whereas the bricks
are glossy, the viewer will notice that the roughness is the same for both materials.
To produce a more convincing experience, a second image texture can be applied to
the surface. Instead of changing the surface’s color, this texture changes the wall’s
roughness, depending on location on the surface. Now the bricks and mortar have a
color from the image texture and a roughness value from this new texture.

The viewer may see that now all the bricks are glossy and the mortar is not, but
notice that each brick face appears to be perfectly flat. This does not look right, as
bricks normally have some irregularity to their surfaces. By applying bump mapping,
the shading normals of the bricks may be varied so that when they are rendered, they
do not appear to be perfectly smooth. This sort of texture wobbles the direction of
the rectangle’s original surface normal for purposes of computing lighting.

From a shallow viewing angle, this illusion of bumpiness can break down. The
bricks should stick out above the mortar, obscuring it from view. Even from a straight-
on view, the bricks should cast shadows onto the mortar. Parallax mapping uses a
texture to appear to deform a flat surface when rendering it, and parallax occlusion
mapping casts rays against a heightfield texture for improved realism. Displacement
mapping truly displaces the surface by modifying triangle heights forming the model.
Figure 6.1 shows an example with color texturing and bump mapping.

167
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Figure 6.1. Texturing. Color and bump maps were applied to this fish to increase its visual level of
detail. (Image courtesy of Elinor Quittner.)

These are examples of the types of problems that can be solved with textures,
using more and more elaborate algorithms. In this chapter, texturing techniques are
covered in detail. First, a general framework of the texturing process is presented.
Next, we focus on using images to texture surfaces, since this is the most popular
form of texturing used in real-time work. Procedural textures are briefly discussed,
and then some common methods of having textures affect the surface are explained.
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6.1 The Texturing Pipeline
Texturing is a technique for efficiently modeling variations in a surface’s material and
finish. One way to think about texturing is to consider what happens for a single
shaded pixel. As seen in the previous chapter, the shade is computed by taking into
account the color of the material and the lights, among other factors. If present,
transparency also affects the sample. Texturing works by modifying the values used
in the shading equation. The way these values are changed is normally based on the
position on the surface. So, for the brick wall example, the color at any point on
the surface is replaced by a corresponding color in the image of a brick wall, based
on the surface location. The pixels in the image texture are often called texels, to
differentiate them from the pixels on the screen. The roughness texture modifies the
roughness value, and the bump texture changes the direction of the shading normal,
so each of these change the result of the shading equation.

Texturing can be described by a generalized texture pipeline. Much terminology
will be introduced in a moment, but take heart: Each piece of the pipeline will be
described in detail.

A location in space is the starting point for the texturing process. This location can
be in world space, but is more often in the model’s frame of reference, so that as the
model moves, the texture moves along with it. Using Kershaw’s terminology [884], this
point in space then has a projector function applied to it to obtain a set of numbers,
called texture coordinates, that will be used for accessing the texture. This process is
called mapping, which leads to the phrase texture mapping. Sometimes the texture
image itself is called the texture map, though this is not strictly correct.

Before these new values may be used to access the texture, one or more corre-
sponder functions can be used to transform the texture coordinates to texture space.
These texture-space locations are used to obtain values from the texture, e.g., they
may be array indices into an image texture to retrieve a pixel. The retrieved values are
then potentially transformed yet again by a value transform function, and finally these
new values are used to modify some property of the surface, such as the material or
shading normal. Figure 6.2 shows this process in detail for the application of a single
texture. The reason for the complexity of the pipeline is that each step provides the
user with a useful control. It should be noted that not all steps need to be activated
at all times.

object

space

location

projector

function
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function(s)

obtain
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Figure 6.2. The generalized texture pipeline for a single texture.
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Figure 6.3. Pipeline for a brick wall.

Using this pipeline, this is what happens when a triangle has a brick wall texture
and a sample is generated on its surface (see Figure 6.3). The (x, y, z) position in
the object’s local frame of reference is found; say it is (−2.3, 7.1, 88.2). A projector
function is then applied to this position. Just as a map of the world is a projection of
a three-dimensional object into two dimensions, the projector function here typically
changes the (x, y, z) vector into a two-element vector (u, v). The projector function
used for this example is equivalent to an orthographic projection (Section 2.3.1), acting
something like a slide projector shining the brick wall image onto the triangle’s surface.
To return to the wall, a point on its surface could be transformed into a pair of values
ranging from 0 to 1. Say the values obtained are (0.32, 0.29). These texture coordinates
are to be used to find what the color of the image is at this location. The resolution of
our brick texture is, say, 256× 256, so the corresponder function multiplies the (u, v)
by 256 each, giving (81.92, 74.24). Dropping the fractions, pixel (81, 74) is found in
the brick wall image, and is of color (0.9, 0.8, 0.7). The texture color is in sRGB color
space, so if the color is to be used in shading equations, it is converted to linear space,
giving (0.787, 0.604, 0.448) (Section 5.6).

6.1.1 The Projector Function

The first step in the texture process is obtaining the surface’s location and project-
ing it into texture coordinate space, usually two-dimensional (u, v) space. Modeling
packages typically allow artists to define (u, v)-coordinates per vertex. These may be
initialized from projector functions or from mesh unwrapping algorithms. Artists can
edit (u, v)-coordinates in the same way they edit vertex positions. Projector functions
typically work by converting a three-dimensional point in space into texture coordi-
nates. Functions commonly used in modeling programs include spherical, cylindrical,
and planar projections [141, 884, 970].
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Figure 6.4. Different texture projections. Spherical, cylindrical, planar, and natural (u, v) projections
are shown, left to right. The bottom row shows each of these projections applied to a single object
(which has no natural projection).

Other inputs can be used to a projector function. For example, the surface normal
can be used to choose which of six planar projection directions is used for the surface.
Problems in matching textures occur at the seams where the faces meet; Geiss [521,
522] discusses a technique of blending among them. Tarini et al. [1740] describe
polycube maps, where a model is mapped to a set of cube projections, with different
volumes of space mapping to different cubes.

Other projector functions are not projections at all, but are an implicit part of
surface creation and tessellation. For example, parametric curved surfaces have a
natural set of (u, v) values as part of their definition. See Figure 6.4. The texture
coordinates could also be generated from all sorts of different parameters, such as the
view direction, temperature of the surface, or anything else imaginable. The goal of
the projector function is to generate texture coordinates. Deriving these as a function
of position is just one way to do it.

Non-interactive renderers often call these projector functions as part of the ren-
dering process itself. A single projector function may suffice for the whole model, but
often the artist has to use tools to subdivide the model and apply various projector
functions separately [1345]. See Figure 6.5.

In real-time work, projector functions are usually applied at the modeling stage,
and the results of the projection are stored at the vertices. This is not always the case;
sometimes it is advantageous to apply the projection function in the vertex or pixel
shader. Doing so can increase precision, and helps enable various effects, including
animation (Section 6.4). Some rendering methods, such as environment mapping
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Figure 6.5. How various texture projections are used on a single model. Box mapping consists of six
planar mappings, one for each box face. (Images courtesy of Tito Pagán.)

(Section 10.4), have specialized projector functions of their own that are evaluated
per pixel.

The spherical projection (on the left in Figure 6.4) casts points onto an imaginary
sphere centered around some point. This projection is the same as used in Blinn and
Newell’s environment mapping scheme (Section 10.4.1), so Equation 10.30 on page 407
describes this function. This projection method suffers from the same problems of
vertex interpolation described in that section.

Cylindrical projection computes the u texture coordinate the same as spherical
projection, with the v texture coordinate computed as the distance along the cylinder’s
axis. This projection is useful for objects that have a natural axis, such as surfaces of
revolution. Distortion occurs when surfaces are near-perpendicular to the cylinder’s
axis.

The planar projection is like an x-ray beam, projecting in parallel along a direction
and applying the texture to all surfaces. It uses orthographic projection (Section 4.7.1).
This type of projection is useful for applying decals, for example (Section 20.2).

As there is severe distortion for surfaces that are edge-on to the projection direc-
tion, the artist often must manually decompose the model into near-planar pieces.
There are also tools that help minimize distortion by unwrapping the mesh, or creat-
ing a near-optimal set of planar projections, or that otherwise aid this process. The
goal is to have each polygon be given a fairer share of a texture’s area, while also
maintaining as much mesh connectivity as possible. Connectivity is important in that
sampling artifacts can appear along edges where separate parts of a texture meet. A
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Figure 6.6. Several smaller textures for the statue model, saved in two larger textures. The right
figure shows how the triangle mesh is unwrapped and displayed on the texture to aid in its creation.
(Images courtesy of Tito Pagán.)

mesh with a good unwrapping also eases the artist’s work [970, 1345]. Section 16.2.1
discusses how texture distortion can adversely affect rendering. Figure 6.6 shows the
workspace used to create the statue in Figure 6.5. This unwrapping process is one
facet of a larger field of study, mesh parameterization. The interested reader is referred
to the SIGGRAPH course notes by Hormann et al. [774].

The texture coordinate space is not always a two-dimensional plane; sometimes it
is a three-dimensional volume. In this case, the texture coordinates are presented as
a three-element vector, (u, v, w), with w being depth along the projection direction.
Other systems use up to four coordinates, often designated (s, t, r, q) [885]; q is used as
the fourth value in a homogeneous coordinate. It acts like a movie or slide projector,
with the size of the projected texture increasing with distance. As an example, it is
useful for projecting a decorative spotlight pattern, called a gobo, onto a stage or other
surface [1597].

Another important type of texture coordinate space is directional, where each point
in the space is accessed by an input direction. One way to visualize such a space is
as points on a unit sphere, the normal at each point representing the direction used
to access the texture at that location. The most common type of texture using a
directional parameterization is the cube map (Section 6.2.4).

It is also worth noting that one-dimensional texture images and functions have
their uses. For example, on a terrain model the coloration can be determined by
altitude, e.g., the lowlands are green; the mountain peaks are white. Lines can also
be textured; one use of this is to render rain as a set of long lines textured with a
semitransparent image. Such textures are also useful for converting from one value to
another, i.e., as a lookup table.
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Since multiple textures can be applied to a surface, multiple sets of texture coor-
dinates may need to be defined. However the coordinate values are applied, the idea
is the same: These texture coordinates are interpolated across the surface and used to
retrieve texture values. Before being interpolated, however, these texture coordinates
are transformed by corresponder functions.

6.1.2 The Corresponder Function

Corresponder functions convert texture coordinates to texture-space locations. They
provide flexibility in applying textures to surfaces. One example of a corresponder
function is to use the API to select a portion of an existing texture for display; only
this subimage will be used in subsequent operations.

Another type of corresponder is a matrix transformation, which can be applied
in the vertex or pixel shader. This enables to translating, rotating, scaling, shearing,
or projecting the texture on the surface. As discussed in Section 4.1.5, the order of
transforms matters. Surprisingly, the order of transforms for textures must be the
reverse of the order one would expect. This is because texture transforms actually
affect the space that determines where the image is seen. The image itself is not an
object being transformed; the space defining the image’s location is being changed.

Another class of corresponder functions controls the way an image is applied. We
know that an image will appear on the surface where (u, v) are in the [0, 1] range. But
what happens outside of this range? Corresponder functions determine the behavior.
In OpenGL, this type of corresponder function is called the “wrapping mode”; in
DirectX, it is called the “texture addressing mode.” Common corresponder functions
of this type are:

• wrap (DirectX), repeat (OpenGL), or tile—The image repeats itself across the
surface; algorithmically, the integer part of the texture coordinates is dropped.
This function is useful for having an image of a material repeatedly cover a
surface, and is often the default.

• mirror—The image repeats itself across the surface, but is mirrored (flipped)
on every other repetition. For example, the image appears normally going from
0 to 1, then is reversed between 1 and 2, then is normal between 2 and 3, then
is reversed, and so on. This provides some continuity along the edges of the
texture.

• clamp (DirectX) or clamp to edge (OpenGL)—Values outside the range [0, 1]
are clamped to this range. This results in the repetition of the edges of the
image texture. This function is useful for avoiding accidentally taking samples
from the opposite edge of a texture when bilinear interpolation happens near a
texture’s edge [885].

• border (DirectX) or clamp to border (OpenGL)—Texture coordinates out-
side [0, 1] are rendered with a separately defined border color. This function can
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Figure 6.7. Image texture repeat, mirror, clamp, and border functions in action.

be good for rendering decals onto single-color surfaces, for example, as the edge
of the texture will blend smoothly with the border color.

See Figure 6.7. These corresponder functions can be assigned differently for each
texture axis, e.g., the texture could repeat along the u-axis and be clamped on the
v-axis. In DirectX there is also a mirror once mode that mirrors a texture once along
the zero value for the texture coordinate, then clamps, which is useful for symmetric
decals.

Repeated tiling of a texture is an inexpensive way of adding more visual detail to a
scene. However, this technique often looks unconvincing after about three repetitions
of the texture, as the eye picks out the pattern. A common solution to avoid such
periodicity problems is to combine the texture values with another, non-tiled, tex-
ture. This approach can be considerably extended, as seen in the commercial terrain
rendering system described by Andersson [40]. In this system, multiple textures are
combined based on terrain type, altitude, slope, and other factors. Texture images
are also tied to where geometric models, such as bushes and rocks, are placed within
the scene.

Another option to avoid periodicity is to use shader programs to implement special-
ized corresponder functions that randomly recombine texture patterns or tiles. Wang
tiles are one example of this approach. A Wang tile set is a small set of square tiles
with matching edges. Tiles are selected randomly during the texturing process [1860].
Lefebvre and Neyret [1016] implement a similar type of corresponder function using
dependent texture reads and tables to avoid pattern repetition.

The last corresponder function applied is implicit, and is derived from the image’s
size. A texture is normally applied within the range [0, 1] for u and v. As shown in the
brick wall example, by multiplying texture coordinates in this range by the resolution
of the image, one may obtain the pixel location. The advantage of being able to specify
(u, v) values in a range of [0, 1] is that image textures with different resolutions can be
swapped in without having to change the values stored at the vertices of the model.

6.1.3 Texture Values

After the corresponder functions are used to produce texture-space coordinates, the
coordinates are used to obtain texture values. For image textures, this is done by
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accessing the texture to retrieve texel information from the image. This process is
dealt with extensively in Section 6.2. Image texturing constitutes the vast majority of
texture use in real-time work, but procedural functions can also be used. In the case
of procedural texturing, the process of obtaining a texture value from a texture-space
location does not involve a memory lookup, but rather the computation of a function.
Procedural texturing is further described in Section 6.3.

The most straightforward texture value is an RGB triplet that is used to replace
or modify the surface colors; similarly, a single grayscale value could be returned.
Another type of data to return is RGBα, as described in Section 5.5. The α (alpha)
value is normally the opacity of the color, which determines the extent to which the
color may affect the pixel. That said, any other value could be stored, such as surface
roughness. There are many other types of data that can be stored in image textures,
as will be seen when bump mapping is discussed in detail (Section 6.7).

The values returned from the texture are optionally transformed before use. These
transformations may be performed in the shader program. One common example is
the remapping of data from an unsigned range (0.0 to 1.0) to a signed range (−1.0 to
1.0), which is used for shading normals stored in a color texture.

6.2 Image Texturing
In image texturing, a two-dimensional image is effectively glued onto the surface of
one or more triangles. We have walked through the process of computing a texture-
space location; now we will address the issues and algorithms for obtaining a texture
value from the image texture, given that location. For the rest of this chapter, the
image texture will be referred to simply as the texture. In addition, when we refer to
a pixel’s cell here, we mean the screen grid cell surrounding that pixel. As discussed
in Section 5.4.1, a pixel is actually a displayed color value that can (and should, for
better quality) be affected by samples outside of its associated grid cell.

In this section we particularly focus on methods to rapidly sample and filter tex-
tured images. Section 5.4.2 discussed the problem of aliasing, especially with respect
to rendering edges of objects. Textures can also have sampling problems, but they
occur within the interiors of the triangles being rendered.

The pixel shader accesses textures by passing in texture coordinate values to a
call such as texture2D. These values are in (u, v) texture coordinates, mapped by a
corresponder function to a range [0.0, 1.0]. The GPU takes care of converting this
value to texel coordinates. There are two main differences among texture coordinate
systems in different APIs. In DirectX the upper left corner of the texture is (0, 0) and
the lower right is (1, 1). This matches how many image types store their data, the top
row being the first one in the file. In OpenGL the texel (0, 0) is located in the lower left,
a y-axis flip from DirectX. Texels have integer coordinates, but we often want to access
a location between texels and blend among them. This brings up the question of what
the floating point coordinates of the center of a pixel are. Heckbert [692] discusses
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how there are two systems possible: truncating and rounding. DirectX 9 defined
each center at (0.0, 0.0)—this uses rounding. This system was somewhat confusing,
as the upper left corner of the upper left pixel, at DirectX’s origin, then had the value
(−0.5,−0.5). DirectX 10 onward changes to OpenGL’s system, where the center of
a texel has the fractional values (0.5, 0.5)—truncation, or more accurately, flooring,
where the fraction is dropped. Flooring is a more natural system that maps well to
language, in that pixel (5, 9), for example, defines a range from 5.0 to 6.0 for the
u-coordinate and 9.0 to 10.0 for the v.

One term worth explaining at this point is dependent texture read, which has two
definitions. The first applies to mobile devices in particular. When accessing a texture
via texture2D or similar, a dependent texture read occurs whenever the pixel shader
calculates texture coordinates instead of using the unmodified texture coordinates
passed in from the vertex shader [66]. Note that this means any change at all to
the incoming texture coordinates, even such simple actions as swapping the u and v
values. Older mobile GPUs, those that do not support OpenGL ES 3.0, run more
efficiently when the shader has no dependent texture reads, as the texel data can then
be prefetched. The other, older, definition of this term was particularly important
for early desktop GPUs. In this context a dependent texture read occurs when one
texture’s coordinates are dependent on the result of some previous texture’s values.
For example, one texture might change the shading normal, which in turn changes
the coordinates used to access a cube map. Such functionality was limited or even
non-existent on early GPUs. Today such reads can have an impact on performance,
depending on the number of pixels being computed in a batch, among other factors.
See Section 23.8 for more information.

The texture image size used in GPUs is usually 2m×2n texels, where m and n are
non-negative integers. These are referred to as power-of-two (POT) textures. Modern
GPUs can handle non-power-of-two (NPOT) textures of arbitrary size, which allows
a generated image to be treated as a texture. However, some older mobile GPUs may
not support mipmapping (Section 6.2.2) for NPOT textures. Graphics accelerators
have different upper limits on texture size. DirectX 12 allows a maximum of 163842

texels, for example.
Assume that we have a texture of size 256 × 256 texels and that we want to use

it as a texture on a square. As long as the projected square on the screen is roughly
the same size as the texture, the texture on the square looks almost like the original
image. But what happens if the projected square covers ten times as many pixels as
the original image contains (called magnification), or if the projected square covers
only a small part of the screen (minification)? The answer is that it depends on what
kind of sampling and filtering methods you decide to use for these two separate cases.

The image sampling and filtering methods discussed in this chapter are applied to
the values read from each texture. However, the desired result is to prevent aliasing in
the final rendered image, which in theory requires sampling and filtering the final pixel
colors. The distinction here is between filtering the inputs to the shading equation, or
filtering its output. As long as the inputs and output are linearly related (which is true
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for inputs such as colors), then filtering the individual texture values is equivalent to
filtering the final colors. However, many shader input values stored in textures, such
as surface normals and roughness values, have a nonlinear relationship to the output.
Standard texture filtering methods may not work well for these textures, resulting in
aliasing. Improved methods for filtering such textures are discussed in Section 9.13.

6.2.1 Magnification

In Figure 6.8, a texture of size 48 × 48 texels is textured onto a square, and the
square is viewed rather closely with respect to the texture size, so the underlying
graphics system has to magnify the texture. The most common filtering techniques
for magnification are nearest neighbor (the actual filter is called a box filter—see
Section 5.4.1) and bilinear interpolation. There is also cubic convolution, which uses
the weighted sum of a 4 × 4 or 5 × 5 array of texels. This enables much higher
magnification quality. Although native hardware support for cubic convolution (also
called bicubic interpolation) is currently not commonly available, it can be performed
in a shader program.

In the left part of Figure 6.8, the nearest neighbor method is used. One character-
istic of this magnification technique is that the individual texels may become apparent.
This effect is called pixelation and occurs because the method takes the value of the
nearest texel to each pixel center when magnifying, resulting in a blocky appearance.
While the quality of this method is sometimes poor, it requires only one texel to be
fetched per pixel.

In the middle image of the same figure, bilinear interpolation (sometimes called
linear interpolation) is used. For each pixel, this kind of filtering finds the four neigh-
boring texels and linearly interpolates in two dimensions to find a blended value for
the pixel. The result is blurrier, and much of the jaggedness from using the nearest
neighbor method has disappeared. As an experiment, try looking at the left image

Figure 6.8. Texture magnification of a 48 × 48 image onto 320 × 320 pixels. Left: nearest neighbor
filtering, where the nearest texel is chosen per pixel. Middle: bilinear filtering using a weighted
average of the four nearest texels. Right: cubic filtering using a weighted average of the 5× 5 nearest
texels.
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Figure 6.9. Bilinear interpolation. The four texels involved are illustrated by the four squares on the
left, texel centers in blue. On the right is the coordinate system formed by the centers of the four
texels.

while squinting, as this has approximately the same effect as a low-pass filter and
reveals the face a bit more.

Returning to the brick texture example on page 170: Without dropping the frac-
tions, we obtained (pu, pv) = (81.92, 74.24). We use OpenGL’s lower left origin texel
coordinate system here, since it matches the standard Cartesian system. Our goal is to
interpolate among the four closest texels, defining a texel-sized coordinate system using
their texel centers. See Figure 6.9. To find the four nearest pixels, we subtract the pixel
center fraction (0.5, 0.5) from our sample location, giving (81.42, 73.74). Dropping the
fractions, the four closest pixels range from (x, y) = (81, 73) to (x+1, y+1) = (82, 74).
The fractional part, (0.42, 0.74) for our example, is the location of the sample relative
to the coordinate system formed by the four texel centers. We denote this location as
(u′, v′).

Define the texture access function as t(x, y), where x and y are integers and the
color of the texel is returned. The bilinearly interpolated color for any location (u′, v′)
can be computed as a two-step process. First, the bottom texels, t(x, y) and t(x+1, y),
are interpolated horizontally (using u′), and similarly for the topmost two texels,
t(x, y + 1) and t(x + 1, y + 1). For the bottom texels, we obtain (1 − u′)t(x, y) +
u′t(x+ 1, y) (bottom green circle in Figure 6.9), and for the top, (1− u′)t(x, y+ 1)+
u′t(x+ 1, y + 1) (top green circle). These two values are then interpolated vertically
(using v′), so the bilinearly interpolated color b at (pu, pv) is

b(pu, pv) = (1− v′)
(
(1− u′)t(x, y) + u′t(x+ 1, y)

)

+ v′
(
(1− u′)t(x, y + 1) + u′t(x+ 1, y + 1)

)

= (1− u′)(1− v′)t(x, y) + u′(1− v′)t(x+ 1, y)

+ (1− u′)v′t(x, y + 1) + u′v′t(x+ 1, y + 1).

(6.1)

Intuitively, a texel closer to our sample location will influence its final value more.
This is indeed what we see in this equation. The upper right texel at (x+1, y+1) has
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Figure 6.10. Nearest neighbor, bilinear interpolation, and part way in between by remapping, using
the same 2 × 2 checkerboard texture. Note how nearest neighbor sampling gives slightly different
square sizes, since the texture and the image grid do not match perfectly.

an influence of u′v′. Note the symmetry: The upper right’s influence is equal to the
area of the rectangle formed by the lower left corner and the sample point. Returning
to our example, this means that the value retrieved from this texel will be multiplied
by 0.42× 0.74, specifically 0.3108. Clockwise from this texel the other multipliers are
0.42× 0.26, 0.58× 0.26, and 0.58× 0.74, all four of these weights summing to 1.0.

A common solution to the blurriness that accompanies magnification is to use
detail textures. These are textures that represent fine surface details, from scratches
on a cellphone to bushes on terrain. Such detail is overlaid onto the magnified texture
as a separate texture, at a different scale. The high-frequency repetitive pattern of
the detail texture, combined with the low-frequency magnified texture, has a visual
effect similar to the use of a single high-resolution texture.

Bilinear interpolation interpolates linearly in two directions. However, a linear
interpolation is not required. Say a texture consists of black and white pixels in a
checkerboard pattern. Using bilinear interpolation gives varying grayscale samples
across the texture. By remapping so that, say, all grays lower than 0.4 are black, all
grays higher than 0.6 are white, and those in between are stretched to fill the gap, the
texture looks more like a checkerboard again, while also giving some blend between
texels. See Figure 6.10.

Using a higher-resolution texture would have a similar effect. For example, imagine
each checker square consists of 4× 4 texels instead of being 1× 1. Around the center
of each checker, the interpolated color would be fully black or white.

To the right in Figure 6.8, a bicubic filter has been used, and the remaining block-
iness is largely removed. It should be noted that bicubic filters are more expensive
than bilinear filters. However, many higher-order filters can be expressed as repeated
linear interpolations [1518] (see also Section 17.1.1). As a result, the GPU hardware
for linear interpolation in the texture unit can be exploited with several lookups.

If bicubic filters are considered too expensive, Qúılez [1451] proposes a simple
technique using a smooth curve to interpolate in between a set of 2 × 2 texels. We
first describe the curves and then the technique. Two commonly used curves are the
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smoothstep s(x) quintic q(x)

Figure 6.11. The smoothstep curve s(x) (left) and a quintic curve q(x) (right).

smoothstep curve and the quintic curve [1372]:

s(x) = x2(3− 2x)
︸ ︷︷ ︸

smoothstep

and q(x) = x3(6x2 − 15x+ 10)
︸ ︷︷ ︸

quintic

. (6.2)

These are useful for many other situations where you want to smoothly interpolate
from one value to another. The smoothstep curve has the property that s′(0) = s′(1) =
0, and it is smooth between 0 and 1. The quintic curve has the same properties, but
also q′′(0) = q′′(1) = 0, i.e., the second derivatives are also 0 at the start and end of
the curve. The two curves are shown in Figure 6.11.

The technique starts by computing (u′, v′) (same as used in Equation 6.1 and in
Figure 6.9) by first multiplying the sample by the texture dimensions and adding 0.5.
The integer parts are kept for later, and the fractions are stored in u′ and v′, which are
in the range of [0, 1]. The (u′, v′) are then transformed as (tu, tv) = (q(u′), q(v′)), still
in the range of [0, 1]. Finally, 0.5 is subtracted and the integer parts are added back
in; the resulting u-coordinate is then divided by the texture width, and similarly for
v. At this point, the new texture coordinates are used with the bilinear interpolation
lookup provided by the GPU. Note that this method will give plateaus at each texel,
which means that if the texels are located on a plane in RGB space, for example, then
this type of interpolation will give a smooth, but still staircased, look, which may not
always be desired. See Figure 6.12.

Figure 6.12. Four different ways to magnify a one-dimensional texture. The orange circles indicate
the centers of the texels as well as the texel values (height). From left to right: nearest neighbor,
linear, using a quintic curve between each pair of neighboring texels, and using cubic interpolation.
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Figure 6.13. Minification: A view of a checkerboard-textured square through a row of pixel cells,
showing roughly how a number of texels affect each pixel.

6.2.2 Minification

When a texture is minimized, several texels may cover a pixel’s cell, as shown in
Figure 6.13. To get a correct color value for each pixel, you should integrate the effect
of the texels influencing the pixel. However, it is difficult to determine precisely the
exact influence of all texels near a particular pixel, and it is effectively impossible to
do so perfectly in real time.

Because of this limitation, several different methods are used on GPUs. One
method is to use the nearest neighbor, which works exactly as the corresponding
magnification filter does, i.e., it selects the texel that is visible at the center of the
pixel’s cell. This filter may cause severe aliasing problems. In Figure 6.14, nearest
neighbor is used in the top figure. Toward the horizon, artifacts appear because only
one of the many texels influencing a pixel is chosen to represent the surface. Such
artifacts are even more noticeable as the surface moves with respect to the viewer,
and are one manifestation of what is called temporal aliasing.

Another filter often available is bilinear interpolation, again working exactly as in
the magnification filter. This filter is only slightly better than the nearest neighbor
approach for minification. It blends four texels instead of using just one, but when a
pixel is influenced by more than four texels, the filter soon fails and produces aliasing.

Better solutions are possible. As discussed in Section 5.4.1, the problem of aliasing
can be addressed by sampling and filtering techniques. The signal frequency of a
texture depends upon how closely spaced its texels are on the screen. Due to the
Nyquist limit, we need to make sure that the texture’s signal frequency is no greater
than half the sample frequency. For example, say an image is composed of alternating
black and white lines, a texel apart. The wavelength is then two texels wide (from
black line to black line), so the frequency is 1

2 . To properly display this texture on a
screen, the frequency must then be at least 2× 1

2 , i.e., at least one pixel per texel. So,
for textures in general, there should be at most one texel per pixel to avoid aliasing.

To achieve this goal, either the pixel’s sampling frequency has to increase or the
texture frequency has to decrease. The antialiasing methods discussed in the previous
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Figure 6.14. The top image was rendered with point sampling (nearest neighbor), the center with
mipmapping, and the bottom with summed area tables.

chapter give ways to increase the pixel sampling rate. However, these give only a
limited increase in sampling frequency. To more fully address this problem, various
texture minification algorithms have been developed.

The basic idea behind all texture antialiasing algorithms is the same: to preprocess
the texture and create data structures that will help compute a quick approximation
of the effect of a set of texels on a pixel. For real-time work, these algorithms have the
characteristic of using a fixed amount of time and resources for execution. In this way,
a fixed number of samples are taken per pixel and combined to compute the effect of
a (potentially huge) number of texels.

Mipmapping
The most popular method of antialiasing for textures is called mipmapping [1889]. It
is implemented in some form on all graphics accelerators now produced. “Mip” stands
for multum in parvo, Latin for “many things in a small place”—a good name for a
process in which the original texture is filtered down repeatedly into smaller images.

When the mipmapping minimization filter is used, the original texture is aug-
mented with a set of smaller versions of the texture before the actual rendering takes
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Figure 6.15. A mipmap is formed by taking the original image (level 0), at the base of the pyramid,
and averaging each 2 × 2 area into a texel value on the next level up. The vertical axis is the third
texture coordinate, d. In this figure, d is not linear; it is a measure of which two texture levels a
sample uses for interpolation.

place. The texture (at level zero) is downsampled to a quarter of the original area,
with each new texel value often computed as the average of four neighbor texels in
the original texture. The new, level-one texture is sometimes called a subtexture of
the original texture. The reduction is performed recursively until one or both of the
dimensions of the texture equals one texel. This process is illustrated in Figure 6.15.
The set of images as a whole is often called a mipmap chain.

Two important elements in forming high-quality mipmaps are good filtering and
gamma correction. The common way to form a mipmap level is to take each 2× 2 set
of texels and average them to get the mip texel value. The filter used is then a box
filter, one of the worst filters possible. This can result in poor quality, as it has the
effect of blurring low frequencies unnecessarily, while keeping some high frequencies
that cause aliasing [172]. It is better to use a Gaussian, Lanczos, Kaiser, or similar
filter; fast, free source code exists for the task [172, 1592], and some APIs support
better filtering on the GPU itself. Near the edges of textures, care must be taken
during filtering as to whether the texture repeats or is a single copy.

For textures encoded in a nonlinear space (such as most color textures), ignoring
gamma correction when filtering will modify the perceived brightness of the mipmap
levels [173, 607]. As you get farther away from the object and the uncorrected mipmaps
get used, the object can look darker overall, and contrast and details can also be
affected. For this reason, it is important to convert such textures from sRGB to linear
space (Section 5.6), perform all mipmap filtering in that space, and convert the final
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Figure 6.16. On the left is a square pixel cell and its view of a texture. On the right is the projection
of the pixel cell onto the texture itself.

results back into sRGB color space for storage. Most APIs have support for sRGB
textures, and so will generate mipmaps correctly in linear space and store the results
in sRGB. When sRGB textures are accessed, their values are first converted to linear
space so that magnification and minification are performed properly.

As mentioned earlier, some textures have a fundamentally nonlinear relationship to
the final shaded color. Although this poses a problem for filtering in general, mipmap
generation is particularly sensitive to this issue, since many hundred or thousands of
pixels are being filtered. Specialized mipmap generation methods are often needed for
the best results. Such methods are detailed in Section 9.13.

The basic process of accessing this structure while texturing is straightforward. A
screen pixel encloses an area on the texture itself. When the pixel’s area is projected
onto the texture (Figure 6.16), it includes one or more texels. Using the pixel’s
cell boundaries is not strictly correct, but is used here to simplify the presentation.
Texels outside of the cell can influence the pixel’s color; see Section 5.4.1. The goal
is to determine roughly how much of the texture influences the pixel. There are
two common measures used to compute d (which OpenGL calls λ, and which is also
known as the texture level of detail). One is to use the longer edge of the quadrilateral
formed by the pixel’s cell to approximate the pixel’s coverage [1889]; another is to
use as a measure the largest absolute value of the four differentials ∂u/∂x, ∂v/∂x,
∂u/∂y, and ∂v/∂y [901, 1411]. Each differential is a measure of the amount of change
in the texture coordinate with respect to a screen axis. For example, ∂u/∂x is the
amount of change in the u texture value along the x-screen-axis for one pixel. See
Williams’s original article [1889] or the articles by Flavell [473] or Pharr [1411] for more
about these equations. McCormack et al. [1160] discuss the introduction of aliasing
by the largest absolute value method, and they present an alternate formula. Ewins
et al. [454] analyze the hardware costs of several algorithms of comparable quality.

These gradient values are available to pixel shader programs using Shader Model
3.0 or newer. Since they are based on the differences between values in adjacent pixels,
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they are not accessible in sections of the pixel shader affected by dynamic flow control
(Section 3.8). For texture reads to be performed in such a section (e.g., inside a loop),
the derivatives must be computed earlier. Note that since vertex shaders cannot access
gradient information, the gradients or the level of detail need to be computed in the
vertex shader itself and supplied to the GPU when using vertex texturing.

The intent of computing the coordinate d is to determine where to sample along
the mipmap’s pyramid axis. See Figure 6.15. The goal is a pixel-to-texel ratio of at
least 1 : 1 to achieve the Nyquist rate. The important principle here is that as the
pixel cell comes to include more texels and d increases, a smaller, blurrier version of
the texture is accessed. The (u, v, d) triplet is used to access the mipmap. The value
d is analogous to a texture level, but instead of an integer value, d has the fractional
value of the distance between levels. The texture level above and the level below the
d location is sampled. The (u, v) location is used to retrieve a bilinearly interpolated
sample from each of these two texture levels. The resulting sample is then linearly
interpolated, depending on the distance from each texture level to d. This entire
process is called trilinear interpolation and is performed per pixel.

One user control on the d-coordinate is the level of detail bias (LOD bias). This is
a value added to d, and so it affects the relative perceived sharpness of a texture. If
we move further up the pyramid to start (increasing d), the texture will look blurrier.
A good LOD bias for any given texture will vary with the image type and with the
way it is used. For example, images that are somewhat blurry to begin with could
use a negative bias, while poorly filtered (aliased) synthetic images used for texturing
could use a positive bias. The bias can be specified for the texture as a whole, or
per-pixel in the pixel shader. For finer control, the d-coordinate or the derivatives
used to compute it can be supplied by the user.

The benefit of mipmapping is that, instead of trying to sum all the texels that
affect a pixel individually, precombined sets of texels are accessed and interpolated.
This process takes a fixed amount of time, no matter what the amount of minification.
However, mipmapping has several flaws [473]. A major one is overblurring. Imagine a
pixel cell that covers a large number of texels in the u-direction and only a few in the
v-direction. This case commonly occurs when a viewer looks along a textured surface
nearly edge-on. In fact, it is possible to need minification along one axis of the texture
and magnification along the other. The effect of accessing the mipmap is that square
areas on the texture are retrieved; retrieving rectangular areas is not possible. To
avoid aliasing, we choose the largest measure of the approximate coverage of the pixel
cell on the texture. This results in the retrieved sample often being relatively blurry.
This effect can be seen in the mipmap image in Figure 6.14. The lines moving into
the distance on the right show overblurring.

Summed-Area Table
Another method to avoid overblurring is the summed-area table (SAT) [312]. To use
this method, one first creates an array that is the size of the texture but contains more
bits of precision for the color stored (e.g., 16 bits or more for each of red, green, and
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Figure 6.17. The pixel cell is back-projected onto the texture, bound by a rectangle; the four corners
of the rectangle are used to access the summed-area table.

blue). At each location in this array, one must compute and store the sum of all the
corresponding texture’s texels in the rectangle formed by this location and texel (0, 0)
(the origin). During texturing, the pixel cell’s projection onto the texture is bound by
a rectangle. The summed-area table is then accessed to determine the average color
of this rectangle, which is passed back as the texture’s color for the pixel. The average
is computed using the texture coordinates of the rectangle shown in Figure 6.17. This
is done using the formula given in Equation 6.3:

c =
s[xur, yur]− s[xur, yll]− s[xll, yur] + s[xll, yll]

(xur − xll)(yur − yll)
. (6.3)

Here, x and y are the texel coordinates of the rectangle and s[x, y] is the summed-area
value for that texel. This equation works by taking the sum of the entire area from the
upper right corner to the origin, then subtracting off areas A and B by subtracting the
neighboring corners’ contributions. Area C has been subtracted twice, so it is added
back in by the lower left corner. Note that (xll, yll) is the upper right corner of area
C, i.e., (xll + 1, yll + 1) is the lower left corner of the bounding box.

The results of using a summed-area table are shown in Figure 6.14. The lines
going to the horizon are sharper near the right edge, but the diagonally crossing lines
in the middle are still overblurred. The problem is that when a texture is viewed
along its diagonal, a large rectangle is generated, with many of the texels situated
nowhere near the pixel being computed. For example, imagine a long, thin rectangle
representing the pixel cell’s back-projection lying diagonally across the entire texture
in Figure 6.17. The whole texture rectangle’s average will be returned, rather than
just the average within the pixel cell.

The summed-area table is an example of what are called anisotropic filtering al-
gorithms [691]. Such algorithms retrieve texel values over areas that are not square.
However, SAT is able to do this most effectively in primarily horizontal and vertical
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Figure 6.18. Anisotropic filtering. The back-projection of the pixel cell creates a quadrilateral. A
line of anisotropy is formed between the longer sides.

directions. Note also that summed-area tables take at least two times as much memory
for textures of size 16× 16 or less, with more precision needed for larger textures.

Summed area tables, which give higher quality at a reasonable overall memory
cost, can be implemented on modern GPUs [585]. Improved filtering can be critical to
the quality of advanced rendering techniques. For example, Hensley et al. [718, 719]
provide an efficient implementation and show how summed area sampling improves
glossy reflections. Other algorithms in which area sampling is used can be improved by
SAT, such as depth of field [585, 719], shadow maps [988], and blurry reflections [718].

Unconstrained Anisotropic Filtering
For current graphics hardware, the most common method to further improve texture
filtering is to reuse existing mipmap hardware. The basic idea is that the pixel cell
is back-projected, this quadrilateral (quad) on the texture is then sampled several
times, and the samples are combined. As outlined above, each mipmap sample has
a location and a squarish area associated with it. Instead of using a single mipmap
sample to approximate this quad’s coverage, the algorithm uses several squares to
cover the quad. The shorter side of the quad can be used to determine d (unlike
in mipmapping, where the longer side is often used); this makes the averaged area
smaller (and so less blurred) for each mipmap sample. The quad’s longer side is used
to create a line of anisotropy parallel to the longer side and through the middle of the
quad. When the amount of anisotropy is between 1 : 1 and 2 : 1, two samples are
taken along this line (see Figure 6.18). At higher ratios of anisotropy, more samples
are taken along the axis.

This scheme allows the line of anisotropy to run in any direction, and so does not
have the limitations of summed-area tables. It also requires no more texture memory
than mipmaps do, since it uses the mipmap algorithm to do its sampling. An example
of anisotropic filtering is shown in Figure 6.19.
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Figure 6.19. Mipmap versus anisotropic filtering. Trilinear mipmapping has been done on the left, and
16 : 1 anisotropic filtering on the right. Toward the horizon, anisotropic filtering provides a sharper re-
sult, with minimal aliasing. (Image from three.js example webgl materials texture anisotropy [218].)

This idea of sampling along an axis was first introduced by Schilling et al. with
their Texram dynamic memory device [1564]. Barkans describes the algorithm’s use in
the Talisman system [103]. A similar system called Feline is presented by McCormack
et al. [1161]. Texram’s original formulation has the samples along the anisotropic axis
(also known as probes) given equal weights. Talisman gives half weight to the two
probes at opposite ends of the axis. Feline uses a Gaussian filter kernel to weight
the set of probes. These algorithms approach the high quality of software sampling
algorithms such as the Elliptical Weighted Average (EWA) filter, which transforms the
pixel’s area of influence into an ellipse on the texture and weights the texels inside the
ellipse by a filter kernel [691]. Mavridis and Papaioannou present several methods to
implement EWA filtering with shader code on the GPU [1143].

6.2.3 Volume Textures

A direct extension of image textures is three-dimensional image data that is accessed
by (u, v, w) (or (s, t, r) values). For example, medical imaging data can be generated
as a three-dimensional grid; by moving a polygon through this grid, one may view
two-dimensional slices of these data. A related idea is to represent volumetric lights
in this form. The illumination on a point on a surface is found by finding the value
for its location inside this volume, combined with a direction for the light.

Most GPUs support mipmapping for volume textures. Since filtering inside a single
mipmap level of a volume texture involves trilinear interpolation, filtering between
mipmap levels requires quadrilinear interpolation. Since this involves averaging the
results from 16 texels, precision problems may result, which can be solved by using
a higher-precision volume texture. Sigg and Hadwiger [1638] discuss this and other
problems relevant to volume textures and provide efficient methods to perform filtering
and other operations.
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Although volume textures have significantly higher storage requirements and are
more expensive to filter, they do have some unique advantages. The complex process
of finding a good two-dimensional parameterization for the three-dimensional mesh
can be skipped, since three-dimensional locations can be used directly as texture
coordinates. This avoids the distortion and seam problems that commonly occur with
two-dimensional parameterizations. A volume texture can also be used to represent
the volumetric structure of a material such as wood or marble. A model textured with
such a texture will appear to be carved from this material.

Using volume textures for surface texturing is extremely inefficient, since the vast
majority of samples are not used. Benson and Davis [133] and DeBry et al. [334]
discuss storing texture data in a sparse octree structure. This scheme fits well with
interactive three-dimensional painting systems, as the surface does not need explicit
texture coordinates assigned to it at the time of creation, and the octree can hold
texture detail down to any level desired. Lefebvre et al. [1017] discuss the details of
implementing octree textures on the modern GPU. Lefebvre and Hoppe [1018] discuss
a method of packing sparse volume data into a significantly smaller texture.

6.2.4 Cube Maps

Another type of texture is the cube texture or cube map, which has six square tex-
tures, each of which is associated with one face of a cube. A cube map is accessed
with a three-component texture coordinate vector that specifies the direction of a ray
pointing from the center of the cube outward. The point where the ray intersects the
cube is found as follows. The texture coordinate with the largest magnitude selects
the corresponding face (e.g., the vector (−3.2, 5.1,−8.4) selects the −z face). The
remaining two coordinates are divided by the absolute value of the largest magnitude
coordinate, i.e., 8.4. They now range from −1 to 1, and are simply remapped to [0, 1]
in order to compute the texture coordinates. For example, the coordinates (−3.2, 5.1)
are mapped to ((−3.2/8.4+ 1)/2, (5.1/8.4+ 1)/2) ≈ (0.31, 0.80). Cube maps are use-
ful for representing values which are a function of direction; they are most commonly
used for environment mapping (Section 10.4.3).

6.2.5 Texture Representation

There are several ways to improve performance when handling many textures in an
application. Texture compression is described in Section 6.2.6, while the focus of this
section is on texture atlases, texture arrays, and bindless textures, all of which aim to
avoid the costs of changing textures while rendering. In Sections 19.10.1 and 19.10.2,
texture streaming and transcoding are described.

To be able to batch up as much work as possible for the GPU, it is generally pre-
ferred to change state as little as possible (Section 18.4.2). To that end, one may put
several images into a single larger texture, called a texture atlas. This is illustrated
to the left in Figure 6.20. Note that the shapes of the subtextures can be arbitrary,
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Figure 6.20. Left: a texture atlas where nine smaller images have been composited into a single large
texture. Right: a more modern approach is to set up the smaller images as an array of textures,
which is a concept found in most APIs.

as shown in Figure 6.6. Optimization of subtexture placement atlases is described by
Nöll and Stricker [1286]. Care also needs to be taken with mipmap generation and
access, since the upper levels of the mipmap may encompass several separate, unre-
lated shapes. Manson and Schaefer [1119] presented a method to optimize mipmap
creation by taking into account the parameterization of the surface, which can gener-
ate substantially better results. Burley and Lacewell [213] presented a system called
Ptex , where each quad in a subdivision surface had its own small texture. The ad-
vantages are that this avoids assignment of unique texture coordinates over a mesh
and that there are no artifacts over seams of disconnected parts of a texture atlas.
To be able to filter across quads, Ptex uses an adjacency data structure. While the
initial target was production rendering, Hillesland [746] presents packed Ptex, which
puts the subtexture of each face into a texture atlas and uses padding from adjacent
faces to avoid indirection when filtering. Yuksel [1955] presents mesh color textures,
which improve upon Ptex. Toth [1780] provides high-quality filtering across faces for
Ptex-like systems by implementing a method where filter taps are discarded if they
are outside the range of [0, 1]2.

One difficulty with using an atlas is wrapping/repeat and mirror modes, which will
not properly affect a subtexture but only the texture as a whole. Another problem
can occur when generating mipmaps for an atlas, where one subtexture can bleed
into another. However, this can be avoided by generating the mipmap hierarchy for
each subtexture separately before placing them into a large texture atlas and using
power-of-two resolutions for the subtextures [1293].

A simpler solution to these issues is to use an API construction called texture ar-
rays, which completely avoids any problems with mipmapping and repeat modes [452].
See the right part of Figure 6.20. All subtextures in a texture array need to have the
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same dimensions, format, mipmap hierarchy, and MSAA settings. Like a texture
atlas, setup is only done once for a texture array, and then any array element can
be accessed using an index in the shader. This can be 5× faster than binding each
subtexture [452].

A feature that can also help avoid state change costs is API support for bindless
textures [1407]. Without bindless textures, a texture is bound to a specific texture unit
using the API. One problem is the upper limit on the number of texture units, which
complicates matters for the programmer. The driver makes sure that the texture
is resident on the GPU side. With bindless textures, there is no upper bound on
the number of textures, because each texture is associated by just a 64-bit pointer,
sometimes called a handle, to its data structure. These handles can be accessed
in many different ways, e.g., through uniforms, through varying data, from other
textures, or from a shader storage buffer object (SSBO). The application needs to
ensure that the textures are resident on the GPU side. Bindless textures avoid any
type of binding cost in the driver, which makes rendering faster.

6.2.6 Texture Compression

One solution that directly attacks memory and bandwidth problems and caching con-
cerns is fixed-rate texture compression [127]. By having the GPU decode compressed
textures on the fly, a texture can require less texture memory and so increase the effec-
tive cache size. At least as significant, such textures are more efficient to use, as they
consume less memory bandwidth when accessed. A related but different use case is
to add compression in order to afford larger textures. For example, a non-compressed
texture using 3 bytes per texel at 5122 resolution would occupy 768 kB. Using texture
compression, with a compression ratio of 6 : 1, a 10242 texture would occupy only
512 kB.

There are a variety of image compression methods used in image file formats such as
JPEG and PNG, but it is costly to implement decoding for these in hardware (though
see Section 19.10.1 for information about texture transcoding). S3 developed a scheme
called S3 Texture Compression (S3TC) [1524], which was chosen as a standard for
DirectX and called DXTC—in DirectX 10 it is called BC (for Block Compression).
Furthermore, it is the de facto standard in OpenGL, since almost all GPUs support
it. It has the advantages of creating a compressed image that is fixed in size, has
independently encoded pieces, and is simple (and therefore fast) to decode. Each
compressed part of the image can be dealt with independently from the others. There
are no shared lookup tables or other dependencies, which simplifies decoding.

There are seven variants of the DXTC/BC compression scheme, and they share
some common properties. Encoding is done on 4 × 4 texel blocks, also called tiles.
Each block is encoded separately. The encoding is based on interpolation. For each
encoded quantity, two reference values (e.g., colors) are stored. An interpolation factor
is saved for each of the 16 texels in the block. It selects a value along the line between
the two reference values, e.g., a color equal to or interpolated from the two stored
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Name(s) Storage Ref colors Indices Alpha Comment

BC1/DXT1 8 B/4 bpt RGB565×2 2 bpt – 1 line

BC2/DXT3 16 B/8 bpt RGB565×2 2 bpt 4 bpt raw color same as BC1

BC3/DXT5 16 B/8 bpt RGB565×2 2 bpt 3 bpt interp. color same as BC1

BC4 8 B/4 bpt R8×2 3 bpt – 1 channel

BC5 16 B/8 bpt RG88×2 2 × 3 bpt – 2× BC4

BC6H 16 B/8 bpt see text see text – For HDR; 1–2 lines

BC7 8 B/4 bpt see text see text optional 1–3 lines

Table 6.1. Texture compression formats. All of these compress blocks of 4 × 4 texels. The storage
column show the number of bytes (B) per block and the number of bits per texel (bpt). The notation
for the reference colors is first the channels and then the number of bits for each channel. For example,
RGB565 means 5 bits for red and blue while the green channel has 6 bits.

colors. The compression comes from storing only two colors along with a short index
value per pixel.

The exact encoding varies between the seven variants, which are summarized in
Table 6.1. Note that “DXT” indicates the names in DirectX 9 and “BC” the names
in DirectX 10 and beyond. As can be read in the table, BC1 has two 16-bit reference
RGB values (5 bits red, 6 green, 5 blue), and each texel has a 2-bit interpolation
factor to select from one of the reference values or two intermediate values.1 This
represents a 6 : 1 texture compression ratio, compared to an uncompressed 24-bit
RGB texture. BC2 encodes colors in the same way as BC1, but adds 4 bits per texel
(bpt) for quantized (raw) alpha. For BC3, each block has RGB data encoded in the
same way as a DXT1 block. In addition, alpha data are encoded using two 8-bit
reference values and a per-texel 3-bit interpolation factor. Each texel can select either
one of the reference alpha values or one of six intermediate values. BC4 has a single
channel, encoded as alpha in BC3. BC5 contains two channels, where each is encoded
as in BC3.

BC6H is for high dynamic range (HDR) textures, where each texel initially has
16-bit floating point value per R, G, and B channel. This mode uses 16 bytes, which
results in 8 bpt. It has one mode for a single line (similar to the techniques above)
and another for two lines where each block can select from a small set of partitions.
Two reference colors can also be delta-encoded for better precision and can also have
different accuracy depending on which mode is being used. In BC7, each block can
have between one and three lines and stores 8 bpt. The target is high-quality texture
compression of 8-bit RGB and RGBA textures. It shares many properties with BC6H,
but is a format for LDR textures, while BC6H is for HDR. Note that BC6H and
BC7 are called BPTC FLOAT and BPTC, respectively, in OpenGL. These compression
techniques can be applied to cube or volume textures, as well as two-dimensional
textures.

1An alternate DXT1 mode reserves one of the four possible interpolation factors for transparent
pixels, restricting the number of interpolated values to three—the two reference values and their
average.
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Figure 6.21. ETC (Ericsson texture compression) encodes the color of a block of pixels and then
modifies the luminance per pixel to create the final texel color. (Images compressed by Jacob Ström.)

The main drawback of these compression schemes is that they are lossy. That is,
the original image usually cannot be retrieved from the compressed version. In the
case of BC1–BC5, only four or eight interpolated values are used to represent 16 pixels.
If a tile has a larger number of distinct values in it, there will be some loss. In practice,
these compression schemes generally give acceptable image fidelity if correctly used.

One of the problems with BC1–BC5 is that all the colors used for a block lie on
a straight line in RGB space. For example, the colors red, green, and blue cannot be
represented in a single block. BC6H and BC7 support more lines and so can provide
higher quality.

For OpenGL ES, another compression algorithm, called Ericsson texture compres-
sion (ETC) [1714] was chosen for inclusion in the API. This scheme has the same
features as S3TC, namely, fast decoding, random access, no indirect lookups, and
fixed rate. It encodes a block of 4× 4 texels into 64 bits, i.e., 4 bits per texel are used.
The basic idea is illustrated in Figure 6.21. Each 2 × 4 block (or 4 × 2, depending
on which gives best quality) stores a base color. Each block also selects a set of four
constants from a small static lookup table, and each texel in a block can select to add
one of the values in this table. This modifies the luminance per pixel. The image
quality is on par with DXTC.

In ETC2 [1715], included in OpenGL ES 3.0, unused bit combinations were used
to add more modes to the original ETC algorithm. An unused bit combination is
the compressed representation (e.g., 64 bits) that decompresses to the same image
as another compressed representation. For example, in BC1 it is useless to set both
reference colors to be identical, since this will indicate a constant color block, which
in turn can be obtained as long as one reference color contains that constant color. In
ETC, one color can also be delta encoded from a first color with a signed number, and
hence that computation can overflow or underflow. Such cases were used to signal other
compression modes. ETC2 added two new modes with four colors, derived differently,
per block, and a final mode that is a plane in RGB space intended to handle smooth
transitions. Ericsson alpha compression (EAC) [1868] compresses an image with one
component (e.g, alpha). This compression is like basic ETC compression but for only
one component, and the resulting image stores 4 bits per texel. It can optionally be
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Figure 6.22. Left: the unit normal on a sphere only needs to encode the x- and y-components. Right:
for BC4/3Dc, a box in the xy-plane encloses the normals, and 8 × 8 normals inside this box can be
used per 4 × 4 block of normals (for clarity, only 4 × 4 normals are shown here).

combined with ETC2, and in addition two EAC channels can be used to compress
normals (more on this topic below). All of ETC1, ETC2, and EAC are part of the
OpenGL 4.0 core profile, OpenGL ES 3.0, Vulkan, and Metal.

Compression of normal maps (discussed in Section 6.7.2) requires some care. Com-
pressed formats that were designed for RGB colors usually do not work well for normal
xyz data. Most approaches take advantage of the fact that the normal is known to be
unit length, and further assume that its z-component is positive (a reasonable assump-
tion for tangent-space normals). This allows for only storing the x- and y-components
of a normal. The z-component is derived on the fly as

nz =
√

1− n2
x − n2

y. (6.4)

This in itself results in a modest amount of compression, since only two components are
stored, instead of three. Since most GPUs do not natively support three-component
textures, this also avoids the possibility of wasting a component (or having to pack
another quantity in the fourth component). Further compression is usually achieved
by storing the x- and y-components in a BC5/3Dc-format texture. See Figure 6.22.
Since the reference values for each block demarcate the minimum and maximum x-
and y-component values, they can be seen as defining a bounding box on the xy-plane.
The three-bit interpolation factors allow for the selection of eight values on each axis,
so the bounding box is divided into an 8 × 8 grid of possible normals. Alternatively,
two channels of EAC (for x and y) can be used, followed by computation of z as
defined above.

On hardware that does not support the BC5/3Dc or the EAC format, a common
fallback [1227] is to use a DXT5-format texture and store the two components in the
green and alpha components (since those are stored with the highest precision). The
other two components are unused.
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PVRTC [465] is a texture compression format available on Imagination Technolo-
gies’ hardware called PowerVR, and its most widespread use is for iPhones and iPads.
It provides a scheme for both 2 and 4 bits per texel and compresses blocks of 4 × 4
texels. The key idea is to provide two low-frequency (smooth) signals of the image,
which are obtained using neighboring blocks of texel data and interpolation. Then 1
or 2 bits per texel are used in interpolate between the two signals over the image.

Adaptive scalable texture compression (ASTC) [1302] is different in that it com-
presses a block of n × m texels into 128 bits. The block size ranges from 4 × 4 up
to 12 × 12, which results in different bit rates, starting as low as 0.89 bits per texel
and going up to 8 bits per texel. ASTC uses a wide range of tricks for compact index
representation, and the numbers of lines and endpoint encoding can be chosen per
block. In addition, ASTC can handle anything from 1–4 channels per texture and
both LDR and HDR textures. ASTC is part of OpenGL ES 3.2 and beyond.

All the texture compression schemes presented above are lossy, and when com-
pressing a texture, one can spend different amounts of time on this process. Spending
seconds or even minutes on compression, one can obtain substantially higher quality;
therefore, this is often done as an offline preprocess and is stored for later use. Al-
ternatively, one can spend only a few milliseconds, with lower quality as a result,
but the texture can be compressed in near real-time and used immediately. An
example is a skybox (Section 13.3) that is regenerated every other second or so,
when the clouds may have moved slightly. Decompression is extremely fast since
it is done using fixed-function hardware. This difference is called data compression
asymmetry , where compression can and does take a considerably longer time than
decompression.

Kaplanyan [856] presents several methods that can improve the quality of the
compressed textures. For both textures containing colors and normal maps, it is rec-
ommended that the maps are authored with 16 bits per component. For color textures,
one then performs a histogram renormalization (on these 16 bits), the effect of which
is then inverted using a scale and bias constant (per texture) in the shader. Histogram
normalization is a technique that spreads out the values used in an image to span the
entire range, which effectively is a type of contrast enhancement. Using 16 bits per
component makes sure that there are no unused slots in the histogram after renor-
malization, which reduces banding artifacts that many texture compression schemes
may introduce. This is shown in Figure 6.23. In addition, Kaplanyan recommends
using a linear color space for the texture if 75% of the pixels are above 116/255, and
otherwise storing the texture in sRGB. For normal maps, he also notes that BC5/3Dc
often compresses x independently from y, which means that the best normal is not
always found. Instead, he proposes to use the following error metric for normals:

e = arccos

(
n · nc

||n|| ||nc||

)

, (6.5)

where n is the original normal and nc is the same normal compressed, and then
decompressed.
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Figure 6.23. The effect of using 16 bits per component versus 8 bits during texture compression. From
left to right: original texture, DXT1 compressed from 8 bits per component, and DXT1 compressed
from 16 bits per component with renormalization done in the shader. The texture has been rendered
with strong lighting in order to more clearly show the effect. (Images appear courtesy of Anton
Kaplanyan.)

It should be noted that it is also possible to compress textures in a different color
space, which can be used to speed up texture compression. A commonly used trans-
form is RGB→YCoCg [1112]:
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where Y is a luminance term and Co and Cg are chrominance terms. The inverse
transform is also inexpensive:

G = (Y + Cg), t = (Y − Cg), R = t+ Co, B = t− Co, (6.7)

which amounts to a handful of additions. These two transforms are linear, which can
be seen in that Equation 6.6 is a matrix-vector multiplication, which is linear (see
Equations 4.1 and 4.2) in itself. This is of importance since, instead of storing RGB
in a texture, it is possible to store YCoCg; the texturing hardware can still perform
filtering in the YCoCg space, and then the pixel shader can convert back to RGB as
needed. It should be noted that this transform is lossy in itself, which may or may
not matter.

There is another reversible RGB→YCoCg transform, which is summarized as






Co = R−B

t = B + (Co ≫ 1)

Cg = G− t

Y = t+ (Cg ≫ 1)

⇐⇒







t = Y − (Cg ≫ 1)

G = Cg + t

B = t− (Co ≫ 1)

R = B + Co

, (6.8)

where ≫ shifts right. This means that it is possible to transform back and forth
between, say, a 24-bit RGB color and the corresponding YCoCg representation without
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any loss. It should be noted that if each component in RGB has n bits then both Co

and Cg have n + 1 bits each to guarantee a reversible transform; Y needs only n
bits though. Van Waveren and Castaño [1852] use the lossy YCoCg transform to
implement fast compression to DXT5/BC3 on either the CPU or the GPU. They
store Y in the alpha channel (since it has the highest accuracy), while Co and Cg

are stored in the first two components of RGB. Compression becomes fast since Y is
stored and compressed separately. For the Co- and Cg-components, they find a two-
dimensional bounding box and select the box diagonal that produces the best results.
Note that for textures that are dynamically created on the CPU, it may be better
to compress the textures on the CPU as well. When textures are created through
rendering on the GPU, it is usually best to compress the textures on the GPU as well.
The YCoCg transform and other luminance-chrominance transforms are often used
for image compression, where the chrominance components are averaged over 2 × 2
pixels. This reduces storage by 50% and often works fine since chrominance tends to
vary slowly. Lee-Steere and Harmon [1015] take this a step further by converting to
hue-saturation-value (HSV), downsampling both hue and saturation by a factor of 4
in x and y, and storing value as a single channel DXT1 texture. Van Waveren and
Castaño also describe fast methods for compression of normal maps [1853].

A study by Griffin and Olano [601] shows that when several textures are applied to
a geometrical model with a complex shading model, the quality of textures can often
be low without any perceivable differences. So, depending on the use case, a reduction
in quality may be acceptable. Fauconneau [463] presents a SIMD implementation of
DirectX 11 texture compression formats.

6.3 Procedural Texturing
Given a texture-space location, performing an image lookup is one way of generating
texture values. Another is to evaluate a function, thus defining a procedural texture.

Although procedural textures are commonly used in offline rendering applications,
image textures are far more common in real-time rendering. This is due to the ex-
tremely high efficiency of the image texturing hardware in modern GPUs, which can
perform many billions of texture accesses in a second. However, GPU architectures
are evolving toward less expensive computation and (relatively) more costly mem-
ory access. These trends have made procedural textures find greater use in real-time
applications.

Volume textures are a particularly attractive application for procedural texturing,
given the high storage costs of volume image textures. Such textures can be synthe-
sized by a variety of techniques. One of the most common is using one or more noise
functions to generate values [407, 1370, 1371, 1372]. See Figure 6.24. A noise function
is often sampled at successive powers-of-two frequencies, called octaves. Each octave
is given a weight, usually falling as the frequency increases, and the sum of these
weighted samples is called a turbulence function.
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Figure 6.24. Two examples of real-time procedural texturing using a volume texture. The marble on
the left is a semitransparent volume texture rendered using ray marching. On the right, the object
is a synthetic image generated with a complex procedural wood shader [1054] and composited atop
a real-world environment. (Left image from the shadertoy “Playing marble,” courtesy of Stéphane
Guillitte. Right image courtesy of Nicolas Savva, Autodesk, Inc.)

Because of the cost of evaluating the noise function, the lattice points in the
three-dimensional array are often precomputed and used to interpolate texture values.
There are various methods that use color buffer blending to rapidly generate these ar-
rays [1192]. Perlin [1373] presents a rapid, practical method for sampling this noise
function and shows some uses. Olano [1319] provides noise generation algorithms that
permit trade-offs between storing textures and performing computations. McEwan
et al. [1168] develop methods for computing classic noise as well as simplex noise in
the shader without any lookups, and source code is available. Parberry [1353] uses
dynamic programming to amortize computations over several pixels to speed up noise
computations. Green [587] gives a higher-quality method, but one that is meant more
for near-interactive applications, as it uses 50 pixel shader instructions for a single
lookup. The original noise function presented by Perlin [1370, 1371, 1372] can be
improved upon. Cook and DeRose [290] present an alternate representation, called
wavelet noise, which avoids aliasing problems with only a small increase in evaluation
cost. Liu et al. [1054] use a variety of noise functions to simulate different wood tex-
tures and surface finishes. We also recommend the state-of-the-art report by Lagae et
al. [956] on this topic.

Other procedural methods are possible. For example, a cellular texture is formed by
measuring distances from each location to a set of “feature points” scattered through
space. Mapping the resulting closest distances in various ways, e.g., changing the
color or shading normal, creates patterns that look like cells, flagstones, lizard skin,
and other natural textures. Griffiths [602] discusses how to efficiently find the closest
neighbors and generate cellular textures on the GPU.
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Another type of procedural texture is the result of a physical simulation or some
other interactive process, such as water ripples or spreading cracks. In such cases,
procedural textures can produce effectively infinite variability in reaction to dynamic
conditions.

When generating a procedural two-dimensional texture, parameterization issues
can pose even more difficulties than for authored textures, where stretching or seam
artifacts can be manually touched up or worked around. One solution is to avoid
parameterization completely by synthesizing textures directly onto the surface. Per-
forming this operation on complex surfaces is technically challenging and is an active
area of research. See Wei et al. [1861] for an overview of this field.

Antialiasing procedural textures is both harder and easier than antialiasing im-
age textures. On one hand, precomputation methods such as mipmapping are not
available, putting the burden on the programmer. On the other, the procedural tex-
ture author has “inside information” about the texture content and so can tailor it to
avoid aliasing. This is particularly true for procedural textures created by summing
multiple noise functions. The frequency of each noise function is known, so any fre-
quencies that would cause aliasing can be discarded, actually making the computation
less costly. There are a variety of techniques for antialiasing other types of procedural
textures [407, 605, 1392, 1512]. Dorn et al. [371] discuss previous work and present
some processes for reformulating texture functions to avoid high frequencies, i.e., to
be band-limited.

6.4 Texture Animation
The image applied to a surface does not have to be static. For example, a video source
can be used as a texture that changes from frame to frame.

The texture coordinates need not be static, either. The application designer can
explicitly change the texture coordinates from frame to frame, either in the mesh’s
data itself or via functions applied in the vertex or pixel shader. Imagine that a
waterfall has been modeled and that it has been textured with an image that looks
like falling water. Say the v-coordinate is the direction of flow. To make the water
move, one must subtract an amount from the v-coordinates on each successive frame.
Subtraction from the texture coordinates has the effect of making the texture itself
appear to move forward.

More elaborate effects can be created by applying a matrix to the texture coordi-
nates. In addition to translation, this allows for linear transformations such as zoom,
rotation, and shearing [1192, 1904], image warping and morphing transforms [1729],
and generalized projections [638]. Many more elaborate effects can be created by
applying functions on the CPU or in shaders.

By using texture blending techniques, one can realize other animated effects. For
example, by starting with a marble texture and fading in a flesh texture, one can make
a statue come to life [1215].
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Figure 6.25. Metallic bricks and mortar. On the right are the textures for surface color, rough-
ness (lighter is rougher), and bump map height (lighter is higher). (Image from three.js example
webgl tonemapping [218].)

6.5 Material Mapping
A common use of a texture is to modify a material property affecting the shading
equation. Real-world objects usually have material properties that vary over their
surface. To simulate such objects, the pixel shader can read values from textures and
use them to modify the material parameters before evaluating the shading equation.
The parameter that is most often modified by a texture is the surface color. This
texture is known as an albedo color map or diffuse color map. However, any parameter
can be modified by a texture: replacing it, multiplying it, or changing it in some other
way. For example, in Figure 6.25 three different textures are applied to a surface,
replacing the constant values.

The use of textures in materials can be taken further. Instead of modifying a
parameter in an equation, a texture can be used to control the flow and function
of the pixel shader itself. Two or more materials with different shading equations
and parameters could be applied to a surface by having one texture specify which
areas of the surface have which material, causing different code to be executed for
each. As an example, a metallic surface with some rusty regions can use a tex-
ture to indicate where the rust is located, conditionally executing the rusty part of
the shader based on that texture lookup and otherwise executing the shiny metal
shader (Section 9.5.2).

Shading model inputs such as surface color have a linear relationship to the fi-
nal color output from the shader. Thus, textures containing such inputs can be fil-
tered with standard techniques, and aliasing is avoided. Textures containing nonlin-
ear shading inputs, such as roughness or bump mapping (Section 6.7), require a bit
more care to avoid aliasing. Filtering techniques that take account of the shading
equation can improve results for such textures. These techniques are discussed in
Section 9.13.
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Figure 6.26. One way to implement decals. The framebuffer is first rendered with a scene, and then
a box is rendered and for all points that are inside the box, the decal texture is projected to the
framebuffer contents. The leftmost texel is fully transparent so it does not affect the framebuffer.
The yellow texel is not visible since it would be projected onto a hidden part of the surface.

6.6 Alpha Mapping
The alpha value can be employed for many effects using alpha blending or alpha
testing, such as efficiently rendering foliage, explosions, and distant objects, to name
but a few. This section discusses the use of textures with alphas, noting various
limitations and solutions along the way.

One texture-related effect is decaling. As an example, say you wish to put a picture
of a flower on a teapot. You do not want the whole picture, but just the parts where
the flower is present. By assigning an alpha of 0 to a texel, you make it transparent,
so that it has no effect. So, by properly setting the decal texture’s alpha, you can
replace or blend the underlying surface with the decal. Typically, a clamp corresponder
function is used with a transparent border to apply a single copy of the decal (versus a
repeating texture) to the surface. An example of how decaling can be implemented is
visualized in Figure 6.26. See Section 20.2 for more information about decals.

A similar application of alpha is in making cutouts. Say you make a decal image
of a bush and apply it to a rectangle in the scene. The principle is the same as for
decals, except that instead of being flush with an underlying surface, the bush will be
drawn on top of whatever geometry is behind it. In this way, using a single rectangle
you can render an object with a complex silhouette.

In the case of the bush, if you rotate the viewer around it, the illusion fails, since
the bush has no thickness. One answer is to copy this bush rectangle and rotate it 90
degrees along the trunk. The two rectangles form an inexpensive three-dimensional
bush, sometimes called a “cross tree” [1204], and the illusion is fairly effective when
viewed from ground level. See Figure 6.27. Pelzer [1367] discusses a similar configura-
tion using three cutouts to represent grass. In Section 13.6, we discuss a method called
billboarding, which is used to reduce such rendering to a single rectangle. If the viewer
moves above ground level, the illusion breaks down as the bush is seen from above to be
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Figure 6.27. On the left, the bush texture map and the 1-bit alpha channel map below it. On the
right, the bush rendered on a single rectangle; by adding a second copy of the rectangle rotated 90
degrees, we form an inexpensive three-dimensional bush.

two cutouts. See Figure 6.28. To combat this, more cutouts can be added in different
ways—slices, branches, layers—to provide a more convincing model. Section 13.6.5
discusses one approach for generating such models; Figure 19.31 on page 857 shows
another. See the images on pages 2 and 1049 for examples of final results.

Combining alpha maps and texture animation can produce convincing special ef-
fects, such as flickering torches, plant growth, explosions, and atmospheric effects.

There are several options for rendering objects with alpha maps. Alpha blending
(Section 5.5) allows for fractional transparency values, which enables antialiasing the
object edges, as well as partially transparent objects. However, alpha blending requires
rendering the blended triangles after the opaque ones, and in back-to-front order. A
simple cross-tree is an example of two cutout textures where no rendering order is
correct, since each quadrilateral is in front of a part of the other. Even when it is
theoretically possible to sort and get the correct order, it is usually inefficient to do
so. For example, a field may have tens of thousands of blades of grass represented by

Figure 6.28. Looking at the “cross-tree” bush from a bit off ground level, then further up, where the
illusion breaks down.
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cutouts. Each mesh object may be made of many individual blades. Explicitly sorting
each blade is wildly impractical.

This problem can be ameliorated in several different ways when rendering. One is
to use alpha testing, which is the process of conditionally discarding fragments with
alpha values below a given threshold in the pixel shader. This is done as

if (texture.a < alphaThreshold) discard; (6.9)

where texture.a is the alpha value from the texture lookup, and the parameter
alphaThreshold is a user-supplied threshold value that determines which fragments
will get discarded. This binary visibility test enables triangles to be rendered in any
order because transparent fragments are discarded. We normally want to do this for
any fragment with an alpha of 0.0. Discarding fully transparent fragments has the
additional benefit of saving further shader processing and costs for merging, as well
as avoiding incorrectly marking pixels in the z-buffer as visible [394]. For cutouts we
often set the threshold value higher than 0.0, say, 0.5 or higher, and take the further
step of then ignoring the alpha value altogether, not using it for blending. Doing so
avoids out-of-order artifacts. However, the quality is low because only two levels of
transparency (fully opaque and fully transparent) are available. Another solution is
to perform two passes for each model—one for solid cutouts, which are written to the
z-buffer, and the other for semitransparent samples, which are not.

There are two other problems with alpha testing, namely too much magnifica-
tion [1374] and too much minification [234, 557]. When alpha testing is used with
mipmapping, the effect can be unconvincing if not handled differently. An example
is shown in the top of Figure 6.29, where the leaves of the trees have become more
transparent than intended. This can be explained with an example. Assume we have
a one-dimensional texture with four alpha values, namely, (0.0, 1.0, 1.0, 0.0). With
averaging, the next mipmap level becomes (0.5, 0.5), and then the top level is (0.5).
Now, assume we use αt = 0.75. When accessing mipmap level 0, one can show that
1.5 texels out of 4 will survive the discard test. However, when accessing the next
two levels, everything will be discarded since 0.5 < 0.75. See Figure 6.30 for another
example.

Castaño [234] presents a simple solution done during mipmap creation that works
well. For mipmap level k, the coverage ck is defined as

ck =
1

nk

∑

i

(α(k, i) > αt) , (6.10)

where nk is the number of texels in mipmap level k, α(k, i) is the alpha value from
mipmap level k at pixel i, and αt is the user-supplied alpha threshold in Equation 6.9.
Here, we assume that the result of α(k, i) > αt is 1 if it is true, and 0 otherwise.
Note that k = 0 indicates the lowest mipmap level, i.e., the original image. For each
mipmap level, we then find a new mipmap threshold value αk, instead of using αt,
such that ck is equal to c0 (or as close as possible). This can be done using a binary
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Figure 6.29. Top: alpha testing with mipmapping without any correction. Bottom: alpha testing
with alpha values rescaled according to coverage. (Images from “The Witness,” courtesy of Ignacio
Castaño.)

search. Finally, the alpha values of all texels in mipmap level k are scaled by αt/αk.
This method was used in the bottom part of Figure 6.29, and there is support for
this in NVIDIA’s texture tools. Golus [557] gives a variant where the mipmap is
not modified, but instead the alpha is scaled up in the shader as the mipmap level
increases.
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Figure 6.30. On the top are the different mipmap levels for a leaf pattern with blending, with the
higher levels zoomed for visibility. On the bottom the mipmap is displayed as it would be treated
with an alpha test of 0.5, showing how the object has fewer pixels as it recedes. (Images courtesy of
Ben Golus [557].)

Wyman and McGuire [1933] present a different solution, where the line of code in
Equation 6.9 is, in theory, replaced with

if (texture.a < random()) discard; (6.11)

The random function returns a uniform value in [0, 1], which means that on average
this will result in the correct result. For example, if the alpha value of the texture
lookup is 0.3, the fragment will be discarded with a 30% chance. This is a form of
stochastic transparency with a single sample per pixel [423]. In practice, the random
function is replaced with a hash function to avoid temporal and spatial high-frequency
noise:

float hash2D(x,y) { return fract(1.0e4*sin(17.0*x+0.1*y) *

(0.1+abs(sin(13.0*y+x)))); } (6.12)

A three-dimensional hash is formed by nested calls to the above function, i.e., float
hash3D(x,y,z) { return hash2D(hash2D(x,y),z); }, which returns a number in
[0, 1). The input to the hash is object-space coordinates divided by the maximum
screen-space derivatives (x and y) of the object-space coordinates, followed by clamp-
ing. Further care is needed to obtain stability for movements in the z-direction, and
the method is best combined with temporal antialiasing techniques. This technique is
faded in with distance, so that close up we do not get any stochastic effect at all. The
advantage of this method is that every fragment is correct on average, while Castaño’s
method [234] creates a single αk for each mipmap level. However, this value likely
varies over each mipmap level, which may reduce quality and require artist interven-
tion.

Alpha testing displays ripple artifacts under magnification, which can be avoided
by precomputing the alpha map as a distance field [580] (see also the discussion on
page 677).
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Figure 6.31. Different rendering techniques of leaf textures with partial alpha coverage for the edges.
From left to right: alpha test, alpha blend, alpha to coverage, and alpha to coverage with sharpened
edges. (Images courtesy of Ben Golus [557].)

Alpha to coverage, and the similar feature transparency adaptive antialiasing, take
the transparency value of the fragment and convert this into how many samples inside
a pixel are covered [1250]. This idea is like screen-door transparency, described in
Section 5.5, but at a subpixel level. Imagine that each pixel has four sample locations,
and that a fragment covers a pixel, but is 25% transparent (75% opaque), due to
the cutout texture. The alpha to coverage mode makes the fragment become fully
opaque but has it cover only three of the four samples. This mode is useful for cutout
textures for overlapping grassy fronds, for example [887, 1876]. Since each sample
drawn is fully opaque, the closest frond will hide objects behind it in a consistent way
along its edges. No sorting is needed to correctly blend semitransparent edge pixels,
since alpha blending is turned off.

Alpha to coverage is good for antialiasing alpha testing, but can show artifacts
when alpha blending. For example, two alpha-blended fragments with the same alpha
coverage percentage will use the same subpixel pattern, meaning that one fragment
will entirely cover the other instead of blending with it. Golus [557] discusses using
the fwidth() shader instruction to give content a crisper edge. See Figure 6.31.

For any use of alpha mapping, it is important to understand how bilinear in-
terpolation affects the color values. Imagine two texels neighboring each other:
rgbα = (255, 0, 0, 255) is a solid red, and its neighbor, rgbα = (0, 0, 0, 2), is black
and almost entirely transparent. What is the rgbα for a location exactly midway be-
tween the two texels? Simple interpolation gives (127, 0, 0, 128), with the resulting rgb
value alone a “dimmer” red. However, this result is not actually dimmer, it is a full red
that has been premultiplied by its alpha. If you interpolate alpha values, for correct
interpolation you need to ensure that the colors being interpolated are already premul-
tiplied by alpha before interpolation. As an example, imagine the almost-transparent
neighbor is instead set to rgbα = (0, 255, 0, 2), giving a minuscule tinge of green. This
color is not premultiplied by alpha and would give the result (127, 127, 0, 128) when
interpolated—the tiny tinge of green suddenly shifts the result to be a (premultiplied)
yellow sample. The premultiplied version of this neighbor texel is (0, 2, 0, 2), which
gives the proper premultiplied result of (127, 1, 0, 128). This result makes more sense,
with the resulting premultiplied color being mostly red with an imperceptible tinge of
green.
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Ignoring that the result of bilinear interpolation gives a premultiplied result can
lead to black edges around decals and cutout objects. The “dimmer” red result gets
treated as an unmultiplied color by the rest of the pipeline and the fringes go to black.
This effect can also be visible even if using alpha testing. The best strategy is to
premultiply before bilinear interpolation is done [490, 648, 1166, 1813]. The WebGL
API supports this, since compositing is important for webpages. However, bilinear
interpolation is normally performed by the GPU, and operations on texel values cannot
be done by the shader before this operation is performed. Images are not premultiplied
in file formats such as PNG, as doing so would lose color precision. These two factors
combine to cause black fringing by default when using alpha mapping. One common
workaround is to preprocess cutout images, painting the transparent, “black” texels
with a color derived from nearby opaque texels [490, 685]. All transparent areas often
need to be repainted in this way, by hand or automatically, so that the mipmap levels
also avoid fringing problems [295]. It is also worth noting that premultiplied values
should be used when forming mipmaps with alpha values [1933].

6.7 Bump Mapping
This section describes a large family of small-scale detail representation techniques
that we collectively call bump mapping. All these methods are typically implemented
by modifying the per-pixel shading routine. They give a more three-dimensional ap-
pearance than texture mapping alone, but without adding any additional geometry.

Detail on an object can be classified into three scales: macro-features that cover
many pixels, meso-features that are a few pixels across, and micro-features that are
substantially smaller than a pixel. These categories are somewhat fluid, since the
viewer may observe the same object at many distances during an animation or inter-
active session.

Macrogeometry is represented by vertices and triangles, or other geometric primi-
tives. When creating a three-dimensional character, the limbs and head are typically
modeled at a macroscale. Microgeometry is encapsulated in the shading model, which
is commonly implemented in a pixel shader and uses texture maps as parameters.
The shading model used simulates the interaction of a surface’s microscopic geometry,
e.g., shiny objects are microscopically smooth, and diffuse surfaces are microscopically
rough. The skin and clothes of a character appear to have different materials because
they use different shaders, or at least different parameters in those shaders.

Meso-geometry describes everything between these two scales. It contains detail
that is too complex to efficiently render using individual triangles, but that is large
enough for the viewer to distinguish individual changes in surface curvature over a few
pixels. The wrinkles on a character’s face, musculature details, and folds and seams
in their clothing, are all mesoscale. A family of methods collectively known as bump
mapping techniques are commonly used for mesoscale modeling. These adjust the
shading parameters at the pixel level in such a way that the viewer perceives small
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perturbations away from the base geometry, which actually remains flat. The main
distinctions between the different kinds of bump mapping are how they represent the
detail features. Variables include the level of realism and complexity of the detail
features. For example, it is common for a digital artist to carve details into a model,
then use software to convert these geometric elements into one or more textures, such
as a bump texture and perhaps a crevice-darkening texture.

Blinn introduced the idea of encoding mesoscale detail in a texture in 1978 [160].
He observed that a surface appears to have small-scale detail if, during shading, we
substitute a slightly perturbed surface normal for the true one. He stored the data
describing the perturbation to the surface normal in the array.

The key idea is that, instead of using a texture to change a color component in
the illumination equation, we access a texture to modify the surface normal. The
geometric normal of the surface remains the same; we merely modify the normal used
in the lighting equation. This operation has no physical equivalent; we perform changes
on the surface normal, but the surface itself remains smooth in the geometric sense.
Just as having a normal per vertex gives the illusion that the surface is smooth between
triangles, modifying the normal per pixel changes the perception of the triangle surface
itself, without modifying its geometry.

For bump mapping, the normal must change direction with respect to some frame
of reference. To do so, a tangent frame, also called a tangent-space basis, is stored
at each vertex. This frame of reference is used to transform the lights to a surface
location’s space (or vice versa) to compute the effect of perturbing the normal. With a
polygonal surface that has a normal map applied to it, in addition to a vertex normal,
we also store what are called the tangent and bitangent vectors. The bitangent vector
is also incorrectly referred to as the binormal vector [1025].

The tangent and bitangent vectors represent the axes of the normal map itself in
the object’s space, since the goal is to transform the light to be relative to the map.
See Figure 6.32.

These three vectors, normal n, tangent t, and bitangent b, form a basis matrix:







tx ty tz 0
bx by bz 0
nx ny nz 0
0 0 0 1







. (6.13)

This matrix, sometimes abbreviated as TBN, transforms a light’s direction (for
the given vertex) from world space to tangent space. These vectors do not have to be
truly perpendicular to each other, since the normal map itself may be distorted to fit
the surface. However, a non-orthogonal basis introduces skewing to the texture, which
can mean more storage is needed and also can have performance implications, i.e., the
matrix cannot then be inverted by a simple transpose [494]. One method of saving
memory is to store just the tangent and bitangent at the vertex and take their cross
product to compute the normal. However, this technique works only if the handedness
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Figure 6.32. A spherical triangle is shown, with its tangent frame shown at each corner. Shapes
like a sphere and torus have a natural tangent-space basis, as the latitude and longitude lines on the
torus show.

of the matrix is always the same [1226]. Frequently a model is symmetric: an airplane,
a human, a file cabinet, and many other objects. Because textures consume a large
amount of memory, they are often mirrored onto symmetric models. Thus, only one
side of an object’s texture is stored, but the texture mapping places it onto both sides
of the model. In this case, the handedness of the tangent space will be different on the
two sides, and cannot be assumed. It is still possible to avoid storing the normal in this
case if an extra bit of information is stored at each vertex to indicate the handedness.
If set, this bit is used to negate the cross product of the tangent and bitangent to
produce the correct normal. If the tangent frame is orthogonal, it is also possible to
store the basis as a quaternion (Section 4.3), which both is more space efficient and
can save some calculations per pixel [494, 1114, 1154, 1381, 1639]. A minor loss in
quality is possible, though in practice is rarely seen.

The idea of tangent space is important for other algorithms. As discussed in the
next chapter, many shading equations rely on only the surface’s normal direction.
However, materials such as brushed aluminum or velvet also need to know the relative
direction of the viewer and lighting compared to the surface. The tangent frame is use-
ful to define the orientation of the material on the surface. Articles by Lengyel [1025]
and Mittring [1226] provide extensive coverage of this area. Schüler [1584] presents
a method of computing the tangent-space basis on the fly in the pixel shader, with
no need to store a precomputed tangent frame per vertex. Mikkelsen [1209] improves
upon this technique, and derives a method that does not need any parameterization
but instead uses the derivatives of the surface position and derivatives of a height field
to compute the perturbed normal. However, such techniques can lead to considerably
less displayed detail than using standard tangent-space mapping, as well as possibly
creating art workflow issues [1639].
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Figure 6.33. On the left, a normal vector n is modified in the u- and v-directions by the (bu, bv)
values taken from the bump texture, giving n′ (which is unnormalized). On the right, a heightfield
and its effect on shading normals is shown. These normals could instead be interpolated between
heights for a smoother look.

6.7.1 Blinn’s Methods

Blinn’s original bump mapping method stores two signed values, bu and bv, at each
texel in a texture. These two values correspond to the amount to vary the normal
along the u and v image axes. That is, these texture values, which typically are
bilinearly interpolated, are used to scale two vectors that are perpendicular to the
normal. These two vectors are added to the normal to change its direction. The two
values bu and bv describe which way the surface faces at the point. See Figure 6.33.
This type of bump map texture is called an offset vector bump map or offset map.

Another way to represent bumps is to use a heightfield to modify the surface
normal’s direction. Each monochrome texture value represents a height, so in the
texture, white is a high area and black a low one (or vice versa). See Figure 6.34
for an example. This is a common format used when first creating or scanning a
bump map, and it was also introduced by Blinn in 1978. The heightfield is used to
derive u and v signed values similar to those used in the first method. This is done
by taking the differences between neighboring columns to get the slopes for u, and
between neighboring rows for v [1567]. A variant is to use a Sobel filter, which gives
a greater weight to the directly adjacent neighbors [535].

6.7.2 Normal Mapping

A common method for bump mapping is to directly store a normal map. The algo-
rithms and results are mathematically identical to Blinn’s methods; only the storage
format and pixel shader computations change.
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Figure 6.34. A wavy heightfield bump image and its use on a sphere.

The normal map encodes (x, y, z) mapped to [−1, 1], e.g., for an 8-bit texture
the x-axis value 0 represents −1.0 and 255 represents 1.0. An example is shown in
Figure 6.35. The color [128, 128, 255], a light blue, would represent a flat surface for
the color mapping shown, i.e., a normal of [0, 0, 1].

The normal map representation was originally introduced as a world-space normal
map [274, 891], which is rarely used in practice. For that type of mapping, the
perturbation is straightforward: At each pixel, retrieve the normal from the map and

Figure 6.35. Bump mapping with a normal map. Each color channel is actually a surface normal
coordinate. The red channel is the x deviation; the more red, the more the normal points to the
right. Green is the y deviation, and blue is z. At the right is an image produced using the normal
map. Note the flattened look on the top of the cube. (Images courtesy of Manuel M. Oliveira and
Fabio Policarpo.)
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Figure 6.36. An example of normal map bump mapping used in a game-like scene. Top left: the two
normals maps to the right are not applied. Bottom left: normal maps applied. Right: the normal
maps. (3D model and normal maps courtesy of Dulce Isis Segarra López.)

use it directly, along with a light’s direction, to compute the shade at that location
on the surface. Normal maps can also be defined in object space, so that the model
could be rotated and the normals would then still be valid. However, both world-
and object-space representations bind the texture to specific geometry in a particular
orientation, which limits texture reuse.

Instead, the perturbed normal is usually retrieved in tangent space, i.e., relative to
the surface itself. This allows for deformation of the surface, as well as maximal reuse
of the normal texture. Tangent-space normal maps also can compress nicely, since the
sign of the z-component (the one aligned with the unperturbed surface normal) can
usually be assumed to be positive.

Normal mapping can be used to good effect to increase realism—see Figure 6.36.
Filtering normal maps is a difficult problem, compared to filtering color textures.

In general, the relationship between the normal and the shaded color is not linear,
so standard filtering methods may result in objectionable aliasing. Imagine looking
at stairs made of blocks of shiny white marble. At some angles, the tops or sides of
the stairs catch the light and reflect a bright specular highlight. However, the average
normal for the stairs is at, say, a 45 degree angle; it will capture highlights from
entirely different directions than the original stairs. When bump maps with sharp
specular highlights are rendered without correct filtering, a distracting sparkle effect
can occur as highlights wink in and out by the luck of where samples fall.
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Lambertian surfaces are a special case where the normal map has an almost linear
effect on shading. Lambertian shading is almost entirely a dot product, which is a
linear operation. Averaging a group of normals and performing a dot product with
the result is equivalent to averaging individual dot products with the normals:

l ·
(∑n

j=1 nj

n

)

=

∑n
j=1(l · nj)

n
. (6.14)

Note that the average vector is not normalized before use. Equation 6.14 shows
that standard filtering and mipmaps almost produce the right result for Lambertian
surfaces. The result is not quite correct because the Lambertian shading equation is
not a dot product; it is a clamped dot product—max(l ·n, 0). The clamping operation
makes it nonlinear. This will overly darken the surface for glancing light directions,
but in practice this is usually not objectionable [891]. One caveat is that some texture
compression methods typically used for normal maps (such as reconstructing the z-
component from the other two) do not support non-unit-length normals, so using
non-normalized normal maps may pose compression difficulties.

In the case of non-Lambertian surfaces, it is possible to produce better results by
filtering the inputs to the shading equation as a group, rather than filtering the normal
map in isolation. Techniques for doing so are discussed in Section 9.13.

Finally, it may be useful to derive a normal map from a height map, h(x, y).
This is done as follows [405]. First, approximations to derivatives in the x- and the
y-directions are computed using centered differences as

hx(x, y) =
h(x+1, y)−h(x−1, y)

2
, hy(x, y) =

h(x, y+1)−h(x, y−1)

2
. (6.15)

The unnormalized normal at texel (x, y) is then

n(x, y) = (−hx(x, y),−hx(x, y), 1) . (6.16)

Care has to be taken at the boundaries of the texture.
Horizon mapping [1027] can be used to further enhance normal maps by having the

bumps be able to cast shadows onto their own surfaces. This is done by precomputing
additional textures, with each texture associated with a direction along the surface’s
plane, and storing the angle of the horizon in that direction, for each texel. See
Section 11.4 for more information.

6.8 Parallax Mapping
A problem with bump and normal mapping is that the bumps never shift location
with the view angle, nor ever block each other. If you look along a real brick wall,
for example, at some angle you will not see the mortar between the bricks. A bump



6.8. Parallax Mapping 215

view

vector

ppideal

heightfield

polygon

offset

ppadj

hv
z

Figure 6.37. On the left is the goal: The actual position on the surface is found from where the
view vector pierces the heightfield. Parallax mapping does a first-order approximation by taking the
height at the location on the rectangle and using it to find a new location padj. (After Welsh [1866].)

map of the wall will never show this type of occlusion, as it merely varies the normal.
It would be better to have the bumps actually affect which location on the surface is
rendered at each pixel.

The idea of parallax mapping was introduced in 2001 by Kaneko [851] and refined
and popularized by Welsh [1866]. Parallax refers to the idea that the positions of
objects move relative to one another as the observer moves. As the viewer moves, the
bumps should appear to have heights. The key idea of parallax mapping is to take an
educated guess of what should be seen in a pixel by examining the height of what was
found to be visible.

For parallax mapping, the bumps are stored in a heightfield texture. When viewing
the surface at a given pixel, the heightfield value is retrieved at that location and used
to shift the texture coordinates to retrieve a different part of the surface. The amount
to shift is based on the height retrieved and the angle of the eye to the surface. See
Figure 6.37. The heightfield values are either stored in a separate texture, or packed
in an unused color or alpha channel of some other texture (care must be taken when
packing unrelated textures together, since this can negatively impact compression
quality). The heightfield values are scaled and biased before being used to shift the
coordinates. The scale determines how high the heightfield is meant to extend above
or below the surface, and the bias gives the “sea-level” height at which no shift takes
place. Given a texture-coordinate location p, an adjusted heightfield height h, and a
normalized view vector v with a height value vz and horizontal component vxy, the
new parallax-adjusted texture coordinate padj is

padj = p+
h · vxy

vz
. (6.17)

Note that unlike most shading equations, here the space in which the computation is
performed matters—the view vector needs to be in tangent space.

Though a simple approximation, this shifting works fairly well in practice if the
bump heights change relatively slowly [1171]. Nearby neighboring texels then have
about the same heights, so the idea of using the original location’s height as an estimate
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Figure 6.38. In parallax offset limiting, the offset moves at most the amount of the height away from
the original location, shown as a dashed circular arc. The gray offset shows the original result, the
black the limited result. On the right is a wall rendered with the technique. (Image courtesy of Terry
Welsh.)

of the new location’s height is reasonable. However, this method falls apart at shallow
viewing angles. When the view vector is near the surface’s horizon, a small height
change results in a large texture coordinate shift. The approximation fails, as the new
location retrieved has little or no height correlation to the original surface location.

To ameliorate this problem, Welsh [1866] introduced the idea of offset limiting. The
idea is to limit the amount of shifting to never be larger than the retrieved height.
The equation is then

p′
adj = p+ h · vxy. (6.18)

Note that this equation is faster to compute than the original. Geometrically, the
interpretation is that the height defines a radius beyond which the position cannot
shift. This is shown in Figure 6.38.

At steep (face-on) angles, this equation is almost the same as the original, since
vz is nearly 1. At shallow angles, the offset becomes limited in its effect. Visually,
this makes the bumpiness lessen at shallow angles, but this is much better than ran-
dom sampling of the texture. Problems also remain with texture swimming as the
view changes, or for stereo rendering, where the viewer simultaneously perceives two
viewpoints that must give consistent depth cues [1171]. Even with these drawbacks,
parallax mapping with offset limiting costs just a few additional pixel shader program
instructions and gives a considerable image quality improvement over basic normal
mapping. Shishkovtsov [1631] improves shadows for parallax occlusion by moving the
estimated position in the direction of the bump map normal.

6.8.1 Parallax Occlusion Mapping

Bump mapping does not modify texture coordinates based on the heightfield; it varies
only the shading normal at a location. Parallax mapping provides a simple approxi-
mation of the effect of the heightfield, working on the assumption that the height at
a pixel is about the same as the heights of its neighbors. This assumption can quickly
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Figure 6.39. The green eye ray is projected onto the surface plane, which is sampled at regular
intervals (the violet dots) and the heights are retrieved. The algorithm finds the first intersection of
the eye ray with the black line segments approximating the curved height field.

break down. Bumps can also never occlude one another, nor cast shadows. What
we want is what is visible at the pixel, i.e., where the view vector first intersects the
heightfield.

To solve this in a better way, several researchers have proposed to use ray marching
along the view vector until an (approximate) intersection point is found. This work
can be done in the pixel shader where height data can be accessed as textures. We
lump the research on these methods into a subset of parallax mapping techniques,
which exploit ray marching in one way or another [192, 1171, 1361, 1424, 1742, 1743].

These types of algorithms are called parallax occlusion mapping (POM) or relief
mapping methods, among other names. The key idea is to first test a fixed number
of heightfield texture samples along the projected vector. More samples are usually
generated for view rays at grazing angles, so that the closest intersection point is
not missed [1742, 1743]. Each three-dimensional location along the ray is retrieved,
transformed into texture space, and processed to determine if it is above or below the
heightfield. Once a sample below the heightfield is found, the amount it is below, and
the amount the previous sample is above, are used to find an intersection location.
See Figure 6.39. The location is then used to shade the surface, using the attached
normal map, color map, and any other textures. Multiple layered heightfields can be
used to produce overhangs, independent overlapping surfaces, and two-sided relief-
mapped impostors; see Section 13.7. The heightfield tracing approach can also be
used to have the bumpy surface cast shadows onto itself, both hard [1171, 1424] and
soft [1742, 1743]. See Figure 6.40 for a comparison.

There is a wealth of literature on this topic. While all these methods march along
a ray, there are several differences. One can use a simple texture to retrieve heights,
but it is also possible to use a more advanced data structure and more advanced root-
finding methods. Some techniques may involve the shader discarding pixels or writing
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Figure 6.40. Parallax mapping without ray marching (left) compared to with ray marching (right).
On the top of the cube there is flattening when ray marching is not used. With ray marching, self-
shadowing effects are also generated. (Images courtesy of Manuel M. Oliveira and Fabio Policarpo.)

to the depth buffer, which can hurt performance. Below we summarize a large set of
methods, but remember that as GPUs evolve, so does the best method. This “best”
method depends on content and the number of steps done during ray marching.

The problem of determining the actual intersection point between the two regular
samples is a root-finding problem. In practice the heightfield is treated more as a
depthfield, with the rectangle’s plane defining the upper limit of the surface. In this
way, the initial point on the plane is above the heightfield. After finding the last point
above, and first point below, the heightfield’s surface, Tatarchuk [1742, 1743] uses a
single step of the secant method to find an approximate solution. Policarpo et al. [1424]
use a binary search between the two points found to hone in on a closer intersection.
Risser et al. [1497] speed convergence by iterating using a secant method. The trade-
off is that regular sampling can be done in parallel, while iterative methods need
fewer overall texture accesses but must wait for results and perform slower dependent
texture fetches. Brute-force methods seem to perform well overall [1911].

It is critical to sample the heightfield frequently enough. McGuire and
McGuire [1171] propose biasing the mipmap lookup and using anisotropic mipmaps
to ensure correct sampling for high-frequency heightfields, such as those representing
spikes or hair. One can also store the heightfield texture at higher resolution than
the normal map. Finally, some rendering systems do not even store a normal map,
preferring to derive the normal on the fly from the heightfield using a cross filter [40].
Equation 16.1 on page 696 shows the method.

Another approach to increasing both performance and sampling accuracy is to
not initially sample the heightfield at a regular interval, but instead to try to skip
intervening empty space. Donnelly [367] preprocesses the height field into a set of
voxels, storing in each voxel how far away it is from the heightfield surface. In this
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Figure 6.41. Normal mapping and relief mapping. No self-occlusion occurs with normal mapping.
Relief mapping has problems with silhouettes for repeating textures, as the rectangle is more of a
view into the heightfield than a true boundary definition. (Images courtesy of NVIDIA Corporation.)

way, intervening space can be rapidly skipped, at the cost of higher storage for each
heightfield. Wang et al. [1844] use a five-dimensional displacement mapping scheme
to hold distances to the surface from all directions and locations. This allows complex
curved surfaces, self-shadowing, and other effects, at the expense of considerably larger
amounts of memory. Mehra and Kumar [1195] use directional distance maps for similar
purposes. Dummer [393] introduces, and Policarpo and Oliveira [1426] improve upon,
the idea of cone step mapping. The concept here is to also store for each heightfield
location a cone radius. This radius defines an interval on the ray in which there
is at most one intersection with the heightfield. This property allows rapid skipping
along the ray without missing any possible intersections, though at the cost of needing
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dependent texture reads. Another drawback is the precomputation needed to create
the cone step map, making the method unusable for dynamically changing heightfields.
Schroders and Gulik [1581] present quadtree relief mapping, a hierarchical method
to skip over volumes during traversal. Tevs et al. [1760] use “maximum mipmaps”
to allow skipping while minimizing precomputation costs. Drobot [377] also uses
a quadtree-like structure stored in mipmaps to speed up traversal, and presents a
method to blend between different heightfields, where one terrain type transitions to
another.

One problem with all the methods above is that the illusion breaks down along the
silhouette edges of objects, which will show the original surface’s smooth outlines. See
Figure 6.41. The key idea is that the triangles rendered define which pixels should be
evaluated by the pixel shader program, not where the surface actually is located. In
addition, for curved surfaces, the problem of silhouettes becomes more involved. One
approach is described and developed by Oliveira and Policarpo [1325, 1850], which uses
a quadratic silhouette approximation technique. Jeschke et al. [824] and Dachsbacher
et al. [323] both give a more general and robust method (and review previous work) for
dealing with silhouettes and curved surfaces correctly. First explored by Hirche [750],
the general idea is to extrude each triangle in the mesh outward and form a prism.
Rendering this prism forces evaluation of all pixels in which the heightfield could
possibly appear. This type of approach is called shell mapping, as the expanded mesh
forms a separate shell over the original model. By preserving the nonlinear nature
of prisms when intersecting them with rays, artifact-free rendering of heightfields
becomes possible, though expensive to compute. An impressive use of this type of
technique is shown in Figure 6.42.

Figure 6.42. Parallax occlusion mapping, a.k.a. relief mapping, used on a path to make the stones
look more realistic. The ground is actually a simple set of triangles with a heightfield applied. (Image
from “Crysis,” courtesy of Crytek.)



6.9. Textured Lights 221

Figure 6.43. Projective textured light. The texture is projected onto the teapot and ground plane
and used to modulate the light’s contribution within the projection frustum (it is set to 0 outside the
frustum). (Image courtesy of NVIDIA Corporation.)

6.9 Textured Lights
Textures can also be used to add visual richness to light sources and allow for complex
intensity distribution or spotlight functions. For lights that have all their illumination
limited to a cone or frustum, projective textures can be used to modulate the light
intensity [1192, 1597, 1904]. This allows for shaped spotlights, patterned lights, and
even “slide projector” effects (Figure 6.43). These lights are often called gobo or cookie
lights, after the terms for the cutouts used in professional theater and film lighting.
See Section 7.2 for a discussion of projective mapping being used in a similar way to
cast shadows.

For lights that are not limited to a frustum but illuminate in all directions, a cube
map can be used to modulate the intensity, instead of a two-dimensional projective
texture. One-dimensional textures can be used to define arbitrary distance falloff
functions. Combined with a two-dimensional angular attenuation map, this can allow
for complex volumetric lighting patterns [353]. A more general possibility is to use
three-dimensional (volume) textures to control the light’s falloff [353, 535, 1192]. This
allows for arbitrary volumes of effect, including light beams. This technique is memory
intensive (as are all volume textures). If the light’s volume of effect is symmetrical
along the three axes, the memory footprint can be reduced eightfold by mirroring the
data into each octant.

Textures can be added to any light type to enable additional visual effects. Tex-
tured lights allow for easy control of the illumination by artists, who can simply edit
the texture used.
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Further Reading and Resources

Heckbert has written a good survey of the theory of texture mapping [690] and a more
in-depth report on the topic [691]. Szirmay-Kalos and Umenhoffer [1731] have an
excellent, thorough survey of parallax occlusion mapping and displacement methods.
More information about normal representation can be found in the work by Cigolle et
al. [269] and by Meyer et al. [1205].

The book Advanced Graphics Programming Using OpenGL [1192] has extensive
coverage of various visualization techniques using texturing algorithms. For extensive
coverage of three-dimensional procedural textures, see Texturing and Modeling: A Pro-
cedural Approach [407]. The book Advanced Game Development with Programmable
Graphics Hardware [1850] has many details about implementing parallax occlusion
mapping techniques, as do Tatarchuk’s presentations [1742, 1743] and Szirmay-Kalos
and Umenhoffer’s survey [1731].

For procedural texturing (and modeling), our favorite site on the Internet is Shader-
toy. There are many worthwhile and fascinating procedural texturing functions on
display, and you can easily modify any example and see the results.

Visit this book’s website, realtimerendering.com, for many other resources.



Chapter 7

Shadows

“All the variety, all the charm, all the beauty
of life is made up of light and shadow.”

—Tolstoy

Shadows are important for creating realistic images and in providing the user with
visual cues about object placement. This chapter focuses on the basic principles of
computing shadows, and describes the most important and popular real-time algo-
rithms for doing so. We also briefly discuss approaches that are less popular but
embody important principles. We do not spend time in this chapter covering all op-
tions and approaches, as there are two comprehensive books that study the field of
shadows in great depth [412, 1902]. Instead, we focus on surveying articles and pre-
sentations that have appeared since their publication, with a bias toward battle-tested
techniques.

The terminology used throughout this chapter is illustrated in Figure 7.1, where oc-
cluders are objects that cast shadows onto receivers. Punctual light sources, i.e., those
with no area, generate only fully shadowed regions, sometimes called hard shadows. If

= +

Figure 7.1. Shadow terminology: light source, occluder, receiver, shadow, umbra, and penumbra.
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Figure 7.2. A mix of hard and soft shadows. Shadows from the crate are sharp, as the occluder is
near the receiver. The person’s shadow is sharp at the point of contact, softening as the distance
to the occluder increases. The distant tree branches give soft shadows [1711]. (Image from “Tom
Clancy’s The Division,” courtesy of Ubisoft.)

area or volume light sources are used, then soft shadows are produced. Each shadow
can then have a fully shadowed region, called the umbra, and a partially shadowed
region, called the penumbra. Soft shadows are recognized by their fuzzy shadow edges.
However, it is important to note that they generally cannot be rendered correctly by
just blurring the edges of a hard shadow with a low-pass filter. As can be seen in
Figure 7.2, a correct soft shadow is sharper the closer the shadow-casting geometry
is to the receiver. The umbra region of a soft shadow is not equivalent to a hard
shadow generated by a punctual light source. Instead, the umbra region of a soft
shadow decreases in size as the light source grows larger, and it might even disappear,
given a large enough light source and a receiver far enough from the occluder. Soft
shadows are generally preferable because the penumbrae edges let the viewer know
that the shadow is indeed a shadow. Hard-edged shadows usually look less realistic
and can sometimes be misinterpreted as actual geometric features, such as a crease in
a surface. However, hard shadows are faster to render than soft shadows.
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More important than having a penumbra is having any shadow at all. Without
some shadow as a visual cue, scenes are often unconvincing and more difficult to
perceive. As Wanger shows [1846], it is usually better to have an inaccurate shadow
than none at all, as the eye is fairly forgiving about the shadow’s shape. For example,
a blurred black circle applied as a texture on the floor can anchor a character to the
ground.

In the following sections, we will go beyond these simple modeled shadows and
present methods that compute shadows automatically in real time from the occluders
in a scene. The first section handles the special case of shadows cast on planar surfaces,
and the second section covers more general shadow algorithms, i.e., casting shadows
onto arbitrary surfaces. Both hard and soft shadows will be covered. To conclude,
some optimization techniques are presented that apply to various shadow algorithms.

7.1 Planar Shadows
A simple case of shadowing occurs when objects cast shadows onto a planar surface.
A few types of algorithms for planar shadows are presented in this section, each with
variations in the softness and realism of the shadows.

7.1.1 Projection Shadows

In this scheme, the three-dimensional object is rendered a second time to create a
shadow. A matrix can be derived that projects the vertices of an object onto a
plane [162, 1759]. Consider the situation in Figure 7.3, where the light source is
located at l, the vertex to be projected is at v, and the projected vertex is at p. We
will derive the projection matrix for the special case where the shadowed plane is
y = 0, and then this result will be generalized to work with any plane.

We start by deriving the projection for the x-coordinate. From the similar triangles
in the left part of Figure 7.3, we get

px − lx
vx − lx

=
ly

ly − vy
⇐⇒ px =

lyvx − lxvy
ly − vy

. (7.1)

The z-coordinate is obtained in the same way: pz = (lyvz − lzvy)/(ly − vy), while
the y-coordinate is zero. Now these equations can be converted into the projection
matrix M:

M =







ly −lx 0 0
0 0 0 0
0 −lz ly 0
0 −1 0 ly







. (7.2)

It is straightforward to verify that Mv = p, which means that M is indeed the
projection matrix.
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Figure 7.3. Left: A light source, located at l, casts a shadow onto the plane y = 0. The vertex v
is projected onto the plane. The projected point is called p. The similar triangles are used for the
derivation of the projection matrix. Right: The shadow is being cast onto a plane, π : n · x + d = 0.

In the general case, the plane onto which the shadows should be cast is not the
plane y = 0, but instead π : n · x + d = 0. This case is depicted in the right part
of Figure 7.3. The goal is again to find a matrix that projects v down to p. To this
end, the ray emanating at l, which goes through v, is intersected by the plane π. This
yields the projected point p:

p = l− d+ n · l
n · (v − l)

(v − l). (7.3)

This equation can also be converted into a projection matrix, shown in Equa-
tion 7.4, which satisfies Mv = p:

M =







n · l+ d− lxnx −lxny −lxnz −lxd
−lynx n · l+ d− lyny −lynz −lyd
−lznx −lzny n · l+ d− lznz −lzd
−nx −ny −nz n · l







. (7.4)

As expected, this matrix turns into the matrix in Equation 7.2 if the plane is y = 0,
that is, n = (0, 1, 0) and d = 0.

To render the shadow, simply apply this matrix to the objects that should cast
shadows on the plane π, and render this projected object with a dark color and no
illumination. In practice, you have to take measures to avoid allowing the projected
triangles to be rendered beneath the surface receiving them. One method is to add
some bias to the plane we project upon, so that the shadow triangles are always
rendered in front of the surface.

A safer method is to draw the ground plane first, then draw the projected triangles
with the z-buffer off, then render the rest of the geometry as usual. The projected
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Figure 7.4. At the left, a correct shadow is shown, while in the figure on the right, an antishadow
appears, since the light source is below the topmost vertex of the object.

triangles are then always drawn on top of the ground plane, as no depth comparisons
are made.

If the ground plane has a limit, e.g., it is a rectangle, the projected shadows may
fall outside of it, breaking the illusion. To solve this problem, we can use a stencil
buffer. First, draw the receiver to the screen and to the stencil buffer. Then, with
the z-buffer off, draw the projected triangles only where the receiver was drawn, then
render the rest of the scene normally.

Another shadow algorithm is to render the triangles into a texture, which is then
applied to the ground plane. This texture is a type of light map, a texture that
modulates the intensity of the underlying surface (Section 11.5.1). As will be seen,
this idea of rendering the shadow projection to a texture also allows penumbrae and
shadows on curved surfaces. One drawback of this technique is that the texture can
become magnified, with a single texel covering multiple pixels, breaking the illusion.

If the shadow situation does not change from frame to frame, i.e., the light and
shadow casters do not move relative to each other, this texture can be reused. Most
shadow techniques can benefit from reusing intermediate computed results from frame
to frame if no change has occurred.

All shadow casters must be between the light and the ground-plane receiver. If the
light source is below the topmost point on the object, an antishadow [162] is generated,
since each vertex is projected through the point of the light source. Correct shadows
and antishadows are shown in Figure 7.4. An error will also occur if we project an
object that is below the receiving plane, since it too should cast no shadow.

It is certainly possible to explicitly cull and trim shadow triangles to avoid such
artifacts. A simpler method, presented next, is to use the existing GPU pipeline to
perform projection with clipping.
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Figure 7.5. On the left, a rendering using Heckbert and Herf’s method, using 256 passes. On the right,
Haines’ method in one pass. The umbrae are too large with Haines’ method, which is particularly
noticeable around the doorway and window.

7.1.2 Soft Shadows

Projective shadows can also be made soft, by using a variety of techniques. Here, we
describe an algorithm from Heckbert and Herf [697, 722] that produces soft shadows.
The algorithm’s goal is to generate a texture on a ground plane that shows a soft
shadow. We then describe less accurate, faster methods.

Soft shadows appear whenever a light source has an area. One way to approximate
the effect of an area light is to sample it by using several punctual lights placed on its
surface. For each of these punctual light sources, an image is rendered and accumulated
into a buffer. The average of these images is then an image with soft shadows. Note
that, in theory, any algorithm that generates hard shadows can be used along with this
accumulation technique to produce penumbrae. In practice, doing so at interactive
rates is usually untenable because of the execution time that would be involved.

Heckbert and Herf use a frustum-based method to produce their shadows. The
idea is to treat the light as the viewer, and the ground plane forms the far clipping
plane of the frustum. The frustum is made wide enough to encompass the occluders.

A soft shadow texture is formed by generating a series of ground-plane textures.
The area light source is sampled over its surface, with each location used to shade the
image representing the ground plane, then to project the shadow-casting objects onto
this image. All these images are summed and averaged to produce a ground-plane
shadow texture. See the left side of Figure 7.5 for an example.

A problem with the sampled area-light method is that it tends to look like what
it is: several overlapping shadows from punctual light sources. Also, for n shadow
passes, only n + 1 distinct shades can be generated. A large number of passes gives
an accurate result, but at an excessive cost. The method is useful for obtaining a
(literally) “ground-truth” image for testing the quality of other, faster algorithms.
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Figure 7.6. Drop shadow. A shadow texture is generated by rendering the shadow casters from above
and then blurring the image and rendering it on the ground plane. (Image generated in Autodesk’s
A360 viewer, model from Autodesk’s Inventor samples.)

A more efficient approach is to use convolution, i.e., filtering. Blurring a hard
shadow generated from a single point can be sufficient in some cases and can produce
a semitransparent texture that can be composited with real-world content. See Fig-
ure 7.6. However, a uniform blur can be unconvincing near where the object makes
contact with the ground.

There are many other methods that give a better approximation, at additional
cost. For example, Haines [644] starts with a projected hard shadow and then renders
the silhouette edges with gradients that go from dark in the center to white on the
edges to create plausible penumbrae. See the right side of Figure 7.5. However, these
penumbrae are not physically correct, as they should also extend to areas inside the
silhouette edges. Iwanicki [356, 806] draws on ideas from spherical harmonics and ap-
proximates occluding characters with ellipsoids to give soft shadows. All such methods
have various approximations and drawbacks, but are considerably more efficient than
averaging a large set of drop-shadow images.

7.2 Shadows on Curved Surfaces
One simple way to extend the idea of planar shadows to curved surfaces is to use a
generated shadow image as a projective texture [1192, 1254, 1272, 1597]. Think of
shadows from the light’s point of view. Whatever the light sees is illuminated; what
it does not see is in shadow. Say the occluder is rendered in black from the light’s
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viewpoint into an otherwise white texture. This texture can then be projected onto
the surfaces that are to receive the shadow. Effectively, each vertex on the receivers
has a (u, v) texture coordinate computed for it and has the texture applied to it. These
texture coordinates can be computed explicitly by the application. This differs a bit
from the ground shadow texture in the previous section, where objects are projected
onto a specific physical plane. Here, the image is made as a view from the light, like
a frame of film in a projector.

When rendered, the projected shadow texture modifies the receiver surfaces. It
can also be combined with other shadow methods, and sometimes is used primarily
for helping aid perception of an object’s location. For example, in a platform-hopping
video game, the main character might always be given a drop shadow directly below
it, even when the character is in full shadow [1343]. More elaborate algorithms can
give better results. For example, Eisemann and Décoret [411] assume a rectangular
overhead light and create a stack of shadow images of horizontal slices of the object,
which are then turned into mipmaps or similar. The corresponding area of each slice is
accessed proportional to its distance from the receiver by using its mipmap, meaning
that more distant slices will cast softer shadows.

There are some serious drawbacks of texture projection methods. First, the appli-
cation must identify which objects are occluders and which are their receivers. The
receiver must be maintained by the program to be further from the light than the
occluder, otherwise the shadow is “cast backward.” Also, occluding objects cannot
shadow themselves. The next two sections present algorithms that generate correct
shadows without the need for such intervention or limitations.

Note that a variety of lighting patterns can be obtained by using prebuilt projective
textures. A spotlight is simply a square projected texture with a circle inside of it
defining the light. A Venetian blinds effect can be created by a projected texture
consisting of horizontal lines. This type of texture is called a light attenuation mask,
cookie texture, or gobo map. A prebuilt pattern can be combined with a projected
texture created on the fly by simply multiplying the two textures together. Such
lights are discussed further in Section 6.9.

7.3 Shadow Volumes
Presented by Heidmann in 1991 [701], a method based on Crow’s shadow volumes [311]
can cast shadows onto arbitrary objects by clever use of the stencil buffer. It can be
used on any GPU, as the only requirement is a stencil buffer. It is not image based
(unlike the shadow map algorithm described next) and so avoids sampling problems,
thus producing correct sharp shadows everywhere. This can sometimes be a disadvan-
tage. For example, a character’s clothing may have folds that give thin, hard shadows
that alias badly. Shadow volumes are rarely used today, due to their unpredictable
cost [1599]. We give the algorithm a brief description here, as it illustrates some
important principles and research based on these continues.
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Figure 7.7. Left: the lines from a point light are extended through the vertices of a triangle to form
an infinite pyramid. Right: the upper part is a pyramid, and the lower part is an infinite truncated
pyramid, also called the shadow volume. All geometry that is inside the shadow volume is in shadow.

To begin, imagine a point and a triangle. Extending the lines from a point through
the vertices of a triangle to infinity yields an infinite three-sided pyramid. The part
under the triangle, i.e., the part that does not include the point, is a truncated infinite
pyramid, and the upper part is simply a pyramid. This is illustrated in Figure 7.7.
Now imagine that the point is actually a point light source. Then, any part of an
object that is inside the volume of the truncated pyramid (under the triangle) is in
shadow. This volume is called a shadow volume.

Say we view some scene and follow a ray from the eye through a pixel until the
ray hits the object to be displayed on screen. While the ray is on its way to this
object, we increment a counter each time it crosses a face of the shadow volume that
is frontfacing (i.e., facing toward the viewer). Thus, the counter is incremented each
time the ray goes into shadow. In the same manner, we decrement the same counter
each time the ray crosses a backfacing face of the truncated pyramid. The ray is then
going out of a shadow. We proceed, incrementing and decrementing the counter until
the ray hits the object that is to be displayed at that pixel. If the counter is greater
than zero, then that pixel is in shadow; otherwise it is not. This principle also works
when there is more than one triangle that casts shadows. See Figure 7.8.

Doing this with rays is time consuming. But there is a much smarter solution [701]:
A stencil buffer can do the counting for us. First, the stencil buffer is cleared. Second,
the whole scene is drawn into the framebuffer with only the color of the unlit material
used, to get these shading components in the color buffer and the depth information
into the z-buffer. Third, z-buffer updates and writing to the color buffer are turned off
(though z-buffer testing is still done), and then the frontfacing triangles of the shadow
volumes are drawn. During this process, the stencil operation is set to increment the
values in the stencil buffer wherever a triangle is drawn. Fourth, another pass is done
with the stencil buffer, this time drawing only the backfacing triangles of the shadow
volumes. For this pass, the values in the stencil buffer are decremented when the
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Figure 7.8. A two-dimensional side view of counting shadow-volume crossings using two different
counting methods. In z-pass volume counting, the count is incremented as a ray passes through a
frontfacing triangle of a shadow volume and decremented on leaving through a backfacing triangle.
So, at point A, the ray enters two shadow volumes for +2, then leaves two volumes, leaving a net
count of zero, so the point is in light. In z-fail volume counting, the count starts beyond the surface
(these counts are shown in italics). For the ray at point B, the z-pass method gives a +2 count by
passing through two frontfacing triangles, and the z-fail gives the same count by passing through two
backfacing triangles. Point C shows how z-fail shadow volumes must be capped. The ray starting
from point C first hits a frontfacing triangle, giving −1. It then exits two shadow volumes (through
their endcaps, necessary for this method to work properly), giving a net count of +1. The count is
not zero, so the point is in shadow. Both methods always give the same count results for all points
on the viewed surfaces.

triangles are drawn. Incrementing and decrementing are done only when the pixels of
the rendered shadow-volume face are visible (i.e., not hidden by any real geometry).
At this point the stencil buffer holds the state of shadowing for every pixel. Finally,
the whole scene is rendered again, this time with only the components of the active
materials that are affected by the light, and displayed only where the value in the
stencil buffer is 0. A value of 0 indicates that the ray has gone out of shadow as many
times as it has gone into a shadow volume—i.e., this location is illuminated by the light.

This counting method is the basic idea behind shadow volumes. An example of
shadows generated by the shadow volume algorithm is shown in Figure 7.9. There are
efficient ways to implement the algorithm in a single pass [1514]. However, counting
problems will occur when an object penetrates the camera’s near plane. The solution,
called z-fail, involves counting the crossings hidden behind visible surfaces instead of
in front [450, 775]. A brief summary of this alternative is shown in Figure 7.8.

Creating quadrilaterals for every triangle creates a huge amount of overdraw. That
is, each triangle will create three quadrilaterals that must be rendered. A sphere
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Figure 7.9. Shadow volumes. On the left, a character casts a shadow. On the right, the extruded
triangles of the model are shown. (Images from Microsoft SDK [1208] sample “ShadowVolume.”)

made of a thousand triangles creates three thousand quadrilaterals, and each of those
quadrilaterals may span the screen. One solution is to draw only those quadrilaterals
along the silhouette edges of the object, e.g., our sphere may have only fifty silhouette
edges, so only fifty quadrilaterals are needed. The geometry shader can be used to
automatically generate such silhouette edges [1702]. Culling and clamping techniques
can also be used to lower fill costs [1061].

However, the shadow volume algorithm still has a terrible drawback: extreme
variability. Imagine a single, small triangle in view. If the camera and the light are
in exactly the same position, the shadow-volume cost is minimal. The quadrilaterals
formed will not cover any pixels as they are edge-on to the view. Only the triangle
itself matters. Say the viewer now orbits around the triangle, keeping it in view. As
the camera moves away from the light source, the shadow-volume quadrilaterals will
become more visible and cover more of the screen, causing more computation to occur.
If the viewer should happen to move into the shadow of the triangle, the shadow volume
will entirely fill the screen, costing a considerable amount of time to evaluate compared
to our original view. This variability is what makes shadow volumes unusable in
interactive applications where a consistent frame rate is important. Viewing toward
the light can cause huge, unpredictable jumps in the cost of the algorithm, as can
other scenarios.

For these reasons shadow volumes have been for the most part abandoned by appli-
cations. However, given the continuing evolution of new and different ways to access
data on the GPU, and the clever repurposing of such functionality by researchers,
shadow volumes may someday come back into general use. For example, Sintorn et
al. [1648] give an overview of shadow-volume algorithms that improve efficiency and
propose their own hierarchical acceleration structure.

The next algorithm presented, shadow mapping, has a much more predictable cost
and is well suited to the GPU, and so forms the basis for shadow generation in many
applications.
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7.4 Shadow Maps
In 1978, Williams [1888] proposed that a common z-buffer-based renderer could be
used to generate shadows quickly on arbitrary objects. The idea is to render the
scene, using the z-buffer, from the position of the light source that is to cast shadows.
Whatever the light “sees” is illuminated, the rest is in shadow. When this image is
generated, only z-buffering is required. Lighting, texturing, and writing values into
the color buffer can be turned off.

Each pixel in the z-buffer now contains the z-depth of the object closest to the light
source. We call the entire contents of the z-buffer the shadow map, also sometimes
known as the shadow depth map or shadow buffer. To use the shadow map, the scene
is rendered a second time, but this time with respect to the viewer. As each drawing
primitive is rendered, its location at each pixel is compared to the shadow map. If
a rendered point is farther away from the light source than the corresponding value
in the shadow map, that point is in shadow, otherwise it is not. This technique is
implemented by using texture mapping. See Figure 7.10. Shadow mapping is a popular
algorithm because it is relatively predictable. The cost of building the shadow map
is roughly linear with the number of rendered primitives, and access time is constant.
The shadow map can be generated once and reused each frame for scenes where the
light and objects are not moving, such as for computer-aided design.

When a single z-buffer is generated, the light can “look” in only a particular
direction, like a camera. For a distant directional light such as the sun, the light’s
view is set to encompass all objects casting shadows into the viewing volume that the
eye sees. The light uses an orthographic projection, and its view needs to be made
wide and high enough in x and y to view this set of objects. Local light sources
need similar adjustments, as possible. If the local light is far enough away from the
shadow-casting objects, a single view frustum may be sufficient to encompass all of
these. Alternately, if the local light is a spotlight, it has a natural frustum associated
with it, with everything outside its frustum considered not illuminated.

If the local light source is inside a scene and is surrounded by shadow-casters, a
typical solution is to use a six-view cube, similar to cubic environment mapping [865].
These are called omnidirectional shadow maps. The main challenge for omnidirec-
tional maps is avoiding artifacts along the seams where two separate maps meet.
King and Newhall [895] analyze the problems in depth and provide solutions, and
Gerasimov [525] provides some implementation details. Forsyth [484, 486] presents
a general multi-frustum partitioning scheme for omnidirectional lights that also pro-
vides more shadow map resolution where needed. Crytek [1590, 1678, 1679] sets the
resolution of each of the six views for a point light based on the screen-space coverage
of each view’s projected frustum, with all maps stored in a texture atlas.

Not all objects in the scene need to be rendered into the light’s view volume. First,
only objects that can cast shadows need to be rendered. For example, if it is known
that the ground can only receive shadows and not cast one, then it does not have to
be rendered into the shadow map.
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Figure 7.10. Shadow mapping. On the top left, a shadow map is formed by storing the depths to the
surfaces in view. On the top right, the eye is shown looking at two locations. The sphere is seen at
point va, and this point is found to be located at texel a on the shadow map. The depth stored there
is not (much) less than point va is from the light, so the point is illuminated. The rectangle hit at
point vb is (much) farther away from the light than the depth stored at texel b, and so is in shadow.
On the bottom left is the view of a scene from the light’s perspective, with white being farther away.
On the bottom right is the scene rendered with this shadow map.

Shadow casters are by definition those inside the light’s view frustum. This frustum
can be augmented or tightened in several ways, allowing us to safely disregard some
shadow casters [896, 1812]. Think of the set of shadow receivers visible to the eye.
This set of objects is within some maximum distance along the light’s view direction.
Anything beyond this distance cannot cast a shadow on the visible receivers. Similarly,
the set of visible receivers may well be smaller than the light’s original x and y view
bounds. See Figure 7.11. Another example is that if the light source is inside the
eye’s view frustum, no object outside this additional frustum can cast a shadow on
a receiver. Rendering only relevant objects not only can save time rendering, but
can also reduce the size required for the light’s frustum and so increase the effective
resolution of the shadow map, thus improving quality. In addition, it helps if the light
frustum’s near plane is as far away from the light as possible, and if the far plane is
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Figure 7.11. On the left, the light’s view encompasses the eye’s frustum. In the middle, the light’s far
plane is pulled in to include only visible receivers, so culling the triangle as a caster; the near plane is
also adjusted. On the right, the light’s frustum sides are made to bound the visible receivers, culling
the green capsule.

as close as possible. Doing so increases the effective precision of the z-buffer [1792]
(Section 4.7.2).

One disadvantage of shadow mapping is that the quality of the shadows depends
on the resolution (in pixels) of the shadow map and on the numerical precision of
the z-buffer. Since the shadow map is sampled during the depth comparison, the
algorithm is susceptible to aliasing problems, especially close to points of contact
between objects. A common problem is self-shadow aliasing, often called “surface
acne” or “shadow acne,” in which a triangle is incorrectly considered to shadow itself.
This problem has two sources. One is simply the numerical limits of precision of the
processor. The other source is geometric, from the fact that the value of a point
sample is being used to represent an area’s depth. That is, samples generated for the
light are almost never at the same locations as the screen samples (e.g., pixels are
often sampled at their centers). When the light’s stored depth value is compared to
the viewed surface’s depth, the light’s value may be slightly lower than the surface’s,
resulting in self-shadowing. The effects of such errors are shown in Figure 7.12.

One common method to help avoid (but not always eliminate) various shadow-map
artifacts is to introduce a bias factor. When checking the distance found in the shadow
map with the distance of the location being tested, a small bias is subtracted from
the receiver’s distance. See Figure 7.13. This bias could be a constant value [1022],
but doing so can fail when the receiver is not mostly facing the light. A more effective
method is to use a bias that is proportional to the angle of the receiver to the light.
The more the surface tilts away from the light, the greater the bias grows, to avoid the
problem. This type of bias is called the slope scale bias. Both biases can be applied by
using a command such as OpenGL’s glPolygonOffset) to shift each polygon away
from the light. Note that if a surface directly faces the light, it is not biased backward
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Figure 7.12. Shadow-mapping bias artifacts. On the left, the bias is too low, so self-shadowing occurs.
On the right, a high bias causes the shoes to not cast contact shadows. The shadow-map resolution
is also too low, giving the shadow a blocky appearance. (Images generated using a shadow demo by
Christoph Peters.)

at all by slope scale bias. For this reason, a constant bias is used along with slope
scale bias to avoid possible precision errors. Slope scale bias is also often clamped at
some maximum, since the tangent value can be extremely high when the surface is
nearly edge-on when viewed from the light.

Figure 7.13. Shadow bias. The surfaces are rendered into a shadow map for an overhead light,
with the vertical lines representing shadow-map pixel centers. Occluder depths are recorded at the
× locations. We want to know if the surface is lit at the three samples shown as dots. The closest
shadow-map depth value for each is shown with the same color ×. On the left, if no bias is added,
the blue and orange samples will be incorrectly determined to be in shadow, since they are farther
from the light than their corresponding shadow-map depths. In the middle, a constant depth bias
is subtracted from each sample, placing each closer to the light. The blue sample is still considered
in shadow because it is not closer to the light than the shadow-map depth it is tested against. On
the right, the shadow map is formed by moving each polygon away from the light proportional to its
slope. All sample depths are now closer than their shadow-map depths, so all are lit.
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Holbert [759, 760] introduced normal offset bias, which first shifts the receiver’s
world-space location a bit along the surface’s normal direction, proportional to the sine
of the angle between the light’s direction and the geometric normal. See Figure 7.24
on page 250. This changes not only the depth but also the x- and y-coordinates
where the sample is tested on the shadow map. As the light’s angle becomes more
shallow to the surface, this offset is increased, in hopes that the sample becomes far
enough above the surface to avoid self-shadowing. This method can be visualized as
moving the sample to a “virtual surface” above the receiver. This offset is a world-
space distance, so Pettineo [1403] recommends scaling it by the depth range of the
shadow map. Pesce [1391] suggests the idea of biasing along the camera view direction,
which also works by adjusting the shadow-map coordinates. Other bias methods are
discussed in Section 7.5, as the shadow method presented there needs to also test
several neighboring samples.

Too much bias causes a problem called light leaks or Peter Panning, in which the
object appears to float slightly above the underlying surface. This artifact occurs
because the area beneath the object’s point of contact, e.g., the ground under a foot,
is pushed too far forward and so does not receive a shadow.

One way to avoid self-shadowing problems is to render only the backfaces to the
shadow map. Called second-depth shadow mapping [1845], this scheme works well for
many situations, especially for a rendering system where hand-tweaking a bias is not
an option. The problem cases occur when objects are two-sided, thin, or in contact
with one another. If an object is a model where both sides of the mesh are visible, e.g.,
a palm frond or sheet of paper, self-shadowing can occur because the backface and
the frontface are in the same location. Similarly, if no biasing is performed, problems
can occur near silhouette edges or thin objects, since in these areas backfaces are close
to frontfaces. Adding a bias can help avoid surface acne, but the scheme is more
susceptible to light leaking, as there is no separation between the receiver and the
backfaces of the occluder at the point of contact. See Figure 7.14. Which scheme
to choose can be situation dependent. For example, Sousa et al. [1679] found using
frontfaces for sun shadows and backfaces for interior lights to work best for their
applications.

Note that for shadow mapping, objects must be “watertight” (manifold and closed,
i.e., solid; Section 16.3.3), or must have both front- and backfaces rendered to the map,
else the object may not fully cast a shadow. Woo [1900] proposes a general method that
attempts to, literally, be a happy medium between using just frontfaces or backfaces
for shadowing. The idea is to render solid objects to a shadow map and keep track of
the two closest surfaces to the light. This process can be performed by depth peeling
or other transparency-related techniques. The average depth between the two objects
forms an intermediate layer whose depth is used as a shadow map, sometimes called
a dual shadow map [1865]. If the object is thick enough, self-shadowing and light-leak
artifacts are minimized. Bavoil et al. [116] discuss ways to address potential artifacts,
along with other implementation details. The main drawbacks are the additional costs
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Figure 7.14. Shadow-map surfaces for an overhead light source. On the left, surfaces facing the
light, marked in red, are sent to the shadow map. Surfaces may be incorrectly determined to shadow
themselves (“acne”), so need to be biased away from the light. In the middle, only the backfacing
triangles are rendered into the shadow map. A bias pushing these occluders downward could let light
leak onto the ground plane near location a; a bias forward can cause illuminated locations near the
silhouette boundaries marked b to be considered in shadow. On the right, an intermediate surface is
formed at the midpoints between the closest front- and backfacing triangles found at each location
on the shadow map. A light leak can occur near point c (which can also happen with second-depth
shadow mapping), as the nearest shadow-map sample may be on the intermediate surface to the left
of this location, and so the point would be closer to the light.

associated with using two shadow maps. Myers [1253] discusses an artist-controlled
depth layer between the occlude and receiver.

As the viewer moves, the light’s view volume often changes size as the set of shadow
casters changes. Such changes in turn cause the shadows to shift slightly from frame
to frame. This occurs because the light’s shadow map is sampling a different set of
directions from the light, and these directions are not aligned with the previous set.
For directional lights, the solution is to force each succeeding shadow map generated to
maintain the same relative texel beam locations in world space [927, 1227, 1792, 1810].
That is, you can think of the shadow map as imposing a two-dimensional gridded frame
of reference on the whole world, with each grid cell representing a pixel sample on the
map. As you move, the shadow map is generated for a different set of these same
grid cells. In other words, the light’s view projection is forced to this grid to maintain
frame to frame coherence.

7.4.1 Resolution Enhancement

Similar to how textures are used, ideally we want one shadow-map texel to cover about
one image pixel. If we have a light source located at the same position as the eye, the
shadow map perfectly maps one-to-one with the screen-space pixels (and there are no
visible shadows, since the light illuminates exactly what the eye sees). As soon as the
light’s direction changes, this per-pixel ratio changes, which can cause artifacts. An
example is shown in Figure 7.15. The shadow is blocky and poorly defined because a
large number of pixels in the foreground are associated with each texel of the shadow
map. This mismatch is called perspective aliasing. Single shadow-map texels can also
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Figure 7.15. The image to the left is created using standard shadow mapping; the image to the
right using LiSPSM. The projections of each shadow map’s texels are shown. The two shadow maps
have the same resolution, the difference being that LiSPSM reforms the light’s matrices to provide a
higher sampling rate nearer the viewer. (Images courtesy of Daniel Scherzer, Vienna University of
Technology.)

cover many pixels if a surface is nearly edge-on to the light, but faces the viewer.
This problem is known as projective aliasing [1792]; see Figure 7.16. Blockiness can
be decreased by increasing the shadow-map resolution, but at the cost of additional
memory and processing.

There is another approach to creating the light’s sampling pattern that makes it
more closely resemble the camera’s pattern. This is done by changing the way the
scene projects toward the light. Normally we think of a view as being symmetric,
with the view vector in the center of the frustum. However, the view direction merely
defines a view plane, but not which pixels are sampled. The window defining the
frustum can be shifted, skewed, or rotated on this plane, creating a quadrilateral that
gives a different mapping of world to view space. The quadrilateral is still sampled at
regular intervals, as this is the nature of a linear transform matrix and its use by the
GPU. The sampling rate can be modified by varying the light’s view direction and
the view window’s bounds. See Figure 7.17.

There are 22 degrees of freedom in mapping the light’s view to the eye’s [896].
Exploration of this solution space led to several different algorithms that attempt
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Figure 7.16. On the left the light is nearly overhead. The edge of the shadow is a bit ragged due to a
low resolution compared to the eye’s view. On the right the light is near the horizon, so each shadow
texel covers considerably more screen area horizontally and so gives a more jagged edge. (Images
generated by TheRealMJP’s “Shadows” program on Github.)

to better match the light’s sampling rates to the eye’s. Methods include perspective
shadow maps (PSM) [1691], trapezoidal shadow maps (TSM) [1132], and light space
perspective shadow maps (LiSPSM) [1893, 1895]. See Figure 7.15 and Figure 7.26 on
page 254 for examples. Techniques in this class are referred to as perspective warping
methods.

An advantage of these matrix-warping algorithms is that no additional work is
needed beyond modifying the light’s matrices. Each method has its own strengths
and weaknesses [484], as each can help match sampling rates for some geometry and
lighting situations, while worsening these rates for others. Lloyd et al. [1062, 1063] an-
alyze the equivalences between PSM, TSM, and LiSPSM, giving an excellent overview
of the sampling and aliasing issues with these approaches. These schemes work best
when the light’s direction is perpendicular to the view’s direction (e.g., overhead), as
the perspective transform can then be shifted to put more samples closer to the eye.

eye

light

floor

eye

light

floor

Figure 7.17. For an overhead light, on the left the sampling on the floor does not match the eye’s
rate. By changing the light’s view direction and projection window on the right, the sampling rate
is biased toward having a higher density of texels nearer the eye.



242 7. Shadows

One lighting situation where matrix-warping techniques fail to help is when a light
is in front of the camera and pointing at it. This situation is known as dueling frusta,
or more colloquially as “deer in the headlights.” More shadow-map samples are needed
nearer the eye, but linear warping can only make the situation worse [1555]. This and
other problems, such as sudden changes in quality [430] and a “nervous,” unstable
quality to the shadows produced during camera movement [484, 1227], have made
these approaches fall out of favor.

The idea of adding more samples where the viewer is located is a good one, leading
to algorithms that generate several shadow maps for a given view. This idea first made
a noticeable impact when Carmack described it at his keynote at Quakecon 2004. Blow
independently implemented such a system [174]. The idea is simple: Generate a fixed
set of shadow maps (possibly at different resolutions), covering different areas of the
scene. In Blow’s scheme, four shadow maps are nested around the viewer. In this way,
a high-resolution map is available for nearby objects, with the resolution dropping for
those objects far away. Forsyth [483, 486] presents a related idea, generating different
shadow maps for different visible sets of objects. The problem of how to handle the
transition for objects spanning the border between two shadow maps is avoided in
his setup, since each object has one and only one shadow map associated with it.
Flagship Studios developed a system that blended these two ideas. One shadow map
is for nearby dynamic objects, another is for a grid section of the static objects near
the viewer, and a third is for the static objects in the scene as a whole. The first
shadow map is generated each frame. The other two could be generated just once,
since the light source and geometry are static. While all these particular systems are
now quite old, the ideas of multiple maps for different objects and situations, some
precomputed and some dynamic, is a common theme among algorithms that have
been developed since.

In 2006 Engel [430], Lloyd et al. [1062, 1063], and Zhang et al. [1962, 1963] inde-
pendently researched the same basic idea.1 The idea is to divide the view frustum’s
volume into a few pieces by slicing it parallel to the view direction. See Figure 7.18.
As depth increases, each successive volume has about two to three times the depth
range of the previous volume [430, 1962]. For each view volume, the light source can
make a frustum that tightly bounds it and then generate a shadow map. By using
texture atlases or arrays, the different shadow maps can be treated as one large texture
object, thus minimizing cache access delays. A comparison of the quality improvement
obtained is shown in Figure 7.19. Engel’s name for this algorithm, cascaded shadow
maps (CSM), is more commonly used than Zhang’s term, parallel-split shadow maps,
but both appear in the literature and are effectively the same [1964].

This type of algorithm is straightforward to implement, can cover huge scene areas
with reasonable results, and is robust. The dueling frusta problem can be addressed
by sampling at a higher rate closer to the eye, and there are no serious worst-case

1Tadamura et al. [1735] introduced the idea seven years earlier, but it did not have an impact
until other researchers explored its usefulness.
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view

frustum light

Figure 7.18. On the left, the view frustum from the eye is split into four volumes. On the right,
bounding boxes are created for the volumes, which determine the volume rendered by each of the
four shadow maps for the directional light. (After Engel [430].)

Figure 7.19. On the left, the scene’s wide viewable area causes a single shadow map at a 2048× 2048
resolution to exhibit perspective aliasing. On the right, four 1024 × 1024 shadow maps placed along
the view axis improve quality considerably [1963]. A zoom of the front corner of the fence is shown
in the inset red boxes. (Images courtesy of Fan Zhang, The Chinese University of Hong Kong.)
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Figure 7.20. Shadow cascade visualization. Purple, green, yellow, and red represent the nearest
through farthest cascades. (Image courtesy of Unity Technologies.)

problems. Because of these strengths, cascaded shadow mapping is used in many
applications.

While it is possible to use perspective warping to pack more samples into subdi-
vided areas of a single shadow map [1783], the norm is to use a separate shadow map
for each cascade. As Figure 7.18 implies, and Figure 7.20 shows from the viewer’s per-
spective, the area covered by each map can vary. Smaller view volumes for the closer
shadow maps provide more samples where they are needed. Determining how the
range of z-depths is split among the maps—a task called z-partitioning—can be quite
simple or involved [412, 991, 1791]. One method is logarithmic partitioning [1062],
where the ratio of far to near plane distances is made the same for each cascade map:

r =
c

√

f

n
, (7.5)

where n and f are the near and far planes of the whole scene, c is the number of
maps, and r is the resulting ratio. For example, if the scene’s closest object is 1 meter
away, the maximum distance is 1000 meters, and we have three cascaded maps, then
r = 3

√

1000/1 = 10. The near and far plane distances for the closest view would be 1
and 10, the next interval is 10 to 100 to maintain this ratio, and the last is 100 to 1000
meters. The initial near depth has a large effect on this partitioning. If the near depth
was only 0.1 meters, then the cube root of 10000 is 21.54, a considerably higher ratio,
e.g., 0.1 to 2.154 to 46.42 to 1000. This would mean that each shadow map generated
must cover a larger area, lowering its precision. In practice such a partitioning gives
considerable resolution to the area close to the near plane, which is wasted if there
are no objects in this area. One way to avoid this mismatch is to set the partition
distances as a weighted blend of logarithmic and equidistant distributions [1962, 1963],
but it would be better still if we could determine tight view bounds for the scene.

The challenge is in setting the near plane. If set too far from the eye, objects may
be clipped by this plane, an extremely bad artifact. For a cut scene, an artist can set
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this value precisely in advance [1590], but for an interactive environment the problem
is more challenging. Lauritzen et al. [991, 1403] present sample distribution shadow
maps (SDSM), which use the z-depth values from the previous frame to determine a
better partitioning by one of two methods.

The first method is to look through the z-depths for the minimum and maximum
values and use these to set the near and far planes. This is performed using what
is called a reduce operation on the GPU, in which a series of ever-smaller buffers are
analyzed by a compute or other shader, with the output buffer fed back as input, until
a 1× 1 buffer is left. Normally, the values are pushed out a bit to adjust for the speed
of movement of objects in the scene. Unless corrective action is taken, nearby objects
entering from the edge of the screen may still cause problems for a frame, though will
quickly be corrected in the next.

The second method also analyzes the depth buffer’s values, making a graph called
a histogram that records the distribution of the z-depths along the range. In addition
to finding tight near and far planes, the graph may have gaps in it where there are no
objects at all. Any partition plane normally added to such an area can be snapped
to where objects actually exist, giving more z-depth precision to the set of cascade
maps.

In practice, the first method is general, is quick (typically in the 1 ms range per
frame), and gives good results, so it has been adopted in several applications [1405,
1811]. See Figure 7.21.

As with a single shadow map, shimmering artifacts due to light samples moving
frame to frame are a problem, and can be even worse as objects move between cascades.
A variety of methods are used to maintain stable sample points in world space, each
with their own advantages [41, 865, 1381, 1403, 1678, 1679, 1810]. A sudden change
in a shadow’s quality can occur when an object spans the boundary between two
shadow maps. One solution is to have the view volumes slightly overlap. Samples
taken in these overlap zones gather results from both adjoining shadow maps and
are blended [1791]. Alternately, a single sample can be taken in such zone by using
dithering [1381].

Due to its popularity, considerable effort has been put into improving efficiency
and quality [1791, 1964]. If nothing changes within a shadow map’s frustum, that
shadow map does not need to be recomputed. For each light, the list of shadow
casters can be precomputed by finding which objects are visible to the light, and
of these, which can cast shadows on receivers [1405]. Since it is fairly difficult to
perceive whether a shadow is correct, some shortcuts can be taken that are applicable
to cascades and other algorithms. One technique is to use a low level of detail model
as a proxy to actually cast the shadow [652, 1812]. Another is to remove tiny occluders
from consideration [1381, 1811]. The more distant shadow maps may be updated less
frequently than once a frame, on the theory that such shadows are less important.
This idea risks artifacts caused by large moving objects, so needs to be used with
care [865, 1389, 1391, 1678, 1679]. Day [329] presents the idea of “scrolling” distant
maps from frame to frame, the idea being that most of each static shadow map is
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Figure 7.21. Effect of depth bounds. On the left, no special processing is used to adjust the near
and far planes. On the right, SDSM is used to find tighter bounds. Note the window frame near the
left edge of each image, the area beneath the flower box on the second floor, and the window on the
first floor, where undersampling due to loose view bounds causes artifacts. Exponential shadow maps
are used to render these particular images, but the idea of improving depth precision is useful for
all shadow map techniques. (Image courtesy of Ready at Dawn Studios, copyright Sony Interactive
Entertainment.)

reusable frame to frame, and only the fringes may change and so need rendering.
Games such as DOOM (2016) maintain a large atlas of shadow maps, regenerating
only those where objects have moved [294]. The farther cascaded maps could be set to
ignore dynamic objects entirely, since such shadows may contribute little to the scene.
With some environments, a high-resolution static shadow map can be used in place
of these farther cascades, which can significantly reduce the workload [415, 1590]. A
sparse texture system (Section 19.10.1) can be employed for worlds where a single
static shadow map would be enormous [241, 625, 1253]. Cascaded shadow mapping
can be combined with baked-in light-map textures or other shadow techniques that
are more appropriate for particular situations [652]. Valient’s presentation [1811] is
noteworthy in that it describes different shadow system customizations and techniques
for a wide range of video games. Section 11.5.1 discusses precomputed light and
shadow algorithms in detail.

Creating several separate shadow maps means a run through some set of geometry
for each. A number of approaches to improve efficiency have been built on the idea
of rendering occluders to a set of shadow maps in a single pass. The geometry shader
can be used to replicate object data and send it to multiple views [41]. Instanced
geometry shaders allow an object to be output into up to 32 depth textures [1456].
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Multiple-viewport extensions can perform operations such as rendering an object to a
specific texture array slice [41, 154, 530]. Section 21.3.1 discusses these in more detail,
in the context of their use for virtual reality. A possible drawback of viewport-sharing
techniques is that the occluders for all the shadow maps generated must be sent down
the pipeline, versus the set found to be relevant to each shadow map [1791, 1810].

You yourself are currently in the shadows of billions of light sources around the
world. Light reaches you from only a few of these. In real-time rendering, large scenes
with multiple lights can become swamped with computation if all lights are active
at all times. If a volume of space is inside the view frustum but not visible to the
eye, objects that occlude this receiver volume do not need to be evaluated [625, 1137].
Bittner et al. [152] use occlusion culling (Section 19.7) from the eye to find all visible
shadow receivers, and then render all potential shadow receivers to a stencil buffer
mask from the light’s point of view. This mask encodes which visible shadow receivers
are seen from the light. To generate the shadow map, they render the objects from
the light using occlusion culling and use the mask to cull objects where no receivers
are located. Various culling strategies can also work for lights. Since irradiance falls
off with the square of the distance, a common technique is to cull light sources after a
certain threshold distance. For example, the portal culling technique in Section 19.5
can find which lights affect which cells. This is an active area of research, since the
performance benefits can be considerable [1330, 1604].

7.5 Percentage-Closer Filtering
A simple extension of the shadow-map technique can provide pseudo-soft shadows.
This method can also help ameliorate resolution problems that cause shadows to
look blocky when a single light-sample cell covers many screen pixels. The solution is
similar to texture magnification (Section 6.2.1). Instead of a single sample being taken
off the shadow map, the four nearest samples are retrieved. The technique does not
interpolate between the depths themselves, but rather the results of their comparisons
with the surface’s depth. That is, the surface’s depth is compared separately to the
four texel depths, and the point is then determined to be in light or shadow for
each shadow-map sample. These results, i.e., 0 for shadow and 1 for light, are then
bilinearly interpolated to calculate how much the light actually contributes to the
surface location. This filtering results in an artificially soft shadow. These penumbrae
change, depending on the shadow map’s resolution, camera location, and other factors.
For example, a higher resolution makes for a narrower softening of the edges. Still, a
little penumbra and smoothing is better than none at all.

This idea of retrieving multiple samples from a shadow map and blending the
results is called percentage-closer filtering (PCF) [1475]. Area lights produce soft
shadows. The amount of light reaching a location on a surface is a function of what
proportion of the light’s area is visible from the location. PCF attempts to approx-
imate a soft shadow for a punctual (or directional) light by reversing the process.
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Figure 7.22. On the left, the brown lines from the area light source show where penumbrae are formed.
For a single point p on the receiver, the amount of illumination received could be computed by testing
a set of points on the area light’s surface and finding which are not blocked by any occluders. On
the right, a point light does not cast a penumbra. PCF approximates the effect of an area light by
reversing the process: At a given location, it samples over a comparable area on the shadow map to
derive a percentage of how many samples are illuminated. The red ellipse shows the area sampled on
the shadow map. Ideally, the width of this disk is proportional to the distance between the receiver
and occluder.

Instead of finding the light’s visible area from a surface location, it finds the visibility
of the punctual light from a set of surface locations near the original location. See
Figure 7.22. The name “percentage-closer filtering” refers to the ultimate goal, to find
the percentage of the samples taken that are visible to the light. This percentage is
how much light then is used to shade the surface.

In PCF, locations are generated nearby to a surface location, at about the same
depth, but at different texel locations on the shadow map. Each location’s visibility is
checked, and these resulting boolean values, lit or unlit, are then blended to get a soft
shadow. Note that this process is non-physical: Instead of sampling the light source
directly, this process relies on the idea of sampling over the surface itself. The distance
to the occluder does not affect the result, so shadows have similar-sized penumbrae.
Nonetheless this method provides a reasonable approximation in many situations.

Once the width of the area to be sampled is determined, it is important to sample in
a way that avoids aliasing artifacts. There are numerous variations of how to sample
and filter nearby shadow-map locations. Variables include how wide of an area to
sample, how many samples to use, the sampling pattern, and how to weight the results.
With less-capable APIs, the sampling process could be accelerated by a special texture
sampling mode similar to bilinear interpolation, which accesses the four neighboring
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Figure 7.23. The far left shows PCF sampling in a 4×4 grid pattern, using nearest neighbor sampling.
The far right shows a 12-tap Poisson sampling pattern on a disk. Using this pattern to sample the
shadow map gives the improved result in the middle left, though artifacts are still visible. In the
middle right, the sampling pattern is rotated randomly around its center from pixel to pixel. The
structured shadow artifacts turn into (much less objectionable) noise. (Images courtesy of John
Isidoro, ATI Research, Inc.)

locations. Instead of blending the results, each of the four samples is compared to a
given value, and the ratio that passes the test is returned [175]. However, performing
nearest neighbor sampling in a regular grid pattern can create noticeable artifacts.
Using a joint bilateral filter that blurs the result but respects object edges can improve
quality while avoiding shadows leaking onto other surfaces [1343]. See Section 12.1.1
for more on this filtering technique.

DirectX 10 introduced single-instruction bilinear filtering support for PCF, giving a
smoother result [53, 412, 1709, 1790]. This offers considerable visual improvement over
nearest neighbor sampling, but artifacts from regular sampling remain a problem. One
solution to minimize grid patterns is to sample an area using a precomputed Poisson
distribution pattern, as illustrated in Figure 7.23. This distribution spreads samples
out so that they are neither near each other nor in a regular pattern. It is well known
that using the same sampling locations for each pixel, regardless of the distribution,
can result in patterns [288]. Such artifacts can be avoided by randomly rotating the
sample distribution around its center, which turns aliasing into noise. Castaño [235]
found that the noise produced by Poisson sampling was particularly noticeable for
their smooth, stylized content. He presents an efficient Gaussian-weighted sampling
scheme based on bilinear sampling.

Self-shadowing problems and light leaks, i.e., acne and Peter Panning, can become
worse with PCF. Slope scale bias pushes the surface away from the light based purely
on its angle to the light, with the assumption that a sample is no more than a texel
away on the shadow map. By sampling in a wider area from a single location on a
surface, some of the test samples may get blocked by the true surface.

A few different additional bias factors have been invented and used with some
success to reduce the risk of self-shadowing. Burley [212] describes the bias cone,
where each sample is moved toward the light proportional to its distance from the
original sample. Burley recommends a slope of 2.0, along with a small constant bias.
See Figure 7.24.
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Figure 7.24. Additional shadow bias methods. For PCF, several samples are taken surrounding the
original sample location, the center of the five dots. All these samples should be lit. In the left figure,
a bias cone is formed and the samples are moved up to it. The cone’s steepness could be increased
to pull the samples on the right close enough to be lit, at the risk of increasing light leaks from other
samples elsewhere (not shown) that truly are shadowed. In the middle figure, all samples are adjusted
to lie on the receiver’s plane. This works well for convex surfaces but can be counterproductive at
concavities, as seen on the left side. In the right figure, normal offset bias moves the samples along
the surface’s normal direction, proportional to the sine of the angle between the normal and the light.
For the center sample, this can be thought of as moving to an imaginary surface above the original
surface. This bias not only affects the depth but also changes the texture coordinates used to test
the shadow map.

Schüler [1585], Isidoro [804], and Tuft [1790] present techniques based on the ob-
servation that the slope of the receiver itself should be used to adjust the depths of
the rest of the samples. Of the three, Tuft’s formulation [1790] is most easily applied
to cascaded shadow maps. Dou et al. [373] further refine and extend this concept, ac-
counting for how the z-depth varies in a nonlinear fashion. These approaches assume
that nearby sample locations are on the same plane formed by the triangle. Referred
to as receiver plane depth bias or other similar terms, this technique can be quite pre-
cise in many cases, as locations on this imaginary plane are indeed on the surface, or
in front of it if the model is convex. As shown in Figure 7.24, samples near concavities
can become hidden. Combinations of constant, slope scale, receiver plane, view bias,
and normal offset biasing have been used to combat the problem of self-shadowing,
though hand-tweaking for each environment can still be necessary [235, 1391, 1403].

One problem with PCF is that because the sampling area’s width remains constant,
shadows will appear uniformly soft, all with the same penumbra width. This may be
acceptable under some circumstances, but appears incorrect where there is ground
contact between the occluder and receiver. See Figure 7.25.

7.6 Percentage-Closer Soft Shadows
In 2005 Fernando [212, 467, 1252] published an influential approach called percentage-
closer soft shadows (PCSS). It attempts a solution by searching the nearby area on
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Figure 7.25. Percentage-closer filtering and percentage-closer soft shadows. On the left, hard shadows
with a little PCF filtering. In the middle, constant width soft shadows. On the right, variable-width
soft shadows with proper hardness where objects are in contact with the ground. (Images courtesy
of NVIDIA Corporation.)

the shadow map to find all possible occluders. The average distance of these occluders
from the location is used to determine the sample area width:

wsample = wlight
dr − do

dr
, (7.6)

where dr is the distance of the receiver from the light and do the average occluder
distance. In other words, the width of the surface area to the sample grows as the
average occluder gets farther from the receiver and closer to the light. Examine
Figure 7.22 and think about the effect of moving the occluder to see how this occurs.
Figures 7.2 (page 224), 7.25, and 7.26 show examples.

If there are no occluders found, the location is fully lit and no further processing
is necessary. Similarly, if the location is fully occluded, processing can end. Other-
wise, then the area of interest is sampled and the light’s approximate contribution is
computed. To save on processing costs, the width of the sample area can be used to
vary the number of samples taken. Other techniques can be implemented, e.g., using
lower sampling rates for distant soft shadows that are less likely to be important.

A drawback of this method is that it needs to sample a fair-sized area of the
shadow map to find the occluders. Using a rotated Poisson disk pattern can help hide
undersampling artifacts [865, 1590]. Jimenez [832] notes that Poisson sampling can
be unstable under motion and finds that a spiral pattern formed by using a function
halfway between dithering and random gives a better result frame to frame.

Sikachev et al. [1641] discuss in detail a faster implementation of PCSS using
features in SM 5.0, introduced by AMD and often called by their name for it, contact
hardening shadows (CHS). This new version also addresses another problem with
basic PCSS: The penumbra’s size is affected by the shadow map’s resolution. See
Figure 7.25. This problem is minimized by first generating mipmaps of the shadow
map, then choosing the mip level closest to a user-defined world-space kernel size. An
8× 8 area is sampled to find the average blocker depth, needing only 16 GatherRed()

texture calls. Once a penumbra estimate is found, the higher-resolution mip levels are
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used for the sharp area of the shadow, while the lower-resolution mip levels are used
for softer areas.

CHS has been used in a large number of video games [1351, 1590, 1641, 1678, 1679],
and research continues. For example, Buades et al. [206] present separable soft shadow
mapping (SSSM), where the PCSS process of sampling a grid is split into separable
parts and elements are reused as possible from pixel to pixel.

One concept that has proven helpful for accelerating algorithms that need multiple
samples per pixel is the hierarchical min/max shadow map. While shadow map depths
normally cannot be averaged, the minimum and maximum values at each mipmap
level can be useful. That is, two mipmaps can be formed, one saving the largest z-
depth found in each area (sometimes called HiZ ), and one the smallest. Given a texel
location, depth, and area to be sampled, the mipmaps can be used to rapidly determine
fully lit and fully shadowed conditions. For example, if the texel’s z-depth is greater
than the maximum z-depth stored for the corresponding area of the mipmap, then the
texel must be in shadow—no further samples are needed. This type of shadow map
makes the task of determining light visibility much more efficient [357, 415, 610, 680,
1064, 1811].

Methods such as PCF work by sampling the nearby receiver locations. PCSS works
by finding an average depth of nearby occluders. These algorithms do not directly take
into account the area of the light source, but rather sample the nearby surfaces, and
are affected by the resolution of the shadow map. A major assumption behind PCSS
is that the average blocker is a reasonable estimate of the penumbra size. When two
occluders, say a street lamp and a distant mountain, partially occlude the same surface
at a pixel, this assumption is broken and can lead to artifacts. Ideally, we want to
determine how much of the area light source is visible from a single receiver location.
Several researchers have explored backprojection using the GPU. The idea is to treat
each receiver’s location as a viewpoint and the area light source as part of a view plane,
and to project occluders onto this plane. Both Schwarz and Stamminger [1593] and
Guennebaud et al. [617] summarize previous work and offer their own improvements.
Bavoil et al. [116] take a different approach, using depth peeling to create a multi-layer
shadow map. Backprojection algorithms can give excellent results, but the high cost
per pixel has (so far) meant they have not seen adoption in interactive applications.

7.7 Filtered Shadow Maps
One algorithm that allows filtering of the shadow maps generated is Donnelly and
Lauritzen’s variance shadow map (VSM) [368]. The algorithm stores the depth in one
map and the depth squared in another map. MSAA or other antialiasing schemes can
be used when generating the maps. These maps can be blurred, mipmapped, put in
summed area tables [988], or any other method. The ability to treat these maps as
filterable textures is a huge advantage, as the entire array of sampling and filtering
techniques can be brought to bear when retrieving data from them.
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We will describe VSM in some depth here, to give a sense of how this process
works; also, the same type of testing is used for all methods in this class of algorithm.
Readers interested in learning more about this area should access the relevant refer-
ences, and we also recommend the book by Eisemann et al. [412], which gives the
topic considerably more space.

To begin, for VSM the depth map is sampled (just once) at the receiver’s location
to return an average depth of the closest light occluder. When this average depth
M1, called the first moment, is greater than the depth on the shadow receiver t, the
receiver is considered fully in light. When the average depth is less than the receiver’s
depth, the following equation is used:

pmax(t) =
σ2

σ2 + (t−M1)2
, (7.7)

where pmax is the maximum percentage of samples in light, σ2 is the variance, t is the
receiver depth, and M1 is the average expected depth in the shadow map. The depth-
squared shadow map’s sample M2, called the second moment, is used to compute the
variance:

σ2 = M2 −M2
1 . (7.8)

The value pmax is an upper bound on the visibility percentage of the receiver. The
actual illumination percentage p cannot be larger than this value. This upper bound
is from the one-sided variant of Chebyshev’s inequality. The equation attempts to
estimate, using probability theory, how much of the distribution of occluders at the
surface location is beyond the surface’s distance from the light. Donnelly and Lauritzen
show that for a planar occluder and planar receiver at fixed depths, p = pmax, so
Equation 7.7 can be used as a good approximation of many real shadowing situations.

Myers [1251] builds up an intuition as to why this method works. The variance over
an area increases at shadow edges. The greater the difference in depths, the greater
the variance. The (t − M1)

2 term is then a significant determinant in the visibility
percentage. If this value is just slightly above zero, this means the average occluder
depth is slightly closer to the light than the receiver, and pmax is then near 1 (fully
lit). This would happen along the fully lit edge of the penumbra. Moving into the
penumbra, the average occluder depth gets closer to the light, so this term becomes
larger and pmax drops. At the same time the variance itself is changing within the
penumbra, going from nearly zero along the edges to the largest variance where the
occluders differ in depth and equally share the area. These terms balance out to give
a linearly varying shadow across the penumbra. See Figure 7.26 for a comparison with
other algorithms.

One significant feature of variance shadow mapping is that it can deal with
the problem of surface bias problems due to geometry in an elegant fashion. Lau-
ritzen [988] gives a derivation of how the surface’s slope is used to modify the value
of the second moment. Bias and other problems from numerical stability can be a
problem for variance mapping. For example, Equation 7.8 subtracts one large value
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Figure 7.26. In the upper left, standard shadow mapping. Upper right, perspective shadow mapping,
increasing the density of shadow-map texel density near the viewer. Lower left, percentage-closer
soft shadows, softening the shadows as the occluder’s distance from the receiver increases. Lower
right, variance shadow mapping with a constant soft shadow width, each pixel shaded with a single
variance map sample. (Images courtesy of Nico Hempe, Yvonne Jung, and Johannes Behr.)

from another similar value. This type of computation tends to magnify the lack of
accuracy of the underlying numerical representation. Using floating point textures
helps avoid this problem.

Overall VSM gives a noticeable increase in quality for the amount of time spent
processing, since the GPU’s optimized texture capabilities are used efficiently. While
PCF needs more samples, and hence more time, to avoid noise when generating softer
shadows, VSM can work with just a single, high-quality sample to determine the entire
area’s effect and produce a smooth penumbra. This ability means that shadows can
be made arbitrarily soft at no additional cost, within the limitations of the algorithm.
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Figure 7.27. Variance shadow mapping, where the distance to the light source increases from left to
right. (Images from the NVIDIA SDK 10 [1300] samples, courtesy of NVIDIA Corporation.)

As with PCF, the width of the filtering kernel determines the width of the penum-
bra. By finding the distance between the receiver and the closest occluder, the kernel
width can be varied, so giving convincing soft shadows. Mipmapped samples are poor
estimators of coverage for a penumbra with a slowly increasing width, creating boxy
artifacts. Lauritzen [988] details how to use summed-area tables to give considerably
better shadows. An example is shown in Figure 7.27.

One place variance shadow mapping breaks down is along the penumbrae areas
when two or more occluders cover a receiver and one occluder is close to the receiver.
The Chebyshev inequality from probability theory will produce a maximum light value
that is not related to the correct light percentage. The closest occluder, by only
partially hiding the light, throws off the equation’s approximation. This results in
light bleeding (a.k.a. light leaks), where areas that are fully occluded still receive light.
See Figure 7.28. By taking more samples over smaller areas, this problem can be
resolved, turning variance shadow mapping into a form of PCF. As with PCF, speed
and performance trade off, but for scenes with low shadow depth complexity, variance
mapping works well. Lauritzen [988] gives one artist-controlled method to ameliorate
the problem, which is to treat low percentages as fully shadowed and to remap the
rest of the percentage range to 0% to 100%. This approach darkens light bleeds, at
the cost of narrowing penumbrae overall. While light bleeding is a serious limitation,
VSM is good for producing shadows from terrain, since such shadows rarely involve
multiple occluders [1227].

The promise of being able to use filtering techniques to rapidly produce smooth
shadows generated much interest in filtered shadow mapping; the main challenge is
solving the various bleeding problems. Annen et al. [55] introduced the convolution
shadow map. Extending the idea behind Soler and Sillion’s algorithm for planar



256 7. Shadows

Figure 7.28. On the left, variance shadow mapping applied to a teapot. On the right, a triangle (not
shown) casts a shadow on the teapot, causing objectionable artifacts in the shadow on the ground.
(Images courtesy of Marco Salvi.)

receivers [1673], the idea is to encode the shadow depth in a Fourier expansion. As
with variance shadow mapping, such maps can be filtered. The method converges to
the correct answer, so the light leak problem is lessened.

A drawback of convolution shadow mapping is that several terms need to be com-
puted and accessed, considerably increasing both execution and storage costs [56, 117].
Salvi [1529, 1530] and Annen et al. [56] concurrently and independently came upon
the idea of using a single term based on an exponential function. Called an exponen-
tial shadow map (ESM) or exponential variance shadow map (EVSM), this method
saves the exponential of the depth along with its second moment into two buffers.
An exponential function more closely approximates the step function that a shadow
map performs (i.e., in light or not), so this works to significantly reduce bleeding
artifacts. It avoids another problem that convolution shadow mapping has, called
ringing, where minor light leaks can happen at particular depths just past the original
occluder’s depth.

A limitation with storing exponential values is that the second moment values can
become extremely large and so run out of range using floating point numbers. To
improve precision, and to allow the exponential function to drop off more steeply,
z-depths can be generated so that they are linear [117, 258].

Due to its improved quality over VSM, and its lower storage and better performance
compared to convolution maps, the exponential shadow map approach has sparked
the most interest of the three filtered approaches. Pettineo [1405] notes several other
improvements, such as the ability to use MSAA to improve results and to obtain some
limited transparency, and describes how filtering performance can be improved with
compute shaders.

More recently, moment shadow mapping was introduced by Peters and Klein [1398].
It offers better quality, though at the expense of using four or more moments, increas-
ing storage costs. This cost can be decreased by the use of 16-bit integers to store the
moments. Pettineo [1404] implements and compares this new approach with ESM,
providing a code base that explores many variants.
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Cascaded shadow-map techniques can be applied to filtered maps to improve pre-
cision [989]. An advantage of cascaded ESM over standard cascaded maps is that a
single bias factor can be set for all cascades [1405]. Chen and Tatarchuk [258] go into
detail about various light leak problems and other artifacts encountered with cascaded
ESM, and present a few solutions.

Filtered maps can be thought of as an inexpensive form of PCF, one that needs few
samples. Like PCF, such shadows have a constant width. These filtered approaches
can all be used in conjunction with PCSS to provide variable-width penumbrae [57,
1620, 1943]. An extension of moment shadow mapping also includes the ability to
provide light scattering and transparency effects [1399].

7.8 Volumetric Shadow Techniques
Transparent objects will attenuate and change the color of light. For some sets of
transparent objects, techniques similar to those discussed in Section 5.5 can be used
to simulate such effects. For example, in some situations a second type of shadow map
can be generated. The transparent objects are rendered to it, and the closest depth
and color or alpha coverage is stored. If the receiver is not blocked by the opaque
shadow map, the transparency depth map is then tested and, if occluded, the color or
coverage is retrieved as needed [471, 1678, 1679]. This idea is reminiscent of shadow
and light projection in Section 7.2, with the stored depths avoiding projection onto
receivers between the transparent objects and the light. Such techniques cannot be
applied to the transparent objects themselves.

Self-shadowing is critical for realistic rendering of objects such as hair and clouds,
where objects are either small or semitransparent. Single-depth shadow maps will
not work for these situations. Lokovic and Veach [1066] first presented the concept
of deep shadow maps, in which each shadow-map texel stores a function of how light
drops off with depth. This function is typically approximated by a series of samples
at different depths, with each sample having an opacity value. The two samples in
the map that bracket a given position’s depth are used to find the shadow’s effect.
The challenge on the GPU is in generating and evaluating such functions efficiently.
These algorithms use similar approaches and run into similar challenges found for some
order-independent transparency algorithms (Section 5.5), such as compact storage of
the data needed to faithfully represent each function.

Kim and Neumann [894] were the first to present a GPU-based method, which they
call opacity shadow maps. Maps storing just the opacities are generated at a fixed set
of depths. Nguyen and Donnelly [1274] give an updated version of this approach,
producing images such as Figure 17.2 on page 719. However, the depth slices are
all parallel and uniform, so many slices are needed to hide in-between slice opacity
artifacts due to linear interpolation. Yuksel and Keyser [1953] improve efficiency and
quality by creating opacity maps that more closely follow the shape of the model.
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Figure 7.29. Hair and smoke rendering with adaptive volumetric shadow maps [1531]. (Reprinted by
permission of Marco Salvi and Intel Corporation, copyright Intel Corporation, 2010.)

Doing so allows them to reduce the number of layers needed, as evaluation of each
layer is more significant to the final image.

To avoid having to rely on fixed slice setups, more adaptive techniques have been
proposed. Salvi et al. [1531] introduce adaptive volumetric shadow maps, in which
each shadow-map texel stores both the opacities and layer depths. Pixel shaders
operations are used to lossily compress the stream of data (surface opacities) as it is
rasterized. This avoids needing an unbounded amount of memory to gather all samples
and process them in a set. The technique is similar to deep shadow maps [1066], but
with the compression step done on the fly in the pixel shader. Limiting the function
representation to a small, fixed number of stored opacity/depth pairs makes both
compression and retrieval on the GPU more efficient [1531]. The cost is higher than
simple blending because the curve needs to be read, updated, and written back, and
it depends on the number of points used to represent a curve. In this case, this
technique also requires recent hardware that supports UAV and ROV functionality
(end of Section 3.8). See Figure 7.29 for an example.

The adaptive volumetric shadow mapping method was used for realistic smoke
rendering in the game GRID2, with the average cost being below 2 ms/frame [886].
Fürst et al. [509] describe and provide code for their implementation of deep shadow
maps for a video game. They use linked lists to store depths and alphas, and use
exponential shadow mapping to provide a soft transition between lit and shadowed
regions.
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Exploration of shadow algorithms continues, with a synthesis of a variety of al-
gorithms and techniques becoming more common. For example, Selgrad et al. [1603]
research storing multiple transparent samples with linked lists and using compute
shaders with scattered writes to build the map. Their work uses deep shadow-map
concepts, along with filtered maps and other elements, which give a more general
solution for providing high-quality soft shadows.

7.9 Irregular Z -Buffer Shadows
Shadow-map approaches of various sorts are popular for several reasons. Their costs
are predictable and scale well to increasing scene sizes, at worst linear with the number
of primitives. They map nicely onto the GPU, as they rely on rasterization to regularly
sample the light’s view of the world. However, due to this discrete sampling, problems
arise because the locations the eye sees do not map one-to-one with those the light
sees. Various aliasing problems arise when the light samples a surface less frequently
than the eye. Even when sampling rates are comparable, there are biasing problems
because the surface is sampled in locations slightly different than those the eye sees.

Shadow volumes provide an exact, analytical solution, as the light’s interactions
with surfaces result in sets of triangles defining whether any given location is lit or in
shadow. The unpredictable cost of the algorithm when implemented on the GPU is a
serious drawback. The improvements explored in recent years [1648] are tantalizing,
but have not yet had an “existence proof” of being adopted in commercial applications.

Another analytical shadow-testing method may have potential in the longer term:
ray tracing. Described in detail in Section 11.2.2, the basic idea is simple enough,
especially for shadowing. A ray is shot from the receiver location to the light. If
any object is found that blocks the ray, the receiver is in shadow. Much of a fast
ray tracer’s code is dedicated to generating and using hierarchical data structures to
minimize the number of object tests needed per ray. Building and updating these
structures each frame for a dynamic scene is a decades-old topic and a continuing area
of research.

Another approach is to use the GPU’s rasterization hardware to view the scene,
but instead of just z-depths, additional information is stored about the edges of the
occluders in each grid cell of the light [1003, 1607]. For example, imagine storing at
each shadow-map texel a list of triangles that overlap the grid cell. Such a list can
be generated by conservative rasterization, in which a triangle generates a fragment
if any part of the triangle overlaps a pixel, not just the pixel’s center (Section 23.1.2).
One problem with such schemes is that the amount of data per texel normally needs
to be limited, which in turn can lead to inaccuracies in determining the status of every
receiver location. Given modern linked-list principles for GPUs [1943], it is certainly
possible to store more data per pixel. However, aside from physical memory limits,
a problem with storing a variable amount of data in a list per texel is that GPU
processing can become extremely inefficient, as a single warp can have a few fragment
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Figure 7.30. Irregular z-buffer. In the upper left, the view from the eye generates a set of dots at
the pixel centers. Two triangles forming a cube face are shown. In the upper right, these dots are
shown from the light’s view. In the lower left, a shadow-map grid is imposed. For each texel a list of
all dots inside its grid cell is generated. In the lower right, shadow testing is performed for the red
triangle by conservatively rasterizing it. At each texel touched, shown in light red, all dots in its list
are tested against the triangle for visibility by the light. (Underlying raster images courtesy of Timo
Aila and Samuli Laine [14].)

threads that need to retrieve and process many items, while the rest of the threads
are idle, having no work to do. Structuring a shader to avoid thread divergence due
to dynamic “if” statements and loops is critical for performance.

An alternative to storing triangles or other data in the shadow map and testing
receiver locations against them is to flip the problem, storing receiver locations and
then testing triangles against each. This concept of saving the receiver locations, first
explored by Johnson et al. [839] and Aila and Laine [14], is called the irregular z-buffer
(IZB). The name is slightly misleading, in that the buffer itself has a normal, regular
shape for a shadow map. Rather, the buffer’s contents are irregular, as each shadow-
map texel will have one or more receiver locations stored in it, or possibly none at all.
See Figure 7.30.
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Using the method presented by Sintorn et al. [1645] and Wyman et al. [1930, 1932],
a multi-pass algorithm creates the IZB and tests its contents for visibility from the
light. First, the scene is rendered from the eye, to find the z-depths of the surfaces
seen from the eye. These points are transformed to the light’s view of the scene, and
tight bounds are formed from this set for the light’s frustum. The points are then
deposited in the light’s IZB, each placed into a list at its corresponding texel. Note
that some lists may be empty, a volume of space that the light views but that has
no surfaces seen by the eye. Occluders are conservatively rasterized to the light’s
IZB to determine whether any points are hidden, and so in shadow. Conservative
rasterization ensures that, even if a triangle does not cover the center of a light texel,
it will be tested against points it may overlap nonetheless.

Visibility testing occurs in the pixel shader. The test itself can be visualized as a
form of ray tracing. A ray is generated from an image point’s location to the light. If
a point is inside the triangle and more distant than the triangle’s plane, it is hidden.
Once all occluders are rasterized, the light-visibility results are used to shade the
surface. This testing is also called frustum tracing, as the triangle can be thought of
as defining a view frustum that checks points for inclusion in its volume.

Careful coding is critical in making this approach work well with the GPU. Wyman
et al. [1930, 1932] note that their final version was two orders of magnitude faster than
the initial prototypes. Part of this performance increase was straightforward algorithm
improvements, such as culling image points where the surface normal was facing away
from the light (and so always unlit) and avoiding having fragments generated for empty
texels. Other performance gains were from improving data structures for the GPU,
and from minimizing thread divergence by working to have short, similar-length lists
of points in each texel. Figure 7.30 shows a low-resolution shadow map with long lists
for illustrative purposes. The ideal is one image point per list. A higher resolution
gives shorter lists, but also increases the number of fragments generated by occluders
for evaluation.

As can be seen in the lower left image in Figure 7.30, the density of visible points
on the ground plane is considerably higher on the left side than the right, due to the
perspective effect. Using cascaded shadow maps helps lower list sizes in these areas
by focusing more light-map resolution closer to the eye.

This approach avoids the sampling and bias issues of other approaches and provides
perfectly sharp shadows. For aesthetic and perceptual reasons, soft shadows are often
desired, but can have bias problems with nearby occluders, such as Peter Panning.
Story and Wyman [1711, 1712] explore hybrid shadow techniques. The core idea is
to use the occluder distance to blend IZB and PCSS shadows, using the hard shadow
result when the occluder is close and soft when more distant. See Figure 7.31. Shadow
quality is often most important for nearby objects, so IZB costs can be reduced by
using this technique on only a selected subset. This solution has successfully been
used in video games. This chapter started with such an image, shown in Figure 7.2
on page 224.
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Figure 7.31. On the left, PCF gives uniformly softened shadows for all objects. In the middle, PCSS
softens the shadow with distance to the occluder, but the tree branch shadow overlapping the left cor-
ner of the crate creates artifacts. On the right, sharp shadows from IZB blended with soft from PCSS
give an improved result [1711]. (Images from “Tom Clancy’s The Division,” courtesy of Ubisoft.)

7.10 Other Applications
Treating the shadow map as defining a volume of space, separating light from dark,
can also help in determining what parts of objects to shadow. Gollent [555] describes
how CD Projekt’s terrain shadowing system computes for each area a maximum height
that is still occluded, which can then be used to shadow not only terrain but also trees
and other elements in the scene. To find each height, a shadow map of the visible area
is rendered for the sun. Each terrain heightfield location is then checked for visibility
from the sun. If in shadow, the height where the sun is first visible is estimated by
increasing the world height by a fixed step size until the sun comes into view and
then performing a binary search. In other words, we march along a vertical line and
iterate to narrow down the location where it intersects the shadow map’s surface that
separates light from dark. Neighboring heights are interpolated to find this occlusion
height at any location. An example of this technique used for soft shadowing of a
terrain heightfield can be seen in Figure 7.32. We will see more use of ray marching
through areas of light and dark in Chapter 14.

One last method worth a mention is rendering screen-space shadows. Shadow maps
often fail to produce accurate occlusions on small features, because of their limited
resolution. This is especially problematic when rendering human faces, because we are
particularly prone to noticing any visual artifacts on them. For example, rendering
glowing nostrils (when not intended) looks jarring. While using higher-resolution
shadow maps or a separate shadow map targeting only the area of interest can help,
another possibility is to leverage the already-existing data. In most modern rendering
engines the depth buffer from the camera perspective, coming from an earlier prepass,
is available during rendering. The data stored in it can be treated as a heightfield.
By iteratively sampling this depth buffer, we can perform a ray-marching process
(Section 6.8.1) and check if the direction toward the light is unoccluded. While costly,
as it involves repeatedly sampling the depth buffer, doing so can provide high-quality
results for closeups in cut scenes, where spending extra milliseconds is often justified.
The method was proposed by Sousa at al. [1678] and is commonly used in many game
engines today [384, 1802].
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Figure 7.32. Terrain lit with the height where the sun is first seen computed for each heightfield
location. Note how trees along the shadow’s edge are properly shadowed [555]. (CD PROJEKT R©,
The Witcher R© are registered trademarks of CD PROJEKT Capital Group. The Witcher game c©
CD PROJEKT S.A. Developed by CD PROJEKT S.A. All rights reserved. The Witcher game is
based on the prose of Andrzej Sapkowski. All other copyrights and trademarks are the property of
their respective owners.)

To summarize this whole chapter, shadow mapping in some form is by far the
most common algorithm used for shadows cast onto arbitrary surface shapes. Cas-
caded shadow maps improve sampling quality when shadows are cast in a large area,
such as an outdoor scene. Finding a good maximum distance for the near plane via
SDSM can further improve precision. Percentage-closer filtering (PCF) gives some
softness to the shadows, percentage-closer soft shadows (PCSS) and its variants give
contact hardening, and the irregular z-buffer can provide precise hard shadows. Fil-
tered shadow maps provide rapid soft-shadow computation and work particularly well
when the occluder is far from the receiver, as with terrain. Finally, screen-space
techniques can be used for additional precision, though at a noticeable cost.

In this chapter, we have focused on key concepts and techniques currently used
in applications. Each has its own strengths, and choices depend on world size, com-
position (static content versus animated), material types (opaque, transparent, hair,
or smoke), and number and type of lights (static or dynamic; local or distant; point,
spot, or area), as well as factors such as how well the underlying textures can hide any
artifacts. GPU capabilities evolve and improve, so we expect to continue seeing new
algorithms that map well to the hardware appear in the years ahead. For example,
the sparse-texture technique described in Section 19.10.1 has been applied to shadow-
map storage to improve resolution [241, 625, 1253]. In an inventive approach, Sintorn,
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Figure 7.33. At the top is an image generated with a basic soft-shadows approximation. At the
bottom is voxel-based area light shadowing using cone tracing, on a voxelization of the scene. Note
the considerably more diffuse shadows for the cars. Lighting also differs due to a change in the time
of day. (Images courtesy of Crytek [865].)

Kämpe, and others [850, 1647] explore the idea of converting a two-dimensional shadow
map for a light into a three-dimensional set of voxels (small boxes; see Section 13.10).
An advantage of using a voxel is that it can be categorized as lit or in shadow, thus
needing minimal storage. A highly compressed sparse voxel octree representation
stores shadows for a huge number of lights and static occluders. Scandolo et al. [1546]
combine their compression technique with an interval-based scheme using dual shadow
maps, giving still higher compression rates. Kasyan [865] uses voxel cone tracing (Sec-
tion 13.10) to generate soft shadows from area lights. See Figure 7.33 for an example.
More cone-traced shadows are shown in Figure 13.33 on page 585.
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Further Reading and Resources

Our focus in this chapter is on basic principles and what qualities a shadow algorithm
needs—predictable quality and performance—to be useful for interactive rendering.
We have avoiding an exhaustive categorization of the research done in this area of
rendering, as two texts tackle the subject. The book Real-Time Shadows by Eisemann
et al. [412] focuses directly on interactive rendering techniques, discussing a wide
range of algorithms along with their strengths and costs. A SIGGRAPH 2012 course
provides an excerpt of this book, while also adding references to newer work [413].
Presentations from their SIGGRAPH 2013 course are available at their website, www.
realtimeshadows.com. Woo and Poulin’s book Shadow Algorithms Data Miner [1902]
provides an overview of a wide range of shadow algorithms for interactive and batch
rendering. Both books supply references to hundreds of research articles in the field.

Tuft’s pair of articles [1791, 1792] are an excellent overview of commonly used
shadow-mapping techniques and the issues involved. Bjørge [154] presents a range of
popular shadow algorithms suitable for mobile devices, along with images comparing
various algorithms. Lilley’s presentation [1046] gives a solid and extensive overview of
practical shadow algorithms, with a focus on terrain rendering for GIS systems. Blog
articles by Pettineo [1403, 1404] and Castaño [235] are particularly valuable for their
practical tips and solutions, as well as a demo code base. See Scherzer et al. [1558]
for a shorter summary of work specifically focused on hard shadows. The survey of
algorithms for soft shadows by Hasenfratz et al. [675] is dated, but covers a wide range
of early work in some depth.

www.realtimeshadows.com
www.realtimeshadows.com
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Chapter 8

Light and Color

“Unweave a rainbow, as it erewhile made
The tender-person’d Lamia melt into a shade.”

—John Keats

Many of the RGB color values discussed in previous chapters represent intensities and
shades of light. In this chapter we will learn about the various physical light quanti-
ties measured by these values, laying the groundwork for subsequent chapters, which
discuss rendering from a more physically based perspective. We will also learn more
about the often-neglected “second half” of the rendering process: the transformation
of colors that represent scene linear light quantities into final display colors.

8.1 Light Quantities
The first step in any physically based approach to rendering is to quantify light in a
precise manner. Radiometry is presented first, as this is the core field concerned with
the physical transmission of light. We follow with a discussion of photometry, which
deals with light values that are weighted by the sensitivity of the human eye. Our
perception of color is a psychophysical phenomenon: the psychological perception of
physical stimuli. Color perception is discussed in the section on colorimetry. Finally,
we discuss the validity of rendering with RGB color values.

8.1.1 Radiometry

Radiometry deals with the measurement of electromagnetic radiation. As will be
discussed in more detail in Section 9.1, this radiation propagates as waves. Electro-
magnetic waves with different wavelengths—the distance between two adjacent points
with the same phase, e.g., two adjacent peaks—tend to have different properties. In
nature, electromagnetic waves exist across a huge range of wavelengths, from gamma
waves less than a hundredth of a nanometer in length to extreme low frequency (ELF)
radio waves tens of thousands of kilometers long. The waves that humans can see
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Figure 8.1. The range of wavelengths for visible light, shown in context within the full electromagnetic
spectrum.

comprise a tiny subset of that range, extending from about 400 nanometers for violet
light to a bit over 700 nanometers for red light. See Figure 8.1.

Radiometric quantities exist for measuring various aspects of electromagnetic ra-
diation: overall energy, power (energy over time), and power density with respect to
area, direction, or both. These quantities are summarized in Table 8.1.

In radiometry, the basic unit is radiant flux, Φ. Radiant flux is the flow of radiant
energy over time—power—measured in watts (W).

Irradiance is the density of radiant flux with respect to area, i.e., dΦ/dA. Irradiance
is defined with respect to an area, which may be an imaginary area in space, but is
most often the surface of an object. It is measured in watts per square meter.

Before we get to the next quantity, we need to first introduce the concept of a solid
angle, which is a three-dimensional extension of the concept of an angle. An angle can
be thought of as a measure of the size of a continuous set of directions in a plane, with
a value in radians equal to the length of the arc this set of directions intersects on an
enclosing circle with radius 1. Similarly, a solid angle measures the size of a continuous
set of directions in three-dimensional space, measured in steradians (abbreviated “sr”),
which are defined by the area of the intersection patch on an enclosing sphere with
radius 1 [544]. Solid angle is represented by the symbol ω.

Name Symbol Units

radiant flux Φ watt (W)

irradiance E W/m2

radiant intensity I W/sr

radiance L W/(m2sr)

Table 8.1. Radiometric quantities and units.
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Figure 8.2. A cone with a solid angle of one steradian removed from a cutaway view of a sphere. The
shape itself is irrelevant to the measurement. The coverage on the sphere’s surface is the key.

In two dimensions, an angle of 2π radians covers the whole unit circle. Extending
this to three dimensions, a solid angle of 4π steradians would cover the whole area of
the unit sphere. The size of a solid angle of one steradian can be seen in Figure 8.2.

Now we can introduce radiant intensity, I, which is flux density with respect to
direction—more precisely, solid angle (dΦ/dω). It is measured in watts per steradian.

Finally, radiance, L, is a measure of electromagnetic radiation in a single ray. More
precisely, it is defined as the density of radiant flux with respect to both area and solid
angle (d2Φ/dAdω). This area is measured in a plane perpendicular to the ray. If radi-
ance is applied to a surface at some other orientation, then a cosine correction factor
must be used. You may encounter definitions of radiance using the term “projected
area” in reference to this correction factor.

Radiance is what sensors, such as eyes or cameras, measure (see Section 9.2 for
more details), so it is of prime importance for rendering. The purpose of evaluating
a shading equation is to compute the radiance along a given ray, from the shaded
surface point to the camera. The value of L along that ray is the physically based
equivalent of the quantity cshaded in Chapter 5. The metric units of radiance are watts
per square meter per steradian.

The radiance in an environment can be thought of as a function of five variables
(or six, including wavelength), called the radiance distribution [400]. Three of the
variables specify a location, the other two a direction. This function describes all light
traveling anywhere in space. One way to think of the rendering process is that the eye
and screen define a point and a set of directions (e.g., a ray going through each pixel),
and this function is evaluated at the eye for each direction. Image-based rendering,
discussed in Section 13.4, uses a related concept, called the light field.

In shading equations, radiance often appears in the form Lo(x,d) or Li(x,d),
which mean radiance going out from the point x or entering into it, respectively. The
direction vector d indicates the ray’s direction, which by convention always points
away from x. While this convention may be somewhat confusing in the case of Li,
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Figure 8.3. SPDs (spectral power distributions) for three different light waves. The top SPD is for
a green laser, which has an extremely narrow spectral distribution. Its waveform is similar to the
simple sine wave in Figure 9.1 on page 294. The middle SPD is for light comprised of the same
green laser plus two additional lasers, one red and one blue. The wavelengths and relative intensities
of these lasers correspond to an RGB laser projection display showing a neutral white color. The
bottom SPD is for the standard D65 illuminant, which is a typical neutral white reference intended to
represent outdoor lighting. Such SPDs, with energy continuously spread across the visible spectrum,
are typical for natural lighting.

since d points in the opposite direction to the light propagation, it is convenient for
calculations such as dot products.

An important property of radiance is that it is not affected by distance, ignoring
atmospheric effects such as fog. In other words, a surface will have the same radiance
regardless of its distance from the viewer. The surface covers fewer pixels when more
distant, but the radiance from the surface at each pixel is constant.

Most light waves contain a mixture of many different wavelengths. This is typi-
cally visualized as a spectral power distribution (SPD), which is a plot showing how
the light’s energy is distributed across different wavelengths. Figure 8.3 shows three
examples. Notably, despite the dramatic differences between the middle and bottom
SPDs in Figure 8.3, they are perceived as the same color. Clearly, human eyes make
for poor spectrometers. We will discuss color vision in detail in Section 8.1.3.

All radiometric quantities have spectral distributions. Since these distributions
are densities over wavelength, their units are those of the original quantity divided by
nanometers. For example, the spectral distribution of irradiance has units of watts
per square meter per nanometer.

Since full SPDs are unwieldy to use for rendering, especially at interactive rates,
in practice radiometric quantities are represented as RGB triples. In Section 8.1.3 we
will explain how these triples relate to spectral distributions.
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Figure 8.4. The photometric curve.

8.1.2 Photometry

Radiometry deals purely with physical quantities, without taking account of human
perception. A related field, photometry, is like radiometry, except that it weights ev-
erything by the sensitivity of the human eye. The results of radiometric computations
are converted to photometric units by multiplying by the CIE photometric curve,1 a
bell-shaped curve centered around 555 nm that represents the eye’s response to various
wavelengths of light [76, 544]. See Figure 8.4.

The conversion curve and the units of measurement are the only difference between
the theory of photometry and the theory of radiometry. Each radiometric quantity
has an equivalent metric photometric quantity. Table 8.2 shows the names and units
of each. The units all have the expected relationships (e.g., lux is lumens per square
meter). Although logically the lumen should be the basic unit, historically the can-
dela was defined as a basic unit and the other units were derived from it. In North
America, lighting designers measure illuminance using the deprecated Imperial unit
of measurement, called the foot-candle (fc), instead of lux. In either case, illuminance
is what most light meters measure, and it is important in illumination engineering.

Luminance is often used to describe the brightness of flat surfaces. For example,
high dynamic range (HDR) television screens’ peak brightness typically ranges from
about 500 to 1000 nits. In comparison, clear sky has a luminance of about 8000 nits,
a 60-watt bulb about 120,000 nits, and the sun at the horizon 600,000 nits [1413].

1The full and more accurate name is the “CIE photopic spectral luminous efficiency curve.” The
word “photopic” refers to lighting conditions brighter than 3.4 candelas per square meter—twilight or
brighter. Under these conditions the eye’s cone cells are active. There is a corresponding “scotopic”
CIE curve, centered around 507 nm, that is for when the eye has become dark-adapted to below
0.034 candelas per square meter—a moonless night or darker. The rod cells are active under these
conditions.
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Radiometric Quantity: Units Photometric Quantity: Units

radiant flux: watt (W) luminous flux: lumen (lm)

irradiance: W/m2 illuminance: lux (lx)

radiant intensity: W/sr luminous intensity: candela (cd)

radiance: W/(m2sr) luminance: cd/m2 = nit

Table 8.2. Radiometric and photometric quantities and units.

8.1.3 Colorimetry

In Section 8.1.1 we have seen that our perception of the color of light is strongly
connected to the light’s SPD (spectral power distribution). We also saw that this is
not a simple one-to-one correspondence. The bottom and middle SPDs in Figure 8.3
are completely different yet are perceived as the exact same color. Colorimetry deals
with the relationship between spectral power distributions and the perception of color.

Humans can distinguish about 10 million different colors. For color perception, the
eye works by having three different types of cone receptors in the retina, with each
type of receptor responding differently to various wavelengths. Other animals have
varying numbers of color receptors, in some cases as many as fifteen [260]. So, for a
given SPD, our brain receives only three different signals from these receptors. This is
why just three numbers can be used to precisely represent any color stimulus [1707].

But what three numbers? A set of standard conditions for measuring color was
proposed by the CIE (Commission Internationale d’Eclairage), and color-matching
experiments were performed using them. In color matching, three colored lights are
projected on a white screen so that their colors add together and form a patch. A
test color to match is projected next to this patch. The test color patch is of a
single wavelength. The observer can then change the three colored lights using knobs
calibrated to a range weighted [−1, 1] until the test color is matched. A negative weight
is needed to match some test colors, and such a weight means that the corresponding
light is added instead to the wavelength’s test color patch. One set of test results
for three lights, called r, g, and b, is shown in Figure 8.5. The lights were almost
monochromatic, with the energy distribution of each narrowly clustered around one
of the following wavelengths: 645 nm for r, 526 nm for g, and 444 nm for b. The
functions relating each set of matching weights to the test patch wavelengths are
called color-matching functions.

What these functions give is a way to convert a spectral power distribution to
three values. Given a single wavelength of light, the three colored light settings can
be read off the graph, the knobs set, and lighting conditions created that will give an
identical sensation from both patches of light on the screen. For an arbitrary spectral
distribution, the color-matching functions can be multiplied by the distribution and
the area under each resulting curve (i.e., the integral) gives the relative amounts
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Figure 8.5. The r, g, and b 2-degree color-matching curves, from Stiles and Burch [1703]. These
color-matching curves are not to be confused with the spectral distributions of the light sources used
in the color-matching experiment, which are pure wavelengths.

to set the colored lights to match the perceived color produced by the spectrum.
Considerably different spectral distributions can resolve to the same three weights,
i.e., they look the same to an observer. Spectral distributions that give matching
weights are called metamers.

The three weighted r, g, and b lights cannot directly represent all visible colors,
as their color-matching functions have negative weights for various wavelengths. The
CIE proposed three different hypothetical light sources with color-matching functions
that are positive for all visible wavelengths. These curves are linear combinations of
the original r, g, and b color-matching functions. This requires their spectral power
distributions of the light sources to be negative at some wavelengths, so these lights are
unrealizable mathematical abstractions. Their color-matching functions are denoted
x(λ), y(λ), and z(λ), and are shown in Figure 8.6. The color-matching function y(λ) is
the same as the photometric curve (Figure 8.4), as radiance is converted to luminance
with this curve.

As with the previous set of color-matching functions, x(λ), y(λ), and z(λ) are used
to reduce any SPD s(λ) to three numbers via multiplication and integration:

X=

∫ 780

380

s(λ)x(λ)dλ, Y =

∫ 780

380

s(λ)y(λ)dλ, Z=

∫ 780

380

s(λ)z(λ)dλ. (8.1)

These X, Y , and Z tristimulus values are weights that define a color in CIE XYZ
space. It is often convenient to separate colors into luminance (brightness) and chro-
maticity. Chromaticity is the character of a color independent of its brightness. For
example, two shades of blue, one dark and one light, can have the same chromaticity
despite differing in luminance.
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Figure 8.6. The Judd-Vos-modified CIE (1978) 2-degree color-matching functions. Note that the two
x’s are part of the same curve.

For this purpose, the CIE defined a two-dimensional chromaticity space by pro-
jecting colors onto the X+Y +Z = 1 plane. See Figure 8.7. Coordinates in this space
are called x and y, and are computed as follows:

x =
X

X + Y + Z
,

y =
Y

X + Y + Z
,

z =
Z

X + Y + Z
= 1− x− y.

(8.2)

The z value gives no additional information, so it is normally omitted. The plot
of the chromaticity coordinates x and y values is known as the CIE 1931 chromaticity
diagram. See Figure 8.8. The curved outline in the diagram shows where the colors of
the visible spectrum lie, and the straight line connecting the ends of the spectrum is
called the purple line. The black dot shows the chromaticity of illuminant D65, which
is a frequently used white point—a chromaticity used to define the white or achromatic
(colorless) stimulus.

To summarize, we began with an experiment that used three single-wavelength
lights and measured how much of each was needed to match the appearance of some
other wavelength of light. Sometimes these pure lights had to be added to the sample
being viewed in order to match. This gave one set of color-matching functions, which
were combined to create a new set without negative values. With this non-negative
set of color-matching functions in hand, we can convert any spectral distribution to
an XYZ coordinate that defines a color’s chromaticity and luminance, which can be
reduced to xy to describe just the chromaticity, keeping luminance constant.
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Figure 8.7. The RGB color cube for the CIE RGB primaries is shown in XYZ space, along with its
projection (in violet) onto the X + Y + Z = 1 plane. The blue outline encloses the space of possible
chromaticity values. Each line radiating from the origin has a constant chromaticity value, varying
only in luminance.

Figure 8.8. The CIE 1931 chromaticity diagram. The curve is labeled with the wavelengths of
the corresponding pure colors. The white triangle and black dot show the gamut and white point,
respectively, used for the sRGB and Rec. 709 color spaces.



276 8. Light and Color

Given a color point (x, y), draw a line from the white point through this point
to the boundary (spectral or purple line). The relative distance of the color point
compared to the distance to the edge of the region is the excitation purity of the color.
The point on the region edge defines the dominant wavelength. These colorimetric
terms are rarely encountered in graphics. Instead, we use saturation and hue, which
correlate loosely with excitation purity and dominant wavelength, respectively. More
precise definitions of saturation and hue can be found in books by Stone [1706] and
others [456, 789, 1934].

The chromaticity diagram describes a plane. The third dimension needed to fully
describe a color is the Y value, luminance. These then define what is called the xyY -
coordinate system. The chromaticity diagram is important in understanding how color
is used in rendering, and the limits of the rendering system. A television or computer
monitor presents colors by using some settings of R, G, and B color values. Each color
channel controls a display primary that emits light with a particular spectral power
distribution. Each of the three primaries is scaled by its respective color value, and
these are added together to create a single spectral power distribution that the viewer
perceives.

The triangle in the chromaticity diagram represents the gamut of a typical televi-
sion or computer monitor. The three corners of the triangle are the primaries, which
are the most saturated red, green, and blue colors the screen can display. An impor-
tant property of the chromaticity diagram is that these limiting colors can be joined
by straight lines to show the limits of the display system as a whole. The straight lines
represent the limits of colors that can be displayed by mixing these three primaries.
The white point represents the chromaticity that is produced by the display system
when the R, G, and B color values are equal to each other. It is important to note that
the full gamut of a display system is a three-dimensional volume. The chromaticity
diagram shows only the projection of this volume onto a two-dimensional plane. See
Stone’s book [1706] for more information.

There are several RGB spaces of interest in rendering, each defined by R, G,
and B primaries and a white point. To compare them we will use a different type of
chromaticity diagram, called the CIE 1976 UCS (uniform chromaticity scale) diagram.
This diagram is part of the CIELUV color space, which was adopted by the CIE (along
with another color space, CIELAB) with the intention of providing more perceptually
uniform alternatives to the XYZ space [1707]. Color pairs that are perceptibly different
by the same amount can be up to 20 times different in distance in CIE XYZ space.
CIELUV improves upon this, bringing the ratio down to a maximum of four times.
This increased perceptual uniformity makes the 1976 diagram much better than the
1931 one for the purpose of comparing the gamuts of RGB spaces. Continued research
into perceptually uniform color spaces has recently resulted in the ICTCP [364] and
Jzazbz [1527] spaces. These color spaces are more perceptually uniform than CIELUV,
especially for the high luminance and saturated colors typical of modern displays.
However, chromaticity diagrams based on these color spaces have not yet been widely
adopted, so we use the CIE 1976 UCS diagrams in this chapter, for example in the
case of Figure 8.9.
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sRGB

ACEScg

DCI-P3

Figure 8.9. A CIE 1976 UCS diagram showing the primaries and white points of three RGB color
spaces: sRGB, DCI-P3, and ACEScg. The sRGB plot can be used for Rec. 709 as well, since the two
color spaces have the same primaries and white point.

Of the three RGB spaces shown in Figure 8.9, sRGB is by far the most commonly
used in real-time rendering. It is important to note that in this section we use “sRGB
color space” to refer to a linear color space that has the sRGB primaries and white
point, and not to the nonlinear sRGB color encoding that was discussed in Section 5.6.
Most computer monitors are designed for the sRGB color space, and the same pri-
maries and white point apply to the Rec. 709 color space as well, which is used for
HDTV displays and thus is important for game consoles. However, more displays are
being made with wider gamuts. Some computer monitors intended for photo editing
use the Adobe 1998 color space (not shown). The DCI-P3 color space—initially de-
veloped for feature film production—is seeing broader use. Apple has adopted this
color space across their product line from iPhones to Macs, and other manufacturers
have been following suit. Although ultra-high definition (UHD) content and displays
are specified to use the extremely-wide-gamut Rec. 2020 color space, in many cases
DCI-P3 is used as a de facto color space for UHD as well. Rec. 2020 is not shown in



278 8. Light and Color

Figure 8.9, but its gamut is quite close to that of the third color space in the figure,
ACEScg. The ACEScg color space was developed by the Academy of Motion Pic-
ture Arts and Sciences (AMPAS) for feature film computer graphics rendering. It is
not intended for use as a display color space, but rather as a working color space for
rendering, with colors converted to the appropriate display color space after rendering.

While currently the sRGB color space is ubiquitous in real-time rendering, the
use of wider color spaces is likely to increase. The most immediate benefit is for
applications targeting wide-gamut displays [672], but there are advantages even for
applications targeting sRGB or Rec. 709 displays. Routine rendering operations such
as multiplication give different results when performed in different color spaces [672,
1117], and there is evidence that performing these operations in the DCI-P3 or ACEScg
space produces more accurate results than performing them in linear sRGB space [660,
975, 1118].

Conversion from an RGB space to XYZ space is linear and can be done with a
matrix derived from the RGB space’s primaries and white point [1048]. Via matrix
inversion and concatenation, matrices can be derived to convert from XYZ to any
RGB space, or between two different RGB spaces. Note that after such a conversion
the RGB values may be negative or greater than one. These are colors that are out of
gamut, i.e., not reproducible in the target RGB space. Various methods can be used
to map such colors into the target RGB gamut [785, 1241].

One often-used conversion is to transform an RGB color to a grayscale luminance
value. Since luminance is the same as the Y coefficient, this operation is just the “Y
part” of the RGB-to-XYZ conversion. In other words, it is a dot product between the
RGB coefficients and the middle row of the RGB-to-XYZ matrix. In the case of the
sRGB and Rec. 709 spaces, the equation is [1704]

Y = 0.2126R+ 0.7152G+ 0.0722B. (8.3)

This brings us again to the photometric curve, shown in Figure 8.4 on page 271.
This curve, representing how a standard observer’s eye responds to light of various
wavelengths, is multiplied by the spectral power distributions of the three primaries,
and each resulting curve is integrated. The three resulting weights are what form the
luminance equation above. The reason that a grayscale intensity value is not equal
parts red, green, and blue is because the eye has a different sensitivity to various
wavelengths of light.

Colorimetry can tell us whether two color stimuli match, but it cannot predict
their appearance. The appearance of a given XYZ color stimulus depends heavily
on factors such as the lighting, surrounding colors, and previous conditions. Color
appearance models (CAM) such as CIECAM02 attempt to deal with these issues and
predict the final color appearance [456].

Color appearance modeling is part of the wider field of visual perception, which
includes effects such as masking [468]. This is where a high-frequency, high-contrast
pattern laid on an object tends to hide flaws. In other words, a texture such as a



8.1. Light Quantities 279

Persian rug will help disguise color banding and other shading artifacts, meaning that
less rendering effort needs to be expended for such surfaces.

8.1.4 Rendering with RGB Colors

Strictly speaking, RGB values represent perceptual rather than physical quantities.
Using them for physically based rendering is technically a category error. The correct
method would be to perform all rendering computations on spectral quantities, rep-
resented either via dense sampling or projection onto a suitable basis, and to convert
to RGB colors only at the end.

For example, one of the most common rendering operations is calculating the
light reflected from an object. The object’s surface typically will reflect light of some
wavelengths more than others, as described by its spectral reflectance curve. The
strictly correct way to compute the color of the reflected light is to multiply the SPD
of the incident light by the spectral reflectance at each wavelength, yielding the SPD
of the reflected light that would then be converted to an RGB color. Instead, in an
RGB renderer the RGB colors of the lights and surface are multiplied together to
give the RGB color of the reflected light. In the general case, this does not give the
correct result. To illustrate, we will look at a somewhat extreme example, shown in
Figure 8.10.

Figure 8.10. The top plot shows the spectral reflectance of a material designed for use in projection
screens. The lower two plots show the spectral power distributions of two illuminants with the same
RGB colors: an RGB laser projector in the middle plot and the D65 standard illuminant in the
bottom plot. The screen material would reflect about 80% of the light from the laser projector
because it has reflectance peaks that line up with the projectors primaries. However, it will reflect
less than 20% of the light from the D65 illuminant since most of the illuminant’s energy is outside
the screen’s reflectance peaks. An RGB rendering of this scene would predict that the screen would
reflect the same intensity for both lights.
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Figure 8.11. The spectral reflectance of a yellow banana [544].

Our example shows a screen material designed for use with laser projectors. It
has high reflectance in narrow bands matching laser projector wavelengths and low
reflectance for most other wavelengths. This causes it to reflect most of the light from
the projector, but absorb most of the light from other light sources. An RGB renderer
will produce gross errors in this case.

However, the situation shown in Figure 8.10 is far from typical. The spectral
reflectance curves for surfaces encountered in practice are much smoother, such as
the one in Figure 8.11. Typical illuminant SPDs resemble the D65 illuminant rather
than the laser projector in the example. When both the illuminant SPD and surface
spectral reflectance are smooth, the errors introduced by RGB rendering are relatively
subtle.

In predictive rendering applications, these subtle errors can be important. For
example, two spectral reflectance curves may have the same color appearance under
one light source, but not another. This problem, calledmetameric failure or illuminant
metamerism, is of serious concern when painting repaired car body parts, for example.
RGB rendering would not be appropriate in an application that attempts to predict
this type of effect.

However, for the majority of rendering systems, especially those for interactive
applications, that are not aimed at producing predictive simulations, RGB rendering
works surprisingly well [169]. Even feature-film offline rendering has only recently
started to employ spectral rendering, and it is as yet far from common [660, 1610].

This section has touched on just the basics of color science, primarily to bring an
awareness of the relation of spectra to color triplets and to discuss the limitations of
devices. A related topic, the transformation of rendered scene colors to display values,
will be discussed in the next section.
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8.2 Scene to Screen
The next few chapters in this book are focused on the problem of physically based
rendering. Given a virtual scene, the goal of physically based rendering is to compute
the radiance that would be present in the scene if it were real. However, at that point
the work is far from done. The final result—pixel values in the display’s framebuffer—
still needs to be determined. In this section we will go over some of the considerations
involved in this determination.

8.2.1 High Dynamic Range Display Encoding

The material in this section builds upon Section 5.6, which covers display encoding.
We decided to defer coverage of high dynamic range (HDR) displays to this section,
since it requires background on topics, such as color gamuts, that had not yet been
discussed in that part of the book.

Section 5.6 discussed display encoding for standard dynamic range (SDR) monitors,
which typically use the sRGB display standard, and SDR televisions, which use the
Rec. 709 and Rec. 1886 standards. Both sets of standards have the same RGB gamut
and white point (D65), and somewhat similar (but not identical) nonlinear display
encoding curves. They also have roughly similar reference white luminance levels (80
cd/m2 for sRGB, 100 cd/m2 for Rec. 709/1886). These luminance specifications have
not been closely adhered to by monitor and television manufacturers, who in practice
tend to manufacture displays with brighter white levels [1081].

HDR displays use the Rec. 2020 and Rec. 2100 standards. Rec. 2020 defines a
color space with a significantly wider color gamut, as shown in Figure 8.12, and the
same white point (D65) as the Rec. 709 and sRGB color spaces. Rec. 2100 defines two
nonlinear display encodings: perceptual quantizer (PQ) [1213] and hybrid log-gamma
(HLG). The HLG encoding is not used much in rendering situations, so we will focus
here on PQ, which defines a peak luminance value of 10, 000 cd/m2.

Although the peak luminance and gamut specifications are important for encoding
purposes, they are somewhat aspirational as far as actual displays are concerned. At
the time of writing, few consumer-level HDR displays have peak luminance levels
that exceed even 1500 cd/m2. In practice, display gamuts are much closer to that of
DCI-P3 (also shown in Figure 8.12) than Rec. 2020. For this reason, HDR displays
perform internal tone and gamut mapping from the standard specifications down to the
actual display capabilities. This mapping can be affected by metadata passed by the
application to indicate the actual dynamic range and gamut of the content [672, 1082].

From the application side, there are three paths for transferring images to an HDR
display, though not all three may be available depending on the display and operating
system:

1. HDR10—Widely supported on HDR displays as well as PC and console operating
systems. The framebuffer format is 32 bits per pixel with 10 unsigned integer
bits for each RGB channel and 2 for alpha. It uses PQ nonlinear encoding
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Figure 8.12. A CIE 1976 UCS diagram showing the gamuts and white point (D65) of the Rec. 2020
and sRGB/Rec. 709 color spaces. The gamut of the DCI-P3 color space is also shown for comparison.

and Rec. 2020 color space. Each HDR10 display model performs its own tone
mapping, one that is not standardized or documented.

2. scRGB (linear variant)—Only supported on Windows operating systems. Nom-
inally it uses sRGB primaries and white level, though both can be exceeded
since the standard supports RGB values less than 0 and greater than 1. The
framebuffer format is 16-bit per channel, and stores linear RGB values. It can
work with any HDR10 display since the driver converts to HDR10. It is useful
primarily for convenience and backward compatibility with sRGB.

3. Dolby Vision—Proprietary format, not yet widely supported in displays or on
any consoles (at the time of writing). It uses a custom 12-bit per channel frame-
buffer format, and uses PQ nonlinear encoding and Rec. 2020 color space. The
display internal tone mapping is standardized across models (but not docu-
mented).
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Lottes [1083] points out that there is actually a fourth option. If the exposure and
color are adjusted carefully, then an HDR display can be driven through the regular
SDR signal path with good results.

With any option other than scRGB, as part of the display-encoding step the ap-
plication needs to convert the pixel RGB values from the rendering working space to
Rec. 2020—which requires a 3 × 3 matrix transform—and to apply the PQ encod-
ing, which is somewhat more expensive than the Rec. 709 or sRGB encoding func-
tions [497]. Patry [1360] gives an inexpensive approximation to the PQ curve. Special
care is needed when compositing user interface (UI) elements on HDR displays to
ensure that the user interface is legible and at a comfortable luminance level [672].

8.2.2 Tone Mapping

In Sections 5.6 and 8.2.1 we discussed display encoding, the process of converting
linear radiance values to nonlinear code values for the display hardware. The function
applied by display encoding is the inverse of the display’s electrical optical transfer
function (EOTF), which ensures that the input linear values match the linear radiance
emitted by the display. Our earlier discussion glossed over an important step that
occurs between rendering and display encoding, one that we are now ready to explore.

Tone mapping or tone reproduction is the process of converting scene radiance
values to display radiance values. The transform applied during this step is called
the end-to-end transfer function, or the scene-to-screen transform. The concept of
image state is key to understanding tone mapping [1602]. There are two fundamental
image states. Scene-referred images are defined in reference to scene radiance values,
and display-referred images are defined in reference to display radiance values. Image
state is unrelated to encoding. Images in either state may be encoded linearly or
nonlinearly. Figure 8.13 shows how image state, tone mapping, and display encoding
fit together in the imaging pipeline, which handles color values from initial rendering
to final display.

Scene-Referred Display-Referred

Rendering

linear

scene

radiance Tone

Mapping

linear

display

radiance Display

Encoding
(inverse EOTF)

Display

nonlinear

display

codes

linear

display

radiance

(EOTF)

Figure 8.13. The imaging pipeline for synthetic (rendered) images. We render linear scene-referred
radiance values, which tone mapping converts to linear display-referred values. Display encoding
applies the inverse EOTF to convert the linear display values to nonlinearly encoded values (codes),
which are passed to the display. Finally, the display hardware applies the EOTF to convert the
nonlinear display values to linear radiance emitted from the screen to the eye.
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Figure 8.14. The goal of image reproduction is to ensure that the perceptual impression evoked by
the reproduction (right) is as close as possible to that of the original scene (left).

There are several common misconceptions regarding the goal of tone mapping. It
is not to ensure that the scene-to-screen transform is an identity transform, perfectly
reproducing scene radiance values at the display. It is also not to “squeeze” every bit
of information from the high dynamic range of the scene into the lower dynamic range
of the display, though accounting for differences between scene and display dynamic
range does play an important part.

To understand the goal of tone mapping, it is best to think of it as an instance
of image reproduction [757]. The goal of image reproduction is to create a display-
referred image that reproduces—as closely as possible, given the display properties
and viewing conditions—the perceptual impression that the viewer would have if they
were observing the original scene. See Figure 8.14.

There is a type of image reproduction that has a slightly different goal. Preferred
image reproduction aims at creating a display-referred image that looks better, in some
sense, than the original scene. Preferred image reproduction will be discussed later,
in Section 8.2.3.

The goal of reproducing a similar perceptual impression as the original scene is a
challenging one, considering that the range of luminance in a typical scene exceeds
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display capabilities by several orders of magnitude. The saturation (purity) of at
least some of the colors in the scene are also likely to far outstrip display capabilities.
Nevertheless, photography, television, and cinema do manage to produce convincing
perceptual likenesses of original scenes, as did Renaissance painters. This achievement
is possible by leveraging certain properties of the human visual system.

The visual system compensates for differences in absolute luminance, an ability
called adaptation. Due to this ability, a reproduction of an outdoor scene shown
on a screen in a dim room can produce a similar perception as the original scene,
although the luminance of the reproduction is less than 1% of the original. However,
the compensation provided by adaptation is imperfect. At lower luminance levels the
perceived contrast is decreased (the Stevens effect), as is the perceived “colorfulness”
(the Hunt effect).

Other factors affect actual or perceived contrast of the reproduction. The surround
of the display (the luminance level outside the display rectangle, e.g., the brightness
of the room lighting) may increase or decrease perceived contrast (the Bartleson-
Breneman effect). Display flare, which is unwanted light added to the displayed image
via display imperfections or screen reflections, reduces the actual contrast of the image,
often to a considerable degree. These effects mean that if we want to preserve a similar
perceptual effect as the original scene, we must boost the contrast and saturation of
the display-referred image values [1418].

However, this increase in contrast exacerbates an existing problem. Since the
dynamic range of the scene is typically much larger than that of the display, we have
to choose a narrow window of luminance values to reproduce, with values above and
below that window being clipped to black or white. Boosting the contrast further
narrows this window. To partially counteract the clipping of dark and bright values,
a soft roll-off is used to bring some shadow and highlight detail back.

All this results in a sigmoid (s-shaped) tone-reproduction curve, similar to the
one provided by photochemical film [1418]. This is no accident. The properties of
photochemical film emulsion were carefully adjusted by researchers at Kodak and
other companies to produce effective and pleasing image reproduction. For these
reasons, the adjective “filmic” often comes up in discussions of tone mapping.

The concept of exposure is critical for tone mapping. In photography, exposure
refers to controlling the amount of light that falls on the film or sensor. However,
in rendering, exposure is a linear scaling operation performed on the scene-referred
image before the tone reproduction transform is applied. The tricky aspect of exposure
is to determine what scaling factor to apply. The tone reproduction transform and
exposure are closely tied together. Tone transforms are typically designed with the
expectation that they will be applied to scene-referred images that have been exposed
a certain way.

The process of scaling by exposure and then applying a tone reproduction trans-
form is a type of global tone mapping, in which the same mapping is applied to all
pixels. In contrast, a local tone mapping process uses different mappings pixel to pixel,
based on surrounding pixels and other factors. Real-time applications have almost ex-
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clusively used global tone mapping (with a few exceptions [1921]), so we will focus on
this type, discussing first tone-reproduction transforms and then exposure.

It is important to remember that scene-referred images and display-referred im-
ages are fundamentally different. Physical operations are only valid when performed
on scene-referred data. Due to display limitations and the various perceptual ef-
fects we have discussed, a nonlinear transform is always needed between the two
image states.

Tone Reproduction Transform
Tone reproduction transforms are often expressed as one-dimensional curves mapping
scene-referred input values to display-referred output values. These curves can be
applied either independently to R, G, and B values or to luminance. In the former
case, the result will automatically be in the display gamut, since each of the display-
referred RGB channel values will be between 0 and 1. However, performing nonlinear
operations (especially clipping) on RGB channels may cause shifts in saturation and
hue, besides the desired shift in luminance. Giorgianni and Madden [537] point out
that the shift in saturation can be perceptually beneficial. The contrast boost that
most reproduction transforms use to counteract the Stevens effect (as well as surround
and viewing flare effects) will cause a corresponding boost in saturation, which will
counteract the Hunt effect as well. However, hue shifts are generally regarded as un-
desirable, and modern tone transforms attempt to reduce them by applying additional
RGB adjustments after the tone curve.

By applying the tone curve to luminance, hue and saturation shifts can be avoided
(or at least reduced). However, the resulting display-referred color may be out of the
display’s RGB gamut, in which case it will need to be mapped back in.

One potential issue with tone mapping is that applying a nonlinear function to
scene-referred pixel colors can cause problems with some antialiasing techniques. The
issue (and methods to address it) are discussed in Section 5.4.2.

The Reinhard tone reproduction operator [1478] is one of the earlier tone trans-
forms used in real-time rendering. It leaves darker values mostly unchanged, while
brighter values asymptotically go to white. A somewhat-similar tone-mapping oper-
ator was proposed by Drago et al. [375] with the ability to adjust for output display
luminance, which may make it a better fit for HDR displays. Duiker created an ap-
proximation to a Kodak film response curve [391, 392] for use in video games. This
curve was later modified by Hable [628] to add more user control, and was used in the
game Uncharted 2. Hable’s presentation on this curve was influential, leading to the
“Hable filmic curve” being used in several games. Hable [634] later proposed a new
curve with a number of advantages over his earlier work.

Day [330] presents a sigmoid tone curve that was used on titles from Insomniac
Games, as well as the game Call of Duty: Advanced Warfare. Gotanda [571, 572]
created tone transforms that simulate the response of film as well as digital camera
sensors. These were used on the game Star Ocean 4 and others. Lottes [1081] points
out that the effect of display flare on the effective dynamic range of the display is
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significant and highly dependent on room lighting conditions. For this reason, it
is important to provide user adjustments to the tone mapping. He proposes a tone
reproduction transform with support for such adjustments that can be used with SDR
as well as HDR displays.

The Academy Color Encoding System (ACES) was created by the Science and
Technology Council of the Academy of Motion Picture Arts and Sciences as a pro-
posed standard for managing color for the motion picture and television industries.
The ACES system splits the scene-to-screen transform into two parts. The first is
the reference rendering transform (RRT), which transforms scene-referred values into
display-referred values in a standard, device-neutral output space called the output
color encoding specification (OCES). The second part is the output device transform
(ODT), which converts color values from OCES to the final display encoding. There
are many different ODTs, each one designed for a specific display device and view-
ing condition. The concatenation of the RRT and the appropriate ODT creates the
overall transform. This modular structure is convenient for addressing a variety of dis-
play types and viewing conditions. Hart [672] recommends the ACES tone mapping
transforms for applications that need to support both SDR and HDR displays.

Although ACES was designed for use in film and television, its transforms are
seeing growing use in real-time applications. ACES tone mapping is enabled by default
in the Unreal Engine [1802], and it is supported by the Unity engine as well [1801].
Narkowicz gives inexpensive curves fitted to the ACES RRT with SDR and HDR
ODTs [1260, 1261], as does Patry [1359]. Hart [672] presents a parameterized version
of the ACES ODTs to support a range of devices.

Tone mapping with HDR displays requires some care, since the displays will also
apply some tone mapping of their own. Fry [497] presents a set of tone mapping
transforms used in the Frostbite game engine. They apply a relatively aggressive
tone reproduction curve for SDR displays, a less-aggressive one for displays using the
HDR10 signal path (with some variation based on the peak luminance of the display),
and no tone mapping with displays using the Dolby Vision path (in other words,
they rely upon the built-in Dolby Vision tone mapping applied by the display). The
Frostbite tone reproduction transforms are designed to be neutral, without significant
contrast or hue changes. The intent is for any desired contrast or hue modifications
to be applied via color grading (Section 8.2.3). To this end, the tone reproduction
transform is applied in the ICTCP color space [364], which was designed for percep-
tual uniformity and orthogonality between the chrominance and luminance axes. The
Frostbite transform tone-maps the luminance and increasingly desaturates the chro-
maticity as the luminance rolls off to display white. This provides a clean transform
without hue shifts.

Ironically, following issues with assets (such as fire effects) that were authored
to leverage the hue shifts in their previous transform, the Frostbite team ended up
modifying the transform, enabling users to re-introduce some degree of hue shifting to
the display-referred colors. Figure 8.15 shows the Frostbite transform compared with
several others mentioned in this section.
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Figure 8.15. A scene with four different tone transforms applied. Differences are primarily seen
in the circled areas, where scene pixel values are especially high. Upper left: clipping (plus sRGB
OETF); upper right: Reinhard [1478]; lower left: Duiker [392]; lower right: Frostbite (hue-preserving
version) [497]. The Reinhard, Duiker, and Frostbite transforms all preserve highlight information lost
by clipping. However, the Reinhard curve tends to desaturate the darker parts of the image [628, 629],
while the Duiker transform increases saturation in darker regions, which is sometimes regarded as a
desirable trait [630]. By design, the Frostbite transform preserves both saturation and hue, avoiding
the strong hue shift that can be seen in the lower left circle on the other three images. (Images
courtesy of c©2018 Electronic Arts Inc.)

Exposure
A commonly used family of techniques for computing exposure relies on analyzing the
scene-referred luminance values. To avoid introducing stalls, this analysis is typically
done by sampling the previous frame.

Following a recommendation by Reinhard et al. [1478], one metric that was used
in earlier implementations is the log-average scene luminance. Typically, the exposure
was determined by computing the log-average value for the frame [224, 1674]. This
log-average is computed by performing a series of down-sampling post-process passes,
until a final, single value for the frame is computed.

Using an average value tends to be too sensitive to outliers, e.g., a small number
of bright pixels could affect the exposure for the entire frame. Subsequent implemen-
tations ameliorated this problem by instead using a histogram of luminance values.
Instead of the average, a histogram allows computing the median, which is more ro-
bust. Additional data points in the histogram can be used for improved results. For
example, in The Orange Box by Valve, heuristics based on the 95th percentile and
the median were used to determine exposure [1821]. Mittring describes the use of
compute shaders to generate the luminance histogram [1229].
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The problem with the techniques discussed so far is that pixel luminance is the
wrong metric for driving exposure. If we look at photography practices, such as Ansel
Adams’ Zone System [10] and how incident light meters are used to set exposure,
it becomes clear that it is preferable to use the lighting alone (without the effect
of surface albedo) to determine exposure [757]. Doing so works because, to a first
approximation, photographic exposure is used to counteract lighting. This results in
a print that shows primarily the surface colors of objects, which corresponds to the
color constancy property of the human visual system. Handling exposure in this way
also ensures that correct values are passed to the tone transform. For example, most
tone transforms used in the film or television industry are designed to map the exposed
scene-referred value 0.18 to the display-referred value 0.1, with the expectation that
0.18 represents an 18% gray card in the dominant scene lighting [1418, 1602].

Although this approach is not yet common in real-time applications, it is starting
to see use. For example, the game Metal Gear Solid V: Ground Zeroes has an exposure
system based on lighting intensity [921]. In many games, static exposure levels are
manually set for different parts of the environment based on known scene lighting
values. Doing so avoids unexpected dynamic shifts in exposure.

8.2.3 Color Grading

In Section 8.2.2 we mentioned the concept of preferred image reproduction, the idea of
producing an image that looks better in some sense than the original scene. Typically
this involves creative manipulation of image colors, a process known as color grading.

Digital color grading has been used in the movie industry for some time. Early
examples include the films O Brother, Where Art Thou? (2000) and Amélie (2001).
Color grading is typically performed by interactively manipulating the colors in an ex-
ample scene image, until the desired creative “look” is achieved. The same sequence of
operations is then re-applied across all the images in a shot or sequence. Color grading
spread from movies to games, where it is now widely used [392, 424, 756, 856, 1222].

Selan [1601] shows how to “bake” arbitrary color transformations from a color grad-
ing or image editing application into a three-dimensional color lookup table (LUT).
Such tables are applied by using the input R, G, and B values as x-, y-, and z-
coordinates for looking up a new color in the table, and thus can be used for any
mapping from input to output color, up to the limitation of the LUT’s resolution.
Selan’s baking process starts by taking an identity LUT (one that maps every input
color to the same color) and “slicing” it to create a two-dimensional image. This
sliced LUT image is then loaded into a color grading application, and the operations
that define a desired creative look are applied to it. Care is needed to apply only
color operations to the LUT, avoiding spatial operations such as blurs. The edited
LUT is then saved out, “packed” into a three-dimensional GPU texture, and used in
a rendering application to apply the same color transformations on the fly to rendered
pixels. Iwanicki [806] presents a clever way to reduce sampling errors when storing a
color transform in a LUT, using least-squares minimization.
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Figure 8.16. A scene from the game Uncharted 4. The screenshot on top has no color grading.
The other two screenshots each have a color grading operation applied. An extreme color grading
operation (multiplication by a highly saturated cyan color) was chosen for purposes of illustration. In
the bottom left screenshot, the color grading was applied to the display-referred (post-tone-mapping)
image, and in the bottom right screenshot, it was applied to the scene-referred (pre-tone-mapping)
image. (UNCHARTED 4 A Thief’s End c©/TM 2016 SIE. Created and developed by Naughty Dog
LLC.)

In a later publication, Selan [1602] distinguishes between two ways to perform color
grading. In one approach, color grading is performed on display-referred image data.
In the other, the color grading operations are performed on scene-referred data that
is previewed through a display transform. Although the display-referred color grading
approach is easier to set up, grading scene-referred data can produce higher-fidelity
results.

When real-time applications first adopted color grading, the display-referred ap-
proach was predominant [756, 856]. However, the scene-referred approach has since
been gaining traction [198, 497, 672] due to its higher visual quality. See Figure 8.16.
Applying color grading to scene-referred data also provides the opportunity to save
some computation by baking the tone mapping curve into the grading LUT [672], as
done in the game Uncharted 4 [198].

Before LUT lookup, scene-referred data must be remapped to the range
[0, 1] [1601]. In the Frostbite engine [497] the perceptual quantizer OETF is used
for this purpose, though simpler curves could be used. Duiker [392] uses a log curve,
and Hable [635] recommends using a square root operator applied once or twice.

Hable [635] presents a good overview of common color grading operations and
implementation considerations.
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Further Reading and Resources

For colorimetry and color science, the “bible” is Color Science by Wyszecki and
Stiles [1934]. Other good colorimetry references include Measuring Colour by
Hunt [789] and Color Appearance Models by Fairchild [456].

Selan’s white paper [1602] gives a good overview of image reproduction and the
“scene to screen” problem. Readers who want to learn still more about this topic
will find The Reproduction of Colour by Hunt [788] and Digital Color Management
by Giorgianni and Madden [537] to be excellent references. The three books in the
Ansel Adams Photography Series [9, 10, 11], especially The Negative, provide an un-
derstanding of how the art and science of film photography has influenced the theory
and practice of image reproduction to this day. Finally, the book Color Imaging: Fun-
damentals and Applications by Reinhard and others [1480] gives a thorough overview
of the whole area of study.
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Chapter 9

Physically Based Shading

“Let the form of an object be what it may,—light, shade, and
perspective will always make it beautiful.”

—John Constable

In this chapter we cover the various aspects of physically based shading. We start
with a description of the physics of light-matter interaction in Section 9.1, and in Sec-
tions 9.2 to 9.4 we show how these physics connect to the shading process. Sections 9.5
to 9.7 are dedicated to the building blocks used to construct physically based shading
models, and the models themselves—covering a broad variety of material types—are
discussed in Sections 9.8 to 9.12. Finally, in Section 9.13 we describe how materials are
blended together, and we cover filtering methods for avoiding aliasing and preserving
surface appearance.

9.1 Physics of Light
The interactions of light and matter form the foundation of physically based shading.
To understand these interactions, it helps to have a basic understanding of the nature
of light.

In physical optics, light is modeled as an electromagnetic transverse wave, a wave
that oscillates the electric and magnetic fields perpendicularly to the direction of its
propagation. The oscillations of the two fields are coupled. The magnetic and electric
field vectors are perpendicular to each other and the ratio of their lengths is fixed.
This ratio is equal to the phase velocity, which we will discuss later.

In Figure 9.1 we see a simple light wave. It is, in fact, the simplest possible—a
perfect sine function. This wave has a single wavelength, denoted with the Greek
letter λ (lambda). As we have seen in Section 8.1, the perceived color of light is
strongly related to its wavelength. For this reason, light with a single wavelength is
called monochromatic light, which means “single-colored.” However, most light waves
encountered in practice are polychromatic, containing many different wavelengths.

The light wave in Figure 9.1 is unusually simple in another respect. It is linearly
polarized. This means that for a fixed point in space, the electric and magnetic fields

293
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Electric

Magnetic

Figure 9.1. Light, an electromagnetic transverse wave. The electric and magnetic field vectors
oscillate at 90◦ to each other and to the direction of propagation. The wave shown in the figure is
the simplest possible light wave. It is both monochromatic (has a single wavelength λ) and linearly
polarized (the electric and magnetic fields each oscillate along a single line).

each move back and forth along a line. In contrast, in this book we focus on unpolarized
light, which is much more prevalent. In unpolarized light the field oscillations are
spread equally over all directions perpendicular to the propagation axis. Despite their
simplicity, it is useful to understand the behavior of monochromatic, linearly polarized
waves, since any light wave can be factored into a combination of such waves.

If we track a point on the wave with a given phase (for example, an amplitude
peak) over time, we will see it move through space at a constant speed, which is the
wave’s phase velocity. For a light wave traveling through a vacuum, the phase velocity
is c, commonly referred to as the speed of light, about 300,000 kilometers per second.

In Section 8.1.1 we discussed the fact that for visible light, the size of a single wave-
length is in the range of approximately 400–700 nanometers. To give some intuition
for this length, it is about a half to a third of the width of a single thread of spider
silk, which is itself less than a fiftieth of the width of a human hair. See Figure 9.2. In
optics it is often useful to talk about the size of features relative to light wavelength.
In this case we would say that the width of a spider silk thread is about 2λ–3λ (2–3
light wavelengths), and the width of a hair is about 100λ–200λ.

Light waves carry energy. The density of energy flow is equal to the product of
the magnitudes of the electric and magnetic fields, which is—since the magnitudes
are proportional to each other—proportional to the squared magnitude of the electric
field. We focus on the electric field since it affects matter much more strongly than
the magnetic field. In rendering, we are concerned with the average energy flow over
time, which is proportional to the squared wave amplitude. This average energy flow
density is the irradiance, denoted with the letter E. Irradiance and its relation to
other light quantities were discussed in Section 8.1.1.
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Figure 9.2. On the left visible light wavelengths are shown relative to a single thread of spider silk,
which is a bit over 1 micron in width. On the right a similar thread of spider silk is shown next to a
human hair, to give some additional context. (Images courtesy of URnano/University of Rochester.)

Light waves combine linearly. The total wave is the sum of the component waves.
However, since irradiance is proportional to the square of the amplitudes, this would
seem to lead to a paradox. For example, would summing two equal waves not lead
to a “1 + 1 = 4” situation for irradiance? And since irradiance measures energy flow,
would this not violate conservation of energy? The answers to these two questions are
“sometimes” and “no,” respectively.

To illustrate, we will look at a simple case: the addition of n monochromatic
waves, identical except for phase. The amplitude of each of the n waves is a. As
mentioned earlier, the irradiance E1 of each wave is proportional to a2, or in other
words E1 = ka2 for some constant k.

Figure 9.3 shows three example scenarios for this case. On the left, the waves all
line up with the same phase and reinforce each other. The combined wave irradiance is

Figure 9.3. Three scenarios where n monochromatic waves with the same frequency, polarization, and
amplitude are added together. From left to right: constructive interference, destructive interference,
and incoherent addition. In each case the amplitude and irradiance of the combined wave (bottom)
is shown relative to the n original waves (top).
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Figure 9.4. Monochromatic waves spreading out from two point sources, with the same frequency.
The waves interfere constructively and destructively in different regions of space.

n2 times that of a single wave, which is n times greater than the sum of the irradiance
values of the individual waves. This situation is called constructive interference. In
the center of the figure, each pair of waves is in opposing phase, canceling each other
out. The combined wave has zero amplitude and zero irradiance. This scenario is
destructive interference.

Constructive and destructive interference are two special cases of coherent addition,
where the peaks and troughs of the waves line up in some consistent way. Depending
on the relative phase relationships, coherent addition of n identical waves can result in
a wave with irradiance anywhere between 0 and n2 times that of an individual wave.

However, most often when waves are added up they are mutually incoherent, which
means that their phases are relatively random. This is illustrated on the right in
Figure 9.3. In this scenario, the amplitude of the combined wave is

√
na, and the

irradiance of the individual waves adds up linearly to n times the irradiance of one
wave, as one would expect.

It would seem that destructive and constructive interference violate the conser-
vation of energy. But Figure 9.3 does not show the full picture—it shows the wave
interaction at only one location. As waves propagate through space, the phase rela-
tionship between them changes from one location to another, as shown in Figure 9.4.
In some locations the waves interfere constructively, and the irradiance of the com-
bined wave is greater than the sum of the irradiance values of the individual waves.
In other locations they interfere destructively, causing the combined irradiance to be
less than the sum of the individual wave irradiance values. This does not violate the
law of conservation of energy, since the energy gained via constructive interference
and the energy lost via destructive interference always cancel out.

Light waves are emitted when the electric charges in an object oscillate. Part of
the energy that caused the oscillations—heat, electrical energy, chemical energy—is
converted to light energy, which is radiated away from the object. In rendering, such
objects are treated as light sources. We first discussed light sources in Section 5.2,
and they will be described from a more physically based standpoint in Chapter 10.

After light waves have been emitted, they travel through space until they encounter
some bit of matter with which to interact. The core phenomenon underlying the
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majority of light-matter interactions is simple, and quite similar to the emission case
discussed above. The oscillating electrical field pushes and pulls at the electrical
charges in the matter, causing them to oscillate in turn. The oscillating charges emit
new light waves, which redirect some of the energy of the incoming light wave in new
directions. This reaction, called scattering, is the basis of a wide variety of optical
phenomena.

A scattered light wave has the same frequency as the original wave. When, as
is usually the case, the original wave contains multiple frequencies of light, each one
interacts with matter separately. Incoming light energy at one frequency does not
contribute to emitted light energy at a different frequency, except for specific—and
relatively rare—cases such as fluorescence and phosphorescence, which we will not
describe in this book.

An isolated molecule scatters light in all directions, with some directional variation
in intensity. More light is scattered in directions close to the original axis of propa-
gation, both forward and backward. The molecule’s effectiveness as a scatterer—the
chance that a light wave in its vicinity will be scattered at all—varies strongly by
wavelength. Short-wavelength light is scattered much more effectively than longer-
wavelength light.

In rendering we are concerned with collections of many molecules. Light inter-
actions with such aggregates will not necessarily resemble interactions with isolated
molecules. Waves scattered from nearby molecules are often mutually coherent, and
thus exhibit interference, since they originate from the same incoming wave. The rest
of this section is devoted to several important special cases of light scattering from
multiple molecules.

9.1.1 Particles

In an ideal gas, molecules do not affect each other and thus their relative positions
are completely random and uncorrelated. Although this is an abstraction, it is a
reasonably good model for air at normal atmospheric pressure. In this case, the
phase differences between waves scattered from different molecules are random and
constantly changing. As a result, the scattered waves are incoherent and their energy
adds linearly, as in the right part of Figure 9.3. In other words, the aggregate light
energy scattered from n molecules is n times the light scattered from a single molecule.

In contrast, if the molecules are tightly packed into clusters much smaller than a
light wavelength, the scattered light waves in each cluster are in phase and interfere
constructively. This causes the scattered wave energy to add up quadratically, as il-
lustrated in the left part of Figure 9.3. Thus the intensity of light scattered from a
small cluster of n molecules is n2 times the light scattered from an individual molecule,
which is n times more light than the same number of molecules would scatter in an
ideal gas. This relationship means that for a fixed density of molecules per cubic
meter, clumping the molecules into clusters will significantly increase the intensity of
scattered light. Making the clusters larger, while still keeping the overall molecular
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density constant, will further increase scattered light intensity, until the cluster diam-
eter becomes close to a light wavelength. Beyond that point, additional increases in
cluster size will not further increase the scattered light intensity [469].

This process explains why clouds and fog scatter light so strongly. They are both
created by condensation, which is the process of water molecules in the air clumping
together into increasingly large clusters. This significantly increases light scattering,
even though the overall density of water molecules is unchanged. Cloud rendering is
discussed in Section 14.4.2.

When discussing light scattering, the term particles is used to refer to both iso-
lated molecules and multi-molecule clusters. Since scattering from multi-molecule
particles with diameters smaller than a wavelength is an amplified (via constructive
interference) version of scattering from isolated molecules, it exhibits the same direc-
tional variation and wavelength dependence. This type of scattering is called Rayleigh
scattering in the case of atmospheric particles and Tyndall scattering in the case of
particles embedded in solids.

As particle size increases beyond a wavelength, the fact that the scattered waves
are no longer in phase over the entire particle changes the characteristics of the scat-
tering. The scattering increasingly favors the forward direction, and the wavelength
dependency decreases until light of all visible wavelengths is scattered equally. This
type of scattering is called Mie scattering. Rayleigh and Mie scattering are covered in
more detail in Section 14.1.

9.1.2 Media

Another important case is light propagating through a homogeneous medium, which is
a volume filled with uniformly spaced identical molecules. The molecular spacing does
not have to be perfectly regular, as in a crystal. Liquids and non-crystalline solids
can be optically homogeneous if their composition is pure (all molecules are the same)
and they have no gaps or bubbles.

In a homogeneous medium, the scattered waves are lined up so that they interfere
destructively in all directions except for the original direction of propagation. After
the original wave is combined with all the waves scattered from individual molecules,
the final result is the same as the original wave, except for its phase velocity and
(in some cases) amplitude. The final wave does not exhibit any scattering—it has
effectively been suppressed by destructive interference.

The ratio of the phase velocities of the original and new waves defines an opti-
cal property of the medium called the index of refraction (IOR) or refractive index,
denoted by the letter n. Some media are absorptive. They convert part of the light
energy to heat, causing the wave amplitude to decrease exponentially with distance.
The rate of decrease is defined by the attenuation index, denoted by the Greek letter
κ (kappa). Both n and κ typically vary by wavelength. Together, these two numbers
fully define how the medium affects light of a given wavelength, and they are often
combined into a single complex number n+ iκ, called the complex index of refraction.
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Figure 9.5. Four small containers of liquid with different absorption properties. From left to right:
clean water, water with grenadine, tea, and coffee.

The index of refraction abstracts away the molecule-level details of light interaction
and enables treating the medium as a continuous volume, which is much simpler.

While the phase velocity of light does not directly affect appearance, changes in
velocity do, as we will explain later. On the other hand, light absorption has a
direct impact on visuals, since it reduces the intensity of light and can (if varying by
wavelength) also change its color. Figure 9.5 shows some examples of light absorption.

Nonhomogeneous media can often be modeled as homogeneous media with em-
bedded scattering particles. The destructive interference that suppresses scattering in
homogeneous media is caused by the uniform alignment of molecules, and thus of the
scattered waves they produce. Any localized change in the distribution of molecules
will break this pattern of destructive interference, allowing scattered light waves to
propagate. Such a localized change can be a cluster of a different molecule type, an
air gap, a bubble, or density variation. In any case, it will scatter light like the parti-
cles discussed earlier, with scattering properties similarly dependent on the cluster’s
size. Even gases can be modeled in this way. For these, the “scattering particles”
are transient density fluctuations caused by the constant motion of the molecules.
This model enables establishing a meaningful value of n for gases, which is useful
for understanding their optical properties. Figure 9.6 shows some examples of light
scattering.

Figure 9.6. From left to right: water, water with a few drops of milk, water with about 10% milk,
whole milk, and opalescent glass. Most of milk’s scattering particles are larger than visible light
wavelengths, so its scattering is primarily colorless, with a faint blue tint apparent in the middle
image. The scattering particles in the opalescent glass are all smaller than visible light wavelengths
and thus scatter blue light more strongly than red light. Due to the split light and dark background,
transmitted light is more visible on the left and scattered light is more visible on the right.
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Figure 9.7. The left image shows that, over a distance of multiple meters, water absorbs light,
especially red light, quite strongly. The right image shows noticeable light scattering over multiple
miles of air, even in the absence of heavy pollution or fog.

Scattering and absorption are both scale-dependent. A medium that does not
produce any apparent scattering in a small scene may have quite noticeable scattering
at larger scales. For example, light scattering in air and absorption in water are not
visible when observing a glass of water in a room. However, in extended environments
both effects can be significant, as shown in Figure 9.7.

In the general case, a medium’s appearance is caused by some combination of scat-
tering and absorption, as shown in Figure 9.8. The degree of scattering determines
cloudiness, with high scattering creating an opaque appearance. With somewhat rare
exceptions, such as the opalescent glass in Figure 9.6, particles in solid and liquid
media tend to be larger than a light wavelength, and tend to scatter light of all visible
wavelengths equally. Thus any color tint is usually caused by the wavelength depen-
dence of the absorption. The lightness of the medium is a result of both phenomena.
A white color in particular is the result of a combination of high scattering and low
absorption. This is discussed in more detail in Section 14.1.

9.1.3 Surfaces

From an optical perspective, an object surface is a two-dimensional interface separating
volumes with different index of refraction values. In typical rendering situations, the
outer volume contains air, with a refractive index of about 1.003, often assumed to be
1 for simplicity. The refractive index of the inner volume depends on the substance
from which the object is made.

When a light wave strikes a surface, two aspects of that surface have important
effects on the result: the substances on either side, and the surface geometry. We
will start by focusing on the substance aspect, assuming the simplest-possible surface
geometry, a perfectly flat plane. We denote the index of refraction on the “outside”
(the side where the incoming, or incident, wave originates) as n1 and the index of
refraction on the “inside” (where the wave will be transmitted after passing through
the surface) as n2.

We have seen in the previous section that light waves scatter when they encounter
a discontinuity in material composition or density, i.e., in the index of refraction. A
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Figure 9.8. Containers of liquids that exhibit varying combinations of absorption and scattering.

planar surface separating different indices of refraction is a special type of discontinuity
that scatters light in a specific way. The boundary conditions require that the electrical
field component parallel to the surface is continuous. In other words, the projection of
the electric field vector to the surface plane must match on either side of the surface.
This has several implications:

1. At the surface, any scattered waves must be either in phase, or 180◦ out of phase,
with the incident wave. Thus at the surface, the peaks of the scattered waves
must line up either with the peaks or the troughs of the incident wave. This
restricts the scattered waves to go in only two possible directions, one continuing
forward into the surface and one retreating away from it. The first of these is
the transmitted wave, and the second is the reflected wave.

2. The scattered waves must have the same frequency as the incident wave. We
assume a monochromatic wave here, but the principles we discuss can be applied
to any general wave by first decomposing it into monochromatic components.
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Figure 9.9. A light wave striking a planar surface separating indices of refraction n1 and n2. The
left side of the figure shows a side view with the incident wave coming in from the upper left. The
intensity of the red bands indicate wave phase. The spacing of the waves below the surface is changed
proportionally to the ratio (n1/n2), which in this case is 0.5. The phases line up along the surface,
so the change in spacing bends (refracts) the transmitted wave direction. The triangle construction
shows the derivation of Snell’s law. For clarity, the upper right of the figure shows the reflected wave
separately. It has the same wave spacing as the incident wave, and thus its direction has the same
angle with the surface normal. The lower right of the figure shows the wave direction vectors.

3. As a light wave moves from one medium to another, the phase velocity—the
speed the wave travels through the medium—changes proportionally to the rel-
ative index of refraction (n1/n2). Since the frequency is fixed, the wavelength
also changes proportionally to (n1/n2).

The final result is shown in Figure 9.9. The reflected and incident wave directions
have the same angle θi with the surface normal. The transmitted wave direction is
bent (refracted) at an angle θt, which has the following relation to θi:

sin(θt) =
n1

n2
sin(θi). (9.1)

This equation for refraction is known as Snell’s law . It is used in global refraction
effects, which will be discussed further in Section 14.5.2.

Although refraction is often associated with clear materials such as glass and crys-
tal, it happens at the surface of opaque objects as well. When refraction occurs with
opaque objects, the light undergoes scattering and absorption in the object’s interior.
Light interacts with the object’s medium, just as with the various cups of liquid in
Figure 9.8. In the case of metals, the interior contains many free electrons (electrons
not bound to molecules) that “soak up” the refracted light energy and redirect it into
the reflected wave. This is why metals have high absorption as well as high reflectivity.
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Figure 9.10. An example of light paths bending due to gradual changes in index of refraction, in this
case caused by temperature variations. (“EE Lightnings heat haze,” Paul Lucas, used under the CC
BY 2.0 license.)

The surface refraction phenomena we have discussed—reflection and refraction—
require an abrupt change in index of refraction, occurring over a distance of less than
a single wavelength. A more gradual change in index of refraction does not split the
light, but instead causes its path to curve, in a continuous analog of the discontinuous
bend that occurs in refraction. This effect commonly can be seen when air density
varies due to temperature, such as mirages and heat distortion. See Figure 9.10.

Even an object with a well-defined boundary will have no visible surface if it is
immersed in a substance with the same index of refraction. In the absence of an index
of refraction change, reflection and refraction cannot occur. An example of this is seen
in Figure 9.11.

Until now we have focused on the effect of the substances on either side of a surface.
We will now discuss the other important factor affecting surface appearance: geometry.
Strictly speaking, a perfectly flat planar surface is impossible. Every surface has
irregularities of some kind, even if only the individual atoms comprising the surface.
However, surface irregularities much smaller than a wavelength have no effect on light,
and surface irregularities much larger than a wavelength effectively tilt the surface
without affecting its local flatness. Only irregularities with a size in the range of 1–100
wavelengths cause the surface to behave differently than a flat plane, via a phenomenon
called diffraction that will be discussed further in Section 9.11.

In rendering, we typically use geometrical optics, which ignores wave effects such as
interference and diffraction. This is equivalent to assuming that all surface irregular-
ities are either smaller than a light wavelength or much larger. In geometrical optics
light is modeled as rays instead of waves. At the point a light ray intersects with a
surface, the surface is treated locally as a flat plane. The diagram on the bottom right
of Figure 9.9 can be seen as a geometrical optics picture of reflection and refraction,
in contrast with the wave picture presented in the other parts of that figure. We will
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Figure 9.11. The refractive index of these decorative beads is the same as water. Above the water,
they have a visible surface due to the difference between their refractive index and that of air. Below
the water, the refractive index is the same on both sides of the bead surfaces, so the surfaces are
invisible. The beads themselves are visible only due to their colored absorption.

keep to the realm of geometrical optics from this point until Section 9.11, which is
dedicated to the topic of shading models based on wave optics.

As we mentioned earlier, surface irregularities much larger than a wavelength
change the local orientation of the surface. When these irregularities are too small
to be individually rendered—in other words, smaller than a pixel—we refer to them
as microgeometry. The directions of reflection and refraction depend on the surface
normal. The effect of the microgeometry is to change that normal at different points
on the surface, thus changing the reflected and refracted light directions.

Even though each specific point on the surface reflects light in only a single di-
rection, each pixel covers many surface points that reflect light in various directions.
The appearance is driven by the aggregate result of all the different reflection direc-
tions. Figure 9.12 shows an example of two surfaces that have similar shapes on the
macroscopic scale but significantly different microgeometry.

For rendering, rather than modeling the microgeometry explicitly, we treat it sta-
tistically and view the surface as having a random distribution of microstructure
normals. As a result, we model the surface as reflecting (and refracting) light in a
continuous spread of directions. The width of this spread, and thus the blurriness of
reflected and refracted detail, depends on the statistical variance of the microgeometry
normal vectors—in other words, the surface microscale roughness. See Figure 9.13.
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Figure 9.12. On the left we see photographs of two surfaces, with diagrams of their microscopic
structures on the right. The top surface has slightly rough microgeometry. Incoming light rays hit
surface points that are angled somewhat differently and reflect in a narrow cone of directions. The
visible effect is a slight blurring of the reflection. The bottom surface has rougher microgeometry.
Surface points hit by incoming light rays are angled in significantly different directions and the
reflected light spreads out in a wide cone, causing blurrier reflections.

Figure 9.13. When viewed macroscopically, surfaces can be treated as reflecting and refracting light
in multiple directions.

9.1.4 Subsurface Scattering
Refracted light continues to interact with the interior volume of the object. As men-
tioned earlier, metals reflect most incident light and quickly absorb the rest. In con-
trast, non-metals exhibit a wide variety of scattering and absorption behaviors, which
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Figure 9.14. The refracted light undergoes absorption as it travels through the material. In this
example most of the absorption is at longer wavelengths, leaving primarily short-wavelength blue
light. In addition, it scatters from particles inside the material. Eventually some refracted light is
scattered back out of the surface, as shown by the blue arrows exiting the surface in various directions.

are similar to those seen in the cups of liquid in Figure 9.8. Materials with low scat-
tering and absorption are transparent, transmitting any refracted light through the
entire object. Simple methods for rendering such materials without refraction were
discussed in Section 5.5, and refraction will be covered in detail in Section 14.5.2. In
this chapter we will focus on opaque objects, in which the transmitted light undergoes
multiple scattering and absorption events until finally some of it is re-emitted back
from the surface. See Figure 9.14.

This subsurface-scattered light exits the surface at varying distances from the entry
point. The distribution of entry-exit distances depends on the density and properties
of the scattering particles in the material. The relationship between these distances
and the shading scale (the size of a pixel, or the distance between shading samples) is
important. If the entry-exit distances are small compared to the shading scale, they
can be assumed to be effectively zero for shading purposes. This allows subsurface
scattering to be combined with surface reflection into a local shading model, with
outgoing light at a point depending only on incoming light at the same point. However,
since subsurface-scattered light has a significantly different appearance than surface-
reflected light, it is convenient to divide them into separate shading terms. The
specular term models surface reflection, and the diffuse term models local subsurface
scattering.

If the entry-exit distances are large compared to the shading scale, then specialized
rendering techniques are needed to capture the visual effect of light entering the surface
at one point and leaving it from another. These global subsurface scattering techniques
are covered in detail in Section 14.6. The difference between local and global subsurface
scattering is illustrated in Figure 9.15.

It is important to note that local and global subsurface scattering techniques model
exactly the same physical phenomena. The best choice for each situation depends not
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specular diffuse

Figure 9.15. On the left, we are rendering a material with subsurface scattering. Two different
sampling sizes are shown, in yellow and purple. The large yellow circle represents a single shading
sample covering an area larger than the subsurface scattering distances. Thus, those distances can be
ignored, enabling subsurface scattering to be treated as the diffuse term in a local shading model, as
shown in the separate figure on the right. If we move closer to this surface, the shading sample area
becomes smaller, as shown by the small purple circle. The subsurface scattering distances are now
large compared to the area covered by a shading sample. Global techniques are needed to produce a
realistic image from these samples.

only on the material properties but also on the scale of observation. For example, when
rendering a scene of a child playing with a plastic toy, it is likely that global techniques
would be needed for an accurate rendering of the child’s skin, and that a local diffuse
shading model would suffice for the toy. This is because the scattering distances in
skin are quite a bit larger than in plastic. However, if the camera is far enough away,
the skin scattering distances would be smaller than a pixel and local shading models
would be accurate for both the child and the toy. Conversely, in an extreme close-up
shot, the plastic would exhibit noticeable non-local subsurface scattering and global
techniques would be needed to render the toy accurately.

9.2 The Camera
As mentioned in Section 8.1.1, in rendering we compute the radiance from the shaded
surface point to the camera position. This simulates a simplified model of an imaging
system such as a film camera, digital camera, or human eye.

Such systems contain a sensor surface composed of many discrete small sensors.
Examples include rods and cones in the eye, photodiodes in a digital camera, or dye
particles in film. Each of these sensors detects the irradiance value over its surface
and produces a color signal. Irradiance sensors themselves cannot produce an image,
since they average light rays from all incoming directions. For this reason, a full
imaging system includes a light-proof enclosure with a single small aperture (opening)
that restricts the directions from which light can enter and strike the sensors. A lens
placed at the aperture focuses the light so that each sensor receives light from only a
small set of incoming directions. The enclosure, aperture, and lens have the combined
effect of causing the sensors to be directionally specific. They average light over a
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small area and a small set of incoming directions. Rather than measuring average
irradiance—which as we have seen in Section 8.1.1 quantifies the surface density of
light flow from all directions—these sensors measure average radiance, which quantifies
the brightness and color of a single ray of light.

Historically, rendering has simulated an especially simple imaging sensor called
a pinhole camera, shown in the top part of Figure 9.16. A pinhole camera has an
extremely small aperture—in the ideal case, a zero-size mathematical point—and no
lens. The point aperture restricts each point on the sensor surface to collect a single
ray of light, with a discrete sensor collecting a narrow cone of light rays with its base
covering the sensor surface and its apex at the aperture. Rendering systems model
pinhole cameras in a slightly different (but equivalent) way, shown in the middle part
of Figure 9.16. The location of the pinhole aperture is represented by the point c,
often referred to as the “camera position” or “eye position.” This point is also the
center of projection for the perspective transform (Section 4.7.2).

When rendering, each shading sample corresponds to a single ray and thus to a
sample point on the sensor surface. The process of antialiasing (Section 5.4) can be
interpreted as reconstructing the signal collected over each discrete sensor surface.
However, since rendering is not bound by the limitations of physical sensors, we can
treat the process more generally, as the reconstruction of a continuous image signal
from discrete samples.

Although actual pinhole cameras have been constructed, they are poor models for
most cameras used in practice, as well as for the human eye. A model of an imaging
system using a lens is shown in the bottom part of Figure 9.16. Including a lens allows
for the use of a larger aperture, which greatly increases the amount of light collected
by the imaging system. However, it also causes the camera to have a limited depth of
field (Section 12.4), blurring objects that are too near or too far.

The lens has an additional effect aside from limiting the depth of field. Each sensor
location receives a cone of light rays, even for points that are in perfect focus. The
idealized model where each shading sample represents a single viewing ray can some-
times introduce mathematical singularities, numerical instabilities, or visual aliasing.
Keeping the physical model in mind when we render images can help us identify and
resolve such issues.

9.3 The BRDF
Ultimately, physically based rendering comes down to computing the radiance entering
the camera along some set of view rays. Using the notation for incoming radiance
introduced in Section 8.1.1, for a given view ray the quantity we need to compute is
Li(c,−v), where c is the camera position and −v is the direction along the view ray.
We use −v due to two notation conventions. First, the direction vector in Li() always
points away from the given point, which in this case is the camera location. Second,
the view vector v always points toward the camera.
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Figure 9.16. Each of these camera model figures contains an array of pixel sensors. The solid lines
bound the set of light rays collected from the scene by three of these sensors. The inset images in
each figure show the light rays collected by a single point sample on a pixel sensor. The top figure
shows a pinhole camera, the middle figure shows a typical rendering system model of the same pinhole
camera with the camera point c, and the bottom figure shows a more physically correct camera with
a lens. The red sphere is in focus, and the other two spheres are out of focus.
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In rendering, scenes are typically modeled as collections of objects with media in
between them (the word “media” actually comes from the Latin word for “in the
middle” or “in between”). Often the medium in question is a moderate amount of
relatively clean air, which does not noticeably affect the ray’s radiance and can thus
be ignored for rendering purposes. Sometimes the ray may travel through a medium
that does affect its radiance appreciably via absorption or scattering. Such media are
called participating media since they participate in the light’s transport through the
scene. Participating media will be covered in detail in Chapter 14. In this chapter
we assume that there are no participating media present, so the radiance entering the
camera is equal to the radiance leaving the closest object surface in the direction of
the camera:

Li(c,−v) = Lo(p,v), (9.2)

where p is the intersection of the view ray with the closest object surface.
Following Equation 9.2, our new goal is to calculate Lo(p,v). This calculation is

a physically based version of the shading model evaluation discussed in Section 5.1.
Sometimes radiance is directly emitted by the surface. More often, radiance leaving
the surface originated from elsewhere and is reflected by the surface into the view ray,
via the physical interactions described in Section 9.1. In this chapter we leave aside
the cases of transparency (Section 5.5 and Section 14.5.2) and global subsurface scat-
tering (Section 14.6). In other words, we focus on local reflectance phenomena, which
redirect light hitting the currently shaded point back outward. These phenomena
include surface reflection as well as local subsurface scattering, and depend on only
the incoming light direction l and the outgoing view direction v. Local reflectance
is quantified by the bidirectional reflectance distribution function (BRDF), denoted
as f(l,v).

In its original derivation [1277] the BRDF was defined for uniform surfaces. That
is, the BRDF was assumed to be the same over the surface. However, objects in the
real world (and in rendered scenes) rarely have uniform material properties over their
surface. Even an object that is composed of a single material, e.g., a statue made of
silver, will have scratches, tarnished spots, stains, and other variations that cause its
visual properties to change from one surface point to the next. Technically, a function
that captures BRDF variation based on spatial location is called a spatially varying
BRDF (SVBRDF) or spatial BRDF (SBRDF). However, this case is so prevalent in
practice that the shorter term BRDF is often used and implicitly assumed to depend
on surface location.

The incoming and outgoing directions each have two degrees of freedom. A fre-
quently used parameterization involves two angles: elevation θ relative to the surface
normal n and azimuth (horizontal rotation) φ about n. In the general case, the
BRDF is a function of four scalar variables. Isotropic BRDFs are an important spe-
cial case. Such BRDFs remain the same when the incoming and outgoing directions
are rotated around the surface normal, keeping the same relative angles between them.
Figure 9.17 shows the variables used in both cases. Isotropic BRDFs are functions
of three scalar variables, since only a single angle φ between the light’s and camera’s
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Figure 9.17. The BRDF. Azimuth angles φi and φo are given with respect to a given tangent
vector t. The relative azimuth angle φ, used for isotropic BRDFs instead of φi and φo, does not
require a reference tangent vector.

rotation is needed. What this means is that if a uniform isotropic material is placed
on a turntable and rotated, it will appear the same for all rotation angles, given a
fixed light and camera.

Since we ignore phenomena such as fluorescence and phosphorescence, we can
assume that incoming light of a given wavelength is reflected at the same wavelength.
The amount of light reflected can vary based on the wavelength, which can be modeled
in one of two ways. Either the wavelength is treated as an additional input variable
to the BRDF, or the BRDF is treated as returning a spectrally distributed value.
While the first approach is sometimes used in offline rendering [660], in real-time
rendering the second approach is always used. Since real-time renderers represent
spectral distributions as RGB triples, this simply means that the BRDF returns an
RGB value.

To compute Lo(p,v), we incorporate the BRDF into the reflectance equation:

Lo(p,v) =

∫

l∈Ω

f(l,v)Li(p, l)(n · l)dl. (9.3)

The l ∈ Ω subscript on the integral sign means that integration is performed over l
vectors that lie in the unit hemisphere above the surface (centered on the surface nor-
mal n). Note that l is swept continuously over the hemisphere of incoming directions—
it is not a specific “light source direction.” The idea is that any incoming direction
can (and usually will) have some radiance associated with it. We use dl to denote the
differential solid angle around l (solid angles are discussed in Section 8.1.1).

In summary, the reflectance equation shows that outgoing radiance equals the
integral (over l in Ω) of incoming radiance times the BRDF times the dot product
between n and l.

For brevity, for the rest of the chapter we will omit the surface point p from Li(),
Lo(), and the reflectance equation:

Lo(v) =

∫

l∈Ω

f(l,v)Li(l)(n · l)dl. (9.4)
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When computing the reflectance equation, the hemisphere is often parameterized
using spherical coordinates φ and θ. For this parameterization, the differential solid
angle dl is equal to sin θi dθi dφi. Using this parameterization, a double-integral form
of Equation 9.4 can be derived, which uses spherical coordinates (recall that (n · l) =
cos θi):

Lo(θo, φo) =

∫ 2π

φi=0

∫ π/2

θi=0

f(θi, φi, θo, φo)L(θi, φi) cos θi sin θidθidφi. (9.5)

The angles θi, φi, θo, and φo are shown in Figure 9.17.
In some cases it is convenient to use a slightly different parameterization, with the

cosines of the elevation angles µi = cos θi and µo = cos θo as variables rather than
the angles θi and θo themselves. For this parameterization, the differential solid angle
dl is equal to dµi dφi. Using the (µ, φ) parameterization yields the following integral
form:

Lo(µo, φo) =

∫ 2π

φi=0

∫ 1

µi=0

f(µi, φi, µo, φo)L(µi, φi)µidµidφi. (9.6)

The BRDF is defined only in cases where both the light and view directions are
above the surface. The case where the light direction is under the surface can be
avoided by either multiplying the BRDF by zero or not evaluating the BRDF for such
directions in the first place. But what about view directions under the surface, in
other words where the dot product n · v is negative? Theoretically this case should
never occur. The surface would be facing away from the camera and would thus be
invisible. However, interpolated vertex normals and normal mapping, both common
in real-time applications, can create such situations in practice. Evaluation of the
BRDF for view directions under the surface can be avoided by clamping n · v to 0 or
using its absolute value, but both approaches can result in artifacts. The Frostbite
engine uses the absolute value of n · v plus a small number (0.00001) to avoid divides
by zero [960]. Another possible approach is a “soft clamp,” which gradually goes to
zero as the angle between n and v increases past 90◦.

The laws of physics impose two constraints on any BRDF. The first constraint is
Helmholtz reciprocity, which means that the input and output angles can be switched
and the function value will be the same:

f(l,v) = f(v, l). (9.7)

In practice, BRDFs used in rendering often violate Helmholtz reciprocity without
noticeable artifacts, except for offline rendering algorithms that specifically require
reciprocity, such as bidirectional path tracing. However, it is a useful tool to use when
determining if a BRDF is physically plausible.

The second constraint is conservation of energy—the outgoing energy cannot be
greater than the incoming energy (not counting glowing surfaces that emit light, which
are handled as a special case). Offline rendering algorithms such as path tracing require
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energy conservation to ensure convergence. For real-time rendering, exact energy
conservation is not necessary, but approximate energy conservation is important. A
surface rendered with a BRDF that significantly violates energy conservation would
be too bright, and so may look unrealistic.

The directional-hemispherical reflectance R(l) is a function related to the BRDF.
It can be used to measure to what degree a BRDF is energy conserving. Despite its
somewhat daunting name, the directional-hemispherical reflectance is a simple con-
cept. It measures the amount of light coming from a given direction that is reflected
at all, into any outgoing direction in the hemisphere around the surface normal. Es-
sentially, it measures energy loss for a given incoming direction. The input to this
function is the incoming direction vector l, and its definition is presented here:

R(l) =

∫

v∈Ω

f(l,v)(n · v)dv. (9.8)

Note that here v, like l in the reflectance equation, is swept over the entire hemisphere
and does not represent a singular viewing direction.

A similar but in some sense opposite function, hemispherical-directional reflectance
R(v) can be similarly defined:

R(v) =

∫

l∈Ω

f(l,v)(n · l)dl. (9.9)

If the BRDF is reciprocal, then the hemispherical-directional reflectance and the
directional-hemispherical reflectance are equal and the same function can be used
to compute either one. Directional albedo can be used as a blanket term for both
reflectances in cases where they are used interchangeably.

The value of the directional-hemispherical reflectance R(l) must always be in the
range [0, 1], as a result of energy conservation. A reflectance value of 0 represents a case
where all the incoming light is absorbed or otherwise lost. If all the light is reflected,
the reflectance will be 1. In most cases it will be somewhere between these two values.
Like the BRDF, the values of R(l) vary with wavelength, so it is represented as an
RGB vector for rendering purposes. Since each component (red, green, and blue) is
restricted to the range [0, 1], a value of R(l) can be thought of as a simple color. Note
that this restriction does not apply to the values of the BRDF. As a distribution
function, the BRDF can have arbitrarily high values in certain directions (such as
the center of a highlight) if the distribution it describes is highly nonuniform. The
requirement for a BRDF to be energy conserving is that R(l) be no greater than one
for all possible values of l.

The simplest possible BRDF is Lambertian, which corresponds to the Lambertian
shading model briefly discussed in Section 5.2. The Lambertian BRDF has a constant
value. The well-known (n · l) factor that distinguishes Lambertian shading is not part
of the BRDF but rather part of Equation 9.4. Despite its simplicity, the Lambertian
BRDF is often used in real-time rendering to represent local subsurface scattering
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(though it is being supplanted by more accurate models, as discussed in Section 9.9).
The directional-hemispherical reflectance of a Lambertian surface is also a constant.
Evaluating Equation 9.8 for a constant value of f(l,v) yields the following value for
the directional-hemispherical reflectance as a function of the BRDF:

R(l) = πf(l,v). (9.10)

The constant reflectance value of a Lambertian BRDF is typically referred to as
the diffuse color cdiff or the albedo ρ. In this chapter, to emphasize the connection
with subsurface scattering, we will refer to this quantity as the subsurface albedo
ρss. The subsurface albedo is discussed in detail in Section 9.9.1. The BRDF from
Equation 9.10 gives the following result:

f(l,v) =
ρss
π

. (9.11)

The 1/π factor is caused by the fact that integrating a cosine factor over the hemisphere
yields a value of π. Such factors are often seen in BRDFs.

One way to understand a BRDF is to visualize it with the input direction held
constant. See Figure 9.18. For a given direction of incoming light, the BRDF’s values

Figure 9.18. Example BRDFs. The solid green line coming from the right of each figure is the
incoming light direction, and the dashed green and white line is the ideal reflection direction. In the
top row, the left figure shows a Lambertian BRDF (a simple hemisphere). The middle figure shows
Blinn-Phong highlighting added to the Lambertian term. The right figure shows the Cook-Torrance
BRDF [285, 1779]. Note how the specular highlight is not strongest in the reflection direction. In
the bottom row, the left figure shows a close-up of Ward’s anisotropic model. In this case, the effect
is to tilt the specular lobe. The middle figure shows the Hapke/Lommel-Seeliger “lunar surface”
BRDF [664], which has strong retroreflection. The right figure shows Lommel-Seeliger scattering, in
which dusty surfaces scatter light toward grazing angles. (Images courtesy of Szymon Rusinkiewicz,
from his “bv” BRDF browser.)



9.4. Illumination 315

are displayed for all outgoing directions. The spherical part around the point of
intersection is the diffuse component, since outgoing radiance has an equal chance of
reflecting in any direction. The ellipsoidal piece is the specular lobe. Naturally, such
lobes are in the reflection direction from the incoming light, with the thickness of the
lobe corresponding to the fuzziness of the reflection. By the principle of reciprocity,
these same visualizations can also be thought of as how much each different incoming
light direction contributes to a single outgoing direction.

9.4 Illumination
The Li(l) (incoming radiance) term in the reflectance equation (Equation 9.4) rep-
resents light impinging upon the shaded surface point from other parts of the scene.
Global illumination algorithms calculate Li(l) by simulating how light propagates and
is reflected throughout the scene. These algorithms use the rendering equation [846],
of which the reflectance equation is a special case. Global illumination is discussed in
Chapter 11. In this chapter and the next, we focus on local illumination, which uses
the reflectance equation to compute shading locally at each surface point. In local
illumination algorithms Li(l) is given and does not need to be computed.

In realistic scenes, Li(l) includes nonzero radiance from all directions, whether
emitted directly from light sources or reflected from other surfaces. Unlike the direc-
tional and punctual lights discussed in Section 5.2, real-world light sources are area
lights that cover a nonzero solid angle. In this chapter, we use a restricted form of
Li(l) comprised of only directional and punctual lights, leaving more general lighting
environments to Chapter 10. This restriction allows for a more focused discussion.

Although punctual and directional lights are non-physical abstractions, they can
be derived as approximations of physical light sources. Such a derivation is impor-
tant, because it enables us to incorporate these lights in a physically based rendering
framework with confidence that we understand the error involved.

We take a small, distant area light and define lc as the vector pointing to its center.
We also define the light’s color clight as the reflected radiance from a white Lambertian
surface facing toward the light (n = lc). This is an intuitive definition for authoring,
since the color of the light corresponds directly to its visual effect.

With these definitions, a directional light can be derived as the limit case of shrink-
ing the size of the area light down to zero while maintaining the value of clight [758].
In this case the integral in the reflectance equation (Equation 9.4) simplifies down to
a single BRDF evaluation, which is significantly less expensive to compute:

Lo(v) = πf(lc,v)clight(n · lc). (9.12)

The dot product (n ·l) is often clamped to zero, as a convenient method of skipping
contributions from lights under the surface:

Lo(v) = πf(lc,v)clight(n · lc)+. (9.13)
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Note the x+ notation introduced in Section 1.2, which indicates that negative values
are clamped to zero.

Punctual lights can be treated similarly. The only differences are that the area
light is not required to be distant, and clight falls off as the inverse square of the
distance to the light, as in Equation 5.11 (page 111). In the case of more than one
light source, Equation 9.12 is computed multiple times and the results are summed:

Lo(v) = π
n∑

i=1

f(lci ,v)clighti(n · lci)+, (9.14)

where lci and clighti are the direction and color, respectively, of the ith light. Note
the similarities to Equation 5.6 (page 109).

The π factor in Equation 9.14 cancels out the 1/π factor that often appears in
BRDFs (e.g., Equation 9.11). This cancellation moves the divide operation out of the
shader and makes the shading equation simpler to read. However, care must be taken
when adapting BRDFs from academic papers for use in real-time shading equations.
Typically, the BRDF will need to be multiplied by π before use.

9.5 Fresnel Reflectance
In Section 9.1 we discussed light-matter interaction from a high level. In Section 9.3,
we covered the basic machinery for expressing these interactions mathematically: the
BRDF and the reflectance equation. Now we are ready to start drilling down to
specific phenomena, quantifying them so they can be used in shading models. We will
start with reflection from a flat surface, first discussed in Section 9.1.3.

An object’s surface is an interface between the surrounding medium (typically air)
and the object’s substance. The interaction of light with a planar interface between two
substances follows the Fresnel equations developed by Augustin-Jean Fresnel (1788–
1827) (pronounced freh-nel). The Fresnel equations require a flat interface following
the assumptions of geometrical optics. In other words, the surface is assumed to not
have any irregularities between 1 light wavelength and 100 wavelengths in size. Irreg-
ularities smaller than this range have no effect on the light, and larger irregularities
effectively tilt the surface but do not affect its local flatness.

Light incident on a flat surface splits into a reflected part and a refracted part.
The direction of the reflected light (indicated by the vector ri) forms the same angle
(θi) with the surface normal n as the incoming direction l. The reflection vector ri
can be computed from n and l:

ri = 2(n · l)n− l. (9.15)

See Figure 9.19. The amount of light reflected (as a fraction of incoming light) is
described by the Fresnel reflectance F , which depends on the incoming angle θi.
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Figure 9.19. Reflection at a planar surface. The light vector l is reflected around the normal n in
order to generate ri. First, l is projected onto n, and we get a scaled version of the normal: (n · l)n.
We then negate l, and add two times the projected vector to obtain the reflection vector.

As discussed in Section 9.1.3, reflection and refraction are affected by the refrac-
tive index of the two substances on either side of the plane. We will continue to use
the notation from that discussion. The value n1 is the refractive index of the sub-
stance “above” the interface, where incident and reflected light propagate, and n2 is
the refractive index of the substance “below” the interface, where the refracted light
propagates.

The Fresnel equations describe the dependence of F on θi, n1, and n2. Rather
than present the equations themselves, which are somewhat complex, we will describe
their important characteristics.

9.5.1 External Reflection

External reflection is the case where n1 < n2. In other words, the light originates
on the side of the surface where the refractive index is lower. Most often, this side
contains air, with a refractive index of approximately 1.003. We will assume n1 = 1
for simplicity. The opposite transition, from object to air, is called internal reflection
and is discussed later in Section 9.5.3.

For a given substance, the Fresnel equations can be interpreted as defining a re-
flectance function F (θi), dependent only on incoming light angle. In principle, the
value of F (θi) varies continuously over the visible spectrum. For rendering purposes
its value is treated as an RGB vector. The function F (θi) has the following charac-
teristics:

• When θi = 0◦, with the light perpendicular to the surface (l = n), F (θi) has
a value that is a property of the substance. This value, F0, can be thought of
as the characteristic specular color of the substance. The case when θi = 0◦ is
called normal incidence.
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• As θi increases and the light strikes the surface at increasingly glancing angles,
the value of F (θi) will tend to increase, reaching a value of 1 for all frequencies
(white) at θi = 90◦.

Figure 9.20 shows the F (θi) function, visualized in several different ways, for several
substances. The curves are highly nonlinear—they barely change until θi = 75◦ or
so, and then quickly go to 1. The increase from F0 to 1 is mostly monotonic, though
some substances (e.g., aluminum in Figure 9.20) have a slight dip just before going to
white.

In the case of mirror reflection, the outgoing or view angle is the same as the in-
cidence angle. This means that surfaces that are at a glancing angle to the incoming

Figure 9.20. Fresnel reflectance F for external reflection from three substances: glass, copper, and
aluminum (from left to right). The top row has three-dimensional plots of F as a function of wave-
length and incidence angle. The second row shows the spectral value of F for each incidence angle
converted to RGB and plotted as separate curves for each color channel. The curves for glass coincide,
as its Fresnel reflectance is colorless. In the third row, the R, G, and B curves are plotted against the
sine of the incidence angle, to account for the foreshortening shown in Figure 9.21. The same x-axis
is used for the strips in the bottom row, which show the RGB values as colors.
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Figure 9.21. Surfaces tilted away from the eye are foreshortened. This foreshortening is consistent
with projecting surface points according to the sine of the angle between v and n (for mirror reflection
this is the same as the incidence angle). For this reason, Fresnel reflectance is plotted against the
sine of the incidence angle in Figures 9.20 and 9.22.

light—with values of θi close to 90◦—are also at a glancing angle to the eye. For
this reason, the increase in reflectance is primarily seen at the edges of objects. Fur-
thermore, the parts of the surface that have the strongest increase in reflectance are
foreshortened from the camera’s perspective, so they occupy a relatively small num-
ber of pixels. To show the different parts of the Fresnel curve proportionally to their
visual prominence, the Fresnel reflectance graphs and color bars in Figure 9.22 and
the lower half of Figure 9.20 are plotted against sin(θi) instead of directly against θi.
Figure 9.21 illustrates why sin(θi) is an appropriate choice of axis for this purpose.

From this point, we will typically use the notation F (n, l) instead of F (θi) for
the Fresnel function, to emphasize the vectors involved. Recall that θi is the angle
between the vectors n and l. When the Fresnel function is incorporated as part of a
BRDF, a different vector is often substituted for the surface normal n. See Section 9.8
for details.

The increase in reflectance at glancing angles is often called the Fresnel effect in
rendering publications (in other fields, the term has a different meaning relating to
transmission of radio waves). You can see the Fresnel effect for yourself with a short
experiment. Take a smartphone and sit in front of a bright area, such as a computer
monitor. Without turning it on, first hold the phone close to your chest, look down
at it, and angle it slightly so that its screen reflects the monitor. There should be
a relatively weak reflection of the monitor on the phone screen. This is because the
normal-incidence reflectance of glass is quite low. Now raise the smartphone up so
that it is roughly between your eyes and the monitor, and again angle its screen to
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Figure 9.22. Schlick’s approximation to Fresnel reflectance compared to the correct values for external
reflection from six substances. The top three substances are the same as in Figure 9.20: glass, copper,
and aluminum (from left to right). The bottom three substances are chromium, iron, and zinc. Each
substance has an RGB curve plot with solid lines showing the full Fresnel equations and dotted lines
showing Schlick’s approximation. The upper color bar under each curve plot shows the result of the
full Fresnel equations, and the lower color bar shows the result of Schlick’s approximation.

reflect the monitor. Now the reflection of the monitor on the phone screen should be
almost as bright as the monitor itself.

Besides their complexity, the Fresnel equations have other properties that makes
their direct use in rendering difficult. They require refractive index values sampled
over the visible spectrum, and these values may be complex numbers. The curves in
Figure 9.20 suggest a simpler approach based on the characteristic specular color F0.
Schlick [1568] gives an approximation of Fresnel reflectance:

F (n, l) ≈ F0 + (1− F0)(1− (n · l)+)5. (9.16)

This function is an RGB interpolation between white and F0. Despite this simplicity,
the approximation is reasonably accurate.

Figure 9.22 contains several substances that diverge from the Schlick curves, ex-
hibiting noticeable “dips” just before going to white. In fact, the substances in the
bottom row were chosen because they diverge from the Schlick approximation to an
especially large extent. Even for these substances the resulting errors are quite subtle,
as shown by the color bars at the bottom of each plot in the figure. In the rare cases
where it is important to precisely capture the behavior of such materials, an alter-
native approximation given by Gulbrandsen [623] can be used. This approximation
can achieve a close match to the full Fresnel equations for metals, though it is more
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computationally expensive than Schlick’s. A simpler option is to modify Schlick’s
approximation to allow for raising the final term to powers other than 5 (as in Equa-
tion 9.18). This would change the “sharpness” of the transition to white at 90◦, which
could result in a closer match. Lagarde [959] summarizes the Fresnel equations and
several approximations to them.

When using the Schlick approximation, F0 is the only parameter that controls
Fresnel reflectance. This is convenient since F0 has a well-defined range of valid values
in [0, 1], is easy to set with standard color-picking interfaces, and can be textured using
texture formats designed for colors. In addition, reference values for F0 are available
for many real-world materials. The refractive index can also be used to compute F0.
It is typical to assume that n1 = 1, a close approximation for the refractive index
of air, and use n instead of n2 to represent the refractive index of the object. This
simplification gives the following equation:

F0 =

(
n− 1

n+ 1

)2

. (9.17)

This equation works even with complex-valued refractive indices (such as those of
metals) if the magnitude of the (complex) result is used. In cases where the refractive
index varies significantly over the visible spectrum, computing an accurate RGB value
for F0 requires first computing F0 at a dense sampling of wavelengths, and then
converting the resulting spectral vector into RGB values using the methods described
in Section 8.1.3.

In some applications [732, 947] a more general form of the Schlick approximation
is used:

F (n, l) ≈ F0 + (F90 − F0)(1− (n · l)+) 1
p . (9.18)

This provides control over the color to which the Fresnel curve transitions at 90◦, as
well as the “sharpness” of the transition. The use of this more general form is typically
motivated by a desire for increased artistic control, but it can also help match physical
reality in some cases. As discussed above, modifying the power can lead to closer fits
for certain materials. Also, setting F90 to a color other than white can help match
materials that are not described well by the Fresnel equations, such as surfaces covered
in fine dust with grains the size of individual light wavelengths.

9.5.2 Typical Fresnel Reflectance Values

Substances are divided into three main groups with respect to their optical proper-
ties. There are dielectrics, which are insulators; metals, which are conductors; and
semiconductors, which have properties somewhere in between dielectrics and metals.

Fresnel Reflectance Values for Dielectrics
Most materials encountered in daily life are dielectrics—glass, skin, wood, hair, leather,
plastic, stone, and concrete, to name a few. Water is also a dielectric. This last may be
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Dielectric Linear Texture Color Notes

Water 0.02 39

Living tissue 0.02–0.04 39–56
Watery tissues are toward the
lower bound, dry ones are higher

Skin 0.028 47

Eyes 0.025 44
Dry cornea (tears have a similar
value to water)

Hair 0.046 61

Teeth 0.058 68

Fabric 0.04–0.056 56–67
Polyester highest, most others
under 0.05

Stone 0.035–0.056 53–67
Values for the minerals most
often found in stone

Plastics, glass 0.04–0.05 56–63 Not including crystal glass

Crystal glass 0.05–0.07 63–75

Gems 0.05–0.08 63–80
Not including diamonds and
diamond simulants

Diamond-like 0.13–0.2 101–124
Diamonds and diamond simulants
(e.g., cubic zirconia, moissanite)

Table 9.1. Values of F0 for external reflection from various dielectrics. Each value is given as a linear
number, as a texture value (nonlinearly encoded 8-bit unsigned integer), and as a color swatch. If a
range of values is given, then the color swatch is in the middle of the range. Recall that these are
specular colors. For example, gems often have vivid colors, but those result from absorption inside
the substance and are unrelated to their Fresnel reflectance.

surprising, since in daily life water is known to conduct electricity, but this conductivity
is due to various impurities. Dielectrics have fairly low values for F0—usually 0.06
or lower. This low reflectance at normal incidence makes the Fresnel effect especially
visible for dielectrics. The optical properties of dielectrics rarely vary much over the
visible spectrum, resulting in colorless reflectance values. The F0 values for several
common dielectrics are shown in Table 9.1. The values are scalar rather than RGB
since the RGB channels do not differ significantly for these materials. For convenience,
Table 9.1 includes linear values as well as 8-bit values encoded with the sRGB transfer
function (the form that would typically be used in a texture-painting application).

The F0 values for other dielectrics can be inferred by looking at similar substances
in the table. For unknown dielectrics, 0.04 is a reasonable default value, not too far
off from most common materials.
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Metal Linear Texture Color

Titanium 0.542,0.497,0.449 194,187,179

Chromium 0.549,0.556,0.554 196,197,196

Iron 0.562,0.565,0.578 198,198,200

Nickel 0.660,0.609,0.526 212,205,192

Platinum 0.673,0.637,0.585 214,209,201

Copper 0.955,0.638,0.538 250,209,194

Palladium 0.733,0.697,0.652 222,217,211

Mercury 0.781,0.780,0.778 229,228,228

Brass (C260) 0.910,0.778,0.423 245,228,174

Zinc 0.664,0.824,0.850 213,234,237

Gold 1.000,0.782,0.344 255,229,158

Aluminum 0.913,0.922,0.924 245,246,246

Silver 0.972,0.960,0.915 252,250,245

Table 9.2. Values of F0 for external reflection from various metals (and one alloy), sorted in order
of increasing lightness. The actual red value for gold is slightly outside the sRGB gamut. The value
shown is after clamping.

Once the light is transmitted into the dielectric, it may be further scattered or
absorbed. Models for this process are discussed in more detail in Section 9.9. If the
material is transparent, the light will continue until it hits an object surface “from the
inside,” which is detailed in Section 9.5.3.

Fresnel Reflectance Values for Metals
Metals have high values of F0—almost always 0.5 or above. Some metals have optical
properties that vary over the visible spectrum, resulting in colored reflectance values.
The F0 values for several metals are shown in Table 9.2.

Similarly to Table 9.1, Table 9.2 has linear values as well as 8-bit sRGB-encoded
values for texturing. However, here we give RGB values since many metals have colored
Fresnel reflectance. These RGB values are defined using the sRGB (and Rec. 709)
primaries and white point. Gold has a somewhat unusual F0 value. It is the most
strongly colored, with a red channel value slightly above 1 (it is just barely outside the
sRGB/Rec. 709 gamut) and an especially low blue channel value (the only value in
Table 9.2 significantly below 0.5). It is also one of the brightest metals, as can be seen
by its position in the table, which is sorted in order of increasing lightness. Gold’s
bright and strongly colored reflectance probably contributes to its unique cultural and
economic significance throughout history.

Recall that metals immediately absorb any transmitted light, so they do not exhibit
any subsurface scattering or transparency. All the visible color of a metal comes
from F0.
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Substance Linear Texture Color

Diamond 0.171,0.172,0.176 115,115,116

Silicon 0.345,0.369,0.426 159,164,174

Titanium 0.542,0.497,0.449 194,187,179

Table 9.3. The value of F0 for a representative semiconductor (silicon in crystalline form) compared
to a bright dielectric (diamond) and a dark metal (titanium).

Fresnel Reflectance Values for Semiconductors
As one would expect, semiconductors have F0 values in between the brightest di-
electrics and the darkest metals, as shown in Table 9.3. It is rare to need to render
such substances in practice, since most rendered scenes are not littered with blocks of
crystalline silicon. For practical purposes the range of F0 values between 0.2 and 0.45
should be avoided unless you are purposely trying to model an exotic or unrealistic
material.

Fresnel Reflectance Values in Water
In our discussion of external reflectance, we have assumed that the rendered surface
is surrounded by air. If not, the reflectance will change, since it depends on the ratio
between the refractive indices on both sides of the interface. If we can no longer
assume that n1 = 1, then we need to replace n in Equation 9.17 with the relative
index of refraction, n1/n2. This yields the following, more general equation:

F0 =

(
n1 − n2

n1 + n2

)2

. (9.19)

Likely the most frequently encountered case where n1 6= 1 is when rendering un-
derwater scenes. Since water’s refractive index is about 1.33 times higher than that of
air, values of F0 are different underwater. This effect is stronger for dielectrics than
for metals, as can be seen in Table 9.4.

Parameterizing Fresnel Values
An often-used parameterization combines the specular color F0 and the diffuse color
ρss (the diffuse color will be discussed further in Section 9.9). This parameterization
takes advantage of the observation that metals have no diffuse color and that dielectrics
have a restricted set of possible values for F0, and it includes an RGB surface color
csurf and a scalar parameter m, called “metallic” or “metalness.” If m = 1, then F0 is
set to csurf and ρss is set to black. If m = 0, then F0 is set to a dielectric value (either
constant or controlled by an additional parameter) and ρss is set to csurf .

The “metalness” parameter first appeared as part of an early shading model used
at Brown University [1713], and the parameterization in its current form was first used
by Pixar for the film Wall-E [1669]. For the Disney principled shading model, used
in Disney animation films from Wreck-It Ralph onward, Burley added an additional
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Substance Linear Texture Color

Skin (in air) 0.028 47

Skin (in water) 0.0007 2

Schott K7 glass (in air) 0.042 58

Schott K7 glass (in water) 0.004 13

Diamond (in air) 0.172 115

Diamond (in water) 0.084 82

Iron (in air) 0.562,0.565,0.578 198,198,200

Iron (in water) 0.470,0.475,0.492 182,183,186

Gold (in air) 1.000,0.782,0.344 255,229,158

Gold (in water) 1.000,0.747,0.261 255,224,140

Silver (in air) 0.972,0.960,0.915 252,250,245

Silver (in water) 0.964,0.950,0.899 251,249,243

Table 9.4. A comparison between values of F0 in air and in water, for various substances. As one
would expect from inspecting Equation 9.19, dielectrics with refractive indices close to that of water
are affected the most. In contrast, metals are barely affected.

scalar “specular” parameter to control dielectric F0 within a limited range [214]. This
form of the parameterization is used in the Unreal Engine [861], and the Frostbite
engine uses a slightly different form with a larger range of possible F0 values for
dielectrics [960]. The game Call of Duty: Infinite Warfare uses a variant that packs
these metalness and specular parameters into a single value [384], to save memory.

For those rendering applications that use this metalness parameterization instead
of using F0 and ρss directly, the motivations include user convenience and saving
texture or G-buffer storage. In the game Call of Duty: Infinite Warfare, this param-
eterization is used in an unusual way. Artists paint textures for F0 and ρss, which are
automatically converted to the metalness parameterization as a compression method.

Using metalness has some drawbacks. It cannot express some types of materials,
such as coated dielectrics with tinted F0 values. Artifacts can occur on the boundary
between a metal and dielectric [960, 1163].

Another parameterization trick used by some real-time applications takes advan-
tage of the fact that no materials have values of F0 lower than 0.02, outside of special
anti-reflective coatings. The trick is used to suppress specular highlights in surface
areas that represent cavities or voids. Instead of using a separate specular occlusion
texture, values of F0 below 0.02 are used to “turn off” Fresnel edge brightening. This
technique was first proposed by Schüler [1586] and is used in the Unreal [861] and
Frostbite [960] engines.

9.5.3 Internal Reflection

Although external reflection is more frequently encountered in rendering, internal re-
flection is sometimes important as well. Internal reflection happens when n1 > n2. In
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Figure 9.23. Internal reflection at a planar surface, where n1 > n2.

other words, internal reflection occurs when light is traveling in the interior of a trans-
parent object and encounters the object’s surface “from the inside.” See Figure 9.23.

Snell’s law indicates that, for internal reflection, sin θt > sin θi. Since these val-
ues are both between 0◦ and 90◦, this relationship also implies θt > θi, as seen in
Figure 9.23. In the case of external reflection the opposite is true—compare this be-
havior to Figure 9.9 on page 302. This difference is key to understanding how internal
and external reflection differ. In external reflection, a valid (smaller) value of sin θt
exists for every possible value of sin θi between 0 and 1. The same is not true for
internal reflection. For values of θi greater than a critical angle θc, Snell’s law implies
that sin θt > 1, which is impossible. What happens in reality is that there is no θt.
When θi > θc, no transmission occurs, and all the incoming light is reflected. This
phenomenon is known as total internal reflection.

The Fresnel equations are symmetrical, in the sense that the incoming and trans-
mission vectors can be switched and the reflectance remains the same. In combination
with Snell’s law, this symmetry implies that the F (θi) curve for internal reflection will
resemble a “compressed” version of the curve for external reflection. The value of F0 is
the same for both cases, and the internal reflection curve reaches perfect reflectance at
θc instead of at 90◦. This is shown in Figure 9.24, which also shows that, on average,
reflectance is higher in the case of internal reflection. For example, this is why air
bubbles seen underwater have a highly reflective, silvery appearance.

Internal reflection occurs only in dielectrics, as metals and semiconductors quickly
absorb any light propagating inside them [285, 286]. Since dielectrics have real-valued
refractive indices, computation of the critical angle from the refractive indices or from
F0 is straightforward:

sin θc =
n2

n1
=

1−√
F0

1 +
√
F0

. (9.20)

The Schlick approximation shown in Equation 9.16 is correct for external reflection.
It can be used for internal reflection by substituting the transmission angle θt for θi. If
the transmission direction vector t has been computed (e.g., for rendering refractions—
see Section 14.5.2), it can be used for finding θt. Otherwise Snell’s law could be used



9.6. Microgeometry 327

θc 

glass (external reflection) glass (internal reflection)

RF

0

0.2

0.4

0.6

0.8

0 10 20 30 40 50 60 70 80 90

Figure 9.24. Comparison of internal and external reflectance curves at a glass-air interface. The
internal reflectance curve goes to 1.0 at the critical angle θc.

to compute θt from θi, but that is expensive and requires the index of refraction, which
may not be available.

9.6 Microgeometry
As we discussed earlier in Section 9.1.3, surface irregularities much smaller than a pixel
cannot feasibly be modeled explicitly, so the BRDF instead models their aggregate
effect statistically. For now we keep to the domain of geometrical optics, which assumes
that these irregularities either are smaller than a light wavelength (and so have no
effect on the light’s behavior) or are much larger. The effects of irregularities that are
in the “wave optics domain” (around 1–100 wavelengths in size) will be discussed in
Section 9.11.

Each visible surface point contains many microsurface normals that bounce the
reflected light in different directions. Since the orientations of individual microfacets
are somewhat random, it makes sense to model them as a statistical distribution. For
most surfaces, the distribution of microgeometry surface normals is continuous, with
a strong peak at the macroscopic surface normal. The “tightness” of this distribution
is determined by the surface roughness. The rougher the surface, the more “spread
out” the microgeometry normals will be.

The visible effect of increasing microscale roughness is greater blurring of reflected
environmental detail. In the case of small, bright light sources, this blurring results
in broader and dimmer specular highlights. Those from rougher surfaces are dimmer
because the light energy is spread into a wider cone of directions. This phenomenon
can be seen in the photographs in Figure 9.12 on page 305.
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Figure 9.25. Gradual transition from visible detail to microscale. The sequence of images goes top
row left to right, then bottom row left to right. The surface shape and lighting are constant. Only
the scale of the surface detail changes.

Figure 9.25 shows how visible reflectance results from the aggregate reflections
of the individual microscale surface details. The series of images shows a curved
surface lit by a single light, with bumps that steadily decrease in scale until in the
last image the bumps are much smaller than a single pixel. Statistical patterns in
the many small highlights eventually become details in the shape of the resulting
aggregate highlight. For example, the relative sparsity of individual bump highlights
in the periphery becomes the relative darkness of the aggregate highlight away from
its center.

For most surfaces, the distribution of the microscale surface normals is isotropic,
meaning it is rotationally symmetrical, lacking any inherent directionality. Other sur-
faces have microscale structure that is anisotropic. Such surfaces have anisotropic
surface normal distributions, leading to directional blurring of reflections and high-
lights. See Figure 9.26.

Some surfaces have highly structured microgeometry, resulting in a variety of mi-
croscale normal distributions and surface appearances. Fabrics are a commonly en-
countered example—the unique appearance of velvet and satin is due to the structure
of their microgeometry [78]. Fabric models will be discussed in Section 9.10.

Although multiple surface normals are the primary effect of microgeometry on
reflectance, other effects can also be important. Shadowing refers to occlusion of the
light source by microscale surface detail, as shown on the left side of Figure 9.27.
Masking, where some facets hide others from the camera, is shown in the center of the
figure.
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Figure 9.26. On the left, an anisotropic surface (brushed metal). Note the directional blurring of
reflections. On the right, a photomicrograph showing a similar surface. Note the directionality of the
detail. (Photomicrograph courtesy of the Program of Computer Graphics, Cornell University.)

Figure 9.27. Geometrical effects of microscale structure. On the left, the black dashed arrows indicate
an area that is shadowed (occluded from the light) by other microgeometry. In the center, the red
dashed arrows indicate an area that is masked (occluded from view) by other microgeometry. On the
right, interreflection of light between the microscale structures is shown.

If there is a correlation between the microgeometry height and the surface normal,
then shadowing and masking can effectively change the normal distribution. For
example, imagine a surface where the raised parts have been smoothed by weathering
or other processes, and the lower parts remain rough. At glancing angles, the lower
parts of the surface will tend to be shadowed or masked, resulting in an effectively
smoother surface. See Figure 9.28.

For all surface types, the visible size of the surface irregularities decreases as the
incoming angle θi to the normal increases. At extremely glancing angles, this effect can
decrease the viewed size of the irregularities to be shorter than the light’s wavelength,
making them “disappear” as far as the light response is concerned. These two effects
combine with the Fresnel effect to make surfaces appear highly reflective and mirror-
like as the viewing and lighting angles approach 90◦ [79, 1873, 1874].

Confirm this for yourself. Roll a sheet of non-shiny paper into a long tube. Instead
of looking through the hole, move your eye slightly higher, so you are looking down its
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Figure 9.28. The microgeometry shown has a strong correlation between height and surface normal,
where the raised areas are smooth and lower areas are rough. In the top image, the surface is
illuminated from an angle close to the macroscopic surface normal. At this angle, the rough pits are
accessible to many of the incoming light rays, and so many rays are scattered in different directions.
In the bottom image, the surface is illuminated from a glancing angle. Shadowing blocks most of the
pits, so few light rays hit them, and most rays are reflected from the smooth parts of the surface. In
this case, the apparent roughness depends strongly on the angle of illumination.

length. Point your tube toward a brightly lit window or computer screen. With your
view angle nearly parallel to the paper you will see a sharp reflection of the window
or screen in the paper. The angle has to be extremely close to 90◦ to see the effect.

Light that was occluded by microscale surface detail does not disappear. It is
reflected, possibly onto other microgeometry. Light may undergo multiple bounces in
this way before it reaches the eye. Such interreflections are shown on the right side
of Figure 9.27. Since the light is being attenuated by the Fresnel reflectance at each
bounce, interreflections tend to be subtle in dielectrics. In metals, multiple-bounce
reflection is the source of any visible diffuse reflection, since metals lack subsurface
scattering. Multiple-bounce reflections from colored metals are more deeply colored
than the primary reflection, since they are the result of light interacting with the
surface multiple times.

So far we have discussed the effects of microgeometry on specular reflectance, i.e.,
the surface reflectance. In certain cases, microscale surface detail can affect subsurface
reflectance as well. If the microgeometry irregularities are larger than the subsurface
scattering distances, then shadowing and masking can cause a retroreflection effect,
where light is preferentially reflected back toward the incoming direction. This effect
occurs because shadowing and masking will occlude lit areas when the viewing and
lighting directions differ greatly. See Figure 9.29. Retroreflection tends to give rough
surfaces a flat appearance. See Figure 9.30.
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Figure 9.29. Retroreflection due to microscale roughness. Both figures show a rough surface with
low Fresnel reflectance and high scattering albedo, so subsurface reflectance is visually important.
On the left, the viewing and lighting directions are similar. The parts of the microgeometry that are
brightly lit are also the ones that are most visible, leading to a bright appearance. On the right, the
viewing and lighting directions differ greatly. In this case, the brightly lit areas are occluded from
view and the visible areas are shadowed, leading to a darker appearance.

Figure 9.30. Photographs of two objects exhibiting non-Lambertian, retroreflective behavior due to
microscale surface roughness. (Photograph on the right courtesy of Peter-Pike Sloan.)

9.7 Microfacet Theory
Many BRDF models are based on a mathematical analysis of the effects of micro-
geometry on reflectance called microfacet theory. This tool was first developed by
researchers in the optics community [124]. It was introduced to computer graphics
in 1977 by Blinn [159] and again in 1981 by Cook and Torrance [285]. The theory is
based on the modeling of microgeometry as a collection of microfacets.

Each of these tiny facets is flat, with a single microfacet normalm. The microfacets
individually reflect light according to the micro-BRDF fµ(l,v,m), with the combined
reflectance across all the microfacets adding up to the overall surface BRDF. The
usual choice is for each microfacet to be a perfect Fresnel mirror, resulting in a specular
microfacet BRDF for modeling surface reflection. However, other choices are possible.
Diffuse micro-BRDFs have been used to create several local subsurface scattering
models [574, 657, 709, 1198, 1337]. A diffraction micro-BRDF was used to create a
shading model combining geometrical and wave optics effects [763].
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Figure 9.31. Side view of a microsurface. On the left, we see that integrating D(m)(n ·m), the
microfacet areas projected onto the macrosurface plane, yields the area (length, in this side view) of
the macrosurface, which is 1 by convention. On the right, integrating D(m)(v · m), the microfacet
areas projected onto the plane perpendicular to v, yields the projection of the macrosurface onto that
plane, which is cos θo or (v · n). When the projections of multiple microfacets overlap, the negative
projected areas of the backfacing microfacets cancel out the “extra” frontfacing microfacets. (After
a figure by Matej Drame.)

An important property of a microfacet model is the statistical distribution of the
microfacet normalsm. This distribution is defined by the surface’s normal distribution
function, or NDF. Some references use the term distribution of normals to avoid
confusion with the Gaussian normal distribution. We will use D(m) to refer to the
NDF in equations.

The NDF D(m) is the statistical distribution of microfacet surface normals over
the microgeometry surface area [708]. Integrating D(m) over the entire sphere of
microfacet normals gives the area of the microsurface. More usefully, integrating
D(m)(n ·m), the projection of D(m) onto the macrosurface plane, gives the area of
the macrosurface patch that is equal to 1 by convention, as shown on the left side of
Figure 9.31. In other words, the projection D(m)(n ·m) is normalized:

∫

m∈Θ

D(m)(n ·m)dm = 1. (9.21)

The integral is over the entire sphere, represented here by Θ, unlike previous spherical
integrals in this chapter that integrated over only the hemisphere centered on n,
represented by Ω. This notation is used in most graphics publications, though some
references [708] use Ω to denote the complete sphere. In practice, most microstructure
models used in graphics are heightfields, which means that D(m) = 0 for all directions
m outside Ω. However, Equation 9.21 is valid for non-heightfield microstructures
as well.

More generally, the projections of the microsurface and macrosurface onto the
plane perpendicular to any view direction v are equal:

∫

m∈Θ

D(m)(v ·m)dm = v · n. (9.22)
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Figure 9.32. Integrating the projected areas of the visible microfacets (in bright red) yields the
projected area of the macrosurface onto the plane perpendicular to v.

The dot products in Equations 9.21 and 9.22 are not clamped to 0. The right side of
Figure 9.31 shows why. Equations 9.21 and 9.22 impose constraints that the function
D(m) must obey to be a valid NDF.

Intuitively, the NDF is like a histogram of the microfacet normals. It has high
values in directions where the microfacet normals are more likely to be pointing. Most
surfaces have NDFs that show a strong peak at the macroscopic surface normal n.
Section 9.8.1 will cover several NDF models used in rendering.

Take a second look at the right side of Figure 9.31. Although there are many
microfacets with overlapping projections, ultimately for rendering we care about only
the visible microfacets, i.e., the microfacets that are closest to the camera in each
overlapping set. This fact suggests an alternative way of relating the projected mi-
crofacet areas to the projected macrogeometry area: The sum of the projected areas
of the visible microfacets is equal to the projected area of the macrosurface. We can
express this mathematically by defining the masking function G1(m,v), which gives
the fraction of microfacets with normal m that are visible along the view vector v.
The integral of G1(m,v)D(m)(v · m)+ over the sphere then gives the area of the
macrosurface projected onto the plane perpendicular to v:

∫

∈Θ

G1(m,v)D(m)(v ·m)+dm = v · n, (9.23)

as shown in Figure 9.32. Unlike Equation 9.22, the dot product in Equation 9.23
is clamped to zero. This operation is shown with the x+ notation introduced in
Section 1.2. Backfacing microfacets are not visible, so they are not counted in this
case. The product G1(m,v)D(m) is the distribution of visible normals [708].

While Equation 9.23 imposes a constraint on G1(m,v), it does not uniquely deter-
mine it. There are infinite functions that satisfy the constraint for a given microfacet
normal distribution D(m) [708]. This is because D(m) does not fully specify the mi-
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crosurface. It tells us how many of the microfacets have normals pointing in certain
directions, but not how they are arranged.

Although various G1 functions have been proposed over the years, the dilemma
as to which one to use has been solved (at least for now) in an excellent paper by
Heitz [708]. Heitz discusses the Smith masking function, which was initially derived
for Gaussian normal distributions [1665] and later generalized to arbitrary NDFs [202].
Heitz shows that out of the masking functions proposed in the literature, only two—
the Smith function and the Torrance-Sparrow “V-cavity” function [1779]—obey Equa-
tion 9.23 and are thus mathematically valid. He further shows that the Smith function
is a much closer match to the behavior of random microsurfaces than the Torrance-
Sparrow function. Heitz also proves that the Smith masking function is the only
possible function that both obeys Equation 9.23 and possesses the convenient prop-
erty of normal-masking independence. This means that the value of G1(m,v) does not
depend on the direction of m as long as m is not backfacing i.e., as long as m ·v ≥ 0.
The Smith G1 function has the following form:

G1(m,v) =
χ+(m · v)
1 + Λ(v)

, (9.24)

where χ+(x) is the positive characteristic function

χ+(x) =

{

1, where x > 0,

0, where x ≤ 0.
(9.25)

The Λ (lambda) function differs for each NDF. The procedure to derive Λ for a given
NDF is described in publications by Walter et al. [1833] and Heitz [708].

The Smith masking function does have some drawbacks. From a theoretical stand-
point, its requirements are not consistent with the structure of actual surfaces [708],
and may even be physically impossible to realize [657]. From a practical standpoint,
while it is quite accurate for random surfaces, its accuracy is expected to decrease for
surfaces with a stronger dependency between normal direction and masking, such as
the surface shown in Figure 9.28, especially if the surface has some repetitive structure
(as do most fabrics). Nevertheless, until a better alternative is found, it is the best
option for most rendering applications.

Given a microgeometry description including a micro-BRDF fµ(l,v,m), normal
distribution function D(m), and masking function G1(m,v), the overall macrosurface
BRDF can be derived [708, 1833]:

f(l,v) =

∫

m∈Ω

fµ(l,v,m)G2(l,v,m)D(m)
(m · l)+
|n · l|

(m · v)+
|n · v| dm. (9.26)

This integral is over the hemisphere Ω centered on n, to avoid collecting light contribu-
tions from under the surface. Instead of the masking function G1(m,v), Equation 9.26
uses the joint masking-shadowing function G2(l,v,m). This function, derived from
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G1, gives the fraction of microfacets with normal m that are visible from two di-
rections: the view vector v and the light vector l. By including the G2 function,
Equation 9.26 enables the BRDF to account for masking as well as shadowing, but
not for interreflection between microfacets (see Figure 9.27 on page 329). The lack
of microfacet interreflection is a limitation shared by all BRDFs derived from Equa-
tion 9.26. Such BRDFs are somewhat too dark as a result. In Sections 9.8.2 and 9.9,
we will discuss some methods that have been proposed to address this limitation.

Heitz [708] discusses several versions of the G2 function. The simplest is the
separable form, where masking and shadowing are evaluated separately using G1 and
multiplied together:

G2(l,v,m) = G1(v,m)G1(l,m). (9.27)

This form is equivalent to assuming that masking and shadowing are uncorrelated
events. In reality they are not, and the assumption causes over-darkening in BRDFs
using this form of G2.

As an extreme example, consider the case when the view and light directions are
the same. In this case G2 should be equal to G1, since none of the visible facets are
shadowed, but with Equation 9.27 G2 will be equal to G2

1 instead.
If the microsurface is a heightfield, which is typically the case for microsurface

models used in rendering, then whenever the relative azimuth angle φ between v
and l is equal to 0◦, G2(l,v,m) should be equal to min(G1(v,m), G1(l,m)). See
Figure 9.17 on page 311 for an illustration of φ. This relationship suggests a general
way to account for correlation between masking and shadowing that can be used with
any G1 function:

G2(l,v,m) = λ(φ)G1(v,m)G1(l,m) + (1− λ(φ))min(G1(v,m), G1(l,m)), (9.28)

where λ(φ) is some function that increases from 0 to 1 as the angle φ increases.
Ashikhmin et al. [78] suggested a Gaussian with a standard deviation of 15◦ (∼ 0.26 ra-
dians):

λ(φ) = 1− e−7.3φ2

. (9.29)

A different λ function was proposed by van Ginneken et al. [534]:

λ(φ) =
4.41φ

4.41φ+ 1
. (9.30)

Regardless of the relative alignment of the light and view directions, there is an-
other reason that masking and shadowing at a given surface point are correlated. Both
are related to the point’s height relative to the rest of the surface. The probability of
masking increases for lower points, and so does the probability of shadowing. If the
Smith masking function is used, this correlation can be precisely accounted for by the
Smith height-correlated masking-shadowing function:

G2(l,v,m) =
χ+(m · v)χ+(m · l)
1 + Λ(v) + Λ(l)

. (9.31)
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Heitz also describes a form of Smith G2 that combines direction and height correlation:

G2(l,v,m) =
χ+(m · v)χ+(m · l)

1 + max (Λ(v),Λ(l)) + λ(v, l)min (Λ(v),Λ(l))
, (9.32)

where the function λ(v, l) could be an empirical function such as the ones in Equa-
tions 9.29 and 9.30, or one derived specifically for a given NDF [707].

Out of these alternatives, Heitz [708] recommends the height-correlated form of
the Smith function (Equation 9.31) since it has a similar cost to the uncorrelated form
and better accuracy. This form is the most widely used in practice [861, 947, 960],
though some practitioners use the separable form (Equation 9.27) [214, 1937].

The general microfacet BRDF (Equation 9.26) is not used directly for rendering. It
is used to derive a closed-form solution (exact or approximate) given a specific choice
of micro-BRDF fµ. The first example of this type of derivation will be shown in the
next section.

9.8 BRDF Models for Surface Reflection
With few exceptions, the specular BRDF terms used in physically based rendering
are derived from microfacet theory. In the case of specular surface reflection, each
microfacet is a perfectly smooth Fresnel mirror. Recall that such mirrors reflect each
incoming ray of light in a single reflected direction. This means that the micro-BRDF
fµ(l,v,m) for each facet is equal to zero unless v is parallel to the reflection of l. For
given l and v vectors, this configuration is equivalent to the case where the microfacet
normal m is aligned with a vector pointing exactly halfway between l and v. This
vector is the half vector h. See Figure 9.33. It is computed by adding v and l and
normalizing the result:

h =
l+ v

||l+ v|| . (9.33)

Figure 9.33. The half vector h forms equal angles (shown in red) with the light and view vectors.
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Figure 9.34. Surface composed of microfacets. Only the red microfacets, which have their surface
normal aligned with the half vector h, participate in the reflection of light from the incoming light
vector l to the view vector v.

When deriving a specular microfacet model from Equation 9.26, the fact that the
Fresnel mirror micro-BRDF fµ(l,v,m) is equal to zero for all m 6= h is convenient,
since it collapses the integral into an evaluation of the integrated function at m = h.
Doing so yields the specular BRDF term

fspec(l,v) =
F (h, l)G2(l,v,h)D(h)

4|n · l||n · v| . (9.34)

Details on the derivation can be found in publications by Walter et al. [1833],
Heitz [708], and Hammon [657]. Hammon also shows a method to optimize the BRDF
implementation by calculating n · h and l · h without calculating the vector h itself.

We use the notation fspec for the BRDF term in Equation 9.34 to denote that
it models only surface (specular) reflection. In a full BRDF, it will likely be paired
with an additional term that models subsurface (diffuse) shading. To provide some
intuition on Equation 9.34, consider that only those microfacets that happen to have
their normals aligned with the half vector (m = h) are correctly oriented to reflect
light from l into v. See Figure 9.34. Thus, the amount of reflected light depends
on the concentration of microfacets with normals equal to h. This value is given by
D(h), the fraction of those microfacets that are visible from both the light and view
directions, which is equal to G2(l,v,h), and the portion of light reflected by each
of those microfacets, which is specified by F (h, l). In the evaluation of the Fresnel
function, the vector h substitutes for the surface normal, e.g., when evaluating the
Schlick approximation in Equation 9.16 on page 320.

The use of the half vector in the masking-shadowing function allows for a minor
simplification. Since the angles involved can never be greater than 90◦, the χ+ terms
in Equations 9.24, 9.31, and 9.32 can be removed.

9.8.1 Normal Distribution Functions

The normal distribution function has a significant effect on the appearance of the
rendered surface. The shape of the NDF, as plotted on the sphere of microfacet
normals, determines the width and shape of the cone of reflected rays (the specular
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Figure 9.35. The images on the left are rendered with the non-physical Phong reflection model. This
model’s specular lobe is rotationally symmetrical around the reflection vector. Such BRDFs were
often used in the early days of computer graphics. The images in the center are rendered with a
physically based microfacet BRDF. The top left and center show a planar surface lit at a glancing
angle. The top left shows an incorrect round highlight, while the center displays the characteristic
highlight elongation on the microfacet BRDF. This center view matches reality, as shown in the
photographs on the right. The difference in highlight shape is far more subtle on the sphere shown
in the lower two rendered images, since in this case the surface curvature is the dominating factor for
the highlight shape. (Photographs courtesy of Elan Ruskin.)

lobe), which in turn determines the size and shape of specular highlights. The NDF
affects the overall perception of surface roughness, as well as more subtle visual aspects
such as whether highlights have a distinct edge or are surrounded by haze.

However, the specular lobe is not a simple copy of the NDF shape. It, and thus
the highlight shape, is distorted to a greater or lesser degree depending on surface
curvature and view angle. This distortion is especially strong for flat surfaces viewed
at glancing angles, as shown in Figure 9.35. Ngan et al. [1271] present an analysis of
the reason behind this distortion.

Isotropic Normal Distribution Functions
Most NDFs used in rendering are isotropic—rotationally symmetrical about the
macroscopic surface normal n. In this case, the NDF is a function of just one vari-
able, the angle θm between n and the microfacet normal m. Ideally, the NDF can be
written as expressions of cos θm that can be computed efficiently as the dot product
of n and m.

The Beckmann NDF [124] was the normal distribution used in the first microfacet
models developed by the optics community. It is still widely used in that community
today. It is also the NDF chosen for the Cook-Torrance BRDF [285, 286]. The
normalized Beckmann distribution has the following form:

D(m) =
χ+(n ·m)

πα2
b(n ·m)4

exp

(
(n ·m)2 − 1

α2
b(n ·m)2

)

. (9.35)

The term χ+(n ·m) ensures that the value of the NDF is 0 for all microfacet normals
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that point under the macrosurface. This property tells us that this NDF, like all the
other NDFs we will discuss in this section, describes a heightfield microsurface. The αb

parameter controls the surface roughness. It is proportional to the root mean square
(RMS) slope of the microgeometry surface, so αb = 0 represents a perfectly smooth
surface.

To derive the SmithG2 function for the Beckmann NDF, we need the corresponding
Λ function, to plug into Equation 9.24 (if using the separable form of G2), 9.31 (for
the height correlated form), or 9.32 (for the direction and height correlated form).

The Beckmann NDF is shape-invariant, which simplifies the derivation of Λ. As
defined by Heitz [708], an isotropic NDF is shape-invariant if the effect of its rough-
ness parameter is equivalent to scaling (stretching) the microsurface. Shape-invariant
NDFs can be written in the following form:

D(m) =
χ+(n ·m)

α2(n ·m)4
g

(√

1− (n ·m)2

α(n ·m)

)

, (9.36)

where g represents an arbitrary univariate function. For an arbitrary isotropic NDF,
the Λ function depends on two variables. The first is the roughness α, and the second
is the incidence angle of the vector (v or l) for which Λ is computed. However, for a
shape-invariant NDF, the Λ function depends only on the variable a:

a =
n · s

α
√

1− (n · s)2
, (9.37)

where s is a vector representing either v or l. The fact that Λ depends on only one
variable in this case is convenient for implementation. Univariate functions can be
more easily fitted with approximating curves, and can be tabulated in one-dimensional
arrays.

The Λ function for the Beckmann NDF is

Λ(a) =
erf(a)− 1

2
+

1

2a
√
π
exp(−a2). (9.38)

Equation 9.38 is expensive to evaluate since it includes erf, the error function. For
this reason, an approximation [1833] is typically used instead:

Λ(a) ≈
{

1−1.259a+0.396a2

3.535a+2.181a2 , where a < 1.6,

0, where a ≥ 1.6.
(9.39)

The next NDF we will discuss is the Blinn-Phong NDF. It was widely used in
computer graphics in the past, though in recent times it has been largely superseded
by other distributions. The Blinn-Phong NDF is still used in cases where computation
is at a premium (e.g., on mobile hardware) because it is less expensive to compute
than the other NDFs discussed in this section.
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The Blinn-Phong NDF was derived by Blinn [159] as a modification of the (non-
physically based) Phong shading model [1414]:

D(m) = χ+(n ·m)
αp + 2

2π
(n ·m)αp . (9.40)

The power αp is the roughness parameter of the Phong NDF. High values represent
smooth surfaces and low values represent rough ones. The values of αp can go arbi-
trarily high for extremely smooth surfaces—a perfect mirror would require αp = ∞.
A maximally random surface (uniform NDF) can be achieved by setting αp to 0. The
αp parameter is not convenient to manipulate directly since its visual impact is highly
nonuniform. Small numerical changes have large visual effects for small αp values, but
large values can be changed significantly without much visual impact. For this reason,
αp is typically derived from a user-manipulated parameter via a nonlinear mapping.
For example, αp = ms, where s is a parameter value between 0 and 1 and m is an
upper bound for αp in a given application. This mapping was used by several games,
including Call of Duty: Black Ops, where m was set to a value of 8192 [998].

Such “interface mappings” are generally useful when the behavior of a BRDF pa-
rameter is not perceptually uniform. These mappings are used to interpret parameters
set via sliders or painted in textures.

Equivalent values for the Beckmann and Blinn-Phong roughness parameters can be
found using the relation αp = 2α−2

b − 2 [1833]. When the parameters are matched in
this way, the two distributions are quite close, especially for relatively smooth surfaces,
as can be seen in the upper left of Figure 9.36.

The Blinn-Phong NDF is not shape-invariant, and an analytic form does not exist
for its Λ function. Walter et al. [1833] suggest using the Beckmann Λ function in
conjunction with the αp = 2α−2

b − 2 parameter equivalence.
In the same 1977 paper [159] in which Blinn adapted the Phong shading function

into a microfacet NDF, he proposed two other NDFs. Of these three distributions,
Blinn recommended one derived by Trowbridge and Reitz [1788]. This recommenda-
tion was not widely heeded, but 30 years later the Trowbridge-Reitz distribution was
independently rediscovered byWalter et al. [1833], who named it theGGX distribution.
This time, the seed took root. Within a few years, adoption of the GGX distribution
started spreading across the film [214, 1133] and game [861, 960] industries, and today
it likely is the most often-used distribution in both. Blinn’s recommendation appears
to have been 30 years ahead of its time. Although “Trowbridge-Reitz distribution”
is technically the correct name, we use the GGX name in this book since it is firmly
established.

The GGX distribution is

D(m) =
χ+(n ·m)α2

g

π
(
1 + (n ·m)2

(
α2
g − 1

))2 . (9.41)

The roughness control provided by the αg parameter is similar to that provided by the
Beckmann αb parameter. In the Disney principled shading model, Burley [214] exposes
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Figure 9.36. On the upper left, a comparison of Blinn-Phong (dashed blue) and Beckmann (green)
distributions for values of αb ranging from 0.025 to 0.2 (using the parameter relation αp = 2α−2

b
−2).

On the upper right, a comparison of GGX (red) and Beckmann (green) distributions. The values of
αb are the same as in the left plot. The values of αg have been adjusted by eye to match highlight
size. These same values have been used in the spheres rendered on the bottom image. The top row
uses the Beckmann NDF and the bottom row uses GGX.

the roughness control to users as αg = r2, where r is the user-interface roughness
parameter value between 0 and 1. Exposing r as a slider value means that the effect
changes in a more linear fashion. This mapping has been adopted by most applications
that use the GGX distribution.

The GGX distribution is shape-invariant, and its Λ function is relatively simple:

Λ(a) =
−1 +

√

1 + 1
a2

2
. (9.42)

The fact that the variable a appears in Equation 9.42 only as a2 is convenient, since
the square root in Equation 9.37 can be avoided.

Due to the popularity of the GGX distribution and the Smith masking-shadowing
function, there has been a focused effort to optimize the combination of the two. La-
garde observes [960] that the height-correlated Smith G2 for GGX (Equation 9.31) has
terms that cancel out when combined with the denominator of the specular microfacet
BRDF (Equation 9.34). The combined term can be simplified thusly:

G2(l,v)

4|n · l||n · v| =⇒
0.5

µo

√

α2 + µi(µi − α2µi) + µi

√

α2 + µo(µo − α2µo)
. (9.43)
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chrome GGX Beckmann

Figure 9.37. NDFs fit to measured chrome from the MERL database. On the left, we have plots
of the specular peak against θm for chrome (black), GGX (red; αg = 0.006), Beckmann (green;
αb = 0.013), and Blinn-Phong (blue dashes; n = 12000). Rendered highlights are shown on the right
for chrome, GGX, and Beckmann. (Figure courtesy of Brent Burley [214].)

The equation uses the variable replacement µi = (n · l)+ and µo = (n ·v)+ for brevity.
Karis [861] proposes an approximated form of the Smith G1 function for GGX:

G1(s) ≈
2(n · s)

(n · s)(2− α) + α
, (9.44)

where s can be replaced with either l or v. Hammon [657] shows that this approxi-
mated form of G1 leads to an efficient approximation for the combined term composed
of the height-correlated Smith G2 function and the specular microfacet BRDF denom-
inator:

G2(l,v)

4|n · l||n · v| ≈
0.5

lerp (2|n · l||n · v|, |n · l|+ |n · v|, α) , (9.45)

which uses the linear interpolation operator, lerp(x, y, s) = x(1− s) + ys.
When comparing the GGX and Beckmann distributions in Figure 9.36, it is appar-

ent that the two have fundamentally different shapes. GGX has narrower peaks than
Beckmann, as well as longer “tails” surrounding those peaks. In the rendered images
at the bottom of the figure, we can see that GGX’s longer tails create the appearance
of a haze or glow around the core of the highlight.

Many real-world materials show similar hazy highlights, with tails that are typically
longer even than those of the GGX distribution [214]. See Figure 9.37. This realization
has been a strong contributor to the growing popularity of the GGX distribution, as
well as the continuing search for new distributions that would fit measured materials
even more accurately.

Burley [214] proposed the generalized Trowbridge-Reitz (GTR) NDF with a goal
of allowing for more control over the NDF’s shape, specifically the tails of the distri-
bution:

D(m) =
k(α, γ)

π
(
1 + (n ·m)2

(
α2
g − 1

))γ . (9.46)

The γ argument controls the tail shape. When γ = 2, GTR is the same as GGX. As
the value of γ decreases, tails of the distribution become longer, and as it increases,
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they become shorter. At high values of γ, the GTR distribution resembles Beckmann.
The k(α, γ) term is the normalization factor, which we give in a separate equation,
since it is more complicated than those of other NDFs:

k(α, γ) =







(γ−1)(α2−1)
(1−(α2)(1−γ))

, where γ 6= 1 and α 6= 1,

(α2−1)
ln(α2) , where γ = 1 and α 6= 1,

1, where α = 1.

(9.47)

The GTR distribution is not shape-invariant, which complicates finding its Smith
G2 masking-shadowing function. It took three years after publication of the NDF for
a solution for G2 to be published [355]. This G2 solution is quite complex, with a table
of analytical solutions for certain values of γ (for intermediate values, interpolation
must be used). Another issue with GTR is that the parameters α and γ affect the
perceived roughness and “glow” in a non-intuitive manner.

Student’s t-distribution (STD) [1491] and exponential power distribution (EPD) [763]
NDFs include shape control parameters. In contrast to GTR, these functions are
shape-invariant with respect to their roughness parameters. At the time of writ-
ing, these are newly published, so it is not clear whether they will find use in
applications.

Instead of increasing the complexity of the NDF, an alternative solution to better
matching measured materials is to use multiple specular lobes. This idea was suggested
by Cook and Torrance [285, 286]. It was experimentally tested by Ngan [1271], who
found that for many materials adding a second lobe did improve the fit significantly.
Pixar’s PxrSurface material [732] has a “roughspecular” lobe that is intended to be
used (in conjunction with the main specular lobe) for this purpose. The additional
lobe is a full specular microfacet BRDF with all the associated parameters and terms.
Imageworks employs a more surgical approach [947], using a mix of two GGX NDFs
that are exposed to the user as an extended NDF, rather than an entire separate
specular BRDF term. In this case, the only additional parameters needed are a second
roughness value and a blend amount.

Anisotropic Normal Distribution Functions
While most materials have isotropic surface statistics, some have significant anisotropy
in their microstructure that noticeably affects their appearance, e.g., Figure 9.26 on
page 329. To accurately render such materials, we need BRDFs, especially NDFs that
are anisotropic as well.

Unlike isotropic NDFs, anisotropic NDFs cannot be evaluated with just the an-
gle θm. Additional orientation information is needed. In the general case, the micro-
facet normal m needs to be transformed into the local frame or tangent space defined
by the normal, tangent, and bitangent vectors, respectively, n, t, and b. See Fig-
ure 6.32 on page 210. In practice, this transformation is typically expressed as three
separate dot products: m · n, m · t, and m · b.



344 9. Physically Based Shading

When combining normal mapping with anisotropic BRDFs, it is important to make
sure that the normal map perturbs the tangent and bitangent vectors as well as the
normal. This procedure is often done by applying the modified Gram-Schmidt process
to the perturbed normal n and the interpolated vertex tangent and bitangent vectors
t0 and b0 (the below assumes that n is already normalized):

t′ = t0 − (t0 · n)n =⇒ t =
t′

‖t′‖ ,

b′ = b0 − (b0 · n)n,
b′′ = b′ − (b′ · t)t

}

=⇒ b =
b′′

‖b′′‖ .
(9.48)

Alternatively, after the first line the orthogonal b vector could be created by taking
the cross product of n and t.

For effects such as brushed metal or curly hair, per-pixel modification of the tangent
direction is needed, typically provided by a tangent map. This map is a texture that
stores the per-pixel tangent, similar to how a normal map stores per-pixel normals.
Tangent maps most often store the two-dimensional projection of the tangent vector
onto the plane perpendicular to the normal. This representation works well with
texture filtering and can be compressed similar to normal maps. Some applications
store a scalar rotation amount instead, which is used to rotate the tangent vector
around n. Though this representation is more compact, it is prone to texture filtering
artifacts where the rotation angle wraps around from 360◦ to 0◦.

A common approach to creating an anisotropic NDF is to generalize an existing
isotropic NDF. The general approach used can be applied to any shape-invariant
isotropic NDF [708], which is another reason why shape-invariant NDFs are preferable.
Recall that isotropic shape-invariant NDFs can be written in the following form:

D(m) =
χ+(n ·m)

α2(n ·m)4
g

(√

1− (n ·m)2

α(n ·m)

)

, (9.49)

with g representing a one-dimensional function that expresses the shape of the NDF.
The anisotropic version is

D(m) =
χ+(n ·m)

αxαy(n ·m)4
g





√
(t·m)2

α2
x

+ (b·m)2

α2
y

(n ·m)



 . (9.50)

The parameters αx and αy represent the roughness along the direction of t and b,
respectively. If αx = αy, Equation 9.50 reduces back to the isotropic form.

The G2 masking-shadowing function for the anisotropic NDF is the same as the
isotropic one, except that the variable a (passed into the Λ function) is calculated
differently:

a =
n · s

√

α2
x(t · s)2 + α2

y(b · s)2
, (9.51)

where (as in Equation 9.37) s represents either v or l.
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Figure 9.38. Spheres rendered with anisotropic NDFs: Beckmann in the top row and GGX in the
bottom row. In both rows αy is held constant and αx is increased from left to right.

Using this method, anisotropic versions have been derived for the Beckmann NDF,

D(m) =
χ+(n ·m)

παxαy(n ·m)4
exp



−
(t·m)2

α2
x

+ (b·m)2

α2
y

(n ·m)2



 , (9.52)

and the GGX NDF,

D(m) =
χ+(n ·m)

παxαy

(
(t·m)2

α2
x

+ (b·m)2

α2
y

+ (n ·m)2
)2 . (9.53)

Both are shown in Figure 9.38.
While the most straightforward way to parameterize anisotropic NDFs is to use

the isotropic roughness parameterization twice, once for αx and once for αy, other
parameterizations are sometimes used. In the Disney principled shading model [214],
the isotropic roughness parameter r is combined with a second scalar parameter kaniso
with a range of [0, 1]. The αx and αy values are computed from these parameters
thusly:

kaspect =
√

1− 0.9 kaniso,

αx =
r2

kaspect
,

αy = r2 kaspect.

(9.54)

The 0.9 factor limits the aspect ratio to 10 : 1.
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Imageworks [947] use a different parameterization that allows for an arbitrary
degree of anisotropy:

αx = r2 (1 + kaniso),

αy = r2 (1− kaniso).
(9.55)

9.8.2 Multiple-Bounce Surface Reflection

As mentioned earlier in Section 9.7, the microfacet BRDF framework does not ac-
count for light that is reflected (“bounced”) from the microsurface multiple times.
This simplification causes some energy loss and over-darkening, especially for rough
metals [712].

A technique used by Imageworks [947] combines elements from previous work [811,
878] to create a term that can be added to the BRDF to simulate multiple-bounce
surface reflection:

fms(l,v) =
F RsF1

π(1−RsF1)
(
1− F (1−RsF1)

)
(
1−RsF1(l)

)(
1−RsF1(v)

)
, (9.56)

where RsF1 is the directional albedo (Section 9.3) of fsF1, which is the specular BRDF
term with F0 set to 1. The function RsF1 depends on the roughness α and elevation
angle θ. It is relatively smooth, so it can be precomputed numerically (using Equa-
tion 9.8 or 9.9) and stored in a small two-dimensional texture. Imageworks found that
32× 32 resolution is sufficient.

The function RsF1 is the cosine-weighted average value of RsF1 over the hemisphere.
It depends only on α, so it can be stored in a one-dimensional texture, or an inexpensive
curve could be fitted to the data. Since RsF1 is rotationally symmetric about n, RsF1

can be computed with a one-dimensional integral. We also use the change of variables
µ = cos θ (see Equation 9.6 on page 312):

RsF1 =

∫

s∈Ω
RsF1(s)(n · s)ds
∫

s∈Ω
(n · s)ds =

1

π

∫ 2π

φ=0

∫ 1

µ=0

RsF1(µ) µ dµ dφ

= 2

∫ 1

µ=0

RsF1(µ) µ dµ.

(9.57)

Finally, F is the cosine-weighted average of the Fresnel term, computed in the
same way:

F = 2

∫ 1

µ=0

F (µ) µ dµ. (9.58)

Imageworks provide a closed-form solution to Equation 9.58 in the case that the gen-
eralized Schlick form (Equation 9.18) is used for F :

F =
2p2F90 + (3p+ 1)F0

2p2 + 3p+ 1
. (9.59)
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Figure 9.39. In all rows the roughness of the surface increases from left to right. The top two
rows show a gold material. The first row is rendered without the Imageworks multiple-bounce term,
and the second is rendered with the multiple-bounce term. The difference is most noticeable for
the rougher spheres. The next two rows show a black dielectric material. The third row is rendered
without the multiple-bounce term, and the fourth row has the multiple-bounce term applied. Here the
difference is more subtle, since the specular reflectance is much lower. (Figure courtesy of Christopher
Kulla [947].)

If the original Schlick approximation is used (Equation 9.16), then the solution sim-
plifies to

F =
20

21
F0 +

1

21
. (9.60)

In the case of anisotropy, Imageworks use an intermediate roughness between αx

and αy for the purpose of computing fms. This approximation avoids the need to
increase the dimensionality of the RsF1 lookup table, and the errors it introduces are
small.

The results of the Imageworks multiple-bounce specular term can be seen in Fig-
ure 9.39.

9.9 BRDF Models for Subsurface Scattering
In the previous section we discussed surface, or specular, reflection. In this section we
will discuss the other side of the issue, namely what happens to light refracted under
the surface. As we discussed in Section 9.1.4, this light undergoes some combination
of scattering and absorption, and part of it is re-emitted back out of the original
surface. We will focus here on BRDF models for local subsurface scattering, or diffuse
surface response, in opaque dielectrics. Metals are irrelevant, since they do not have
any significant subsurface light interaction. Dielectric materials that are transparent
or exhibit global subsurface scattering will be covered in Chapter 14.
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We start our discussion of diffuse models with a section on the property of diffuse
color and the possible values this color can have in real-world materials. In the follow-
ing subsection we explain the effect of surface roughness on diffuse shading, and the
criteria for choosing whether to use a smooth-surface or rough-surface shading model
for a given material. The last two subsections are devoted to the smooth-surface and
rough-surface models themselves.

9.9.1 Subsurface Albedo

The subsurface albedo ρss of an opaque dielectric is the ratio between the energy of
the light that escapes a surface compared to the energy of the light entering into the
interior of the material. The value of ρss is between 0 (all light is absorbed) and 1
(no light is absorbed) and can depend on wavelength, so ρss is modeled as an RGB
vector for rendering. For authoring, ρss is often referred to as the diffuse color of the
surface, just as the normal-incidence Fresnel reflectance F0 is typically referred to as
the specular color. The subsurface albedo is closely related to the scattering albedo
discussed in Section 14.1.

Since dielectrics transmit most incoming light rather than reflecting it at the sur-
face, the subsurface albedo ρss is usually brighter and thus more visually important
than the specular color F0. Since it results from a different physical process than
the specular color—absorption in the interior instead of Fresnel reflectance at the
surface—ρss typically has a different spectral distribution (and thus RGB color) than
F0. For example, colored plastic is composed of a clear, transparent substrate with
pigment particles embedded in its interior. Light reflecting specularly will be uncol-
ored, while light reflecting diffusely will be colored from absorption by the pigment
particles; for example, a red plastic ball has a white highlight.

Subsurface albedo can be thought of as the result of a “race” between absorption
and scattering—will the light be absorbed before it has had a chance to be scattered
back out of the object? This is why foam on a liquid is much brighter than the liquid
itself. The process of frothing does not change the absorptivity of the liquid, but the
addition of numerous air-liquid interfaces greatly increases the amount of scattering.
This causes most of the incoming light to be scattered before it has been absorbed,
resulting in a high subsurface albedo and bright appearance. Fresh snow is another
example of a substance with a high albedo. There is considerable scattering in the
interfaces between snow granules and air, but little absorption, leading to a subsurface
albedo of 0.8 or more across the visible spectrum. White paint is slightly less, about
0.7. Many substances encountered in daily life, such as concrete, stone, and soil,
average between 0.15 and 0.4. Coal is an example of a material with extremely low
subsurface albedo, close to 0.0.

The process by which many materials become darker when wet is the inverse of the
liquid froth example. If the material is porous, water penetrates into spaces formerly
filled with air. Dielectric materials have an index of refraction that is much closer
to water than to air. This decrease in the relative index of refraction decreases the
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scattering inside the material, and light travels longer distances (on average) before es-
caping the material. This change causes more light to be absorbed and the subsurface
albedo becomes darker [821].

It is a common misconception (even reflected in well-regarded material author-
ing guidelines [1163]) that values of ρss should never go below a lower limit of about
0.015–0.03 (30–50 in 8-bit nonlinear sRGB encoding) for realistic material authoring.
However, this lower limit is based on color measurements that include surface (specu-
lar) as well as subsurface (diffuse) reflectance, and is thus too high. Actual materials
can have lower values. For example, the Federal specification for the “OSHA Black”
paint standard [524] has a Y value of 0.35 (out of 100). Given the measurement con-
ditions and surface gloss, this Y corresponds to a ρss value of about 0.0035 (11 in 8-bit
nonlinear sRGB encoding).

When acquiring spot values or textures for ρss from real-world surfaces, it is im-
portant to separate out the specular reflectance. This extraction can be done via
careful use of controlled lighting and polarization filters [251, 952]. For accurate color,
calibration should be performed as well [1153].

Not every RGB triple represents a plausible (or even physically possible) value for
ρss. Reflectance spectra are more restricted than emissive spectral power distributions:
They can never exceed a value of 1 for any wavelength, and they are typically quite
smooth. These limitations define a volume in color space that contains all plausible
RGB values for ρss. Even the relatively small sRGB color gamut contains colors out-
side this volume, so care must be taken when setting values for ρss to avoid specifying
unnaturally saturated and bright colors. Besides reducing realism, such colors can
cause over-bright secondary reflections when precomputing global illumination (Sec-
tion 11.5.1). The 2015 paper by Meng et al. [1199] is a good reference for this topic.

9.9.2 Scale of Subsurface Scattering and Roughness

Some BRDF models for local subsurface scattering take account of surface roughness—
typically by using microfacet theory with a diffuse micro-BRDF fµ—and some do not.
The deciding factor for which type of model to use is not simply how rough the surface
is, though this is a common misconception. The correct deciding factor relates to the
relative size of the surface irregularities and the subsurface scattering distances.

See Figure 9.40. If the microgeometry irregularities are larger than the subsurface
scattering distances (top left of figure), then the subsurface scattering will exhibit
microgeometry-related effects such as retroreflection (Figure 9.29 on page 331). For
such surfaces a rough-surface diffuse model should be used. As mentioned above, such
models are typically based on microfacet theory, with the subsurface scattering treated
as local to each microfacet, thus only affecting the micro-BRDF fµ.

If the scattering distances are all larger than the irregularities (top right of Fig-
ure 9.40), then the surface should be considered flat for the purpose of modeling
subsurface scattering, and effects such as retroreflection will not occur. Subsurface



350 9. Physically Based Shading

Figure 9.40. Three surfaces with similar NDFs but different relationships between the scale of the
microgeometry and the subsurface scattering distances. On the top left, the subsurface scattering
distances are smaller than the surface irregularities. On the top right, scattering distances are larger
than the surface irregularities. The bottom figure shows a microsurface with roughness at multiple
scales. The dashed red line represents the effective surface that only contains microstructure larger
than the subsurface scattering distances.

scattering is not local to a microfacet, and cannot be modeled via microfacet theory.
In this case, a smooth-surface diffuse model should be used.

In the intermediate case where the surface has roughness at scales both larger
and smaller than the scattering distances, then a rough-surface diffuse model should
be used, but with an effective surface that includes only irregularities larger than
the scattering distances. Both diffuse and specular reflectance can be modeled with
microfacet theory, but each with a different roughness value. The specular term will
use a value based on the roughness of the actual surface, and the diffuse term will use
a lower value, based on the roughness of the effective surface.

The scale of observation also ties into this, since it determines the definition of
“microgeometry.” For example, the moon is often cited as a case where rough-surface
diffuse models should be used, since it exhibits significant retroreflection. When we
look at the moon from the earth, the scale of observation is such that even a five-foot
boulder is “microgeometry.” Thus it is not surprising that we observe rough-surface
diffuse effects such as retroreflection.

9.9.3 Smooth-Surface Subsurface Models

Here we will discuss smooth-surface subsurface models. These are appropriate for
modeling materials where the surface irregularities are smaller than the subsurface
scattering distances. Diffuse shading is not directly affected by surface roughness in
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such materials. If the diffuse and specular terms are coupled, which is the case for
some of the models in this section, then surface roughness may affect diffuse shading
indirectly.

As mentioned in Section 9.3, real-time rendering applications often model local
subsurface scattering with a Lambertian term. In this case the BRDF diffuse term is
ρss over π:

fdiff(l,v) =
ρss
π

. (9.61)

The Lambertian model does not account for the fact that light reflected at the sur-
face is not available for subsurface scattering. To improve this model, there should be
an energy trade-off between the surface (specular) and subsurface (diffuse) reflectance
terms. The Fresnel effect implies that this surface-subsurface energy trade-off changes
with incident light angle θi. With increasingly glancing incidence angles, the diffuse
reflectance decreases as the specular reflectance increases. A basic way to account
for this balance is to multiply the diffuse term by one minus the Fresnel part of the
specular term [1626]. If the specular term is that of a flat mirror, the resulting diffuse
term is

fdiff(l,v) = (1− F (n, l))
ρss
π

. (9.62)

If the specular term is a microfacet BRDF term, then the resulting diffuse term is

fdiff(l,v) = (1− F (h, l))
ρss
π

. (9.63)

Equations 9.62 and 9.63 result in a uniform distribution of outgoing light, because
the BRDF value does not depend on the outgoing direction v. This behavior makes
some sense, since light will typically undergo multiple scattering events before it is re-
emitted, so its outgoing direction will be randomized. However, there are two reasons
to suspect that the outgoing light is not distributed perfectly uniformly. First, since
the diffuse BRDF term in Equation 9.62 varies by incoming direction, Helmholtz
reciprocity implies that it must change by outgoing direction as well. Second, the
light must undergo refraction on the way out, which will impose some directional
preference on the outgoing light.

Shirley et al. proposed a coupled diffuse term for flat surfaces that addresses the
Fresnel effect and the surface-subsurface reflectance trade-off, while supporting both
energy conservation and Helmholtz reciprocity [1627]. The derivation assumes that
the Schlick approximation [1568] (Equation 9.16) is used for Fresnel reflectance:

fdiff(l,v) =
21

20π
(1− F0)ρss

(

1−
(

1− (n · l)+
)5
)(

1−
(

1− (n · v)+
)5
)

. (9.64)

Equation 9.64 applies only to surfaces where the specular reflectance is that of a
perfect Fresnel mirror. A generalized version that can be used to compute a reciprocal,
energy-conserving diffuse term to couple with any specular term was proposed by
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Ashikhmin and Shirley [77] and further refined by Kelemen and Szirmay-Kalos [878]:

fdiff(l,v) = ρss

(
1−Rspec(l)

)(
1−Rspec(v)

)

π
(
1−Rspec

) . (9.65)

Here, Rspec is the directional albedo (Section 9.3) of the specular term, and Rspec is
its cosine-weighted average over the hemisphere. The value Rspec can be precomputed
using Equation 9.8 or 9.9 and stored in a lookup table. The average Rspec is computed
the same way as a similar average we encountered earlier: RsF1 (Equation 9.57).

The form in Equation 9.65 has some clear similarities to Equation 9.56, which is
not surprising, since the Imageworks multiple-bounce specular term is derived from
the Kelemen-Szirmay-Kalos coupled diffuse term. However, there is one important
difference. Here, instead of RsF1 we use Rspec, the directional albedo of the full
specular BRDF term including Fresnel, and with the multiple-bounce specular term
fms as well, if one is used. This difference increases the dimensionality of the lookup
table for Rspec since it depends not only on the roughness α and elevation angle θ,
but on the Fresnel reflectance as well.

In Imageworks’ implementation of the Kelemen-Szirmay-Kalos coupled diffuse
term, they use a three-dimensional lookup table, with the index of refraction as the
third axis [947]. They found that the inclusion of the multiple-bounce term in the inte-
gral made Rspec smoother than RsF1, so a 16×16×16 table was sufficient. Figure 9.41
shows the result.

If the BRDF uses the Schlick Fresnel approximation and does not include a
multiple-bounce specular term, then the value of F0 can be factored out of the integral.
Doing so allows us to use a two-dimensional table for Rspec, storing two quantities in
each entry, instead of a three-dimensional table, as discussed by Karis [861]. Alter-
natively, Lazarov [999] presents an analytic function that is fitted to Rspec, similarly
factoring F0 out of the integral to simplify the fitted function.

Both Karis and Lazarov use the specular directional albedo Rspec for a different
purpose, related to image-based lighting. More details on that technique can be found
in Section 10.5.2. If both techniques are implemented in the same application, then
the same table lookups can be used for both, increasing efficiency.

These models were developed by considering the implications of energy conserva-
tion between the surface (specular) and subsurface (diffuse) terms. Other models have
been developed from physical principles. Many of these models rely on the work of
Subrahmanyan Chandrasekhar (1910–1995), who developed a BRDF model for a semi-
infinite, isotropically scattering volume. As demonstrated by Kulla and Conty [947],
if the mean free path is sufficiently short, this BRDF model is a perfect match for a
scattering volume of arbitrary shape. The Chandrasekhar BRDF can be found in his
book [253], though a more accessible form using familiar rendering notation can be
found in Equations 30 and 31 of a paper by Dupuy et al. [397].

Since it does not include refraction, the Chandrasekhar BRDF can be used to
model only index-matched surfaces. These are surfaces where the index of refraction
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Figure 9.41. The first and third rows show a specular term added to a Lambertian term. The
second and fourth rows show the same specular term used with a Kelemen-Szirmay-Kalos coupled
diffuse term. The top two rows have lower roughness values than the bottom two. Within each row,
roughness increases from left to right. (Figure courtesy of Christopher Kulla [947].)

is the same on both sides, as in Figure 9.11 on page 304. To model non-index-
matched surfaces, the BRDF must be modified to account for refraction where the
light enters and exits the surface. This modification is the focus of work by Hanrahan
and Krueger [662] and Wolff [1898].

9.9.4 Rough-Surface Subsurface Models

As part of the Disney principled shading model, Burley [214] included a diffuse BRDF
term designed to include roughness effects and match measured materials:

fdiff(l,v) = χ+(n · l)χ+(n · v)ρss
π

(
(1− kss)fd + 1.25 kssfss

)
, (9.66)
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where

fd =
(

1 + (FD90 − 1)(1− n · l)5
)(

1 + (FD90 − 1)(1− n · v)5
)

,

FD90 = 0.5 + 2
√
α (h · l)2,

fss =

(
1

(n · l)(n · v) − 0.5

)

FSS + 0.5,

FSS =
(

1 + (FSS90 − 1)(1− n · l)5
)(

1 + (FSS90 − 1)(1− n · v)5
)

,

FSS90 =
√
α (h · l)2,

(9.67)

and α is the specular roughness. In the case of anisotropy, an intermediate value
between αx and αy is used. This equation is often referred to as the Disney diffuse
model.

The subsurface term fss is inspired by the Hanrahan-Krueger BRDF [662] and
intended as an inexpensive replacement for global subsurface scattering on distant
objects. The diffuse model blends between fss and the fd rough diffuse term based on
the user-controlled parameter kss.

The Disney diffuse model has been used for films [214], as well as games [960]
(though without the subsurface term). The full Disney diffuse BRDF also includes
a sheen term, which is intended primarily for modeling fabrics, but also helps com-
pensate for the energy lost due to the lack of a multiple-bounce specular term. The
Disney sheen term will be discussed in Section 9.10. Several years later, Burley pre-
sented [215] an updated model designed to integrate with global subsurface scattering
rendering techniques.

Since the Disney diffuse model uses the same roughness as the specular BRDF
term, it may have difficulties modeling certain materials. See Figure 9.40. However,
it would be a trivial modification to use a separate diffuse roughness value.

Most other rough-surface diffuse BRDFs have been developed using microfacet
theory, with various different choices for the NDF D, micro-BRDF fµ, and masking-
shadowing function G2. The most well-known of these models was proposed by Oren
and Nayar [1337]. The Oren-Nayar BRDF uses a Lambertian micro-BRDF, a spherical
Gaussian NDF, and the Torrance-Sparrow “V-cavity” masking-shadowing function.
The full form of the BRDF models one secondary bounce. Oren and Nayar also
included a simplified “qualitative” model in their paper. Several improvements to the
Oren-Nayar model have been proposed over the years, including optimizations [573],
tweaks to make the “qualitative” model more closely resemble the full model without
increasing its cost [504], and changing the micro-BRDF to a more accurate smooth-
surface diffuse model [574, 1899].

The Oren-Nayar model assumes a microsurface with quite different normal distri-
bution and masking-shadowing functions than those used in current specular models.
Two diffuse microfacet models were derived using the isotropic GGX NDF and height-
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correlated Smith masking-shadowing function. The first model, by Gotanda [574], is
the result of numerically integrating the general microfacet equation (Equation 9.26),
using as the micro-BRDF the specular coupled diffuse term in Equation 9.64. An an-
alytic function was then fitted to the numerically integrated data. Gotanda’s BRDF
does not account for interreflections between facets, and the fitted function is relatively
complex.

Using the same NDF, masking-shadowing function, and micro-BRDF as Gotanda,
Hammon [657] simulates the BRDF numerically, including interreflections. He shows
that interreflections are important for this microfacet configuration, representing as
much as half of the total reflectance for rougher surfaces. However, the second bounce
contains almost all of the missing energy, so Hammon uses data from a two-bounce
simulation. Also, likely because the addition of interreflections smoothed out the data,
Hammon was able to fit a fairly simple function to the simulation results:

fdiff(l,v) = χ+(n · l)χ+(n · v)ρss
π

(
(1− αg)fsmooth + αgfrough + ρssfmulti

)
, (9.68)

where

fsmooth =
21

20
(1− F0)

(

1− (1− n · l)5
)(

1− (1− n · v)5
)

,

frough = kfacing(0.9− 0.4 kfacing)

(
0.5 + n · h

n · h

)

,

kfacing = 0.5 + 0.5(l · v),
fmulti = 0.3641αg,

(9.69)

and αg is the GGX specular roughness. For clarity, the terms here have been factored
slightly differently than in Hammon’s presentation. Note that fsmooth is the coupled
diffuse BRDF from Equation 9.64 without the ρss/π factor, since this is multiplied
in Equation 9.68. Hammon discusses “hybrid” BRDFs that substitute other smooth-
surface diffuse BRDFs for fsmooth, to increase performance or improve compatibility
with assets authored under older models.

Overall, Hammon’s diffuse BRDF is inexpensive and is based on sound theoretical
principles, although he did not show comparisons with measured data. One caveat is
that the assumption that surface irregularities are larger than scattering distances is
fundamental to the derivation of the BRDF, which may limit the types of materials
it can accurately model. See Figure 9.40.

The simple Lambertian term shown in Equation 9.61 is still implemented by many
real-time rendering applications. Besides the Lambertian term’s low computational
cost, it is easier to use with indirect and baked lighting than other diffuse models, and
the visual differences between it and more sophisticated models are often subtle [251,
861]. Nevertheless, the continuing quest for photorealism is driving an increase in the
use of more accurate models.
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Figure 9.42. A material using the cloth system built for the game Uncharted 4. The upper left
sphere has a standard BRDF with a GGX microfacet specular and Lambertian diffuse. The upper
middle sphere uses the fabric BRDF. Each of the other spheres adds a different type of per-pixel
variation, going from left to right and top to bottom: fabric weave details, fabric aging, imperfection
details, and small wrinkles. (UNCHARTED 4 A Thief’s End c©/TM 2016 SIE. Created & developed
by Naughty Dog LLC.)

9.10 BRDF Models for Cloth
Cloth tends to have microgeometry that is different from other types of materials.
Depending on the fabric type, it may have highly repetitive woven microstructures,
cylinders (threads) protruding vertically from the surface, or both. As a result, cloth
surfaces have characteristic appearances that typically require specialized shading
models, such as anisotropic specular highlights, asperity scattering [919] (bright edge
effects caused by light scattering through protruding, translucent fibers), and even
color shifts with view direction (caused by threads of different colors running through
the fabric).

Aside from the BRDF, most fabrics have high-frequency spatial variation that is
also key to creating a convincing cloth appearance [825]. See Figure 9.42.

Cloth BRDF models fall into three main categories: empirical models created from
observation, models based on microfacet theory, and micro-cylinder models. We will
go over some notable examples from each category.
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9.10.1 Empirical Cloth Models

In the game Uncharted 2 [631], cloth surfaces use the following diffuse BRDF term:

fdiff(l,v) =
ρss
π

(

krim
(
(v · n)+

)αrim
+ kinner

(
1− (v · n)+

)αinner
+ kdiff

)

, (9.70)

where krim, kinner, and kdiff are user-controlled scaling factors for a rim lighting term, a
term to brighten forward-facing (inner) surfaces, and a Lambertian term, respectively.
Also, αrim and αinner control the falloff of the rim and inner terms. This behavior is
non-physical, since there are several view-dependent effects but none that depend on
the light direction.

In contrast, the cloth in Uncharted 4 [825] uses either a microfacet or micro-cylinder
model, depending on cloth type (as detailed in the following two sections) for the
specular term and a “wrap lighting” empirical subsurface scattering approximation
for the diffuse term:

fdiff(l,v)(n · l)+ ⇒ ρss
π

(

cscatter + (n · l)+
)+ (n · l+ w)+

1 + w
. (9.71)

Here we use the (x)+ notation introduced in Section 1.2, which indicates a clamp
between 0 and 1. The odd notation fdiff(l,v)(n · l)+ ⇒ . . . indicates that this model
affects the lighting as well as the BRDF. The term on the right side of the arrow
replaces the term on the left side. The user-specified parameter cscatter is a scattering
color, and the value w, with range [0, 1], controls the wrap lighting width.

For modeling cloth, Disney use their diffuse BRDF term [214] (Section 9.9.4) with
a sheen term added to model asperity scattering:

fsheen(l,v) = ksheencsheen
(
1− (h · l)+

)5
, (9.72)

where ksheen is a user parameter that modulates the strength of the sheen term. The
sheen color csheen is a blend (controlled by another user parameter) between white and
the luminance-normalized value of ρss. In other words, ρss is divided by its luminance
to isolate its hue and saturation.

9.10.2 Microfacet Cloth Models

Ashikhmin et al. [78] proposed using an inverted Gaussian NDF to model velvet. This
NDF was slightly modified in subsequent work [81], which also proposed a variant form
of the microfacet BRDF for modeling materials in general, with no masking-shadowing
term and a modified denominator.

The cloth BRDF used in the game The Order: 1886 [1266] combines the modified
microfacet BRDF and a generalized form of the velvet NDF from Ashikhmin and
Premože’s later report [81] with the diffuse term from Equation 9.63. The generalized
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Figure 9.43. The Imageworks sheen specular term added to a red diffuse term. From left to right, the
sheen roughness values are α = 0.15, 0.25, 0.40, 0.65, and 1.0. (Figure courtesy of Alex Conty [442].)

velvet NDF is

D(m) =
χ+(n ·m)

π(1 + kampα2)






1 +

kamp exp

(

(n·m)2

α2
(
(n·m)2−1

)

)

(
1− (n ·m)2

)2







, (9.73)

where α controls the width of the inverted Gaussian and kamp controls its amplitude.
The full cloth BRDF is

f(l,v) =
(
1− F (h, l)

)ρss
π

+
F (h, l)D(h)

4
(
n · l+ n · v − (n · l)(n · v)

) . (9.74)

A variation of this BRDF was used in the game Uncharted 4 [825] for rough fabrics
such as wool and cotton.

Imageworks [947] use a different inverted NDF for a sheen term that can be added
to any BRDF:

D(m) =
χ+(n ·m)(2 + 1

α )
(
1− (n ·m)2

) 1
2α

2π
. (9.75)

Although there is no closed-form solution to the Smith masking-shadowing function
for this NDF, Imageworks were able to approximate the numerical solution with an
analytical function. Details on the masking-shadowing function and on energy con-
servation between the sheen term and the rest of the BRDF are discussed by Estevez
and Kulla [442]. See Figure 9.43 for some examples rendered using the Imageworks
sheen term.

Each of the cloth models we have seen so far are limited to specific types of fabric.
The models discussed in the next section attempt to model cloth in a more general way.

9.10.3 Micro-Cylinder Cloth Models

The micro-cylinder models used for cloth are quite similar to those used for hair, so the
discussion of hair models in Section 14.7.2 can provide additional context. The idea
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behind these models is that the surface is assumed to be covered with one-dimensional
lines. Kajiya and Kay developed a simple BRDF model for this case [847], which was
given a solid theoretical foundation by Banks [98]. It is alternately known as the
Kajiya-Kay BRDF or the Banks BRDF . The concept is based on the observation
that a surface composed of one-dimensional lines has an infinite number of normals at
any given location, defined by the normal plane perpendicular to the tangent vector
t at that location. Although many newer micro-cylinder models have been developed
from this framework, the original Kajiya-Kay model still sees some use, due to its
simplicity. For example, in the game Uncharted 4 [825], the Kajiya-Kay BRDF was
used for the specular term of shiny fabrics such as silk and velvet.

Dreamworks [348, 1937] use a relatively simple and artist-controllable micro-
cylinder model for fabric. Textures can be used to vary the roughness, color, and
thread direction, which can point out of the surface plane for modeling velvet and
similar fabrics. Different parameters can be set for the warp and weft threads to
model complex color-changing fabrics, such as shot silk. The model is normalized to
be energy-conserving.

Sadeghi et al. [1526] proposed a micro-cylinder model based on measurements from
fabric samples as well as individual threads. The model also accounts for inter-thread
masking and shadowing between threads.

In some cases actual hair BSDF models (Section 14.7) are used for cloth. Render-
Man’s PxrSurface material [732] has a “fuzz” lobe that uses the R term from the hair
model by Marschner et al. [1128] (Section 14.7). One of the models implemented in
a real-time cloth rendering system by Wu and Yuksel [1924, 1926] is derived from a
hair model used by Disney for animated films [1525].

9.11 Wave Optics BRDF Models
The models we have discussed in the last few sections rely on geometrical optics,
which treats light as propagating in rays rather than waves. As discussed on page 303,
geometrical optics is based on the assumption that any surface irregularities are either
smaller than a wavelength or larger than about 100 wavelengths.

Real-world surfaces are not so obliging. They tend to have irregularities at all
scales, including the 1–100 wavelength range. We refer to irregularities with such sizes
as nanogeometry to distinguish them from the microgeometry irregularities discussed
in earlier sections, which are too small to be individually rendered but larger than 100
light wavelengths. The effects of nanogeometry on reflectance cannot be modeled by
geometrical optics. These effects depend on the wave nature of light and wave optics
(also called physical optics) is required to model them.

Surface layers, or films, with thicknesses close to a light wavelength also produce
optical phenomena related to the wave nature of light.

In this section we touch upon wave optics phenomena such as diffraction and thin-
film interference, discussing their (sometimes surprising) importance in realistically
rendering what otherwise can seem to be relatively mundane materials.



360 9. Physically Based Shading

Figure 9.44. To the left, we see a planar wavefront propagating in empty space. If each point on
the wavefront is treated as the source of a new spherical wave, the new waves interfere destructively
in all directions except forward, resulting in a planar wavefront again. In the center, the waves
encounter an obstacle. The spherical waves at the edge of the obstacle have no waves to their right
that destructively interfere with them, so some waves diffract or “leak” around the edge. To the
right, a planar wavefront is reflected from a flat surface. The planar wavefront encounters surface
points on the left earlier than points on the right, so the spherical waves emitting from surface points
on the left have had more time to propagate and are therefore larger. The different sizes of spherical
wavefronts interfere constructively along the edge of the reflected planar wavefront, and destructively
in other directions.

9.11.1 Diffraction Models

Nanogeometry causes a phenomenon called diffraction. To explain it we make use of
the Huygens-Fresnel principle, which states that every point on a wavefront (the set of
points that have the same wave phase) can be treated as the source of a new spherical
wave. See Figure 9.44. When waves encounter an obstacle, the Huygens-Fresnel
principle shows that they will bend slightly around corners, which is an example of
diffraction. This phenomenon cannot be predicted by geometrical optics. In the case
of light incident on a planar surface, geometrical optics does correctly predict that
light will be reflected in a single direction. That said, the Fresnel-Huygens principle
provides additional insight. It shows that the spherical waves on the surface line up
just right to create the reflected wavefront, with waves in all other directions being
eliminated through destructive interference. This insight becomes important when we
look at a surface with nanometer irregularities. Due to the different heights of the
surface points, the spherical waves on the surface no longer line up so neatly. See
Figure 9.45.

As the figure shows, light is scattered in different directions. Some portion of it is
specularly reflected, i.e., adds up to a planar wavefront in the reflection direction. The
remaining light is diffracted out in a directional pattern that depends on certain prop-
erties of the nanogeometry. The division between specularly reflected and diffracted
light depends on the height of the nanogeometry bumps, or, more precisely, on the
variance of the height distribution. The angular spread of diffracted light around the
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Figure 9.45. On the left we see planar wavefronts incident to a surface with rough nanogeometry.
In the center we see the spherical waves formed on the surface according to the Fresnel-Huygens
principle. On the right we see that after constructive and destructive interference has occurred, some
of the resulting waves (in red) form a planar reflected wave. The remainder (in purple) are diffracted,
with different amounts of light propagating in each direction, depending on wavelength.

specular reflection direction depends on the width of the nanogeometry bumps rela-
tive to the light wavelength. Somewhat counter-intuitively, wider irregularities cause
a smaller spread. If the irregularities are larger than 100 light wavelengths, the angle
between the diffracted light and the specularly reflected light is so small as to be negli-
gible. Irregularities of decreasing size cause a wider spread of diffracted light, until the
irregularities become smaller than a light wavelength, at which point no diffraction
occurs.

Diffraction is most clearly visible in surfaces with periodic nanogeometry, since the
repeating patterns reinforce the diffracted light via constructive interference, causing
a colorful iridescence. This phenomena can be observed in CD and DVD optical
disks and certain insects. While diffraction also occurs in non-periodic surfaces, the
computer graphics community has assumed for many years that the effect is slight. For
this reason, with a handful of exceptions [89, 366, 686, 1688], the computer graphics
literature has mostly ignored diffraction for many years.

However, recent analysis of measured materials by Holzschuch and Pacanow-
ski [762] has shown that significant diffraction effects are present in many materi-
als, and may explain the continuing difficulty of fitting these materials with current
models. Follow-up work by the same authors [763] introduced a model combining
microfacet and diffraction theory, via the use of the general microfacet BRDF (Equa-
tion 9.26) with a micro-BRDF that accounts for diffraction. In parallel, Toisoul and
Ghosh [1772, 1773] presented methods for capturing the iridescent diffraction effects
resulting from periodic nanogeometry, and for rendering them in real time with point
light sources as well as image-based lighting.

9.11.2 Models for Thin-Film Interference

Thin-film interference is a wave optics phenomenon that occurs when light paths
reflecting from the top and bottom of a thin dielectric layer interfere with each other.
See Figure 9.46.

The different wavelengths of light either interfere constructively or destructively,
depending on the relationship between the wavelength and the path length difference.
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Figure 9.46. Light incident to a thin film on top of a reflective substrate. Besides the primary reflec-
tion, there are multiple paths of light refracting, reflecting from the substrate, and either reflecting
from the inside of the top thin film surface or refracting through it. These paths are all copies of
the same wave, but with short phase delays caused by difference in path length, so they interfere
coherently with each other.

Since the path length difference changes with angle, the end result is an iridescent
color shift as different wavelengths transition between constructive and destructive
interference.

The reason that the film needs to be thin for this effect to occur is related to the
concept of coherence length. This length is the maximum distance by which a copy
of a light wave can be displaced and still interfere coherently with the original wave.
This length is inversely proportional to the bandwidth of the light, which is the range
of wavelengths over which its spectral power distribution (SPD) extends. Laser light,
with its extremely narrow bandwidth, has an extremely long coherence length. It
can be miles, depending on the type of laser. This relationship makes sense, since
a simple sine wave displaced by many wavelengths will still interfere coherently with
the original wave. If the laser was truly monochromatic, it would have an infinite
coherence length, but in practice lasers have a nonzero bandwidth. Conversely, light
with an extremely broad bandwidth will have a chaotic waveform. It makes sense that
a copy of such a waveform needs to be displaced only a short distance before it stops
interfering coherently with the original.

In theory, ideal white light, which is a mixture of all wavelengths, would have
a coherence length of zero. However, for the purposes of visible-light optics, the
bandwidth of the human visual system (which senses light only in the 400–700 nm
range) determines the coherence length, which is about 1 micrometer. So, in most
cases the answer to the question “how thick can a film get before it no longer causes
visible interference?” is “about 1 micrometer.”

Similarly to diffraction, for many years thin-film interference was thought of as a
special case effect that occurs only in surfaces such as soap bubbles and oil stains.
However, Akin [27] points out that thin-film interference does lend a subtle coloration
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Figure 9.47. A leather material rendered without (on the left) and with (on the right) thin-film
interference. The specular coloration caused by thin-film interference increases the realism of the
image. (Image by Atilla Akin, Next Limit Technologies [27].)

to many everyday surfaces, and shows how modeling this effect can increase realism.
See Figure 9.47. His article caused the level of interest in physically based thin-film
interference to increase considerably, with various shading models including Render-
Man’s PxrSurface [732] and the Imageworks shading model [947] incorporating support
for this effect.

Thin-film interference techniques suitable for real-time rendering have existed for
some time. Smits and Meyer [1667] proposed an efficient method to account for thin-
film interference between the first- and second-order light paths. They observe that
the resulting color is primarily a function of the path length difference, which can be
efficiently computed from the film thickness, viewing angle, and index of refraction.
Their implementation requires a one-dimensional lookup table with RGB colors. The
contents of the table can be computed using dense spectral sampling and converted
to RGB colors as a preprocess, which makes the technique quite fast. In the game
Call of Duty: Infinite Warfare, a different fast thin-film approximation is used as part
of a layered material system [386]. These techniques do not model multiple bounces
of light in the thin film, as well as other physical phenomena. A more accurate and
computationally expensive technique, yet still targeted at real-time implementation,
is presented by Belcour and Barla [129].

9.12 Layered Materials
In real life, materials are often layered on top of one another. A surface may be covered
with dust, water, ice, or snow; it may be painted with lacquer or some other coating
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for decorative or protective reasons; or it may have multiple layers as part of its basic
construction, such as many biological materials.

One of the simplest and most visually significant cases of layering is a clear coat,
which is a smooth transparent layer over a substrate of some different material. An
example is a smooth coat of varnish over a rough wood surface. The Disney princi-
pled shading model [214] includes a clear-coat term, as do the Unreal Engine [1802],
RenderMan’s PxrSurface material [732], and the shading models used by Dreamworks
Animation [1937] and Imageworks [947], among others.

The most notable visual result of a clear-coat layer is the double reflection resulting
from light reflecting off both the clear-coat and the underlying substrate. This second
reflection is most notable when the substrate is a metal, since then the difference
between the indices of refraction of the dielectric clear coat and the substrate is largest.
When the substrate is a dielectric, its index of refraction is close to that of the clear
coat, causing the second reflection to be relatively weak. This effect is similar to
underwater materials, shown in Table 9.4 on page 325.

The clear-coat layer can also be tinted. From a physical point of view, this tinting
is the result of absorption. The amount of absorbed light depends on the length of the
path that light travels through the clear-coat layer, according to the Beer-Lambert law
(Section 14.1.2). This path length depends on the angles of the view and light, as well
as the index of refraction of the material. The simpler clear-coat implementations,
such as those in the Disney principled model and the Unreal Engine, do not model
this view-dependence. Others do, such as the implementations in PxrSurface and the
Imageworks and Dreamworks shading models. The Imageworks model further allows
for concatenating an arbitrary number of layers of different types.

In the general case, different layers could have different surface normals. Some
examples include rivulets of water running over flat pavement, a smooth sheet of
ice on top of bumpy soil, or wrinkled plastic wrap covering a cardboard box. Most
layered models used by the movie industry support separate normals per layer. This
practice is not common in real-time applications, though the Unreal Engine’s clear-
coat implementation supports it as an optional feature.

Weidlich and Wilkie [1862, 1863] propose a layered microfacet model, with the
assumption that the layer thickness is small compared to the size of the microfacets.
Their model supports an arbitrary number of layers, and tracks reflection and refrac-
tion events from the top layer down to the bottom and back up again. It is simple
enough for real-time implementation [420, 573], but does not account for multiple re-
flections between layers. Jakob et al. [811, 812] present a comprehensive and accurate
framework for simulating layered materials, including multiple reflections. Although
not suitable for real-time implementation, the system is useful for ground-truth com-
parisons, and the ideas used may suggest future real-time techniques.

The game Call of Duty: Infinite Warfare uses a layered material system [386] that
is especially notable. It allows users to composite an arbitrary number of material
layers. It supports refraction, scattering, and path-length-based absorption between
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Figure 9.48. Test surface showing various features of the Call of Duty: Infinite Warfare multi-
layer material system. The material simulates a geometrically complex surface with distortion and
scattering, although each side is constructed from only two triangles. (Image courtesy of Activision
Publishing, Inc. 2018.)

layers, as well as different surface normals per layer. Combined with a highly efficient
implementation, this system enables real-time materials of unprecedented complexity,
particularly impressive for a game running at 60 Hz. See Figure 9.48.

9.13 Blending and Filtering Materials
Material blending is the process of combining the properties, i.e., the BRDF param-
eters, of multiple materials. For example, to model a sheet of metal with rust spots,
we could paint a mask texture to control the rust spot locations and use it to blend
between the material properties (specular color F0, diffuse color ρss, and roughness α)
of rust and metal. Each of the materials being blended can also be spatially varying,
with parameters stored in textures. Blending can be done as a preprocess to create
a new texture, often referred to as “baking,” or on the fly in the shader. Although
the surface normal n is technically not a BRDF parameter, its spatial variation is im-
portant for appearance, so material blending typically includes normal map blending
as well.

Material blending is critical to many real-time rendering applications. For example,
the game The Order: 1886 has a complex material blending system [1266, 1267, 1410]
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that allows users to author arbitrarily deep stacks of materials drawn from an extensive
library and controlled by various spatial masks. Most of the material blending is done
as an offline preprocess, but certain compositing operations can be deferred to runtime
as needed. This runtime processing is typically used for environments, to add unique
variations to tiled textures. The popular material authoring tools Substance Painter
and Substance Designer use a similar approach for material compositing, as does the
Mari texture painting tool.

Blending texture elements on the fly provides a diverse set of effects while conserv-
ing memory. Games employ material blending for various purposes, such as:

• Displaying dynamic damage on buildings, vehicles, and living (or undead) crea-
tures [201, 603, 1488, 1778, 1822].

• Enabling user customization of in-game equipment and clothing [604, 1748].

• Increasing visual variety in characters [603, 1488] and environments [39, 656,
1038]. See Figure 20.5 on page 891 for an example.

Sometimes one material is blended on top of another with less than 100% opacity,
but even fully opaque blends will have pixels (or texels, if baking into textures) on
mask boundaries where a partial blend needs to be performed. In either case, the
strictly correct approach would be to evaluate the shading model for each material
and blend the results. However, blending the BRDF parameters and then evaluating
the shading once is much faster. In the case of material properties that have a linear
or nearly linear relationship to the final shaded color, such as the diffuse and specular
color parameters, little or no error is introduced by such interpolation. In many cases,
even for parameters with a highly nonlinear relationship to the final shaded color
(such as specular roughness), the errors introduced along mask boundaries are not
objectionable.

Blending normal maps requires special consideration. Often good results can be
achieved by treating the process as a blend between height maps from which the
normal maps are derived [1086, 1087]. In some cases, such as when overlaying a detail
normal map on top of a base surface, other forms of blending are preferable [106].

Material filtering is a topic closely related to material blending. Material properties
are typically stored in textures, which are filtered via mechanisms such as GPU bilinear
filtering and mipmapping. However, these mechanisms are based on the assumption
that the quantity being filtered (which is an input to the shading equation) has a
linear relationship to the final color (the output of the shading equation). Linearity
again holds for some quantities, but not in general. Artifacts can result from using
linear mipmapping methods on normal maps, or on textures containing nonlinear
BRDF parameters, such as roughness. These artifacts can manifest as specular aliasing
(flickering highlights), or as unexpected changes in surface gloss or brightness with a
change in the surface’s distance from the camera. Of these two, specular aliasing is
much more noticeable; techniques for mitigating these artifacts are often referred to
as specular antialiasing techniques. We will now discuss several of these methods.
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Figure 9.49. On the left, the cylinder is rendered with the original normal map. In the center, a
much lower-resolution normal map containing averaged and renormalized normals is used, as shown
in the bottom left of Figure 9.50. On the right, the cylinder is rendered with textures at the same low
resolution, but containing normal and gloss values fitted to the ideal NDF, as shown in the bottom
right of Figure 9.50. The image on the right is a significantly better representation of the original
appearance. This surface will also be less prone to aliasing when rendered at low resolution. (Image
courtesy of Patrick Conran, ILM.)

9.13.1 Filtering Normals and Normal Distributions

The lion’s share of material filtering artifacts (primarily from specular aliasing), as
well as the most frequently used solutions for them, are related to the filtering of
normals and normal distribution functions. Because of its importance, we will discuss
this aspect in some depth.

To understand why these artifacts occur and how to solve them, recall that the
NDF is a statistical description of subpixel surface structure. When the distance
between the camera and surface increases, surface structures that previously covered
multiple pixels may be reduced to subpixel size, moving from the realm of bump maps
into the realm of the NDF. This transition is intimately tied to the mipmap chain,
which encapsulates the reduction of texture details to subpixel size.

Consider how the appearance of an object, such as the cylinder at the left in
Figure 9.49, is modeled for rendering. Appearance modeling always assumes a cer-
tain scale of observation. Macroscale (large-scale) geometry is modeled as triangles,
mesoscale (middle-scale) geometry is modeled as textures, and microscale geometry,
smaller than a single pixel, is modeled via the BRDF.

Given the scale shown in the image, it is appropriate to model the cylinder as a
smooth mesh (macroscale) and to represent the bumps with a normal map (mesoscale).
A Beckmann NDF with a fixed roughness αb is chosen to model the microscale normal
distribution. This combined representation models the cylinder appearance well at this
scale. But, what happens when the scale of observation changes?

Study Figure 9.50. The black-framed figure at the top shows a small part of the
surface, covered by four normal-map texels. Assume that we are rendering the surface
at a scale such that each normal map texel is covered by one pixel on average. For
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Figure 9.50. Part of the surface from Figure 9.49. The top row shows the normal distributions (the
mean normal shown in red) and the implied microgeometry. The bottom row shows three ways to
average the four NDFs into one, as done in mipmapping. On the left is the ground truth (averaging
the normal distributions), the center shows the result of averaging the mean (normal) and variance
(roughness) separately, and the right shows an NDF lobe fitted to the averaged NDF.

each texel, the normal (which is the average, or mean, of the distribution) is shown
as a red arrow, surrounded by the Beckmann NDF, shown in black. The normals and
NDF implicitly specify an underlying surface structure, shown in cross section. The
large hump in the middle is one of the bumps from the normal map, and the small
wiggles are the microscale surface structure. Each texel in the normal map, combined
with the roughness, can be seen as collecting the distribution of normals across the
surface area covered by the texel.

Now assume that the camera has moved further from the object, so that one pixel
covers all four of the normal map texels. The ideal representation of the surface at
this resolution would exactly represent the distribution of all normals collected across
the larger surface area covered by each pixel. This distribution could be found by
averaging the NDFs in the four texels of the top-level mipmap. The lower left figure
shows this ideal normal distribution. This result, if used for rendering, would most
accurately represent the appearance of the surface at this lower resolution.
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The bottom center figure shows the result of separately averaging the normals, the
mean of each distribution, and the roughness, which corresponds to the width of each.
The result has the correct average normal (in red), but the distribution is too narrow.
This error will cause the surface to appear too smooth. Worse, since the NDF is so
narrow, it will tend to cause aliasing, in the form of flickering highlights.

We cannot represent the ideal normal distribution directly with the Beckmann
NDF. However, if we use a roughness map, the Beckmann roughness αb can be varied
from texel to texel. Imagine that, for each ideal NDF, we find the oriented Beckmann
lobe that matches it most closely, both in orientation and overall width. We store the
center direction of this Beckmann lobe in the normal map, and its roughness value
in the roughness map. The results are shown on the bottom right. This NDF is
much closer to the ideal. The appearance of the cylinder can be represented much
more faithfully with this process than with simple normal averaging, as can be seen
in Figure 9.49.

For best results, filtering operations such as mipmapping should be applied to
normal distributions, not normals or roughness values. Doing so implies a slightly
different way to think about the relationship between the NDFs and the normals.
Typically the NDF is defined in the local tangent space determined by the normal
map’s per-pixel normal. However, when filtering NDFs across different normals, it is
more useful to think of the combination of the normal map and roughness map as
defining a skewed NDF (one that does not average to a normal pointing straight up)
in the tangent space of the underlying geometrical surface.

Early attempts to solve the NDF filtering problem [91, 284, 658] used numerical
optimization to fit one or more NDF lobes to the averaged distribution. This ap-
proach suffers from robustness and speed issues, and is not used much today. Instead,
most techniques currently in use work by computing the variance of the normal dis-
tribution. Toksvig [1774] makes a clever observation that if normals are averaged
and not renormalized, the length of the averaged normal correlates inversely with
the width of the normal distribution. That is, the more the original normals point
in different directions, the shorter the normal averaged from them. He presents a
method to modify the NDF roughness parameter based on this normal length. Evalu-
ating the BRDF with the modified roughness approximates the spreading effect of the
filtered normals.

Toksvig’s original equation was intended for use with the Blinn-Phong NDF:

α′
p =

‖n‖αp

‖n‖+ αp(1− ‖n‖) , (9.76)

where αp is the original roughness parameter value, α′
p is the modified value, and

‖n‖ is the length of the averaged normal. The equation can also be used with the
Beckmann NDF by applying the equivalence αp = 2α−2

b −2 (from Walter et al. [1833]),
since the shapes of the two NDFs are quite close. Using the method with GGX is less
straightforward, since there is no clear equivalence between GGX and Blinn-Phong
(or Beckmann). Using the αb equivalence for αg gives the same value at the center
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of the highlight, but the highlight appearance is quite different. More troubling,
the variance of the GGX distribution is undefined, which puts this variance-based
family of techniques on shaky theoretical ground when used with GGX. Despite
these theoretical difficulties, it is fairly common to use Equation 9.76 with the GGX
distribution, typically using αp = 2α−2

g −2. Doing so works reasonably well in practice.
Toksvig’s method has the advantage of accounting for normal variance introduced

by GPU texture filtering. It also works with the simplest normal mipmapping scheme,
linear averaging without normalization. This feature is particularly useful for dynam-
ically generated normal maps such as water ripples, for which mipmap generation
must be done on the fly. The method is not as good for static normal maps, since
it does not work well with prevailing methods of compressing normal maps. These
compression methods rely on the normal being of unit length. Since Toksvig’s method
relies on the length of the average normal varying, normal maps used with it may
have to remain uncompressed. Even then, storing the shortened normals can result in
precision issues.

Olano and Baker’s LEAN mapping technique [1320] is based on mapping the co-
variance matrix of the normal distribution. Like Toksvig’s technique, it works well
with GPU texture filtering and linear mipmapping. It also supports anisotropic normal
distributions. Similarly to Toksvig’s method, LEAN mapping works well with dynam-
ically generated normals, but to avoid precision issues, it requires a large amount of
storage when used with static normals. A similar technique was independently devel-
oped by Hery et al. [731, 732] and used in Pixar’s animated films to render subpixel
details such as metal flakes and small scratches. A simpler variant of LEAN mapping,
CLEAN mapping [93], requires less storage at the cost of losing anisotropy support.
LEADR mapping [395, 396] extends LEAN mapping to also account for the visibility
effects of displacement mapping.

The majority of normal maps used in real-time applications are static, rather than
dynamically generated. For such maps, the variance mapping family of techniques is
commonly used. In these techniques, when the normal map’s mipmap chain is gener-
ated, the variance that was lost through averaging is computed. Hill [739] notes that
the mathematical formulations of Toksvig’s technique, LEAN mapping, and CLEAN
mapping could each be used to precompute variance in this way, which removes many
of the disadvantages of these techniques when used in their original forms. In some
cases the precomputed variance values are stored in the mipmap chain of a separate
variance texture. More often, these values are used to modify the mipmap chain of
an existing roughness map. For example, this method is employed in the variance-
mapping technique used in the game Call of Duty: Black Ops [998]. The modified
roughness values are computed by converting the original roughness values to variance
values, adding in the variance from the normal map, and converting the result back
to roughness. For the game The Order: 1886, Neubelt and Pettineo [1266, 1267] use
a technique by Han [658] in a similar way. They convolve the normal map NDF with
the NDF of their BRDF’s specular term, convert the result to roughness, and store it
in a roughness map.
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For improved results at the cost of some extra storage, variance can be computed in
the texture-space x- and y-directions and stored in an anisotropic roughness map [384,
740, 1823]. By itself this technique is limited to axis-aligned anisotropy, which is
typical in man-made surfaces but less so in naturally occurring ones. At the cost of
storing one more value, oriented anisotropy can be supported as well [740].

Unlike the original forms of Toksvig, LEAN, and CLEAN mapping, variance map-
ping techniques do not account for variance introduced by GPU texture filtering. To
compensate for this, variance mapping implementations often convolve the top-level
mip of the normal map with a small filter [740, 998]. When combining multiple nor-
mal maps, e.g., detail normal mapping [106], care needs to be taken to combine the
variance of the normal maps correctly [740, 960].

Normal variance can be introduced by high-curvature geometry as well as normal
maps. Artifacts resulting from this variance are not mitigated by the previously
discussed techniques. A different set of methods exists to address geometry normal
variance. If a unique texture mapping exists over the geometry (often the case with
characters, less so with environments) then the geometry curvature can be “baked”
into the roughness map [740]. The curvature can also be estimated on the fly, using
pixel-shader derivative instructions [740, 857, 1229, 1589, 1775, 1823]. This estimation
can be done when rendering the geometry, or in a post-process pass, if a normal buffer
is available.

The approaches discussed so far focus on specular response, but normal variance
can affect diffuse shading as well. Taking account of the effect of normal variance on
the n · l term can help increase accuracy of both diffuse and specular shading since
both are multiplied by this factor in the reflectance integral [740].

Variance mapping techniques approximate the normal distribution as a smooth
Gaussian lobe. This is a reasonable approximation if every pixel covers hundreds of
thousands of bumps, so that they all average out smoothly. However, in many cases
a pixel many cover only a few hundred or a few thousand bumps, which can lead to
a “glinty” appearance. An example of this can be seen in Figure 9.25 on page 328,
which is a sequence of images showing a sphere with bumps that diminish in size from
image to image. The bottom right image shows the result when the bumps are small
enough to average into a smooth highlight, but the images on the bottom left and
bottom center show bumps that are smaller than a pixel but not small enough to
average smoothly. If you were to observe an animated rendering of these spheres, the
noisy highlight would appear as glints that sparkle in and out from frame to frame.

If we were to plot the NDF of such a surface, it would look like the left image in
Figure 9.51. As the sphere animates, the h vector moves over the NDF and crosses
over bright and dark areas, which causes the “sparkly” appearance. If we were to
use variance mapping techniques on this surface, it would effectively approximate this
NDF with a smooth NDF similar to the one on the right of Figure 9.51, losing the
sparkly details.

In the film industry this is often solved with extensive supersampling, which is not
feasible in real-time rendering applications and undesirable even in offline rendering.
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Figure 9.51. On the left is the NDF of a small patch (a few dozen bumps on a side) of a random
bumpy surface. On the right is a Beckmann NDF lobe of approximately the same width. (Image
courtesy of Miloš Hašan.)

Several techniques have been developed to address this issue. Some are unsuitable for
real-time use, but may suggest avenues for future research [84, 810, 1941, 1942]. Two
techniques have been designed for real-time implementation. Wang and Bowles [187,
1837] present a technique that is used to render sparkling snow in the game Disney
Infinity 3.0. The technique aims to produce a plausible sparkly appearance rather
than simulating a particular NDF. It is intended for use on materials such as snow
that have relatively sparse sparkles. Zirr and Kaplanyan’s technique [1974] simulates
normal distributions on multiple scales, is spatially and temporally stable, and allows
for a wider variety of appearances.

We do not have space to cover all of the extensive literature on material filtering, so
we will mention a few notable references. Bruneton et al. [204] present a technique for
handling variance on ocean surfaces across scales from geometry to BRDF, including
environment lighting. Schilling [1565] discusses a variance mapping-like technique
that supports anisotropic shading with environment maps. Bruneton and Neyret [205]
provide a thorough overview of earlier work in this area.

Further Reading and Resources

McGuire’s Graphics Codex [1188] and Glassner’s Principles of Digital Image Synthe-
sis [543, 544] are good references for many of the topics covered in this chapter. Some
parts of Dutré’s Global Illumination Compendium [399] are a bit dated (the BRDF
models section in particular), but it is a good reference for rendering mathematics
(e.g., spherical and hemispherical integrals). Glassner’s and Dutré’s references are
both freely available online.
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For the reader curious to learn more about the interactions of light and matter,
we recommend Feynman’s incomparable lectures [469] (available online), which were
invaluable to our own understanding when writing the physics parts of this chapter.
Other useful references include Introduction to Modern Optics by Fowles [492], which
is a short and accessible introductory text, and Principles of Optics by Born and
Wolf [177], a heavier (figuratively and literally) book that provides a more in-depth
overview. The Physics and Chemistry of Color by Nassau [1262] describes the physical
phenomena behind the colors of objects in great thoroughness and detail.
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Chapter 10

Local Illumination

“Light makes right.”
—Andrew Glassner

In Chapter 9 we discussed the theory of physically based materials, and how to eval-
uate them with punctual light sources. With this content we can perform shading
computations by simulating how lights interact with surfaces, in order to measure
how much radiance is sent in a given direction to our virtual camera. This spectral
radiance is the scene-referred pixel color that will be converted (Section 8.2) to the
display-referred color a given pixel will have in the final image.

In reality, the interactions that we need to consider are never punctual. We have
seen in Section 9.13.1 how, in order to correctly evaluate shading, we have to solve
the integral of the surface BRDF response over the entire pixel footprint, which is the
projection of the pixel area onto the surface. This process of integration can also be
thought as an antialiasing solution. Instead of sampling a shading function that does
not have a bound on its frequency components, we pre-integrate.

Up to this point, the effects of only point and directional light sources have been
presented, which limits surfaces to receive light from a handful of discrete directions.
This description of lighting is incomplete. In reality, surfaces receive light from all
incoming directions. Outdoors scenes are not just lit by the sun. If that were true,
all surfaces in shadow or facing away from the sun would be black. The sky is an
important source of light, caused by sunlight scattering from the atmosphere. The
importance of sky light can be seen by looking at a picture of the moon, which lacks
sky light because it has no atmosphere. See Figure 10.1.

On overcast days, and at dusk or dawn, outdoor lighting is all sky light. Even on a
clear day, the sun subtends a cone when seen from the earth, so is not infinitesimally
small. Curiously, the sun and the moon both subtend similar angles, around half a
degree, despite their enormous size difference—the sun is two orders of magnitude
larger in radius than the moon.

In reality, lighting is never punctual. Infinitesimal entities are useful in some
situations as cheap approximations, or as building blocks for more complete models.
In order to form a more realistic lighting model, we need to integrate the BRDF

375
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Figure 10.1. Image taken on the moon, which has no sky light due to the lack of an atmosphere to
scatter sunlight. This image shows what a scene looks like when it is lit by only a direct light source.
Note the pitch-black shadows and lack of any detail on surfaces facing away from the sun. This
photograph shows Astronaut James B. Irwin next to the Lunar Roving Vehicle during the Apollo 15
mission. The shadow in the foreground is from the Lunar Module. Photograph taken by Astronaut
David R. Scott, Commander. (Image from NASA’s collection.)

response over the full hemisphere of incident directions on the surface. In real-time
rendering we prefer to solve the integrals that the rendering equation (Section 11.1)
entails by finding closed-form solutions or approximations of these. We usually avoid
averaging multiple samples (rays), as this approach tends to be much slower. See
Figure 10.2.

This chapter is dedicated to the exploration of such solutions. In particular, we
want to extend our shading model by computing the BRDF with a variety of non-
punctual light sources. Often, in order to find inexpensive solutions (or any at all),
we will need to approximate the light emitter, the BRDF, or both. It is important
to evaluate the final shading results in a perceptual framework, understanding what
elements matter most in the final image and so allocate more effort toward these.

We start this chapter with formulae to integrate analytic area light sources. Such
emitters are the principal lights in the scene, responsible for most of the direct lighting
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Figure 10.2. On the left, the integrals we have seen in Chapter 9: surface area and punctual light.
On the right, the objective of this chapter will be to extend our shading mathematics to account for
the integral over the light surface.

intensity, so for these we need to retain all of our chosen material properties. Shadows
should be computed for such emitters, as light leaks will result in obvious artifacts.
We then investigate ways to represent more general lighting environments, ones that
consist of arbitrary distributions over the incoming hemisphere. We typically accept
more approximated solutions in these cases. Environment lighting is used for large,
complex, but also less intense sources of light. Examples include light scattered from
the sky and clouds, indirect light bouncing off large objects in the scene, and dimmer
direct area light sources. Such emitters are important for the correct balance of the
image that would otherwise appear too dark. Even if we consider the effect of indirect
light sources, we are still not in the realm of global illumination (Chapter 11), which
depends on the explicit knowledge of other surfaces in the scene.

10.1 Area Light Sources
In Chapter 9 we described idealized, infinitesimal light sources: punctual and direc-
tional. Figure 10.3 shows the incident hemisphere on a surface point, and the difference
between an infinitesimal source and an area light source with a nonzero size. The light
source on the left uses the definitions discussed in Section 9.4. It illuminates the sur-
face from a single direction lc. Its brightness is represented by its color clight, defined
as the reflected radiance from a white Lambertian surface facing toward the light. The
point or directional light’s contribution to the outgoing radiance Lo(v) in direction v
is πf(lc,v)clight(n · lc)+ (note the x+ notation for clamping negative numbers to zero,
introduced in Section 1.2). Alternatively, the brightness of the area light source (on
the right) is represented by its radiance Ll. The area light subtends a solid angle ωl

from the surface location. Its contribution to the outgoing radiance in direction v is
the integral of f(l,v)Ll(n · l)+ over ωl.
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Figure 10.3. A surface illuminated by a light source, considering the hemisphere of possible incoming
light directions defined by the surface normal n. On the left, the light source is infinitesimal. On the
right, it is modeled as an area light source.

The fundamental approximation behind infinitesimal light sources is expressed in
the following equation:

Lo(v) =

∫

l∈ωl

f(l,v)Ll(n · l)+dl ≈ πf(lc,v)clight(n · lc)+. (10.1)

The amount that an area light source contributes to the illumination of a surface loca-
tion is a function of both its radiance (Ll) and its size as seen from that location (ωl).
As we have seen in Section 9.4, point and directional light sources are approxima-
tions that cannot be realized in practice since their zero solid angle implies an infinite
radiance. Understanding the visual errors that are introduced by the approximation
will help to know when to use it, and what approach to take when it cannot be used.
These errors will depend on two factors: how large the light source is, measured by
the solid angle it covers from the shaded point, and how glossy the surface is.

Figure 10.4 shows how the specular highlight size and shape on a surface depends
on both the material roughness and the size of the light source. For a small light
source, one that subtends a tiny solid angle compared to the view angle, the error is
small. Rough surfaces also tend to show the effect of the light source size less than
polished ones. In general, both the area light emission toward a surface point and
the specular lobe of the surface BRDF are spherical functions. If we consider the set
of directions where the contributions of these two functions are significant, we obtain
two solid angles. The determining factor in the error is proportional to the relative
size of the emission angle compared to the size of the BRDF specular highlight solid
angle.

Finally, note that the highlight from an area light can be approximated by using
a punctual light and increasing the surface roughness. This observation is useful
for deriving less-costly approximations to the area light integral. It also explains
why in practice many real-time rendering system produce plausible results using only
punctual sources: Artists compensate for the error. However, doing so is detrimental,
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Figure 10.4. From left to right, the material of the sphere increases in surface roughness, using the
GGX BRDF. The rightmost image replicates the first in the series, flipped vertically. Notice how
the highlight and shading caused by a large disk light on a low-roughness material can look similar
to the highlight caused by a smaller light source on a much rougher material.

as it couples material properties with the particular lighting setup. Content created
this way will not look right when the lighting scenario is altered.

For the special case of Lambertian surfaces, using a point light for an area light can
be exact. For such surfaces, the outgoing radiance is proportional to the irradiance:

Lo(v) =
ρss
π

E, (10.2)

where ρss is the subsurface albedo, or diffuse color, of the surface (Section 9.9.1).
This relationship lets us use the equivalent of Equation 10.1 for computing irradiance,
which is much simpler:

E =

∫

l∈ωl

Ll(n · l)+dl ≈ πclight(n · lc)+. (10.3)

The concept of vector irradiance is useful to understand how irradiance behaves in
the presence of area light sources. Vector irradiance was introduced by Gershun [526],
who called it the light vector, and further extended by Arvo [73]. Using vector irra-
diance, an area light source of arbitrary size and shape can be accurately converted
into a point or directional light source.

Imagine a distribution of radiance Li coming into a point p in space. See Fig-
ure 10.5. We will assume for now that Li is wavelength-independent and thus can be
represented as a scalar. For every infinitesimal solid angle dl centered on an incoming
direction l, a vector is constructed that is aligned with l and has a length equal to the
(scalar) radiance incoming from that direction times dl. Finally, all these vectors are
summed to produce the vector irradiance e:

e(p) =

∫

l∈Θ

Li(p, l) l dl, (10.4)

where Θ indicates that the integral is performed over the entire sphere of directions.
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Figure 10.5. Computation of vector irradiance. Left: point p is surrounded by light sources of various
shapes, sizes, and radiance distributions. The brightness of the yellow color indicates the amount of
radiance emitted. The orange arrows are vectors pointing in all directions from which there is any
incoming radiance, and each length is equal to the amount of radiance coming from that direction
times the infinitesimal solid angle covered by the arrow. In principle there should be an infinite
number of arrows. Right: the vector irradiance (large orange arrow) is the sum of all these vectors.
The vector irradiance can be used to compute the net irradiance of any plane at point p.

The vector irradiance e can be used to find the net irradiance at p through a plane
of any orientation by performing a dot product:

E(p,n)− E(p,−n) = n · e(p), (10.5)

where n is the normal to the plane. The net irradiance through a plane is the difference
between the irradiance flowing through the “positive side” of the plane (defined by
the plane normal n) and that flowing through the “negative side.” By itself, the net
irradiance is not useful for shading. However, if no radiance is emitted through the
“negative side” (in other words, the light distribution being analyzed has no parts for
which the angle between l and n exceeds 90◦), then E(p,−n) = 0 and

E(p,n) = n · e(p). (10.6)

The vector irradiance of a single area light source can be used with Equation 10.6
to light Lambertian surfaces with any normal n, as long as n does not face more than
90◦ away from any part of the area light source. See Figure 10.6.

If our assumption that Li is wavelength-independent does not hold, then in the
general case we can no longer define a single vector e. However, colored lights often
have the same relative spectral distribution at all points, which means that we can
factor Li into a color c′ and a wavelength-independent radiance distribution L′

i. In
this case we can compute e for L′

i and extend Equation 10.6 by multiplying n · e
by c′. Doing so results in the same equation used to compute the irradiance from a
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Figure 10.6. Vector irradiance of a single area light source. On the left, the arrows represent the
vectors used to compute the vector irradiance. On the right, the large orange arrow is the vector
irradiance e. The red dashed lines represent the extent of the light source, and the red vectors (each
perpendicular to one of the red dashed lines) define the limits of the set of surface normals. Normals
outside this set will have an angle greater than 90◦ with some part of the area light source. Such
normals cannot use e to compute their irradiance correctly.

directional light source, with the following substitutions:

lc =
e(p)

‖e(p)‖ ,

clight = c′
‖e(p)‖

π
.

(10.7)

We have effectively converted an area light source of arbitrary shape and size to a
directional light source—without introducing any error.

Equation 10.4 for finding the vector irradiance can be solved analytically for simple
cases. For example, imagine a spherical light source with a center at pl and a radius rl.
The light emits a constant radiance Ll from every point on the sphere, in all directions.
For such a light source, Equations 10.4 and 10.7 yield the following:

lc =
pl − p

‖pl − p‖ ,

clight =
r2l

‖pl − p‖2Ll.

(10.8)

This equation is the same as an omni light (Section 5.2.2) with clight0 = Ll, r0 = rl,
and the standard inverse square distance falloff1 function. This falloff function can
be adjusted to account for points inside the sphere, and to bound the light influence
to a given maximum distance. More details on such adjustments can be found in
Section 5.2.2.

1Note that while, for spherical lights, the falloff does take the usual inverse square distance for-
mulation (where the distance is taken from the light surface, not its center), this is not in general
true for all area light shapes. Notably, disk lights have a falloff proportional to 1/(d2 + 1).



382 10. Local Illumination

All this is correct only if there is no “negative side” irradiance. Another way to
think about it is that no parts of the area light source can be “under the horizon,” or
occluded by the surface. We can generalize this statement. For Lambertian surfaces,
all disparities between area and point light sources result from occlusion differences.
The irradiance from a point light source obeys a cosine law for all normals for which the
light is not occluded. Snyder derived an analytic expression for a spherical light source,
taking occlusion into account [1671]. This expression is quite complex. However, since
it depends on only two quantities (r/rl and θi, the angle between n and lc), it can
be precomputed into a two-dimensional texture. Snyder also gives two functional
approximations that are amenable for real-time rendering.

In Figure 10.4 we saw that the effects of area lighting are less noticeable for rough
surfaces. This observation allows us also to use a less physically based but still effective
method for modeling the effects of area lights on Lambertian surfaces: wrap lighting.
In this technique, some simple modification is done to the value of n · l before it is
clamped to 0. One form of wrap lighting is given by Forsyth [487]:

E = πclight

(
(n · l) + kwrap

1 + kwrap

)+

, (10.9)

where kwrap ranges from 0, for point light sources, to 1, for area light sources covering
the entire hemisphere. Another form that mimics the effect of a large area light source
is used by Valve [1222]:

E = πclight

(
(n · l) + 1

2

)2

. (10.10)

In general, if we compute area lighting, we should also modify our shadowing
computations to take into account a non-punctual source. If we do not, some of the
visual effect can be canceled out by the harsh shadows [193]. Soft shadows are perhaps
the most visible effect of area light sources, as discussed in Chapter 7.

10.1.1 Glossy Materials

The effects of area lights on non-Lambertian surfaces are more involved. Snyder
derives a solution for spherical light sources [1671], but it is limited to the original
reflection-vector Phong material model and is extremely complex. In practice today
approximations are needed.

The primary visual effect of area lights on glossy surfaces is the highlight. See
Figure 10.4. Its size and shape are similar to the area light, while the edge of the
highlight is blurred according to the roughness of the surface. This observation has
led to several empirical approximations of the effect. These can be quite convincing
in practice. For example, we could modify the result of our highlight calculation
to incorporate a cutoff threshold that creates a large flat highlight area [606]. This
can effectively create the illusion of a specular reflection from a spherical light, as in
Figure 10.7.
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Figure 10.7. Highlights on smooth objects are sharp reflections of the light source shape. On the left,
this appearance has been approximated by thresholding the highlight value of a Blinn-Phong shader.
On the right, the same object is rendered with an unmodified Blinn-Phong shader for comparison.
(Image courtesy of Larry Gritz.)

Most of the practical approximations of area lighting effects for real-time render-
ing are based on the idea of finding, per shaded point, an equivalent punctual lighting
setup that would mimic the effects of a non-infinitesimal light source. This method-
ology is often used in real-time rendering to solve a variety of problems. It is the
same principle we saw in Chapter 9 when dealing with BRDF integrals over the pixel
footprint of a surface. It yields approximations that are usually inexpensive, as all
the work is done by altering the inputs to the shading equation without introducing
any extra complexity. Because the mathematics is not otherwise altered, we can often
guarantee that, under certain conditions, we revert to evaluating the original shading,
thus preserving all its properties. Since most of a typical system’s shading code is
based on punctual lights, using these for area lights introduces only localized code
changes.

One of the first approximations developed is Mittring’s roughness modification
used in the Unreal Engine’s “Elemental demo” [1229]. The idea is to first find a cone
that contains most of the light source irradiance onto the hemisphere of directions
incident to the surface. We then fit a similar cone around the specular lobe, containing
“most” of the BRDF. See Figure 10.8. Both cones are then stand-ins for functions on
the hemisphere, and they encompass the set of directions where these two functions
have values greater than a given, arbitrary cutoff threshold. Having done so, we can
approximate the convolution between the light source and the material BRDF by
finding a new BRDF lobe, of a different roughness, that has a corresponding cone
whose solid angle is equal to the sum of the light lobe angle and the material one.

Karis [861] shows an application of Mittring’s principle to the GGX/Trowbridge-
Reitz BRDF (Section 9.8.1) and a spherical area light, resulting in a simple modifica-
tion of the GGX roughness parameter αg:

α′
g =

(

αg +
rl

2‖pl − p‖

)+

.
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Figure 10.8. The GGX BRDF, and a cone fitted to enclose the set of directions where the specular
lobe reflects most of the incoming light radiance.

Note the use of the notation x+, introduced in Section 1.2, for clamping between 0
and 1. This approximation works reasonably well and is extremely inexpensive, but
breaks down for shiny, almost mirror-like materials. This failure occurs because the
specular lobe is always smooth and cannot mimic the highlight caused by a sharp
reflection of an area light source onto a surface. Also, most microfacet BRDF models
have a lobe that are not “compact” (localized) but exhibit a wide falloff (specular
tail), making roughness remapping less effective. See Figure 10.9.

Instead of varying the material roughness, another idea is to represent the area
illumination’s source with a light direction that changes based on the point being
shaded. This is called a most representative point solution, modifying the light vector
so it is in the direction of the point on the area light surface that generates the greatest

Figure 10.9. Spherical lighting. From left to right: reference solution computed by numerical inte-
gration, roughness modification technique, and representative point technique. (Image courtesy of
Brian Karis, Epic Games Inc.)
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Figure 10.10. Karis representative point approximation for spheres. First, the point on the reflection
ray closest to the sphere center l is computed: pcr = (l · r)r − l. The point on the sphere surface
closest to pcr is then pcs = l + pcr · min(1, radius

||pcr||
).

energy contribution toward the shaded surface. See Figure 10.9. Picott [1415] uses
the point on the light that creates the smallest angle to the reflection ray. Karis [861]
improves on Picott’s formulation by approximating, for efficiency, the point of smallest
angle with the point on the sphere that is at the shortest distance to the reflection ray.
He also presents an inexpensive formula to scale the light’s intensity to try to preserve
the overall emitted energy. See Figure 10.10. Most representative point solutions are
convenient and have been developed for a variety of light geometries, so it is important
to understand their theoretical background. These approaches resemble the idea of
importance sampling in Monte Carlo integration, where we numerically compute the
value of a definite integral by averaging samples over the integration domain. In order
to do so more efficiently, we can try to prioritize samples that have a large contribution
to the overall average.

A more stringent justification of their effectiveness lies in the mean value theorem
of definite integrals, which allows us to replace the integral of a function with a single
evaluation of the same function:

∫

D

f(x)dx = f(c)

∫

D

1. (10.11)

If f(x) is continuous in D, then
∫

D
1 is the area of the domain, with the point c ∈ D

lying on the line between the function minimum and maximum in D. For lighting, the
integral we consider is the product of the BRDF and the light irradiance over the area
of the hemisphere covered by the light. We usually consider our lights to be irradiating
uniformly, so we need to consider only light falloff, and most approximations also
assume the domain area D to be fully visible from the shaded point. Even with these
assumptions, determining the point c and the normalization factor

∫

D
1 can still be

too expensive, so further approximations are employed.
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Representative point solutions can also be framed by the effect they have on the
shape of the highlight. On a portion of a surface where the representative point does
not change because the reflection vector is outside the cone of directions subtended by
the area light, we are effectively lighting with a point light. The shape of the highlight
then depends only on the underlying shape of the specular lobe. Alternatively, if
we are shading points on the surface where the reflection vector hits the area light,
then the representative point will continuously change in order to point toward the
direction of maximum contribution. Doing so effectively extends the specular lobe
peak, “widening” it, an effect that is similar to the hard thresholding of Figure 10.7.

This wide, constant highlight peak is also one of the remaining sources of error in
the approximation. On rougher surfaces the area light reflection looks “sharper” than
the ground-truth solution (i.e., obtained via Monte Carlo integration)—an opposite
visual defect to the excessive blur of the roughness modification technique. To address
this, Iwanicki and Pesce [807] develop approximations obtained by fitting BRDF lobes,
soft thresholds, representative point parameters, and scaling factors (for energy con-
servation) to spherical area lighting results computed via numerical integration. These
fitted functions result in a table of parameters that are indexed by material rough-
ness, sphere radius, and the angle between the light source center and the surface
normal and view vectors. As it is expensive to directly use such multi-dimensional
lookup tables in a shader, closed-form approximations are provided. Recently, de
Carpentier [231] derived an improved formulation to better preserve the shape of the
highlight from a spherical area source at grazing angles for microfacet-based BRDFs.
This method works by finding a representative point that maximizes n · h, the dot
product between the surface normal and the light-view half vector, instead of n · r of
the original formulation (which was derived for the Phong BRDF).

10.1.2 General Light Shapes

So far we have seen a few ways to compute shading from uniformly emitting spherical
area lights and arbitrary glossy BRDFs. Most of these methods employ various ap-
proximations in order to arrive at mathematical formulae that are fast to evaluate in
real time, and thus display varying degrees of error when compared to a ground-truth
solution of the problem. However, even if we had the computational power to derive
an exact solution, we would still be committing a large error, one that we embedded
in the assumptions of our lighting model. Real-world lights usually are not spheres,
and they hardly would be perfect uniform emitters. See Figure 10.11. Spherical area
lights are still useful in practice, because they provide the simplest way to break the
erroneous correlation between lighting and surface roughness that punctual lights in-
troduce. However, spherical sources are typically a good approximation of most real
light fixtures only if these are relatively small.

As the objective of physically based real-time rendering is to generate convincing,
plausible images, there is only so far that we can go in this pursuit by limiting ourselves
to an idealized scenario. This is a recurring trade-off in computer graphics. We can



10.1. Area Light Sources 387

Figure 10.11. Commonly used light shapes. From left to right: sphere, rectangle (card), tube (line),
and a tube with focused emission (concentrated along the light surface normal, not evenly spread in
the hemisphere). Note the different highlights they create.

usually choose between generating accurate solutions to easier problems that make
simplifying assumptions or deriving approximate solutions to more general problems
that model reality more closely.

One of the simplest extensions to spherical lights are “tube” lights (also called
“capsules”), which can be useful to represent real-world fluorescent tube lights. See
Figure 10.12. For Lambertian BRDFs, Picott [1415] shows a closed-form formula of
the lighting integral, which is equivalent to evaluating the lighting from two point
lights at the extremes of the linear light segment with an appropriate falloff function:

∫ p1

p0

(

n · x

‖x‖

)
1

‖x‖2 dx =

n·p0

‖p0‖2 + n·p1

‖p1‖2

‖p0‖‖p1‖+ (p0 · p1)
, (10.12)

where p0 and p1 are the two endpoints of the linear light and n is the surface normal.
Picott also derives a representative point solution for the integral with a Phong specu-
lar BRDF, approximating it as the lighting from a point light placed at the position on
the light segment that, when joined to the surface point under consideration, forms the

Figure 10.12. A tube light. The image was computed using the representative point solution [807].
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smallest angle to the reflection vector. This representative point solution dynamically
transforms the linear light into a point one, so we can then use any approximation for
spherical light to “thicken” the light fixture into a capsule.

As in the case of spherical lights, Karis [861] presents a more efficient (but some-
what less accurate) variant on Picott’s original solution, by using the point on the line
with the smallest distance to the reflection vector (instead of the smallest angle), and
presents a scaling formula in an attempt to restore energy conservation.

Representative point approximations for many other light shapes could be ob-
tained fairly easily, such as for rings and Bézier segments, but we usually do not want
to branch our shaders too much. Good light shapes are ones that can be used to
represent many real-world lights in our scenes. One of the most expressive classes of
shapes are planar area lights, defined as a section of a plane bound by a given geo-
metrical shape, e.g., a rectangle (in which case they are also called card lights), a disk,
or more generally a polygon. These primitives can be used for emissive panels such
as billboards and television screens, to stand in for commonly employed photographic
lighting (softboxes, bounce cards), to model the aperture of many more complex light-
ing fixtures, or to represent lighting reflecting from walls and other large surfaces in a
scene.

One of the first practical approximations to card lights (and disks, as well) was
derived by Drobot [380]. This again is a representative point solution, but it is par-
ticularly notable both because of the complexity of extending this methodology to
two-dimensional areas of a plane, and for the overall approach to the solution. Drobot
starts from the mean value theorem and, as a first approximation, determines that a
good candidate point for light evaluation should lie near the global maximum of the
lighting integral.

For a Lambert BRDF, this integral is

Ll

∫

l∈ωl

(n · l)+ 1

r2l
dl, (10.13)

where Ll is the constant radiance emitted by the light, ωl is the solid angle subtended
by the light geometry, rl is the length of the ray from the surface to the light plane
in the direction l, and (n · l)+ is the usual Lambertian clamped dot product. The
maximum of (n · l)+ is the point pc on the boundary of the light region that is closest
to the point p′ found by intersecting a ray originating from the surface, in the direction
of the normal, with the light plane. Similarly, the maximum of 1/r2l is the point pr on
the boundary closest to the point p′′ that is the closest on the light plane to the surface
point being shaded. See Figure 10.13. The global maximum of the integrand will then
lie somewhere on the segment connecting pr and pc: pmax = tmpc + (1 − tm)pr,
tm ∈ [0, 1]. Drobot uses numerical integration to find the best representative point for
many different configurations, and then finds a single tm that works best on average.

Drobot’s final solution employs further approximations for both diffuse and spec-
ular lighting, all motivated by comparisons with the ground-truth solution found nu-
merically. He also derives an algorithm for the important case of textured card lights,
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Figure 10.13. Geometric construction of Drobot’s rectangular area light representative point approx-
imation.

where the emission is not assumed to be constant but is modulated by a texture, over
the rectangular region of the light. This process is executed using a three-dimensional
lookup table containing pre-integrated versions of the emission textures over circular
footprints of varying radii. Mittring [1228] employs a similar method for glossy reflec-
tions, intersecting a reflection ray with a textured, rectangular billboard and indexing
precomputed blurred version of the texture depending on the ray intersection distance.
This work precedes Drobot’s developments, but is a more empirical, less principled
approach that does try to match a ground-truth integral solution.

For the more general case of planar polygonal area lights, Lambert [967] originally
derived an exact closed-form solution for perfectly diffuse surfaces. This method was
improved by Arvo [74], allowing for glossy materials modeled as Phong specular lobes.
Arvo achieves this by extending the concept of vector irradiance to higher-dimensional
irradiance tensors and employing Stoke’s theorem to solve an area integral as a sim-
pler integral along the contour of the integration domain. The only assumptions his
method makes are that the light is fully visible from the shaded surface points (a
common one to make, which can be circumvented by clipping the light polygon with
the plane tangent to the surface) and that the BRDF is a radially symmetric cosine
lobe. Unfortunately, in practice Arvo’s analytic solution is quite expensive for real-
time rendering, as it requires evaluating a formula whose time complexity is linear in
the exponent of the Phong lobe used, per each edge of the area light polygon. Recently
Lecocq [1004] made this method more practical by finding an O(1) approximation to
the contour integral function and extending the solution to general, half-vector-based
BRDFs.

All practical real-time area lighting methods described so far employ both cer-
tain simplifying assumptions to allow the derivation of analytic constructions and
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Figure 10.14. The key idea behind the linearly transformed cosine technique is that a simple cosine
lobe (on the left) can be easily scaled, stretched, and skewed by using a 3× 3 transform matrix. This
allows the cosine lobe to take many different shapes on the sphere. (Image courtesy of Eric Heitz.)

approximations to deal with the resulting integrals. Heitz et al. [711] take a different
approach with linearly transformed cosines (LTCs), which yield a practical, accurate,
and general technique. Their method starts with devising a category of functions on
the sphere that both are highly expressive (i.e., they can take many shapes) and can
be integrated easily over arbitrary spherical polygons. See Figure 10.14. LTCs use
just a cosine lobe transformed by a 3×3 matrix, so they can be resized, stretched, and
rotated over the hemisphere to adapt to a variety of shapes. The integral of a simple
cosine lobe (unlike Blinn-Phong, not taken to an exponent) with a spherical polygon
is well established, dating back to Lambert [74, 967]. The key observation Heitz et
al. make is that extending the integral with a transformation matrix on the lobe does
not change its complexity. We can transform the polygonal domain by the inverse of
the matrix and cancel the matrix inside the integral, returning to a simple cosine lobe
as the integrand. See Figure 10.15. For generic BRDFs and area light shapes, the only
remaining work left is to find ways (approximations) to express the BRDF function
on the sphere as one or more LTCs, work that can be done offline and tabulated in
lookup arrays indexed with the BRDF parameters: roughness, incidence angle, and so

Figure 10.15. Given an LTC and a spherical polygonal domain (on the left), we can transform them
both by the inverse of the LTC matrix to obtain a simple cosine lobe and new domain (on the right).
The integral of the cosine lobe with the transformed domain is equal to the integral of the LTC over
the original domain. (Image courtesy of Eric Heitz.)
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on. Linearly transformed cosine-based solutions are derived both for general textured
polygonal area light sources and for specialized, cheaper-to-compute shapes such as
card, disk, and line lights. LTCs can be more expensive than representative point
solutions, but are much more accurate.

10.2 Environment Lighting
In principle, reflectance (Equation 9.3) does not distinguish between light arriving
directly from a light source and indirect light that has been scattered from the sky or
objects in the scene. All incoming directions have radiance, and the reflectance equa-
tion integrates over them all. However, in practice direct light is usually distinguished
by relatively small solid angles with high radiance values, and indirect light tends to
diffusely cover the rest of the hemisphere with moderate to low radiance values. This
split provides good practical reasons to handle the two separately.

So far, the area light techniques discussed integrating constant radiance emitted
from the light’s shape. Doing so creates for each shaded surface point a set of directions
that have a constant nonzero incoming radiance. What we examine now are methods
to integrate radiance defined by a varying function over all the possible incoming
directions. See Figure 10.16.

While we will generally talk about indirect and “environment” lighting here, we
are not going to investigate global illumination algorithms. The key distinction is
that in this chapter all the shading mathematics does not depend on the knowledge of
other surfaces in the scene, but rather on a small set of light primitives. So, while we
could, for example, use an area light to model the bounce of the light off a wall, which
is a global effect, the shading algorithm does not need to know about the existence
of the wall. The only information it has is about a light source, and all the shading
is performed locally. Global illumination (Chapter 11) will often be closely related to
the concepts of this chapter, as many solutions can be seen as ways to compute the

Figure 10.16. Rendering of a scene under different environment lighting scenarios.
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right set of local light primitives to use for every object or surface location in order to
simulate the interactions of light bouncing around the scene.

Ambient light is the simplest model of environment lighting, where the radiance
does not vary with direction and has a constant value LA. Even such a basic model of
environment lighting improves visual quality significantly. A scene with no consider-
ation of the light indirectly bounced from objects appears highly unrealistic. Objects
in shadow or facing away from the light in such a scene would be completely black,
which is unlike any scene found in reality. The moonscape in Figure 10.1 on page 376
comes close, but even in such scenes some indirect light reflects off nearby objects.

The exact effects of ambient light will depend on the BRDF. For Lambertian
surfaces, the fixed radiance LA results in a constant contribution to outgoing radiance,
regardless of surface normal n or view direction v:

Lo(v) =
ρss
π

LA

∫

l∈Ω

(n · l)dl = ρssLA. (10.14)

When shading, this constant outgoing radiance contribution is added to the contribu-
tions from direct light sources. For arbitrary BRDFs, the equivalent equation is

Lo(v) = LA

∫

l∈Ω

f(l,v)(n · l)dl. (10.15)

The integral in this equation is the same as the directional albedo R(v) (Equation 9.9
in Section 9.3), and so the equation is equivalent to Lo(v) = LAR(v). Older real-time
rendering applications sometimes assumed a constant value for R(v), referred to as
the ambient color camb. This further simplifies the equation to Lo(v) = cambLA.

The reflectance equation ignores occlusion, i.e., that many surface points will be
blocked from “seeing” some of the incoming directions by other objects, or other parts
of the same object. This simplification reduces realism in general, but it is particu-
larly noticeable for ambient lighting, which appears extremely flat when occlusion is
ignored. Methods for addressing this problem will be discussed in Section 11.3, and
in Section 11.3.4 in particular.

10.3 Spherical and Hemispherical Functions
To extend environment lighting beyond a constant term, we need a way to represent
the incoming radiance from any direction onto an object. To begin, we will consider
the radiance to be a function of only the direction being integrated, not the surface
position. Doing so works on the assumption that the lighting environment is infinitely
far away.

Radiance arriving at a given point can be different for every incoming direction.
Lighting can be red from the left and green from the right, or blocked from the top
but not from the side. These types of quantities can be represented by spherical
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functions, which are defined over the surface of the unit sphere, or over the space of
directions in R

3. We will denote this domain as S. How these functions work is not
affected by whether they produce a single value or many values. For example, the
same representation used for storing a scalar function can also be used to encode color
values, by storing a separate scalar function for every color channel.

Assuming Lambertian surfaces, spherical functions can be used to compute en-
vironment lighting by storing a precomputed irradiance function, e.g., radiance con-
volved with a cosine lobe, for each possible surface normal direction. More sophisti-
cated methods store radiance and compute the integral with a BRDF at runtime, per
shaded surface point. Spherical functions are also used extensively in global illumina-
tion algorithms (Chapter 11).

Related to spherical functions are those for a hemisphere, for cases where values
for only half of the directions are defined. For example, these functions are used to
describe incoming radiance at a surface where there is no light coming from below.

We will refer to these representations as spherical bases, as they are bases for vector
spaces of functions defined over a sphere. Even though the ambient/highlight/direc-
tion form (Section 10.3.3) is technically not a basis in the mathematical sense, we
will also refer to it using this term for simplicity. Converting a function to a given
representation is called projection, and evaluating the value of a function from a given
representation is called reconstruction.

Each representation has its own set of trade-offs. Properties we might seek in a
given basis are:

• Efficient encoding (projection) and decoding (lookup).

• The ability to represent arbitrary spherical functions with few coefficients and
low reconstruction error.

• Rotational invariance of projection, which is the result of rotating the projection
of a function is the same as rotating the function and then projecting it. This
equivalence means that a function approximated with, e.g., spherical harmonics
will not change when rotated.

• Ease of computing sums and products of encoded functions.

• Ease of computing spherical integrals and convolutions.

10.3.1 Simple Tabulated Forms

The most straightforward way to represent a spherical (or hemispherical) function is
to pick several directions and store a value for each. Evaluating the function involves
finding some number of samples around the evaluation direction and reconstructing
the value with some form of interpolation.

This representation is simple, yet expressive. Adding or multiplying such spherical
functions is as easy as adding or multiplying their corresponding tabulated entries.
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Figure 10.17. A few different ways to distribute points over the surface of a sphere. From left to
right: random points, cubical grid points, and spherical t-design.

We can encode many different spherical functions with arbitrarily low error by adding
more samples as needed.

It is not trivial to distribute samples over a sphere (see Figure 10.17) in a way that
allows efficient retrieval, while representing all directions relatively equally. The most
commonly used technique is to first unwrap the sphere into a rectangular domain, then
sample this domain with a grid of points. As a two-dimensional texture represents
exactly that, a grid of points (texels) on a rectangle, we can use the texels as the
underlying storage for the sample values. Doing so lets us leverage GPU-accelerated
bilinear texture filtering for fast lookups (reconstruction). Later in this chapter we
will discuss environment maps (Section 10.5), which are spherical functions in this
form, and discuss different options for unwrapping the sphere.

Tabulated forms have downsides. At low resolutions the quality provided by the
hardware filtering is often unacceptable. The computational complexity of calculating
convolutions, a common operation when dealing with lighting, is proportional to the
number of samples and can be prohibitive. Moreover, projection is not invariant under
rotation, which can be problematic for certain applications. For example, imagine
encoding the radiance of a light shining from a set of directions as it hits the surface of
an object. If the object rotates, the encoded results might reconstruct differently. This
can lead to variations in the amount of radiant energy encoded, which can manifest
as pulsating artifacts as the scene animates. It is possible to mitigate these issues by
employing carefully constructed kernel functions associated with each sample during
projection and reconstruction. More commonly, though, just using a dense enough
sampling is sufficient to mask these issues.

Typically, tabulated forms are employed when we need to store complex, high-
frequency functions that require many data points to be encoded with low error. If
we need to encode spherical functions compactly, with only a few parameters, more
complex bases can be used.

A popular basis choice, an ambient cube (AC) is one of the simplest tabulated
forms, constructed out of six squared cosine lobes oriented along the major axes [1193].
It is called an ambient “cube” because it is equivalent to storing data in the faces of
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a cube and interpolating as we move from one direction to another. For any given
direction, only three of the lobes are relevant, so the parameters for the other three
do not need to be fetched from memory [766]. Mathematically, the ambient cube can
be defined as

FAC(d) = dd · sel+(c+, c−,d), (10.16)

where c+ and c− contain the six values for the cube faces and sel+(c+, c−,d) is a
vector function that assumes, for each of its components, a value from c+ or c− based
on whether the respective component in d is positive.

An ambient cube is similar to a cube map (Section 10.4) with a single texel on
each cube face. In some systems, performing the reconstruction in software for this
particular case might be faster than using the GPU’s bilinear filtering on cube maps.
Sloan [1656] derives a simple formulation to convert between the ambient cube and
the spherical harmonic basis (Section 10.3.2).

The quality of reconstruction using the ambient cube is fairly low. Slightly bet-
ter results can be achieved by storing and interpolating eight values instead of six,
corresponding to the cube vertices. More recently, an alternative called ambient dice
(AD) was presented by Iwanicki and Sloan [808]. The basis is formed from squared
and fourth-power cosine lobes oriented along the vertices of an icosahedron. Six out of
twelve values stored are needed for reconstruction, and the logic to determine which
six are retrieved is slightly more complex than the corresponding logic for ambient
cubes, but the quality of the result is much higher.

10.3.2 Spherical Bases

There are an infinite number of ways to project (encode) functions onto representa-
tions that use a fixed number of values (coefficients). All we need is a mathematical
expression that spans our spherical domain with some parameters we can change. We
can then approximate any given function we want by fitting, i.e., finding the values of
the parameters that minimize the error between our expression and the given function.

The most minimal possible choice is to use a constant:

Fc(θ, φ) = c · 1.

We can derive the projection of a given function f into this basis by averaging it over
the surface area of the unit sphere: c = 1

4π

∫

Ω
f(θ, φ). The average c of a periodic

function is also known as the DC component. This basis has the benefit of simplicity,
and even respects some of the properties we are looking for (ease of reconstruction,
addition, product, rotational invariance). However, it cannot express most spherical
functions well, as it just replaces them with their average. We could construct a
slightly more complex approximation using two coefficients, a and b:

Fhemi(θ, φ) = a+
cos(θ) + 1

2
(b− a),
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Figure 10.18. A basic example of basis functions. In this case, the space is “functions that have values
between 0 and 1 for inputs between 0 and 5.” The left plot shows an example of such a function.
The middle plot shows a set of basis functions (each color is a different function). The right plot
shows an approximation to the target function, formed by multiplying each of the basis functions by
a weight and summing them. The basis functions are shown scaled by their respective weights. The
black line shows the result of summing, which is an approximation to the original function, shown in
gray for comparison.

which creates a representation that can encode exact values at the poles and can inter-
polate between them across the surface of the sphere. This choice is more expressive,
but now projection is more complicated and is not invariant for all rotations. In fact,
this basis could be seen as a tabular form with only two samples, placed at the poles.

In general, when we talk about a basis of a function space, we mean that we have
a set of functions whose linear combination (weighting and summing) can be used to
represent other functions over a given domain. An example of this concept is shown
in Figure 10.18. The rest of this section explores some choices of bases that can be
used to approximate functions on the sphere.

Spherical Radial Basis Functions
The low quality of reconstruction with tabulated forms using GPU hardware filtering
is, at least to some extent, caused by the bilinear shape functions used to interpolate
samples. Other functions can be used to weight samples for reconstruction. Such
functions may produce higher-quality results than bilinear filtering, and they may
have other advantages. One family of functions often used for this purpose are the
spherical radial basis functions (SRBFs). They are radially symmetric, which makes
them functions of only one argument, the angle between the axis along which they are
oriented and the evaluation direction. The basis is formed by a set of such functions,
called lobes, that are spread across the sphere. Representation of a function consists
of a set of parameters for each of the lobes. This set can include their directions,
but it makes projection much harder (requiring nonlinear, global optimization). For
this reason, lobe directions are often assumed to be fixed, spread uniformly across
the sphere, and other parameters are used, such as the magnitude of each lobe or its
spread, i.e., the angle covered. Reconstruction is performed by evaluating all the lobes
for a given direction and summing the results.
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Spherical Gaussians
One particularly common choice for an SRBF lobe is a spherical Gaussian (SG), also
called a von Mises-Fisher distribution in directional statistics. We should note that
von-Mises-Fisher distributions usually include a normalization constant, one that we
avoid in our formulation. A single lobe can be defined as

G(v,d, λ) = eλ(v·d−1), (10.17)

where v is the evaluation direction (a unit vector), d is the lobe direction axis (mean
of the distribution, also normalized), and λ ≥ 0 is the lobe sharpness (which controls
its angular width, also called the concentration parameter or spread) [1838].

To construct the spherical basis, we then use a linear combination of a given number
of spherical Gaussians:

FG(v) =
∑

k

wkG(v,dk, λk). (10.18)

Performing the projection of a spherical function into this representation entails find-
ing the set of parameters {wk,dk, λk} that minimize the reconstruction error. This
process is typically done by numerical optimization, often using a nonlinear least-
squares optimization algorithm (such as Levenberg-Marquardt). Note that if we allow
the complete set parameters to vary in the optimization process, we would not be
using a linear combination of functions, so Equation 10.18 does not represent a basis.
A proper basis is obtained only when we choose a fixed set of lobes (directions and
spreads), so that the entire domain is well covered [1127], and perform projection by
fitting only the weights wk. Doing so also greatly simplifies the optimization problem,
as now it can be formulated as ordinary least-squares optimization. This is also a good
solution if we need to interpolate between different sets of data (projected functions).
For that use case, allowing the lobe directions and sharpness to vary is detrimental,
as these parameters are highly nonlinear.

A strength of this representation is that many operations on SGs have simple,
analytic forms. The product of two spherical Gaussians is another spherical Gaussian
(see [1838]):

G1G2 = G

(

v,
d′

||d′|| , λ
′

)

,

where

d′ =
λ1d1 + λ2d2

λ1 + λ2
, λ′ = (λ1 + λ2)||d′||.

The integral of a spherical Gaussian over the sphere can also be computed analytically:

∫

Ω

G(v)dv = 2π
1− e2λ

λ
,

which means that the integral of the product of two spherical Gaussians also has a
simple formulation.
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Figure 10.19. Anisotropic spherical Gaussian. Left: an ASG on the sphere and corresponding top-
down plot. Right: four other examples of ASG configurations, showing the expressiveness of the
formulation. (Figure courtesy of Xu Kun.)

If we can express light radiance as spherical Gaussians, then we can integrate
its product with a BRDF encoded in the same representation to perform lighting
calculations [1408, 1838]. For these reasons, SGs have been used in many research
projects [582, 1838] as well as industry applications [1268].

As for Gaussian distributions on the plane, von Mises-Fisher distributions can
be generalized to allow anisotropy. Xu et al. [1940] introduced anisotropic spherical
Gaussians (ASGs; see Figure 10.19), which are defined by augmenting the single
direction d with two supplemental axes t and b that together form an orthonormal
tangent frame:

G(v, [d, t,b], [λ, µ]) = S(v,d)e−λ(v·t)2−µ(v·b)2 , (10.19)

where λ, µ ≥ 0 control the lobe spread along the two axis of the tangent frame and
S(v,d) = (v · d)+ is a smoothing term. This term is the main difference between the
Fisher-Bingham distribution used in orientation statistics and the ASGs we employ
for computer graphics. Xu et al. also provide analytic approximations for the integral,
product, and convolution operators.

While SGs have many desirable properties, one of their drawbacks is that, unlike
tabulated forms and in general kernels with a limited extent (bandwidth), they have
global support. Each lobe is nonzero for the entire sphere, even though its falloff is
fairly quick. This global extent means that if we use N lobes to represent a function,
we will need all N of them for reconstruction in any direction.

Spherical Harmonics
Spherical harmonics2 (SH) are an orthogonal set of basis functions over the sphere.
An orthogonal set of basis functions is a set such that the inner product of any two
different functions from the set is zero. The inner product is a more general, but
similar, concept to the dot product. The inner product of two vectors is their dot
product: the sum of the multiplication between pairs of components. We can similarly

2The basis functions we discuss here are more properly called “real spherical harmonics,” since
they represent the real part of the complex-valued spherical harmonic functions.
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Figure 10.20. Orthonormal basis functions. This example uses the same space and target function
as Figure 10.18, but the basis functions have been modified to be orthonormal. The left image shows
the target function, the middle shows the orthonormal set of basis functions, and the right shows the
scaled basis functions. The resulting approximation to the target function is shown as a dotted black
line, and the original function is shown in gray for comparison.

derive a definition of the inner product over two functions by considering the integral
of these functions multiplied together:

〈fi(x), fj(x)〉 ≡
∫

fi(x)fj(x)dx, (10.20)

where the integration is performed over the relevant domain. For the functions shown
in Figure 10.18, the relevant domain is between 0 and 5 on the x-axis (note that
this particular set of functions is not orthogonal). For spherical functions the form is
slightly different, but the basic concept is the same:

〈fi(n), fj(n)〉 ≡
∫

n∈Θ

fi(n)fj(n)dn, (10.21)

where n ∈ Θ indicates that the integral is performed over the unit sphere.
An orthonormal set is an orthogonal set with the additional condition that the

inner product of any function in the set with itself is equal to 1. More formally, the
condition for a set of functions {fj()} to be orthonormal is

〈fi(), fj()〉 =
{

0, where i 6= j,

1, where i = j.
(10.22)

Figure 10.20 shows an example similar to Figure 10.18, where the basis functions are
orthonormal. Note that the orthonormal basis functions shown in Figure 10.20 do not
overlap. This condition is necessary for an orthonormal set of non-negative functions,
as any overlap would imply a nonzero inner product. Functions that have negative
values over part of their range can overlap and still form an orthonormal set. Such
overlap usually leads to better approximations, since it allows the bases to be smooth.
Bases with disjoint domains tend to cause discontinuities.
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The advantage of an orthonormal basis is that the process to find the closest
approximation to the target function is straightforward. To perform projection, the
coefficient for each basis function is the inner product of the target function ftarget()
with the appropriate basis function:

kj = 〈ftarget(), fj()〉,

ftarget() ≈
n∑

j=1

kjfj().
(10.23)

In practice this integral has to be computed numerically, typically by Monte Carlo
sampling, averaging n directions distributed evenly over the sphere.

An orthonormal basis is similar in concept to the “standard basis” for three-
dimensional vectors introduced in Section 4.2.4. Instead of a function, the target
of the standard basis is a point’s location. The standard basis is composed of three
vectors (one per dimension) instead of a set of functions. The standard basis is or-
thonormal by the same definition used in Equation 10.22. The method of projecting
a point onto the standard basis is also the same, as the coefficients are the result of
dot products between the position vector and the basis vectors. One important dif-
ference is that the standard basis exactly reproduces every point, while a finite set of
basis functions only approximates its target functions. The result can never be exact
because the standard basis uses three basis vectors to represent a three-dimensional
space. A function space has an infinite number of dimensions, so a finite number of
basis functions can never perfectly represent it.

Spherical harmonics are orthogonal and orthonormal, and they have several other
advantages. They are rotationally invariant, and SH basis functions are inexpensive
to evaluate. They are simple polynomials in the x-, y-, and z-coordinates of unit-
length vectors. However, like spherical Gaussians, they have global support, so during
reconstruction all of the basis functions need to be evaluated. The expressions for
the basis functions can be found in several references, including a presentation by
Sloan [1656]. His presentation is noteworthy in that it discusses many practical tips for
working with spherical harmonics, including formulae and, in some cases, shader code.
More recently Sloan also derived efficient ways to perform SH reconstruction [1657].

The SH basis functions are arranged in frequency bands. The first basis function
is constant, the next three are linear functions that change slowly over the sphere,
and the next five represent quadratic functions that change slightly faster. See Fig-
ure 10.21. Functions that are low frequency (i.e., change slowly over the sphere), such
as irradiance values, are accurately represented with a relatively small number of SH
coefficients (as we will see in Section 10.6.1).

When projecting to spherical harmonics, the resulting coefficients represent the
amplitudes of various frequencies of the projected function, i.e., its frequency spec-
trum. In this spectral domain, a fundamental property holds: The integral of the
product of two functions is equal to the dot product of the coefficients of the function
projections. This property allows us to compute lighting integrals efficiently.
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Figure 10.21. The first five frequency bands of spherical harmonics. Each spherical harmonic function
has areas of positive values (colored green) and areas of negative values (colored red), fading to black
as they approach zero. (Spherical harmonic visualizations courtesy of Robin Green.)

Many operations on spherical harmonics are conceptually simple, boiling down to
a matrix transform on the vector of coefficients [583]. Among these operations are
the important cases of computing the product of two functions projected to spherical
harmonics, rotating projected functions, and computing convolutions. A matrix trans-
form in SH in practice means the complexity of these operations is quadratic in the
number of coefficients used, which can be a substantial cost. Luckily, these matrices
often have peculiar structures that can be exploited to devise faster algorithms. Kautz
et al. [869] present a method to optimize the rotation computations by decomposing
them into rotations about the x- and z-axes. A popular method for fast rotation of
low-order SH projections is given by Hable [633]. Green’s survey [583] discusses how
to exploit the block structure of the rotation matrix for faster computation. Cur-
rently the state of the art is represented by a decomposition into zonal harmonics, as
presented by Nowrouzezahrai et al. [1290].

A common problem of spectral transformations such as spherical harmonics and
the H-basis, described below, is that they can exhibit a visual artifact called ringing
(also called the Gibbs phenomenon). If the original signal contains rapid changes that
cannot be represented by the band-limited approximation, the reconstruction will show
oscillation. In extreme cases this reconstructed function can even generate negative
values. Various prefiltering methods can be used to combat this problem [1656, 1659].

Other Spherical Representations
Many other representations are possible to encode spherical functions using a finite
number of coefficients. Linearly transformed cosines (Section 10.1.2) are an example
of a representation that can efficiently approximate BRDF functions, while having the
property of being easily integrable over polygonal sections of a sphere.
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Spherical wavelets [1270, 1579, 1841] are a basis that balances locality in space
(having compact support) and in frequency (smoothness), allowing for compressed
representation of high-frequency functions. Spherical piecewise constant basis func-
tions [1939], which partition the sphere into areas of constant value, and biclustering
approximations [1723], which rely on matrix factoring, have also been used for envi-
ronment lighting.

10.3.3 Hemispherical Bases

Even though the above bases can be used to represent hemispherical functions, they
are wasteful. Half of the signal is always equal to zero. In these cases the use of
representations constructed directly on the hemispherical domain is usually preferred.
This is especially relevant for functions defined over surfaces: The BRDF, the incoming
radiance, and the irradiance arriving at given point of an object are all common
examples. These functions are naturally constrained to the hemisphere centered at
the given surface point and aligned with the surface normal; they do not have values
for directions that point inside the object.

Ambient/Highlight/Direction
One of the simplest representations along these lines is a combination of a constant
function and a single direction where the signal is strongest over the hemisphere. It
is usually called the ambient/highlight/direction (AHD) basis, and its most common
use is to store irradiance. The name AHD denotes what the individual components
represent: a constant ambient light, plus a single directional light that approximates
the irradiance in the “highlight” direction, and the direction where most of the incom-
ing light is concentrated. The AHD basis usually requires storing eight parameters.
Two angles are used for the direction vector and two RGB colors for the ambient and
directional light intensities. Its first notable use was in the game Quake III, where
volumetric lighting for dynamic objects was stored in this way. Since then it has been
used in several titles, such as those from the Call of Duty franchise.

Projection onto this representation is somewhat tricky. Because it is nonlinear,
finding the optimal parameters that approximate the given input is computationally
expensive. In practice, heuristics are used instead. The signal is first projected to
spherical harmonics, and the optimal linear direction is used to orient the cosine
lobe. Given the direction, ambient and highlight values can be computed using least-
squares minimization. Iwanicki and Sloan [809] show how to perform this projection
while enforcing non-negativity.

Radiosity Normal Mapping/Half-Life 2 Basis
Valve uses a novel representation, which expresses directional irradiance in the context
of radiosity normal mapping, for the Half-Life 2 series of games [1193, 1222]. Originally
devised to store precomputed diffuse lighting while allowing for normal mapping, it is
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Figure 10.22. Half-Life 2 lighting basis. The three basis vectors have elevation angles of about 26◦

above the tangent plane, and their projections into that plane are spaced equally at 120◦ intervals
around the normal. They are unit length, and each one is perpendicular to the other two.

often now called the Half-Life 2 basis. It represents hemispherical functions on surfaces
by sampling three directions in tangent space. See Figure 10.22. The coordinates of
the three mutually perpendicular basis vectors in tangent space are

m0 =
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,
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)

. (10.24)

For reconstruction, given the tangent-space direction d we can interpolate the values—
E0, E1, and E2—along the three basis vectors:3

E(n) =

2∑

k=0

max(mk · n, 0)2Ek

2∑

k=0

max(mk · n, 0)2
. (10.25)

Green [579] points out that Equation 10.25 can be made significantly less costly if the
following three values are precomputed in the tangent-space direction d instead:

dk =
max(mk · n, 0)2
2∑

k=0

max(mk · n, 0)2
, (10.26)

3The formulation given in the GDC 2004 presentation is incorrect. The form in Equation 10.25 is
from a SIGGRAPH 2007 presentation [579].
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for k = 0, 1, 2. Equation 10.25 then simplifies to

E(n) =

2∑

k=0

dkEk. (10.27)

Green describes several other advantages to this representation, some of which are
discussed in Section 11.4.

The Half-Life 2 basis works well for directional irradiance. Sloan [1654] found that
this representation produces results superior to low-order hemispherical harmonics.

Hemispherical Harmonics/H-Basis
Gautron et al. [518] specialize spherical harmonics to the hemispherical domain, which
they call hemispherical harmonics (HSHs). Various methods are possible to perform
this specialization.

For example, Zernike polynomials are orthogonal functions like spherical harmon-
ics, but defined on the unit disk. As with SH, these can be used to transform functions
in the frequency domain (spectrum), which yields a number of convenient properties.
As we can transform a unit hemisphere into a disk, we can use Zernike polynomials to
express hemispherical functions [918]. However, performing reconstruction with these
is quite expensive. Gautron et al.’s solution both is more economical and allows for
relatively fast rotation by matrix multiplication on the vector of coefficients.

The HSH basis is still more expensive to evaluate than spherical harmonics, how-
ever, as it is constructed by shifting the negative pole of the sphere to the outer edge
of the hemisphere. This shift operation makes the basis functions non-polynomial,
requiring divisions and square roots to be computed, which are typically slow on GPU
hardware. Moreover, the basis is always constant at the hemisphere edge as it maps
to a single point on the sphere before the shifting. The approximation error can be
considerable near the edges, especially if only a few coefficients (spherical harmonic
bands) are used.

Habel [627] introduced the H-basis, which takes part of the spherical harmonic
basis for the longitudinal parameterization and parts of the HSH for the latitudinal
one. This basis, one that mixes shifted and non-shifted versions of the SH, is still
orthogonal, while allowing for efficient evaluation.

10.4 Environment Mapping
Recording a spherical function in one or more images is called environment mapping,
as we typically use texture mapping to implement the lookups in the table. This
representation is one of the most powerful and popular forms of environment lighting.
Compared to other spherical representations, it consumes more memory but is simple
and fast to decode in real time. Moreover, it can express spherical signals of arbitrarily
high frequency (by increasing the texture’s resolution) and accurately capture any
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range of environment radiance (by increasing each channel’s number of bits). Such
accuracy comes at a price. Unlike the colors and shader properties stored in other
commonly used textures, the radiance values stored in environment maps usually have
a high dynamic range. More bits per texel mean environment maps tend to take up
more space than other textures and can be slower to access.

We have a basic assumption for any global spherical function, i.e., one used for all
objects in the scene, that the incoming radiance Li is dependent on only the direction.
This assumption requires that the objects and lights being reflected are far away, and
that the reflector does not reflect itself.

Shading techniques relying on environment mapping are typically not characterized
by their ability to represent environment lighting, but by how well we can integrate
them with given materials. That is, what kinds of approximations and assumptions
do we have to employ on the BRDF in order to perform the integration? Reflection
mapping is the most basic case of environment mapping, where we assume that the
BRDF is a perfect mirror. An optically flat surface or mirror reflects an incoming
ray of light to the light’s reflection direction ri (Section 9.5). Similarly, the outgoing
radiance includes incoming radiance from just one direction, the reflected view vector
r. This vector is computed in the same way as ri (Equation 9.15):

r = 2(n · v)n− v. (10.28)

The reflectance equation for mirrors is greatly simplified:

Lo(v) = F (n, r)Li(r), (10.29)

where F is the Fresnel term (Section 9.5). Note that unlike the Fresnel terms in half
vector-based BRDFs (which use the angle between the half vector h and l or v), the
Fresnel term in Equation 10.29 uses the angle between the surface normal n and the
reflection vector r (which is the same as the angle between n and v).

Since the incoming radiance Li is dependent on only the direction, it can be stored
in a two-dimensional table. This representation enables us to efficiently light a mirror-
like surface of any shape with an arbitrary incoming radiance distribution. We do so
by computing r for each point and looking up the radiance in the table. This table is
called an environment map, as introduced by Blinn and Newell [158]. See Figure 10.23.

The steps of a reflection mapping algorithm are:

• Generate or load a texture representing the environment.

• For each pixel that contains a reflective object, compute the normal at the
location on the surface of the object.

• Compute the reflected view vector from the view vector and the normal.

• Use the reflected view vector to compute an index into the environment map
that represents the incoming radiance in the reflected view direction.
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Figure 10.23. Reflection mapping. The viewer sees an object, and the reflected view vector r is
computed from v and n. The reflected view vector accesses the environment’s representation. The
access information is computed by using some projector function to convert the reflected view vector’s
(x, y, z) to a texture coordinate that is used to retrieve the store radiance of the environment.

• Use the texel data from the environment map as incoming radiance in Equa-
tion 10.29.

A potential stumbling block of environment mapping is worth mentioning. Flat
surfaces usually do not work well when environment mapping is used. The problem
with a flat surface is that the rays that reflect off of it usually do not vary by more
than a few degrees. This tight clustering results in a small part of the environment
table being mapped onto a relatively large surface. Techniques that also use positional
information of where the radiance is emitted from, discussed in Section 11.6.1, can give
better results. Also, if we assume completely flat surfaces, such as floors, real-time
techniques for planar reflections (Section 11.6.2) may be used.

The idea of illuminating a scene with texture data is also known as image-based
lighting (IBL), typically when the environment map is obtained from real-world scenes
using cameras capturing 360 degree panoramic, high dynamic range images [332, 1479].

Using environment mapping with normal mapping is particularly effective, yield-
ing rich visuals. See Figure 10.24. This combination of features is also historically
important. A restricted form of bumped environment mapping was the first use of a
dependent texture read (Section 6.2) in consumer-level graphics hardware, giving rise
to this ability as a part of the pixel shader.

There are a variety of projector functions that map the reflected view vector
into one or more textures. We discuss the more popular mappings here, noting the
strengths of each.

10.4.1 Latitude-Longitude Mapping

In 1976, Blinn and Newell [158] developed the first environment mapping algorithm.
The mapping they used is the familiar latitude/longitude system used on a globe of
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Figure 10.24. A light (at the camera) combined with bump and environment mapping. Left to right:
no environment mapping, no bump mapping, no light at the camera, and all three combined. (Images
generated from the three.js example webgl materials displacementmap [218], model from AMD GPU
MeshMapper.)

the earth, which is why this technique is commonly referred to as latitude-longitude
mapping or lat-long mapping. Instead of being like a globe viewed from the outside,
their scheme is like a map of the constellations in the night sky. Just as the information
on a globe can be flattened to a Mercator or other projection map, an environment
surrounding a point in space can be mapped to a texture. When a reflected view
vector is computed for a particular surface location, the vector is converted to spherical
coordinates (ρ, φ). Here φ, equivalent to the longitude, varies from 0 to 2π radians,
and ρ, the latitude, varies from 0 to π radians. The pair (ρ, φ) is computed from
Equation 10.30, where r = (rx, ry, rz) is the normalized reflected view vector, with +z
being up:

ρ = arccos(rz) and φ = atan2(ry, rx). (10.30)

See page 8 for a description of atan2. These values are then used to access the
environment map and retrieve the color seen in the reflected view direction. Note that
latitude-longitude mapping is not identical to the Mercator projection. It keeps the
distance between latitude lines constant, while Mercator goes to infinity at the poles.

Some distortion is always necessary to unwrap a sphere into a plane, especially
if we do not allow multiple cuts, and each projection has its own trade-offs between
preserving area, distances, and local angles. One problem with this mapping is that
the density of information is nowhere near uniform. As can be seen in the extreme
stretching in the top and bottom parts of Figure 10.25, the areas near the poles receive
many more texels than those near the equator. This distortion is problematic not
only because it does not result in the most efficient encoding, but it can also result in
artifacts when employing hardware texture filtering, especially visible at the two pole
singularities. The filtering kernel does not follow the stretching of the texture, thus
effectively shrinking in areas that have a higher texel density. Note also that while the
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Figure 10.25. The earth with equally spaced latitude and longitude lines, as opposed to the traditional
Mercator projection. (Image from NASA’s “Blue Marble” collection.)

projection mathematics is simple, it might not be efficient, as transcendental functions
such as arccosine are costly on GPUs.

10.4.2 Sphere Mapping
Initially mentioned by Williams [1889], and independently developed by Miller and
Hoffman [1212], sphere mapping was the first environment mapping technique sup-
ported in general commercial graphics hardware. The texture image is derived from
the appearance of the environment as viewed orthographically in a perfectly reflective
sphere, so this texture is called a sphere map. One way to make a sphere map of a
real environment is to take a photograph of a shiny sphere, such as a Christmas tree
ornament. See Figure 10.26.

The resulting circular image is also called a light probe, as it captures the lighting
situation at the sphere’s location. Photographing spherical probes can be an effective

Figure 10.26. A sphere map (left) and the equivalent map in latitude-longitude format (right).
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Figure 10.27. Given the constant view direction v and reflected view vector r in the sphere map’s
space, the sphere map’s normal n is halfway between the two. For a unit sphere at the origin, the
intersection point h has the same coordinates as the unit normal n. Also shown is how hy (measured
from the origin) and the sphere map texture coordinate v (not to be confused with the view vector v)
are related.

method to capture image-based lighting, even if we use other encodings at runtime.
We can always convert between a spherical projection and another form, such as the
cube mapping discussed later (Section 10.4.3), if the capture has enough resolution to
overcome the differences in distortion between methods.

A reflective sphere shows the entire environment on just the front of the sphere.
It maps each reflected view direction to a point on the two-dimensional image of this
sphere. Say we wanted to go the other direction, that, given a point on the sphere
map, we would want the reflected view direction. To do this, we would take the surface
normal on the sphere at that point, and then generate the reflected view direction.
So, to reverse the process and get the location on the sphere from the reflected view
vector, we need to derive the surface normal on the sphere, which will then yield the
(u, v) parameters needed to access the sphere map.

The sphere’s normal is the half-angle vector between the reflected view vector
r and the original view vector v, which is (0, 0, 1) in the sphere map’s space. See
Figure 10.27. This normal vector n is the sum of the original and reflected view
vectors, i.e., (rx, ry, rz + 1). Normalizing this vector gives the unit normal:

n =

(
rx
m

,
ry
m

,
rz + 1

m

)

, where m =
√

r2x + r2y + (rz + 1)2. (10.31)
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If the sphere is at the origin and its radius is 1, then the unit normal’s coordinates
are also the location h of the normal on the sphere. We do not need hz, as (hx, hy)
describes a point on the image of the sphere, with each value in the range [−1, 1]. To
map this coordinate to the range [0, 1) to access the sphere map, divide each by two
and add a half:

m =
√

r2x + r2y + (rz + 1)2, u =
rx
2m

+ 0.5, and v =
ry
2m

+ 0.5. (10.32)

In contrast to latitude-longitude mapping, sphere mapping is much simpler to
compute and shows one singularity, located around the edge of the image circle. The
drawback is that the sphere map texture captures a view of the environment that is
valid for only a single view direction. This texture does capture the entire environ-
ment, so it is possible to compute the texture coordinates for a new viewing direction.
However, doing so can result in visual artifacts, as small parts of the sphere map
become magnified due to the new view, and the singularity around the edge becomes
noticeable. In practice, the sphere map is commonly assumed to follow the camera,
operating in view space.

Since sphere maps are defined for a fixed view direction, in principle each point
on a sphere map defines not just a reflection direction, but also a surface normal. See
Figure 10.27. The reflectance equation can be solved for an arbitrary isotropic BRDF,
and its result can be stored in a sphere map. This BRDF can include diffuse, specular,
retroreflective, and other terms. As long as the illumination and view directions are
fixed, the sphere map will be correct. Even a photographic image of a real sphere
under actual illumination can be used, as long as the BRDF of the sphere is uniform
and isotropic.

It is also possible to index two sphere maps, one with the reflection vector and
another with the surface normal, to simulate specular and diffuse environment effects.
If we modulate the values stored in the sphere maps to account for the color and
roughness of the surface material, we have an inexpensive technique that can generate
convincing (albeit view-independent) material effects. This method was popularized
by the sculpting software Pixologic ZBrush as “MatCap” shading. See Figure 10.28.

10.4.3 Cube Mapping

In 1986, Greene [590] introduced the cubic environment map, usually called a cube
map. This method is far and away the most popular method today, and its projection
is implemented directly in hardware on modern GPUs. The cube map is created by
projecting the environment onto the sides of a cube positioned with its center at the
camera’s location. The images on the cube’s faces are then used as the environment
map. See Figures 10.29 and 10.30. A cube map is often visualized in a “cross” diagram,
i.e., opening the cube and flattening it onto a plane. However, on hardware cube maps
are stored as six square textures, not as a single rectangular one, so there is no wasted
space.
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Figure 10.28. Example of “MatCap” rendering. The objects on the left are shaded using the two
sphere maps on the right. The map at the top is indexed using the view-space normal vector, while
the bottom one uses the view-space reflection vector, and the values from both are added together.
The resulting effect is quite convincing, but moving the viewpoint would reveal that the lighting
environment follows the coordinate frame of the camera.

Figure 10.29. Illustration of Greene’s environment map, with key points shown. The cube on the left
is unfolded into the environment map on the right.

Figure 10.30. The same environment map used in Figure 10.26, transformed to the cube map format.
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Figure 10.31. The environment map lighting in Forza Motorsport 7 updates as the cars change
position. (Image courtesy of Turn 10 Studios, Microsoft.)

It is possible to create cube maps synthetically by rendering a scene six times
with the camera at the center of the cube, looking at each cube face with a 90◦ view
angle. See Figure 10.31. To generate cube maps from real-world environments, usually
spherical panoramas acquired by stitching or specialized cameras are projected into
the cube map coordinate system.

Cubic environment mapping is view-independent, unlike sphere mapping. It also
has much more uniform sampling characteristics than latitude-longitude mapping,
which oversamples the poles compared to the equator. Wan et al. [1835, 1836]
present a mapping called the isocube that has an even lower sampling-rate discrep-
ancy than cube mapping, while still leveraging the cube mapping texture hardware
for performance.

Accessing the cube map is straightforward. Any vector can be used directly as
a three-component texture coordinate to fetch data in the direction it is pointing.
So, for reflections we can just pass the reflected view vector r to the GPU, without
even needing to normalize it. On older GPUs, bilinear filtering could reveal seams
along the cube edges, as the texture hardware was unable to properly filter across
different cube faces (an operation that is somewhat expensive to perform). Tech-
niques to sidestep this issue were developed, such as making the view projections a bit
wider so that a single face would also contain these neighboring texels. All modern
GPUs can now correctly perform this filtering across edges, so these methods are no
longer necessary.
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Figure 10.32. Cube map unwrapping of a sphere (left) compared to octahedral unwrapping (right).
(After a Shadertoy by Nimitz.)

10.4.4 Other Projections

Today the cube map is the most popular tabular representation for environment light-
ing, due to its versatility, accuracy in reproducing high-frequency details, and execu-
tion speed on the GPU. However, a few other projections have been developed that
are worth mentioning.

Heidrich and Seidel [702, 704] propose using two textures to perform dual paraboloid
environment mapping. The idea is like that of sphere mapping, but instead of gen-
erating the texture by recording the reflection of the environment off a sphere, two
parabolic projections are used. Each paraboloid creates a circular texture similar to
a sphere map, with each covering an environment hemisphere.

As with sphere mapping, the reflected view ray is computed in the map’s basis,
i.e., in its frame of reference. The sign of the z-component of the reflected view vector
is used to decide which of the two textures to access. The access function is

u =
rx

2(1 + rz)
+ 0.5, v =

ry
2(1 + rz)

+ 0.5 (10.33)

for the front image, and the same, with sign reversals for rz, for the back image.
The parabolic map has more uniform texel sampling of the environment compared

to the sphere map, and even to the cube map. However, care has to be taken for
proper sampling and interpolation at the seam between the two projections, which
makes accessing a dual paraboloid map more expensive.

Octahedral mapping [434] is another noteworthy projection. Instead of mapping
the surrounding sphere to a cube, it is mapped to an octahedron (see Figure 10.32).
To flatten this geometry into textures, its eight triangular faces are cut and arranged
on a flat plane. Either a square or a rectangular configuration is possible. If we use
the square configuration, the mathematics for accessing an octahedral map is quite
efficient. Given a reflection direction r, we compute a normalized version using the
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absolute value L1 norm:

r′ =
r

|rx|+ |ry|+ |rz|
.

For the case where r′y is positive, we can then index the square texture with

u = r′x · 0.5 + 0.5, v = r′y · 0.5 + 0.5. (10.34)

Where r′y is negative, we need to “fold” the second half of the octahedron outward
with the transform

u = (1− |r′z|) · sign(r′x) · 0.5 + 0.5, v = (1− |r′x|) · sign(r′z) · 0.5 + 0.5. (10.35)

The octahedral mapping does not suffer from the filtering issues of the dual
paraboloid mapping, as the seams of the parameterization correspond with the edges
of the texture used. Texture “wrap-around” sampling modes can automatically access
texels from the other side and perform the correct interpolation. Though the mathe-
matics for the projection is slightly more involved, in practice performance is better.
The amount of distortion introduced is similar to that for cube maps, so octahedral
maps can be a good alternative when cube map texture hardware is not present. An-
other notable use is as a way of expressing three-dimensional directions (normalized
vectors) using only two coordinates, as a mean of compression (Section 16.6).

For the special case of environment maps that are radially symmetric around an
axis, Stone [1705] proposes a simple factorization using a single one-dimensional tex-
ture storing the radiance values along any meridian line from the symmetry axis. He
extends this scheme to two-dimensional textures, storing in each row an environment
map pre-convolved with a different Phong lobe. This encoding can simulate a variety
of materials, and was employed to encode radiance emitted from a clear sky.

10.5 Specular Image-Based Lighting
While environment mapping was originally developed as a technique for rendering
mirror-like surfaces, it can be extended to glossy reflections as well. When used to
simulate general specular effects for infinitely distant light sources, environment maps
are also known as specular light probes. This term is used because they capture the
radiance from all directions at a given point in the scene (thus probing), and use that
information to evaluate general BRDFs—not only the restricted cases of pure mirrors
or Lambertian surfaces. The name specular cube maps also is used for the common
case of storing the environment lighting in cube maps that have been manipulated to
simulate reflections on glossy materials.

To simulate surface roughness, the environment’s representation in the texture
can be prefiltered [590]. By blurring the environment map texture, we can present
a specular reflection that looks rougher than perfectly mirror-like reflection. Such
blurring should be done in a nonlinear fashion, i.e., different parts of the texture should
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Figure 10.33. On the top, the original environment map (left) and shading results applied on a
sphere (right). On the bottom, the same environment map blurred with a Gaussian kernel emulates
the appearance of a rough material.

be blurred differently. This adjustment is needed because environment map texture
representations have a nonlinear mapping to the ideal spherical space of directions.
The angular distance between the centers of two adjacent texels is not constant, nor
is the solid angle covered by a single texel. Specialized tools to preprocess cube maps,
such as AMD’s CubeMapGen (now open source), take these factors into account when
filtering. Neighboring samples from other faces are used to create the mipmap chain,
and the angular extent of each texel is factored in. Figure 10.33 shows an example.

Blurring the environment map, while empirically approaching the look of rough
surfaces, bears no connection with an actual BRDF. A more principled method is
to consider the shape a BRDF function takes on the sphere when a given surface
normal and view direction are taken in consideration. We then filter the environment
map using this distribution. See Figure 10.34. Filtering an environment map with
a specular lobe is not trivial, as a BRDF can assume any shape, depending on its
roughness parameters along with the view and normal vectors. There are at least
five dimensions of input values (roughness and two polar angles each for the view and
normal directions) that control the resulting lobe shape. Storing several environment
maps for each choice among these is infeasible.

10.5.1 Prefiltered Environment Mapping

Practical implementations of prefiltering for environment lighting applied to glossy
materials require approximations to the BRDF used so that the resulting texture is



416 10. Local Illumination

Figure 10.34. The left figure shows an eye ray reflecting off an object to retrieve a perfect mirror
reflection from an environment texture (a cube map in this case). The right figure shows a reflected
view ray’s specular lobe, which is used to sample the environment texture. The green square represents
a cross section of the cube map, and the red tick marks denote the boundaries between texels.

independent of the view and normal vectors. If we restrict the shape variation of the
BRDF to only the material glossiness, we can compute and store a few environment
maps corresponding to different choices of the roughness parameter, and chose the
appropriate one to use at runtime. In practice, this means restricting the blur kernels
we use, and thus the lobe shapes, to be radially symmetric around the reflection vector.

Imagine some light coming in from near a given reflected view direction. Light
directly from the reflected view direction will give the largest contribution, dropping
off as the direction to the incoming light increasingly differs from the reflected view
direction. The area of the environment map texel multiplied by the texel’s BRDF con-
tribution gives the relative effect of this texel. This weighted contribution is multiplied
by the color of the environment map texel, and the results are summed to compute q.
The sum of the weighted contributions, s, is also computed. The final result, q/s, is
the overall color integrated over the reflected view direction’s lobe and is stored in the
resulting reflection map.

If we use the Phong material model, the radial symmetry assumption naturally
holds, and we can compute environment lighting almost exactly. Phong [1414] derived
his model empirically and, in contrast to the BRDFs we have seen in Section 9.8, there
is no physical motivation. Both Phong’s model and the Blinn-Phong [159] BRDF we
discussed in Section 9.8.1 are cosine lobes raised to a power, but in the case of Phong
shading, the cosine is formed by the dot product of the reflection (Equation 9.15) and
view vectors, instead of the half vector (see Equation 9.33) and the normal. This
causes the reflection lobe to be rotationally symmetrical. See Figure 9.35 on page 338.

With a radially symmetric specular lobe, the only effect for which we still cannot
accommodate, as it makes the lobe shape dependent on the view direction, is horizon
clipping. Think about viewing a shiny (not mirror) sphere. Looking near the center
of the sphere’s surface gives, say, a symmetric Phong lobe. Viewing the surface near
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Figure 10.35. A shiny sphere is seen by two viewers. Separate locations on the sphere give the same
reflected view direction for both viewers. The left viewer’s surface reflection samples a symmetric
lobe. The right viewer’s reflection lobe must be chopped off by the horizon of the surface itself, since
light cannot reflect off the surface below its horizon.

the sphere’s silhouette must in reality have a piece of its lobe cut off, as no light from
below the horizon can reach the eye. See Figure 10.35. This is the same issue we
saw previously when discussing approximations for area lighting (Section 10.1), and
in practice it is often ignored by real-time methods. Doing so can cause excessively
bright shading at grazing angles.

Heidrich and Seidel [704] use a single reflection map in this way to simulate the
blurriness of a surface. To accommodate for different roughness levels, it is common
to employ the mipmaps (Section 6.2.2) of an environment cube map. Each level is
used to store blurred versions of the incoming radiance, with higher mip levels storing
rougher surfaces, i.e., wider Phong lobes [80, 582, 1150, 1151]. During runtime, we
can address the cube map by using the reflection vector and forcing the selection of
a given mip level based on the desired Phong exponent (material roughness). See
Figure 10.36.

Figure 10.36. Environment map prefiltering. A cube map has been convolved with GGX lobes of
varying roughness, and the results are stored in the texture mip chain. With the roughness decreasing
from left to right, the resulting texture mips are displayed at the bottom and a sphere is rendered
above accessing them in the direction of the reflection vector.
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Wider filter areas used by rougher materials remove high frequencies and so require
less resolution for adequate results, which maps perfectly to the mipmap structure.
Moreover, by employing the GPU hardware’s trilinear filtering, it is possible to sample
in between prefiltered mip levels, simulating roughness values for which we do not have
exact representations. When combined with a Fresnel term, such reflection maps work
plausibly well for glossy surfaces.

For performance and aliasing reasons, the selection of the mipmap level to use
should take into consideration not only the material roughness at the shaded point,
but also the change in normal and roughness over the surface area covered by the
screen pixel footprint being shaded. Ashikhmin and Ghosh [80] point out that, for
best results, the indices of the two candidate mipmap levels (the minification level
computed by the texturing hardware and the level corresponding to the current filter
width) should be compared, and the index of the lower-resolution mipmap level should
be used. To be more accurate, the widening effect of the surface variance should be
taken into account, and a new roughness level, corresponding to a BRDF lobe that
best fits the average of lobes in the pixel footprint, should be employed. This problem
is exactly the same as BRDF antialiasing (Section 9.13.1), and the same solutions
apply.

The filtering scheme presented earlier assumes that all lobes for a given reflected
view direction are the same shape and height. This assumption also means that the
lobes have to be radially symmetric. Beyond the problem at the horizon, most BRDFs
do not have uniform, radially symmetric lobes at all angles. For example, at grazing
angles the lobes often become sharper and thinner. Also, the lengths of the lobes
normally vary with elevation angle

This effect is not usually perceivable for curved surfaces. However, for flat sur-
faces such as floors, radially symmetric filters can introduce noticeable errors. (See
Figure 9.35 on page 338.)

Convolving the Environment Map
Generating prefiltered environment maps means computing for every texel, corre-
sponding to a direction v, the integral of the environment radiance with the specular
lobe D: ∫

Ω

D(l,v)Li(l)dl.

This integral is a spherical convolution, and in general cannot be performed analyti-
cally, as Li, for environment maps, is known only in tabular form. A popular numerical
solution is to adopt Monte Carlo methods:

∫

Ω

D(l,v)Li(l)dl ≈ lim
N→∞

1

N

N∑

k=1

D(lk,v)Li(lk)

p(lk,v)
, (10.36)

where lk for k = 1, 2, . . . , N are discrete samples over the unit sphere (directions),
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and p(lk,v) is the probability function associated with generating a sample in the
direction lk. If we sample the sphere uniformly, then p(lk,v) = 1 always. While this
summation is correct for each direction v that we want to integrate, when storing the
results in a environment map we also have to take into account the distortion that the
projection imposes, by weighting each computed texel by the solid angle it subtends
(see Driscoll [376]).

While Monte Carlo methods are simple and correct, they might take a large number
of samples to converge to the numerical value of the integral, which can be slow even
for an offline process. This situation is especially true for the first levels of the mipmap,
where we encode shallow specular lobes (high exponents in the case of Blinn-Phong,
low roughness for Cook-Torrance). We not only have more texels to compute (as we
need the resolution to store high-frequency details), but also the lobe might be nearly
zero for directions that are not close to the one of perfect reflection. Most of the
samples are “wasted,” as D(lk,v) ≈ 0 for them.

To avoid this phenomenon, we can use importance sampling, where we generate
directions with a probability distribution that tries to match the shape of the specular
lobe. Doing so is a common variance reduction technique for Monte Carlo integration,
and importance-sampling strategies exist for most commonly used lobes [279, 878,
1833]. For even more efficient sampling schemes, it is also possible to consider the
distribution of radiance in the environment map jointly with the shape of the specular
lobe [270, 819]. However, all techniques relying on point sampling typically are only
for offline rendering and ground-truth simulations, as usually hundreds of samples are
needed.

To further reduce sampling variance (i.e., noise), we could also estimate the dis-
tance between samples and integrate using a sum of cones, instead of single directions.
Sampling an environment map using cones can be approximated by point sampling
one of its mip levels, choosing the level whose texel size spans a solid angle similar to
that of the cone [280]. Doing so introduces bias, but it allows us to greatly reduce the
number of samples needed to achieve noise-free results. This type of sampling can be
performed at interactive rates with the aid of the GPU.

Also leveraging area samples, McGuire et al. [1175] develop a technique aimed
at approximating the results of the convolution with the specular lobe in real time,
without any need for precomputation. This process is done by judiciously mixing
multiple mipmap levels of a non-prefiltered environment cube map in order to recre-
ate the shape of a Phong lobe. In a similar fashion, Hensley et al. [718, 719, 720]
use summed-area tables (Section 6.2.2) to rapidly perform the approximation. Both
McGuire et al.’s and Hensley et al.’s techniques are not technically free of any precom-
putation, because after rendering an environment map they still require us to generate
mip levels or prefix sums, respectively. For both cases, efficient algorithms exist so
the precomputations required are much faster than performing the full specular lobe
convolution. Both techniques are fast enough to even be used in real time for surface
shading with environment lighting, but they are not as accurate as other methods
relying on ad hoc prefiltering.
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Kautz et al. [868] present another variant, a hierarchical technique for rapidly
generating filtered parabolic reflection maps. Recently Manson and Sloan [1120] sig-
nificantly improved the state of the art using an efficient quadratic B-spline filtering
scheme to generate the mip levels of an environment map. These specially computed,
B-spline filtered mips are then used by combining few samples, in a similar fashion to
McGuire et al.’s and Kautz et al.’s techniques, to yield a fast and accurate approxima-
tion. Doing so allows generating results in real time that are indistinguishable from
the ground truth computed via importance-sampled Monte Carlo techniques.

Fast convolution techniques allow updating prefiltered cube maps in real time,
which is necessary when the environment map we want to filter is rendered dynami-
cally. Using environment maps often makes it difficult for an object to move among
different lighting situations, e.g., from one room to another. Cubic environment maps
can be regenerated on the fly from frame to frame (or once every few frames), so
swapping in new specular reflection maps is relatively inexpensive, if efficient filtering
schemes are employed.

An alternative to regenerating the full environment map is to add the specular
highlights from dynamic light sources onto a static base environment map. The added
highlights can be prefiltered “blobs” that are added onto a prefiltered base environment
map. Doing so avoids the need to do any filtering at runtime. The limitations are
due to the assumptions of environment mapping, that lights and reflected objects
are distant and so do not change with the location of the object viewed. These
requirements mean that local light sources cannot easily be used.

If the geometry is static, but some light sources (e.g., the sun) move, an inexpensive
technique for updating probes that does not require rendering the scene dynamically
in a cube map is to store surface attributes (position, normals, materials) in a G-buffer
environment map. G-buffers are discussed in detail in Section 20.1. We then use these
properties to compute the surface’s outgoing radiance into an environment map. This
technique was used in Call of Duty: Infinite Warfare [384], The Witcher 3 [1778], and
Far Cry 4 [1154], among others.

10.5.2 Split-Integral Approximation for Microfacet BRDFs

The usefulness of environment lighting is so considerable that many techniques have
been developed to lessen the BRDF approximation issues inherent in cube map pre-
filtering.

So far, we have described approximations that work by assuming a Phong lobe
and then post-multiplying by a perfect-mirror Fresnel term:

∫

l∈Ω

f(l,v)Li(l)(n · l)dl ≈ F (n,v)

∫

l∈Ω

DPhong(r)Li(l)(n · l)dl, (10.37)

where
∫

Ω
DPhong(r) is precomputed for each r into an environment cube map. If we

consider a specular microfacet BRDF fsmf using Equation 9.34 on page 337, repeated
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here for convenience,

fsmf(l,v) =
F (h, l)G2(l,v,h)D(h)

4|n · l||n · v| , (10.38)

we notice that, even assuming D(h) ≈ DPhong(r) is valid, we are removing significant
parts of the BRDF from the lighting integral. The shadowing term G2(l,v,h) and
the half-vector Fresnel term F (h, l), whose application outside the integral has no
theoretical basis, are removed. Lazarov [998] shows that using the perfect-mirror
Fresnel that depends on n · v, instead of n · h as in the microfacet BRDF, produces
larger errors than not using a Fresnel term at all. Gotanda [573], Lazarov [999], and
Karis [861] independently derive a similar split-integral approximation:

∫

l∈Ω

fsmf(l,v)Li(l)(n · l)dl ≈
∫

l∈Ω

D(r)Li(l)(n · l)dl
∫

l∈Ω

fsmf(l,v)(n · l)dl. (10.39)

Note how even though this solution is commonly called “split integral,” we do not
factor the integral into two disjoint terms, as that is not a good approximation. Re-
membering that fsmf includes the specular lobe D, we notice that the latter as well as
the n · l term are instead replicated on both sides. In the split-integral approximation
we include in both integrals all the terms that are symmetric around the reflection
vector in the environment map. Karis calls his derivation split-sum because it is done
on the importance-sampled numerical integrator (Equation 10.36) that he uses in the
precomputations, but effectively it is the same solution.

The resulting two integrals can both be precomputed efficiently. The first depends
only on surface roughness and the reflection vector, with the assumption of a radial-
symmetricD lobe. In practice, we can use any lobe, imposing n = v = r. This integral
can be precomputed and stored in the mip levels of a cube map, as usual. To get a
similar highlight between environment lighting and analytic lights when converting
half-vector BRDFs to lobes around the reflection vector, the radial-symmetric lobe
should use a modified roughness. For example, to convert from a pure Phong-based
reflection vector specular term to a Blinn-Phong BRDF using the half-angle, a good
fit is obtained by dividing the exponent by four [472, 957].

The second integral is the hemispherical-directional reflectance (Section 9.3) of the
specular term, Rspec(v). The Rspec function depends on the elevation angle θ, rough-
ness α, and Fresnel term F . Typically F is implemented using Schlick’s approximation
(Equation 9.16), which is parameterized on only a single value F0, thus making Rspec

a function of three parameters. Gotanda precomputes Rspec numerically, storing the
results in a three-dimensional lookup table. Karis and Lazarov note that the value
of F0 can be factored out of Rspec, resulting in two factors each of which depends on
two parameters: elevation angle and roughness. Karis uses this insight to reduce the
precomputed lookup of Rspec to a two-dimensional table that can be stored in a two-
channel texture, while Lazarov derives analytical approximations to each of the two
factors via function fitting. A more accurate and simpler analytical approximation
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Figure 10.37. Karis “split sum” approximation. Left to right: materials with increasing roughness.
First row: reference solution. Second row: split-integral approximation. Third row: split-integral
with the required radial symmetry added to the specular lobe (n = v = r). This last requirement is
what introduces the most error. (Image courtesy of Brian Karis, Epic Games Inc.)

was later derived by Iwanicki and Pesce [807]. Note that Rspec can also be used for
improving the accuracy of diffuse BRDF models (see Equation 9.65 on page 352). If
both techniques are implemented in the same application, then the implementation of
Rspec can be used for both, increasing efficiency.

The split-integral solution is exact for a constant environment map. The cube map
part provides the lighting intensity that scales the specular reflectance, which is the
correct BRDF integral under uniform lighting. Empirically, both Karis and Lazarov
observe that the approximation also holds for general environment maps, especially if
the frequency content is relatively low, which is not uncommon in outdoor scenes. See
Figure 10.37. The greatest source of error in this technique, compared to the ground
truth, is the restriction to radial-symmetric, non-clipped specular lobes (Figure 10.35)
for the prefiltered environment cube map. Lagarde [960] suggests skewing the vector
used to fetch the prefiltered environment map from the reflection direction toward the
normal, based on surface roughness, as empirically this reduces the error compared to
ground truth. Doing so is justifiable, as it partially compensates for not clipping the
lobe with the surface’s incoming radiance hemisphere.

10.5.3 Asymmetric and Anisotropic Lobes

The solutions we have seen so far are all restricted to specular lobes that are isotropic,
meaning that they do not change when the incoming and outgoing directions are
rotated around the surface normal (Section 9.3), and radially symmetric around the
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Figure 10.38. Two views of a plot comparing a GGX BRDF (in red) with a GGX NDF lobe adapted
to be radially symmetric around the reflection vector (in green). The latter has been scaled to match
the peak of the GGX specular lobe, but note how it cannot capture the anisotropic shape of the
half-vector-based BRDF. On the right, note the difference in the highlights that the two lobes create
on a sphere. (Images generated using Disney’s BRDF Explorer open-source software.)

reflection vector. Microfacet BRDF lobes are defined around the half vector h =
(l+v)/||l+v|| (Equation 9.33) and thus never have the symmetry we need, even in the
isotropic case. The half vector depends on the light direction l, which for environment
lighting is not uniquely defined. So, following Karis [861], for these BRDFs we impose
n = v = r and derive a constant roughness correction factor to match the size of the
specular highlights to the original half-vector formulation. These assumptions are all
considerable sources of error (see Figure 10.38).

Some of the methods that we mentioned in Section 10.5.1 can be used to compute
at interactive rates environment lighting with arbitrary BRDFs, such as the ones from
Luksch et al. [1093] and Colbert and Křivánek [279, 280]. However, as these methods
require tens of samples, they are rarely used in the real-time shading of surfaces.
They instead can be seen as fast importance-sampling techniques for Monte Carlo
integration.

With prefiltered environment maps created by imposing radial symmetry on spec-
ular lobes, and with the simple direct logic of accessing the prefiltered lobe that
corresponds to the current surface specular roughness, our results are guaranteed to
be correct only when viewing a surface straight on (n = v). In all other cases there
is no such guarantee, and at grazing angles we incur errors regardless of the shape of
the BRDF lobe, because we ignore that real lobes cannot dip below the horizon of the
shaded surface point. In general, it is likely that the data in the exact direction of
specular reflection is not the best match for reality.

Kautz and McCool improve upon naive pre-integration by using a better sampling
scheme from radially symmetric lobes stored in a prefiltered environment map [867].
They propose two methods. The first uses a single sample, but tries to find the best
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lobe to approximate the BRDF in the current view direction instead of relying on a
constant correction factor. The second method averages several samples from different
lobes. The first method better simulates surfaces at grazing angles. They also derive a
correction factor to account for the difference in total energy reflected using the radial-
symmetric lobe approximation compared to the original BRDF. The second solution
extends the results to include the stretched highlights typical of half-vector models.
In both cases, optimization techniques are used to compute tables of parameters that
drive the sampling of the prefiltered lobes. Kautz and McCool’s technique uses a
greedy fitting algorithm and parabolic environment maps.

Recently, Iwanicki and Pesce [807] derived a similar approximation for GGX
BRDFs and environment cube maps, using a method called Nelder-Mead minimiza-
tion. They also analyze the idea of exploiting the hardware anisotropic filtering ability
of modern GPUs to accelerate sampling.

The idea of using a single sample from a prefiltered cube map, but adapting its
location to the peak of a more complex specular BRDF, is also explored by Revie [1489]
for fur rendering combined with deferred shading (Section 20.1). In this context,
limitations do not directly stem from environment mapping but rather from the need
to encode as few parameters as possible in the G-buffer. McAuley [1154] extends the
idea, using this technique for all surfaces in a deferred rendering system.

McAllister et al. [1150, 1151] develop a technique that enables the rendering of a
variety of effects, including anisotropy and retroreflection, by exploiting the properties
of the Lafortune BRDF. This BRDF [954] is itself an approximation for physically
based rendering. It is made of multiple Phong lobes, perturbed around the reflection
direction. Lafortune demonstrated the ability of this BRDF to represent complex
materials by fitting these lobes to the He-Torrance model [686] and to measurements
of real materials from a gonioreflectometer. McAllister’s technique relies on noticing
that since Lafortune lobes are generalized Phong lobes, a conventional prefiltered
environment map can be used, with its mips encoding different Phong exponents.
Green et al. [582] propose a similar method, which uses Gaussian lobes instead of
Phong lobes. In addition, their approach can be extended to support directional
shadowing of the environment map (Section 11.4).

10.6 Irradiance Environment Mapping
The previous section discussed using filtered environment maps for glossy specular
reflections. These maps can be used for diffuse reflections as well [590, 1212]. Envi-
ronment maps for specular reflections have some common properties, whether they
are unfiltered and used for mirror reflections, or they are filtered and used for glossy
reflections. In both cases, specular environment maps are indexed with the reflected
view vector, and they contain radiance values. Unfiltered environment maps contain
incoming radiance values, and filtered environment maps contain outgoing radiance
values.
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Figure 10.39. Computing an irradiance environment map. The cosine weighted hemisphere around
the surface normal is sampled from the environment texture (a cube map in this case) and summed
to obtain the irradiance, which is view-independent. The green square represents a cross section of
the cube map, and the red tick marks denote the boundaries between texels. Although a cube map
representation is shown, any environment representation can be used.

In contrast, environment maps for diffuse reflections are indexed with just the sur-
face normal n, and they contain irradiance values. For this reason they are called
irradiance environment maps [1458]. Figure 10.35 shows that glossy reflections with
environment maps have errors under some conditions due to their inherent ambiguity.
The same reflected view vector may correspond to different reflection situations. This
problem does not happen with irradiance environment maps. The surface normal con-
tains all the relevant information for diffuse reflection. Since irradiance environment
maps are extremely blurred compared to the original illumination, they can be stored
at significantly lower resolution. Often one of the lowest mip levels of a prefiltered
specular environment map is used to store the irradiance data. Moreover, unlike the
glossy reflections we have investigated before, we are not integrating against a BRDF
lobe that needs to be clipped to the hemisphere around the surface normal. The con-
volution of the environment lighting with the clamped cosine lobe is exact, not an
approximation.

For each texel in the map, we need to sum up the cosine-weighted contributions of
all illumination affecting a surface facing in a given normal direction. Irradiance envi-
ronment maps are created by applying a far-reaching filter, covering the entire visible
hemisphere, to the original environment map. The filter includes the cosine factor.
See Figure 10.39. The sphere map in Figure 10.26 on page 408 has a corresponding
irradiance map shown in Figure 10.40. An example of an irradiance map in use is
presented in Figure 10.41.

Irradiance environment maps are stored and accessed separately from the specular
environment or reflection map, usually in a view-independent representation such as
a cube map. See Figure 10.42. Instead of the reflected view vector, the surface
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Figure 10.40. Irradiance map formed from the Grace Cathedral sphere map. The left figure is the
original sphere map. The right figure is formed by summing the weighted colors in the hemisphere
above each pixel. (Left image courtesy of Paul Debevec, debevec.org; right image courtesy of Ravi
Ramamoorthi, Computer Graphics Laboratory, Stanford University.)

Figure 10.41. Character lighting performed using an irradiance map. (Image courtesy of the game
“Dead or Alive R© 3,” Tecmo, Ltd. 2001.)

normal is used to access the cube map to retrieve the irradiance. Values retrieved
from the irradiance environment map are multiplied by the diffuse reflectance, and
values retrieved from the specular environment map are multiplied by the specular
reflectance. The Fresnel effect can also be modeled, increasing specular reflectance
(and possibly decreasing diffuse reflectance) at glancing angles [704, 960].

Since the irradiance environment maps use extremely wide filters, it is difficult to
create them efficiently on the fly by sampling. King [897] discusses how to perform
convolution on the GPU to create irradiance maps. He was able to generate irradi-
ance maps at rates of more than 300 FPS on 2004-era hardware by transforming the
environment map to the frequency domain.
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Figure 10.42. A cube map (left) and its corresponding filtered irradiance map (right). (Reprinted
with permission from Microsoft Corporation.)

Filtered environment maps for diffuse or rough surfaces can be stored at low reso-
lutions, but can also sometimes be generated from relatively small reflection maps of
the scene, e.g., a cube map face of 64 × 64 texels. One problem with this approach
is that an area light source rendered into such a small texture may “fall between the
texels,” causing the light to flicker or drop out completely. To avoid this problem, Wi-
ley and Scheuermann [1886] propose representing such light sources by large “cards”
(textured rectangles) when rendering the dynamic environment map.

As in the case of glossy reflections, dynamic light sources can also be added into
prefiltered irradiance environment maps. An inexpensive method to do this is given
by Brennan [195]. Imagine an irradiance map for a single light source. In the direction
of the light, the radiance is at a maximum, as the light hits the surface straight on.
Radiance for a given surface normal direction (i.e., a given texel) falls off with the
cosine of the angle to the light, and is zero where the surface faces away from the
light. The GPU can be used to rapidly add this contribution directly to an existing
irradiance map by rendering a hemisphere, representing the cosine lobe, centered
around the observer, with the pole of the hemisphere along the light’s direction.

10.6.1 Spherical Harmonics Irradiance

Although we have discussed representing irradiance environment maps only with tex-
tures such as cube maps, other representations are possible, as presented in Sec-
tion 10.3. Spherical harmonics in particular are quite popular as an irradiance envi-
ronment map representation, because irradiance from environment lighting is smooth.
Convolving radiance with a cosine lobe results in the removal of all the high-frequency
components from the environment map.

Ramamoorthi and Hanrahan [1458] show that irradiance environment maps can be
represented to an accuracy of about 1% with just the first nine SH coefficients (each
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coefficient is an RGB vector, so we need to store 27 floating point numbers). Any
irradiance environment map can then be interpreted as a spherical function E(n) and
projected onto nine RGB coefficients using Equations 10.21 and 10.23. This form is
a more compact representation than a cubic or parabolic map, and during rendering
the irradiance can be reconstructed by evaluating some simple polynomials, instead
of accessing a texture. Often, less precision is needed if the irradiance environment
maps represent indirect lighting, a common situation in interactive applications. In
this case, four coefficients, for the constant basis function and the three linear basis
functions, can often produce good results, since indirect illumination tends to be low
frequency, i.e., changes slowly with the angle.

Ramamoorthi and Hanrahan [1458] also show that the SH coefficients for the in-
coming radiance function L(l) can be converted into coefficients for the irradiance
function E(n) by multiplying each coefficient by a constant. Doing so yields a rapid
way to filter environment maps into irradiance environment maps, i.e., to project them
into the SH basis and then multiply each coefficient by a constant. For example, this
is how a fast irradiance filtering implementation by King [897] works. The idea is that
the computation of irradiance from radiance is equivalent to performing a spherical
convolution between the incoming radiance function L(l) and the clamped cosine func-
tion cos(θi)

+. Since the clamped cosine function is rotationally symmetrical about the
sphere’s z-axis, it assumes a special form in SH: Its projection has only one nonzero
coefficient in each frequency band. The nonzero coefficients correspond to the basis
functions in the center column of Figure 10.21 (on page 401), which are also known
as the zonal harmonics.

The result of performing a spherical convolution between a general spherical func-
tion and a rotationally symmetrical one (such as the clamped cosine function) is
another function over the sphere. This convolution can be performed efficiently on
the function’s SH coefficients. The SH coefficients of the convolution result is equal
to the product (multiplication) of the coefficients of the two functions, scaled by
√

4π/(2l + 1), where l is the frequency band index. The SH coefficients of the irra-
diance function E(n) are then equal to the coefficients of the radiance function L(l)
times those of the clamped cosine function cos(θi)

+, scaled by the band constants. The
coefficients of cos(θi)

+ beyond the first nine have small values, which explains why nine
coefficients suffice for representing the irradiance function E(n). SH irradiance envi-
ronment maps can be quickly evaluated in this manner. Sloan [1656] describes an
efficient GPU implementation.

There is an inherent approximation here, since although the higher-order coeffi-
cients of E(n) are small, they are not zero. See Figure 10.43. The approximation is
remarkably close, although the “wiggling” of the curve between π/2 and π, when it
should be zero, is called ringing in signal processing. It typically occurs when a func-
tion with high frequencies is approximated with a small number of basis functions, as
seen in Section 10.3.2. The clamp to zero at π/2 is a sharp change, which means our
clamped cosine function has an infinite frequency signal. Ringing is not noticeable
in most cases, but it can be seen under extreme lighting conditions as color shifts or
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Figure 10.43. The clamped cosine function (in red) versus its nine-coefficient spherical harmonic
approximation (in blue). The approximation is quite close. Note the slight dip below and the rise
above zero between π/2 and π.

bright “blobs” on the shadowed sides of objects. If the irradiance environment map is
used to store only indirect lighting (as often happens), then ringing is unlikely to be
a problem. There are prefiltering methods that minimize the issue [1656, 1659]. See
Figure 10.44.

Figure 10.40 shows how an irradiance map derived directly compares to one syn-
thesized by the nine-term function. This SH representation can be evaluated during
rendering with the current surface normal n [1458], or can be used to rapidly create
a cubic or parabolic map for later use. Such lighting is inexpensive and gives good
visual results for the diffuse case.

Figure 10.44. Left: example of visual artifacts caused by ringing. Right: a possible solution is
to make the original function smoother, so it can be represented without ringing, a process called
“windowing.” (Images courtesy of Peter-Pike Sloan.)
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Dynamically rendered cubic environment maps can be projected onto the SH ba-
sis [871, 897, 1458]. Since cubic environment maps are a discrete representation of the
incoming radiance function, the integral over the sphere in Equation 10.21 becomes a
sum over the cube map texels:

kLj =
∑

t

fj(r[t])L[t]dω[t], (10.40)

where t is the index of the current cube map texel, r[t] is the direction vector pointing
to the current texel, fj(r[t]) is the jth SH basis function evaluated at r[t], L[t] is
the radiance stored in the texel, and dω[t] is the solid angle subtended by the texel.
Kautz [871], King [897], and Sloan [1656] describe how to compute dω[t].

To convert the radiance coefficients kLj into irradiance coefficients, these need to
be multiplied by the scaled coefficients of the clamped cosine function cos(θi)

+:

kEj = k′cos+jkLj = k′cos+j
∑

t

fj(r[t])L[t]dω[t], (10.41)

where kEj is the jth coefficient of the irradiance function E(n), kLj is the jth coefficient
of the incoming radiance function L(l), and k′cos+j is the jth coefficient of the clamped

cosine function cos(θi)
+ scaled by

√

4π/(2l + 1) (l is the frequency band index).
Given t and the cube map resolution, the factor k′cos+jfj(r[t])dω[t] is constant for

each basis function fj(). These basis factors can be precomputed offline and stored
in cube maps, which should be of the same resolution as the dynamic environment
maps that will be rendered. The number of textures used can be reduced by packing
a separate basis factor in each color channel. To compute an irradiance coefficient for
the dynamic cube map, the texels of the appropriate basis factor map are multiplied
with those of the dynamic cube map, and the results are summed. Beyond information
on dynamic irradiance cube maps, King [897] provides implementation details on GPU
SH projection as well.

Dynamic light sources can be added into an existing SH irradiance environment
map. This merge is done by computing the SH coefficients of the lights’ irradiance
contributions and adding them to the existing coefficients. Doing so avoids the need
to recompute the entire irradiance environment map. It is a straightforward process,
since simple analytical expressions exist for the coefficients of point, disk, and spherical
lights [583, 871, 1656, 1690]. Summing the coefficients has the same effect as summing
the irradiance. Usually these representations are given in zonal harmonics, for a light
aligned with the z-axis, and then rotations can be applied to position the light toward
an arbitrary direction. Zonal harmonics rotation is a special case of SH rotation
(Section 10.3.2) and is much more efficient, requiring only a dot product instead of
a full matrix transform. Coefficients for light sources with more complex shapes can
be computed by drawing them into an image that is then numerically projected onto
the SH basis [1690]. For the special case of a physical sky model, Habel [626] shows a
direct expansion of the Preetham skylight in spherical harmonics.
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The ease of projection of common analytical light sources into SH is important, as
often environment lighting is used to stand in for distant or less-intense light sources.
Fill lights are an important case. In rendering, these light source are placed to simulate
the indirect light in the scene, i.e., light bouncing off surfaces. Specular contributions
are often not computed for fill lights, especially as these lights can be physically
large relative to the shaded object and relatively dim compared to other sources of
illumination in the scene. These factors make their specular highlights more spread
out and less noticeable. This type of light has a real-world analogy in lighting for film
and video, where physical fill lights are often used to add lighting in shadows.

In spherical harmonic space it is also simple to do the opposite derivation, that
is, to extract analytic light sources from radiance projected in SH. In his survey of
SH techniques, Sloan [1656] shows how, given a directional light source with a known
axis, it is easy to compute from a SH irradiance representation the intensity that the
light should have to minimize the error between itself and the encoded irradiance.

In his previous work [1653] Sloan shows how to select a near-optimal direction by
employing only the coefficients in the first (linear) band. The survey also includes
a method for extracting multiple directional lights. This work shows that spherical
harmonics are a practical basis for light summation. We can project multiple lights into
SH and extract a smaller number of directional lights that can closely approximate the
projected set. A principled approach to aggregating less important lights is provided
by the lightcuts [1832] framework.

Although most commonly used for irradiance, SH projections can be employed to
simulate glossy, view-dependent BRDF lighting. Ramamoorthi and Hanrahan [1459]
describe one such technique. Instead of a single color, they store in a cube map the
coefficients of a spherical harmonic projection encoding the view-dependence of the
environment map. However, in practice this technique requires much more space than
the prefiltered environment map approaches we have seen earlier. Kautz et al. [869]
derive a more economical solution using two-dimensional tables of SH coefficients, but
this method is limited to fairly low-frequency lighting.

10.6.2 Other Representations

Although cube maps and spherical harmonics are the most popular representations
for irradiance environment maps, other representations are possible. See Figure 10.45.
Many irradiance environment maps have two dominant colors: a sky color on the top
and a ground color on the bottom. Motivated by this observation, Parker et al. [1356]
present a hemisphere lighting model that uses just two colors. The upper hemisphere
is assumed to emit a uniform radiance Lsky, and the lower hemisphere is assumed to
emit a uniform radiance Lground. The irradiance integral for this case is

E =
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Figure 10.45. Various ways of encoding irradiance. From left to right: the environment map and
diffuse lighting computed via Monte Carlo integration for the irradiance; irradiance encoded with
an ambient cube; spherical harmonics; spherical Gaussians; and H-basis (which can represent only a
hemisphere of directions, so backfacing normals are not shaded). (Images computed via the Probulator
open-source software by Yuriy O’Donnell and David Neubelt.)

where θ is the angle between the surface normal and the sky hemisphere axis. Baker
and Boyd propose a faster approximation (described by Taylor [1752]):

E = π

(
1 + cos θ

2
Lsky +

1− cos θ

2
Lground

)

, (10.43)

which is a linear interpolation between sky and ground, using (cos θ + 1)/2 as the
interpolation factor. The term cos θ is generally fast to compute as a dot product, and
in the common case where the sky hemisphere axis is one of the cardinal axes (e.g.,
the y- or z-axis), it does not need to be computed at all, since it is equal to one of the
world-space coordinates of n. The approximation is reasonably close and significantly
faster, so it is preferable to the full expression for most applications.

Forsyth [487] presents an inexpensive and flexible lighting model called the trilight,
which includes directional, bidirectional, hemispherical, and wrap lighting as special
cases.

Valve originally introduced the ambient cube representation (Section 10.3.1) for
irradiance. In general, all the spherical function representations we have seen in Sec-
tion 10.3 can be employed for precomputed irradiance. For the low-frequency signals
that irradiance functions represent, we know SH is a good approximation. We tend
to create special methods to simplify or use less storage than spherical harmonics.

More complex representations for high frequencies are needed if we want to evalu-
ate occlusions and other global illumination effects, or if we want to incorporate glossy
reflections (Section 10.1.1). The general idea of precomputing lighting to account for
all interactions is called precomputed radiance transport (PRT) and will be discussed
in Section 11.5.3. Capturing high frequencies for glossy lighting is also referred to as
all-frequency lighting. Wavelet representations are often used in this context [1059] as
means of compressing environment maps and to devise efficient operators in a simi-
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lar fashion to the ones we have seen for spherical harmonics. Ng et al. [1269, 1270]
demonstrate the use of Haar wavelets to generalize irradiance environment mapping
to model self-shadowing. They store both the environment map and the shadowing
function, which varies over the object surface, in the wavelet basis. This representa-
tion is of note because it amounts to a transformation of an environment cube map,
performing a two-dimensional wavelet projection of each of the cube faces. Thus, it
can be seen as a compression technique for cube maps.

10.7 Sources of Error
To correctly perform shading, we have to evaluate integrals over non-punctual light
sources. In practice, this requirement means there are many different techniques we
can employ, based on the properties of the lights under consideration. Often real-time
engines model a few important lights analytically, approximating integrals over the
light area and computing occlusion via shadow maps. All the other light sources—
distant lighting, sky, fill lights, and light bouncing over surfaces—are often represented
by environment cube maps for the specular component, and spherical bases for diffuse
irradiance.

Employing a mix of techniques for lighting means that we are never working di-
rectly with a given BRDF model, but with approximations that have varying degrees
of error. Sometimes the BRDF approximation is explicit, as we fit intermediate models
in order to compute lighting integrals—LTCs are an example. Other times we build
approximations that are exact for a given BRDF under certain (often rare) conditions,
but are subject to errors in general—prefiltered cube maps fall into this category.

An important aspect to take into consideration when developing real-time shading
models is to make sure that the discrepancies between different forms of lighting are
not evident. Having coherent light results from different representations might even be
more important, visually, than the absolute approximation error committed by each.

Occlusions are also of key importance for realistic rendering, as light “leaking”
where there should be none is often more noticeable than not having light where it
should be. Most area light representations are not trivial to shadow. Today none of the
existing real-time shadowing techniques, even when accounting for “softening” effects
(Section 7.6), can accurately consider the light shape. We compute a scalar factor that
we multiply to reduce the contribution of a given light when an object casts a shadow,
which is not correct; we should take this occlusion into account while performing the
integral with the BRDF. The case of environment lighting is particularly hard, as we
do not have a defined, dominant light direction, so shadowing techniques for punctual
light sources cannot be used.

Even if we have seen some fairly advanced lighting models, it is important to
remember that these are not exact representations of real-world sources of illumina-
tion. For example, in the case of environment lighting, we assume infinitely distant
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Figure 10.46. Production lighting. (Trailer Park 5. Archival pigment print, 17x22 inches. Pro-
duction stills from Gregory Crewdson’s Beneath the Roses series. c©Gregory Crewdson. Courtesy
Gagosian.)

radiance sources, ones that are never possible. All the analytic lights we have seen
work on an even stronger assumption, that the lights emit radiance uniformly over
the outgoing hemisphere for each point on their surface. In practice, this assumption
can be a source of error, as often real lights are strongly directional. In photographic
and cinematic lighting, specially crafted masks and filters called gobos, cuculoris, or
cookies are often employed for artistic effect. See for example the sophisticated cine-
matographic lighting in Figure 10.46, by photographer Gregory Crewdson. To restrict
lighting angles while keeping a large area of emission, grids of shielding black mate-
rial called honeycombs can be added in front of large light-emitting panels (so-called
softboxes). Complex configurations of mirrors and reflectors can also be used in the
light’s housing, such as in interior lighting, automotive headlights, and flashlights. See
Figure 10.47. These optical systems create one or more virtual emitters far from the
physical center radiating light, and this offset should be considered when performing
falloff computations.

Note that these errors should always be evaluated in a perceptual, result-oriented
framework (unless our aim is to do predictive rendering, i.e., to reliably simulate the
real-world appearance of surfaces). In the hands of the artists, certain simplifications,
even if not realistic, can still result in useful and expressive primitives. Physical models
are useful when they make it simpler for artists to create visually plausible images,
but they are not a goal in their own.
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Figure 10.47. The same disk light with two different emission profiles. Left: each point on the disk
emits light uniformly over the outgoing hemisphere. Right: emission is focused in a lobe around the
disk normal.

Further Reading and Resources

The book Light Science and Magic: An Introduction to Photographic Lighting by
Hunter [791] is a great reference for understanding real-world photographic lights.
For movie lighting Set Lighting Technician’s Handbook: Film Lighting Equipment,
Practice, and Electrical Distribution [188] is a great introduction.

The work pioneered by Debevec in the area of image-based lighting is of great
interest to anyone who needs to capture environment maps from real-world scenes.
Much of this work is covered in a SIGGRAPH 2003 course [333], as well as in the
book High Dynamic Range Imaging: Acquisition, Display, and Image-Based Lighting
by Reinhard et al. [1479].

One resource that can help simulation are light profiles. The Illuminating En-
gineering Society (IES) publishes a handbook and file format standard for lighting
measurements [960, 961]. Data in this format is commonly available from many man-
ufacturers. The IES standard is limited to describing lights by only their angular
emission profile. It does not fully model the effect on the falloff due to optical sys-
tems, nor the emission over the light surface area.

Szirmay-Kalos’s [1732] state-of-the-art report on specular effects includes many
references to environment mapping techniques.
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Chapter 11

Global Illumination

“If it looks like computer graphics,
it is not good computer graphics.”

—Jeremy Birn

Radiance is the final quantity computed by the rendering process. So far, we have
been using the reflectance equation to compute it:

Lo(p,v) =

∫

l∈Ω

f(l,v)Li(p, l)(n · l)+dl, (11.1)

where Lo(p,v) is the outgoing radiance from the surface location p in the view direc-
tion v, Ω is the hemisphere of directions above p, f(l,v) is the BRDF evaluated for v
and the current incoming direction l, Li(p, l) is the incoming radiance into p from l,
and (n · l)+ is the dot product between l and n, with negative values clamped to zero.

11.1 The Rendering Equation
The reflectance equation is a restricted special case of the full rendering equation,
presented by Kajiya in 1986 [846]. Different forms have been used for the rendering
equation. We will use this version:

Lo(p,v) = Le(p,v) +

∫

l∈Ω

f(l,v)Lo(r(p, l),−l)(n · l)+dl, (11.2)

where the new elements are Le(p,v), which is the emitted radiance from the surface
location p in direction v, and the following replacement:

Li(p, l) = Lo(r(p, l),−l). (11.3)

This term means that the incoming radiance into location p from direction l is equal
to the outgoing radiance from some other point in the opposite direction −l. In this
case, the “other point” is defined by the ray casting function r(p, l). This function
returns the location of the first surface point hit by a ray cast from p in direction l.
See Figure 11.1.

437
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Li(p,l)

Lo(r(p,l),–l)

r(p,l)p l
 l–

Figure 11.1. The shaded surface location p, lighting direction l, ray casting function r(p, l), and
incoming radiance Li(p, l), also represented as Lo(r(p, l),−l).

The meaning of the rendering equation is straightforward. To shade a surface
location p, we need to know the outgoing radiance Lo leaving p in the view direction v.
This is equal to the emitted radiance Le plus the reflected radiance. Emission from
light sources has been studied in previous chapters, as has reflectance. Even the ray
casting operator is not as unfamiliar as it may seem. The z-buffer computes it for
rays cast from the eye into the scene, for example.

The only new term is Lo(r(p, l),−l), which makes explicit the fact that the incom-
ing radiance into one point must be outgoing from another point. Unfortunately, this
is a recursive term. That is, it is computed by yet another summation over outgoing
radiance from locations r(r(p, l), l′). These in turn need to compute the outgoing
radiance from locations r(r(r(p, l), l′), l′′), ad infinitum. It is amazing that the real
world can compute all this in real time.

We know this intuitively, that lights illuminate a scene, and the photons bounce
around and at each collision are absorbed, reflected, and refracted in a variety of
ways. The rendering equation is significant in that it sums up all possible paths in a
simple-looking equation.

An important property of the rendering equation is that it is linear with respect to
the emitted lighting. If we make the lights twice as strong, the result of the shading will
be two times brighter. The response of the material for each light is also independent
from other sources. That is, one light’s presence does not affect the interaction of
another light with the material.

In real-time rendering, it is common to use just a local lighting model. Only the
surface data at visible points are needed to compute the lighting—and that is exactly
what GPUs can most efficiently provide. Primitives are processed and rasterized in-
dependently, after which they are discarded. Results of the lighting calculations at
point a cannot be accessed when performing calculations at point b. Transparency,
reflections, and shadows are examples of global illumination algorithms. They use
information from other objects than the one being illuminated. These effects con-
tribute greatly to increasing the realism in a rendered image, and provide cues that
help the viewer to understand spatial relationships. At the same time, they are also
complex to simulate and might require precomputations or rendering multiple passes
that compute some intermediate information.
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Figure 11.2. Some paths and their equivalent notation as they reach the eye. Note that two paths
are shown continuing from the tennis ball.

One way to think of the problem of illumination is by the paths the photons take. In
the local lighting model, photons travel from the light to a surface (ignoring intervening
objects), then to the eye. Shadowing techniques take into account these intervening
objects’ direct occlusion effects. An environment map captures illumination traveling
from light sources to distant objects, which is then applied to local shiny objects,
which mirror-reflect this light to the eye. An irradiance map also captures the effect
of light on distant objects, integrated in each direction over a hemisphere. The light
reflected from all these objects is weighted and summed to compute the illumination
for a surface, which in turn is seen by the eye.

Thinking about the different types and combinations of light transport paths in
a more formal manner is helpful in understanding the various algorithms that exist.
Heckbert [693] has a notational scheme that is useful for describing the paths simulated
by a technique. Each interaction of a photon along its trip from the light (L) to the
eye (E) can be labeled as diffuse (D) or specular (S). Categorization can be taken
further by adding other surface types, such as “glossy,” meaning shiny but not mirror-
like. See Figure 11.2. Algorithms can be briefly summarized by regular expressions,
showing what types of interactions they simulate. See Table 11.1 for a summary of
basic notation.

Photons can take various paths from light to eye. The simplest path is LE, where
a light is seen directly by the eye. A basic z-buffer is L(D|S)E, or equivalently,
LDE|LSE. Photons leave the light, reach a diffuse or specular surface, and then
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Operator Description Example Explanation

∗ zero or more S∗ zero or more specular bounces

+ one or more D+ one or more diffuse bounces

? zero or one S? zero or one specular bounces

| either/or D|SS either a diffuse or two specular
bounces

() group (D|S)∗ zero or more of diffuse or spec-
ular

Table 11.1. Regular expression notation.

arrive at the eye. Note that with a basic rendering system, point lights have no
physical representation. Giving lights geometry would yield a system L(D|S)?E, in
which light can also then go directly to the eye.

If environment mapping is added to the renderer, a compact expression is a little
less obvious. Though Heckbert’s notation reads from light to eye, it is often easier
to build up expressions going the other direction. The eye will first see a specular
or diffuse surface, (S|D)E. If the surface is specular, it could also then, optionally,
reflect a (distant) specular or diffuse surface that was rendered into the environment
map. So, there is an additional potential path: ((S|D)?S|D)E. To count in the path
where the eye directly sees the light, add in a ? to this central expression to make it
optional, and cap with the light itself: L((S|D)?S|D)?E.

This expression could be expanded to LE|LSE|LDE|LSSE|LDSE, which shows
all the possible paths individually, or the shorter L(D|S)?S?E. Each has its uses
in understanding relationships and limits. Part of the utility of the notation is in
expressing algorithm effects and being able to build off of them. For example, L(S|D)
is what is encoded when an environment map is generated, and SE is the part that
then accesses this map.

The rendering equation itself can be summarized by the simple expression L(D|S)∗
E, i.e., photons from the light can hit zero to nearly infinite numbers of diffuse or
specular surfaces before reaching the eye.

Global illumination research focuses on methods for computing light transport
along some of these paths. When applying it to real-time rendering, we are often
willing to sacrifice some quality or correctness for efficient evaluation. The two most
common strategies are to simplify and to precompute. For instance, we could assume
that all the light bounces before the one reaching the eye are diffuse, a simplifica-
tion that can work well for some environments. We could also precalculate some
information about inter-object effects offline, such as generating textures that record
illumination levels on surfaces, then in real time perform only basic calculations that
rely on these stored values. This chapter will show examples of how these strategies
can be used to achieve a variety of global illumination effects in real time.
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Figure 11.3. Path tracing can generate photorealistic images, but is computationally expensive. The
above image uses over two thousand paths per pixel, and each path is up to 64 segments long. It
took over two hours to render, and it still exhibits some minor noise. (“Country Kitchen” model by
Jay-Artist, Benedikt Bitterli Rendering Resources, licensed under CC BY 3.0 [149]. Rendered using
the Mitsuba renderer.)

11.2 General Global Illumination
Previous chapters have focused on various ways of solving the reflectance equation.
We assumed a certain distribution of incoming radiance, Li, and analyzed how it
affected the shading. In this chapter we present algorithms that are designed to solve
the full rendering equation. The difference between the two is that the former ignores
where the radiance comes from—it is simply given. The latter states this explicitly:
Radiance arriving at one point is the radiance that was emitted or reflected from other
points.

Algorithms that solve the full rendering equation can generate stunning, photo-
realistic images (Figure 11.3). Those methods, however, are too computationally
expensive for real-time applications. So, why discuss them? The first reason is that
in static or partially static scenes, such algorithms can be run as a preprocess, storing
the results for later use during rendering. This is a common approach in games, for
example, and we will discuss different aspects of such systems.

The second reason is that global illumination algorithms are built on rigorous
theoretical foundations. They are derived directly from the rendering equation, and
any approximation they make is meticulously analyzed. A similar type of reasoning
can and should be applied when designing real-time solutions. Even when we make
certain shortcuts, we should be aware what the consequences are and what is the
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correct way. As graphics hardware becomes more powerful, we will be able to make
fewer compromises and create real-time rendered images that are closer to correct
physical results.

Two common ways of solving the rendering equation are finite element methods
and Monte Carlo methods. Radiosity is an algorithm based on the first approach;
ray tracing in its various forms uses the second. Of the two, ray tracing is far more
popular. This is mainly because it can efficiently handle general light transport—
including effects such as volumetric scattering—all within the same framework. It
also scales and parallelizes more easily.

We will briefly describe both approaches, but interested readers should refer to
any of the excellent books that cover the details of solving the rendering equation in
a non-real-time setting [400, 1413].

11.2.1 Radiosity

Radiosity [566] was the first computer graphics technique developed to simulate
bounced light between diffuse surfaces. It gets its name from the quantity that is
computed by the algorithm. In the classic form, radiosity can compute interreflec-
tions and soft shadows from area lights. There have been whole books written about
this algorithm [76, 275, 1642], but the basic idea is relatively simple. Light bounces
around an environment. You turn a light on and the illumination quickly reaches
equilibrium. In this stable state, each surface can be considered as a light source
in its own right. Basic radiosity algorithms make the simplifying assumption that
all indirect light is from diffuse surfaces. This premise fails for places with polished
marble floors or large mirrors on the walls, but for many architectural settings this is
a reasonable approximation. Radiosity can follow an effectively unlimited number of
diffuse bounces. Using the notation introduced at the beginning of this chapter, its
light transport set is LD ∗ E.

Radiosity assumes that each surface is composed of some number of patches. For
each of these smaller areas, it computes a single, average radiosity value, so these
patches need to be small enough to capture all the details of the lighting (e.g., shadow
edges). However, they do not need to match the underlying surface triangles one to
one, or even be uniform in size.

Starting from the rendering equation, we can derive that the radiosity for patch i
is equal to

Bi = Be
i + ρss

∑

j

FijBj , (11.4)

where Bi denotes the radiosity of patch i, Be
i is the radiant exitance, i.e., the radiosity

emitted by patch i, and ρss is the subsurface albedo (Section 9.3). Emission is nonzero
only for light sources. Fij is the form factor between patches i and j. The form factor
is defined as

Fij =
1

Ai

∫

Ai

∫

Aj

V (i, j)
cos θi cos θj

πd2ij
daidaj , (11.5)
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Figure 11.4. The form factor between two surface points.

where Ai is the area of patch i, and V (i, j) is the visibility function between points i and
j, equal to one if there is nothing blocking light between them and zero otherwise. The
values θi and θj are the angles between the two patch normals and the ray connecting
points i and j. Finally, dij is the length of the ray. See Figure 11.4.

The form factor is a purely geometric term. It is the fraction of uniform diffuse
radiant energy leaving patch i that is incident upon patch j [399]. The area, distance,
and orientations of both patches, along with any surfaces that come between them,
affect their form factor value. Imagine a patch represented by, say, a computer monitor.
Every other patch in the room will directly receive some fraction of any light emitted
from the monitor. This fraction could be zero, if the surface is behind or cannot “see”
the monitor. These fractions all add up to one. A significant part of the radiosity
algorithm is accurately determining the form factors between pairs of patches in the
scene.

With the form factors computed, equations for all the patches (Equation 11.4)
are combined into a single linear system. The system is then solved, resulting in a
radiosity value for every patch. As the number of patches rises, the costs of reducing
such a matrix is considerable, due to high computational complexity.

Because the algorithm scales poorly and has other limitations, classical radiosity
is rarely used for generating lighting solutions. However, the idea of precomputing the
form factors and using them at runtime to perform some form of light propagation is
still popular among modern real-time global illumination systems. We will talk about
these approaches later in the chapter (Section 11.5.3).

11.2.2 Ray Tracing

Ray casting is the process of firing a ray from a location to determine what objects
are in a particular direction. Ray tracing uses rays to determine the light transport
between various scene elements. In its most basic form, rays are shot from the camera
through the pixel grid into the scene. For each ray, the closest object is found. This
intersection point is then checked for whether it is in shadow by shooting a ray to
each light and finding if any objects are in between. Opaque objects block the light;
transparent objects attenuate it. Other rays can be spawned from an intersection
point. If a surface is shiny, a ray is generated in the reflection direction. This ray
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picks up the color of the first object intersected, which in turn has its intersection
point tested for shadows. Rays can also be generated in the direction of refraction
for transparent solid objects, again recursively evaluated. This basic mechanism is so
simple that functional ray tracers have been written that fit on the back of a business
card [696].

Classical ray tracing can provide only limited set of effects: sharp reflections and
refractions, and hard shadows. However, the same underlying principle can be used to
solve the full rendering equation. Kajiya [846] realized that the mechanism of shooting
rays and evaluating how much light they carry can be used to compute the integral
in Equation 11.2. The equation is recursive, which means that for every ray, we need
to evaluate the integral again, at a different position. Fortunately, solid mathematical
foundations for handling this problem already existed. Monte Carlo methods, devel-
oped for physics experiments during the Manhattan Project, were designed specifically
to deal with this class of problems. Instead of directly computing the value of the in-
tegral in each shading point via quadrature rules, the integrand is evaluated at a
number of random points from the domain. These values are then used to compute
the estimate for the value of the integral. The more sampling points, the higher the
accuracy. The most important property of this method is that only point evaluations
of the integrand are needed. Given enough time, we can compute the integral with
arbitrary precision. In the context of rendering, this is exactly what ray tracing pro-
vides. When we shoot the ray, we point-sample the integrand from Equation 11.2.
Even though there is another integral to be evaluated at the intersection point, we do
not need its final value, we can just point-sample it again. As the ray bounces across
the scene, a path is built. The light carried along each path provides one evaluation
of the integrand. This procedure is called path tracing (Figure 11.5).

Figure 11.5. Example paths generated by a path tracing algorithm. All three paths pass through the
same pixel in the film plane and are used to estimate its brightness. The floor at the bottom of the
figure is highly glossy and reflects the rays within a small solid angle. The blue box and red sphere
are diffuse and so scatter the rays uniformly around the normal at the point of intersection.
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Figure 11.6. Noise resulting from using Monte Carlo path tracing with an insufficient number of
samples. The image on the left was rendered with 8 paths per pixel, and the one on the right with
1024 paths per pixel. (“Cornell Box” model from Benedikt Bitterli Rendering Resources, licensed
under CC BY 3.0 [149]. Rendered using the Mitsuba renderer.)

Tracing paths is an extremely powerful concept. Paths can be used for rendering
glossy or diffuse materials. Using them, we can generate soft shadows and render
transparent objects along with caustic effects. After extending path tracing to sam-
ple points in volumes, not just surfaces, it can handle fog and subsurface scattering
effects.

The only downside of path tracing is the computational complexity required to
achieve high visual fidelity. For cinematic quality images, billions of paths may need
to be traced. This is because we never compute the actual value of the integral, only its
estimate. If too few paths are used, this approximation will be imprecise, sometimes
considerably so. Additionally, results can be vastly different even for points that are
next to each other, for which one would expect the lighting to be almost the same.
We say that such results have high variance. Visually, this manifests itself as noise
in the image (Figure 11.6). Many methods have been proposed to combat this effect
without tracing additional paths. One popular technique is importance sampling. The
idea is that variance can be greatly reduced by shooting more rays in the directions
from which most of the light comes.

Many papers and books have been published on the subject of path tracing and
related methods. Pharr et al. [1413] provide a great introduction to modern offline ray-
tracing-based techniques. Veach [1815] lays down the mathematical foundations for
modern reasoning about light transport algorithms. We discuss ray and path tracing
at interactive rates at the end of this chapter, in Section 11.7.
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11.3 Ambient Occlusion
The general global illumination algorithms covered in the previous section are com-
putationally expensive. They can produce a wide range of complex effects, but it
can take hours to generate an image. We will begin our exploration of the real-time
alternatives with the simplest, yet still visually convincing, solutions and gradually
build up to more complex effects throughout the chapter.

One basic global illumination effect is ambient occlusion (AO). The technique was
developed in the early 2000s by Landis [974], at Industrial Light & Magic, to improve
the quality of the environment lighting used on the computer-generated planes in
the movie Pearl Harbor. Even though the physical basis for the effect includes a
fair number of simplifications, the results look surprisingly plausible. This method
inexpensively provides cues about shape when lighting lacks directional variation and
cannot bring out object details.

11.3.1 Ambient Occlusion Theory

The theoretical background for ambient occlusion can be derived directly from the
reflectance equation. For simplicity, we will first focus on Lambertian surfaces. The
outgoing radiance Lo from such surfaces is proportional to the surface irradiance E.
Irradiance is the cosine-weighted integral of the incoming radiance. In general, it
depends on the surface position p and surface normal n. Again, for simplicity, we
will assume that the incoming radiance is constant, Li(l) = LA, for all incoming
directions l. This results in the following equation for computing irradiance:

E(p,n) =

∫

l∈Ω

LA(n · l)+dl = πLA, (11.6)

where the integration is performed over the hemisphere Ω of possible incoming direc-
tions. With the assumption of constant uniform illumination, the irradiance (and, as
a result, the outgoing radiance) does not rely on the surface position or normal, and
is constant across the object. This leads to a flat appearance.

Equation 11.6 does not take any visibility into account. Some directions may be
blocked by other parts of the object or by other objects in the scene. These directions
will have different incoming radiance, not LA. For simplicity, we will assume that
the incoming radiance from the blocked directions is zero. This ignores all the light
that might bounce off other objects in the scene and eventually reach point p from
such blocked directions, but it greatly simplifies the reasoning. As a result, we get the
following equation, first proposed by Cook and Torrance [285, 286]:

E(p,n) = LA

∫

l∈Ω

v(p, l)(n · l)+dl, (11.7)

where v(p, l) is a visibility function that equals zero if a ray cast from p in the direction
of l is blocked, and one if it is not.
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Figure 11.7. An object rendered with only constant ambient lighting (left) and with ambient occlusion
(right). Ambient occlusion brings out object details even when the lighting is constant. (“Dragon”
model by Delatronic, Benedikt Bitterli Rendering Resources, licensed under CC BY 3.0 [149]. Ren-
dered using the Mitsuba renderer.)

The normalized, cosine-weighted integral of the visibility function is called ambient
occlusion:

kA(p) =
1

π

∫

l∈Ω

v(p, l)(n · l)+dl. (11.8)

It represents a cosine-weighted percentage of the unoccluded hemisphere. Values range
from zero, for fully occluded surface points, to one, for locations with no occlusion. It
is worth noting that convex objects, such as spheres or boxes, do not cause occlusion on
themselves. If no other objects exist in the scene, a convex object will have an ambient
occlusion value of one everywhere. If the object has any concavities, occlusion will be
less than one in these areas.

Once kA is defined, the equation for ambient irradiance in the presence of occlu-
sion is

E(p,n) = kA(p)πLA. (11.9)

Note that now the irradiance does change with surface location, because kA does.
This leads to much more realistic results, as seen in Figure 11.7 on the right. Surface
locations in sharp creases will be dark since their value of kA is low. Compare surface
locations p0 and p1 in Figure 11.8. The surface orientation also has an effect, since
the visibility function v(p, l) is weighted by a cosine factor when integrated. Compare
p1 to p2 in the left side of the figure. Both have an unoccluded solid angle of about
the same size, but most of the unoccluded region of p1 is around its surface normal, so
the cosine factor is relatively high, as can be seen by the brightness of the arrows. In
contrast, most of the unoccluded region of p2 is off to one side of the surface normal,
with correspondingly lower values for the cosine factor. For this reason, the value of kA
is lower at p2. From here on, for brevity we will cease to explicitly show dependence
on the surface location p.
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Figure 11.8. An object under ambient illumination. Three points (p0, p1, and p2) are shown.
On the left, blocked directions are shown as black rays ending in intersection points (black circles).
Unblocked directions are shown as arrows, colored according to the cosine factor, so that those closer
to the surface normal are lighter. On the right, each blue arrow shows the average unoccluded
direction or bent normal.

In addition to kA, Landis [974] also computes an average unoccluded direction,
known as a bent normal. This direction vector is computed as a cosine-weighted
average of unoccluded light directions:

nbent =

∫

l∈Ω
l v(l)(n · l)+dl

‖
∫

l∈Ω
l v(l)(n · l)+dl‖ . (11.10)

The notation ‖x‖ indicates the length of the vector x. The result of the integral is
divided by its own length to produce a normalized result. See the right side of Fig-
ure 11.8. The resulting vector can be used instead of the geometric normal during shad-
ing to provide more accurate results, at no extra performance cost (Section 11.3.7).

11.3.2 Visibility and Obscurance

The visibility function v(l) used to compute the ambient occlusion factor kA (Equa-
tion 11.8) needs to be carefully defined. For an object, such as a character or vehicle,
it is straightforward to define v(l) based on whether a ray cast from a surface location
in direction l intersects any other part of the same object. However, this does not
account for occlusion by other nearby objects. Often, the object can be assumed to
be placed on a flat plane for lighting purposes. By including this plane in the visibil-
ity calculation, more realistic occlusion can be achieved. Another benefit is that the
occlusion of the ground plane by the object can be used as a contact shadow [974].

Unfortunately, the visibility function approach fails for enclosed geometry. Imagine
a scene consisting of a closed room containing various objects. All surfaces will have a
kA value of zero, since all rays from surfaces will hit something. Empirical approaches,
which attempt to reproduce the look of ambient occlusion without necessarily simu-
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Figure 11.9. Difference between ambient occlusion and obscurance. Occlusion for the spaceship on
the left was calculated using rays of infinite length. The image on the right uses finite length rays.
(“4060.b Spaceship” model by thecali, Benedikt Bitterli Rendering Resources, licensed under CC BY
3.0 [149]. Rendered using the Mitsuba renderer.)

lating physical visibility, often work better for such scenes. Some of these approaches
were inspired by Miller’s concept of accessibility shading [1211], which models how
nooks and crannies in a surface capture dirt or corrosion.

Zhukov et al. [1970] introduced the idea of obscurance, which modifies the ambient
occlusion computation by replacing the visibility function v(l) with a distance mapping
function ρ(l):

kA =
1

π

∫

l∈Ω

ρ(l)(n · l)+dl. (11.11)

Unlike v(l), which has only two valid values, 1 for no intersection and 0 for an in-
tersection, ρ(l) is a continuous function based on the distance the ray travels before
intersecting a surface. The value of ρ(l) is 0 at an intersection distance of 0 and 1 for
any intersection distance greater than a specified distance dmax, or when there is no
intersection at all. Intersections beyond dmax do not need to be tested, which can con-
siderably speed up the computation of kA. Figure 11.9 shows the difference between
ambient occlusion and ambient obscurance. Notice how the image rendered using am-
bient occlusion is considerably darker. This is because intersections are detected even
at large distances and so affect the value of kA.

Despite attempts to justify it on physical grounds, obscurance is not physically
correct. However, it often gives plausible results that match the viewer’s expectations.
One drawback is that the value of dmax needs to be set by hand to achieve pleasing
results. This type of compromise is often the case in computer graphics, where a
technique has no direct physical basis but is “perceptually convincing.” The goal
is usually a believable image, so such techniques are fine to use. That said, some
advantages of methods based on theory are that they can work automatically and can
be improved further by reasoning about how the real world works.
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Figure 11.10. Difference between ambient occlusion without and with interreflections. The left image
uses only information about visibility. The image on the right also uses one bounce of indirect illumi-
nation. (“Victorian Style House” model by MrChimp2313, Benedikt Bitterli Rendering Resources,
licensed under CC BY 3.0 [149]. Rendered using the Mitsuba renderer.)

11.3.3 Accounting for Interreflections

Even though the results produced by ambient occlusion are visually convincing, they
are darker than those produced by a full global illumination simulation. Compare the
images in Figure 11.10.

A significant source of the difference between ambient occlusion and full global
illumination are the interreflections. Equation 11.8 assumes that the radiance in the
blocked directions is zero, while in reality interreflections will introduce a nonzero
radiance from these directions. The effect of this can be seen as darkening in the
creases and pits of the model on the left in Figure 11.10, compared to the model on
the right. This difference can be addressed by increasing the value of kA. Using the
obscurance distance mapping function instead of the visibility function (Section 11.3.2)
can also mitigate this problem, since the obscurance function often has values greater
than zero for blocked directions.

Tracking interreflections in a more accurate manner is expensive, since it requires
solving a recursive problem. To shade one point, other points must first be shaded, and
so on. Computing the value of kA is significantly less expensive than performing a full
global illumination calculation, but it is often desirable to include this missing light in
some form, to avoid overdarkening. Stewart and Langer [1699] propose an inexpensive,
but surprisingly accurate, method to approximate interreflections. It is based on the
observation that for Lambertian scenes under diffuse illumination, the surface locations
visible from a given location tend to have similar radiance. By assuming that the
radiance Li from blocked directions is equal to the outgoing radiance Lo from the
currently shaded point, the recursion is broken and an analytical expression can be
found:

E =
πkA

1− ρss(1− kA)
Li, (11.12)

where ρss is the subsurface albedo, or diffuse reflectance. This is equivalent to replacing
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the ambient occlusion factor kA with a new factor k′A:

k′A =
kA

1− ρss(1− kA)
. (11.13)

This equation will tend to brighten the ambient occlusion factor, making it visually
closer to the result of a full global illumination solution, including interreflections. The
effect is highly dependent on the value of ρss. The underlying approximation assumes
that the surface color is the same in the proximity of the shaded point, to produce an
effect somewhat like color bleeding. Hoffman and Mitchell [755] use this method to
illuminate terrain with sky light.

A different solution is presented by Jimenez et al. [835]. They perform full, offline
path tracing for a number of scenes, each lit by a uniformly white, infinitely distant
environment map to obtain occlusion values that properly take interreflections into
account. Based on these examples, they fit cubic polynomials to approximate the
function f that maps from the ambient occlusion value kA and subsurface albedo
ρss to the occlusion value k′A, which is brightened by the interreflected light. Their
method also assumes that the albedo is locally constant, and the color of the incident
bounced light can be derived based on the albedo at a given point.

11.3.4 Precomputed Ambient Occlusion

Calculation of the ambient occlusion factors can be time consuming and is often per-
formed offline, prior to rendering. The process of precomputing any lighting-related
information, including ambient occlusion, is often called baking.

The most common way of precomputing ambient occlusion is via Monte Carlo
methods. Rays are cast and checked for intersections with the scene and Equation 11.8
is evaluated numerically. For example, say we pick N random directions l uniformly
distributed over the hemisphere around the normal n, and trace rays in these direc-
tions. Based on the intersection results, we evaluate the visibility function v. The
ambient occlusion can then be computed as

kA =
1

N

N∑

i

v(li)(n · li)+. (11.14)

When calculating ambient obscurance, the cast rays can be restricted to a maximum
distance, and the value of v is based on the intersection distance found.

The computation of ambient occlusion or obscurance factors includes a cosine
weighting factor. While it can be included directly, as in Equation 11.14, the more
efficient way to incorporate this weighting factor is by means of importance sampling.
Instead of casting rays uniformly over the hemisphere and cosine-weighting the results,
the distribution of ray directions is cosine weighted. In other words, rays are more
likely to be cast closer to the direction of the surface normal, since the results from
such directions are likely to matter more. This sampling scheme is called Malley’s
method.
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Ambient occlusion precomputations can performed on the CPU or on the GPU. In
both cases, libraries that accelerate ray casting against complex geometry are available.
The two most popular are Embree [1829], for the CPU, and OptiX [951], for the GPU.
In the past, results from the GPU pipeline, such as depth maps [1412] or occlusion
queries [493], have also been used for computing ambient occlusion. With the growing
popularity of more general ray casting solutions on GPUs, their use is less common
today. Most commercially available modeling and rendering software packages provide
an option to precompute ambient occlusion.

The occlusion data are unique for every point on the object. They are typically
stored in textures, in volumes, or on mesh vertices. The characteristics and problems
of the different storage methods are similar, regardless of the type of signal stored. The
same methodologies can be used for storing ambient occlusion, directional occlusion,
or precomputed lighting, as described in Section 11.5.4.

Precomputed data can also be used to model the ambient occlusion effects of
objects on each other. Kontkanen and Laine [924, 925] store the ambient occlusion
effect of an object on its surroundings in a cube map, called an ambient occlusion field.
They model how the ambient occlusion value changes with distance from the object
with a reciprocal of a quadratic polynomial. Its coefficients are stored in a cube map,
to model directional variation of the occlusion. At runtime, the distance and relative
position of the occluding object are used to fetch proper coefficients and reconstruct
the occlusion value.

Malmer et al. [1111] show improved results by storing the ambient occlusion fac-
tors, and optionally the bent normal, in a three-dimensional grid called an ambient
occlusion volume. The computation requirements are lower, since the ambient oc-
clusion factor is read directly from the texture, not computed. Fewer scalars are
stored compared to Kontkanen and Laine’s approach, and the textures in both meth-
ods have low resolutions, so the overall storage requirements are similar. Hill [737]
and Reed [1469] describe implementations of Malmer et al.’s method in commercial
game engines. They discuss various practical aspects of the algorithm as well as useful
optimizations. Both methods are meant to work for rigid objects, but they can be
extended to articulated objects with small numbers of moving parts, where each part
is treated as a separate object.

Whichever method we choose for storing ambient occlusion values, we need to
be aware that we are dealing with a continuous signal. When we shoot rays from
a particular point in space, we sample, and when we interpolate a value from these
results before shading, we reconstruct. All tools from the signal processing field can be
used to improve the quality of the sampling-reconstruction process. Kavan et al. [875]
propose a method they call least-squares baking . The occlusion signal is sampled
uniformly across the mesh. Next, the values for the vertices are derived, so that the
total difference between the interpolated and sampled ones is minimized, in the least-
squares sense. They discuss the method specifically in the context of storing data at
the vertices, but the same reasoning can be used for deriving values to be stored in
textures or volumes.
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Figure 11.11. Destiny uses precomputed ambient occlusion in its indirect lighting calculations. The
solution was used on game versions for two different hardware generations, providing high quality
and performance. (Image c©2013 Bungie, Inc. all rights reserved.)

Destiny is an example of an acclaimed game that uses precomputed ambient oc-
clusion as a basis for its indirect lighting solution (Figure 11.11). The game shipped
during the transition period between two generations of console hardware and needed
a solution that balanced the high quality expected on new platforms with the limi-
tations, both in performance and memory use, of the older ones. The game features
dynamic time of day, so any precomputed solution had to take this correctly into
account. The developers chose ambient occlusion for its believable look and low cost.
As ambient occlusion decouples the visibility calculations from lighting, the same pre-
computed data could be used regardless of the time of day. The complete system,
including the GPU-based baking pipeline, is described by Sloan et al. [1658].

The Assassin’s Creed [1692] and Far Cry [1154] series from Ubisoft also use a form
of precomputed ambient occlusion to augment their indirect illumination solution.
They render the world from a top-down view and process the resulting depth map
to compute large-scale occlusion. Various heuristics are used to estimate the value
based on the distribution of the neighboring depth samples. The resulting world-
space AO map is applied to all objects, by projecting their world-space position to
texture space. They call this method World AO. A similar approach is also described
by Swoboda [1728].

11.3.5 Dynamic Computation of Ambient Occlusion

For static scenes, the ambient occlusion factor kA and bent normal nbent can be
precomputed. However, for scenes where objects are moving or changing shape, better
results can be achieved by computing these factors on the fly. Methods for doing so
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can be grouped into those that operate in object space, and those that operate in
screen space.

Offline methods for computing ambient occlusion usually involve casting a large
number of rays, dozens to hundreds, from each surface point into the scene and check-
ing for intersection. This is a costly operation, and real-time methods focus on ways
to approximate or avoid much of this computation.

Bunnell [210] computes the ambient occlusion factor kA and bent normal nbent

by modeling the surface as a collection of disk-shaped elements placed at the mesh
vertices. Disks were chosen since the occlusion of one disk by another can be computed
analytically, avoiding the need to cast rays. Simply summing the occlusion factors of
a disk by all the other disks leads to overly dark results due to double-shadowing.
That is, if one disk is behind another, both will be counted as occluding the surface,
even though only the closer of the two should be. Bunnell uses a clever two-pass
method to avoid this problem. The first pass computes ambient occlusion including
double-shadowing. In the second pass, the contribution of each disk is reduced by
its occlusion from the first pass. This is an approximation, but in practice it yields
results that are convincing.

Computing occlusion between each pair of elements is an order O(n2) operation,
which is too expensive for all but the simplest scenes. The cost can be reduced by
using simplified representations for distant surfaces. Bunnell constructs a hierarchical
tree of elements, where each node is a disk that represents the aggregation of the disks
below it in the tree. When performing inter-disk occlusion computations, higher-level
nodes are used for more distant surfaces. This reduces the computation to order
O(n log n), which is much more reasonable. Bunnell’s technique is quite efficient and
produces high-quality results. For example, it was used in final renders for the Pirates
of the Caribbean films [265].

Hoberock [751] proposes several modifications to Bunnell’s algorithm that improve
quality at a higher computational expense. He also presents a distance attenuation
factor, which yields results similar to the obscurance factor proposed by Zhukov et
al. [1970].

Evans [444] describes a dynamic ambient occlusion approximation method based
on signed distance fields (SDF). In this representation, an object is embedded in a
three-dimensional grid. Each location in the grid stores the distance to the closest
surface of the object. This value is negative for points inside any object and positive
for points outside all of them. Evans creates and stores an SDF for a scene in a volume
texture. To estimate the occlusion for a location on an object, he uses a heuristic that
combines values sampled at some number of points, progressively farther away from
the surface, along the normal. The same approach can also be used when the SDF is
represented analytically (Section 17.3) instead of stored in a three-dimensional texture,
as described by Qúılez [1450]. Although the method is non-physical, the results are
visually pleasing.

Using signed distance fields for ambient occlusion was further extended by
Wright [1910]. Instead of using an ad hoc heuristic to generate occlusion values,



11.3. Ambient Occlusion 455

Figure 11.12. Cone tracing is approximated by performing a series of intersections between scene
geometry and spheres of increasing radius. The size of the sphere corresponds to the radius of the
cone at a given distance from the trace origin. In each step, the cone angle is reduced, to account for
occlusion by the scene geometry. The final occlusion factor is estimated as a ratio of the solid angle
subtended by the clipped cone to the solid angle of the original cone.

Wright performs cone tracing . Cones originate at the location that is being shaded,
and are tested for intersections, with the scene representation encoded in the distance
field. Cone tracing is approximated by performing a set of steps along the axis and
checking for intersections of the SDF with a sphere of increasing radius at each step.
If the distance to the nearest occluder (the value sampled from the SDF) is smaller
than the sphere’s radius, that part of the cone is occluded (Figure 11.12). Tracing
a single cone is imprecise and does not allow incorporation of the cosine term. For
these reasons, Wright traces a set of cones, covering the entire hemisphere, to estimate
the ambient occlusion. To increase visual fidelity, his solution uses not only a global
SDF for the scene, but also local SDFs, representing individual objects or logically
connected sets of objects.

A similar approach is described by Crassin et al. [305] in the context of a voxel
representation of the scene. They use a sparse voxel octree (Section 13.10) to store
the voxelization of a scene. Their algorithm for computing ambient occlusion is a
special case of a more general method for rendering full global illumination effects
(Section 11.5.7).
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Figure 11.13. Ambient occlusion effects are blurry and do not reveal details of the occluders. AO
calculations can use much simpler representation of the geometry and still achieve plausible effects.
The armadillo model (left) is approximated with a set of spheres (right). There is practically no
difference in the occlusion cast by the models on the wall behind them. (Model courtesy of the
Stanford Computer Graphics Laboratory.)

Ren et al. [1482] approximate the occluding geometry as a collection of spheres
(Figure 11.13). The visibility function of a surface point occluded by a single sphere
is represented using spherical harmonics. The aggregate visibility function for occlu-
sion by a group of spheres is the result of multiplying the individual sphere visibility
functions. Unfortunately, computing the product of spherical harmonic functions is
an expensive operation. Their key idea is to sum the logarithms of the individual
spherical harmonic visibility functions, and exponentiate the result. This produces
the same end result as multiplying the visibility functions, but summation of spheri-
cal harmonic functions is significantly less expensive than multiplication. The paper
shows that, with the right approximations, logarithms and exponentiations can be
performed quickly, yielding an overall speedup.

The method computes not just an ambient occlusion factor, but rather a full
spherical visibility function, represented with spherical harmonics (Section 10.3.2).
The first (order 0) coefficient can be used as the ambient occlusion factor kA, and
the next three (order 1) coefficients can be used to compute the bent normal nbent.
Higher-order coefficients can be used to shadow environment maps or circular light
sources. Since geometry is approximated as bounding spheres, occlusion from creases
and other small details is not modeled.

Sloan et al. [1655] perform the accumulation of the visibility functions described
by Ren in screen space. For each occluder, they consider a set of pixels that are within
some prescribed world-space distance from its center. This operation can be achieved
by rendering a sphere and either performing the distance test in the shader or using
stencil testing. For all the affected screen areas, a proper spherical harmonic value is
added to an offscreen buffer. After accumulating visibility for all the occluders, the
values in the buffer are exponentiated to get the final, combined visibility functions
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Figure 11.14. Crytek’s ambient occlusion method applied to three surface points (the yellow circles).
For clarity, the algorithm is shown in two dimensions, with the camera (not shown) above the figure.
In this example, ten samples are distributed over a disk around each surface point (in actuality, they
are distributed over a sphere). Samples failing the z-test, i.e., those beyond the stored z-buffer values,
are shown in red, and samples passing are shown in green. The value of kA is a function of the ratio
of the passing samples to the total samples. We ignore the variable sample weights here for simplicity.
The point on the left has 6 passing samples out of 10 total, resulting in a ratio of 0.6, from which kA
is computed. The middle point has three passing samples. One more is outside the object but fails
the z-test, as shown by the red arrow. This gives a kA of 0.3. The point on the right has one passing
sample, so kA is 0.1.

for each screen pixel. Hill [737] uses the same method, but restricts the spherical
harmonics visibility functions to only second-order coefficients. With this assumption,
the spherical harmonic product is just a handful of scalar multiplies and can be per-
formed by even the GPU’s fixed-function blending hardware. This allows us to use
the method even on console hardware with limited performance. Because the method
uses low-order spherical harmonics, it cannot be used to generate hard shadows with
more defined boundaries, rather only mostly directionless occlusion.

11.3.6 Screen-Space Methods

The expense of object-space methods is proportional to scene complexity. However,
some information about occlusion can be deduced purely from screen-space data that
is already available, such as depth and normals. Such methods have a constant cost,
not related to how detailed the scene is, but only to the resolution used for rendering.1

Crytek developed a dynamic screen-space ambient occlusion (SSAO) approach used
in Crysis [1227]. They compute ambient occlusion in a full-screen pass, using the z-
buffer as the only input. The ambient occlusion factor kA of each pixel is estimated by
testing a set of points, distributed in a sphere around the pixel’s location, against the
z-buffer. The value of kA is a function of the number of samples that are in front of
the corresponding values in the z-buffer. A smaller number of passing samples results
in a lower value for kA. See Figure 11.14. The samples have weights that decrease
with distance from the pixel, similarly to the obscurance factor [1970]. Note that since
the samples are not weighted by a (n · l)+ factor, the resulting ambient occlusion is

1In practice, the execution time will depend on the distribution of the data in the depth or normal
buffers, as this dispersal affects how effectively the occlusion calculation logic uses the GPU caches.
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Figure 11.15. The effect of screen-space ambient occlusion is shown in the upper left. The upper
right shows the albedo (diffuse color) without ambient occlusion. In the lower left, the two are shown
combined. Specular shading and shadows are added for the final image, in the lower right. (Images
from “Crysis” courtesy of Crytek.)

incorrect. Instead of considering only those samples in the hemisphere above a surface
location, all are counted and factored in. This simplification means that samples below
the surface are counted when they should not be. Doing so causes a flat surface to be
darkened, with edges being brighter than their surroundings. Nonetheless, the results
are often visually pleasing. See Figure 11.15.

A similar method was simultaneously developed by Shanmugam and Arikan [1615].
In their paper they describe two approaches. One generates fine ambient occlusion
from small, nearby details. The other generates coarse ambient occlusion from larger
objects. The results of the two are combined to produce the final ambient occlusion
factor. Their fine-scale ambient occlusion method uses a full-screen pass that accesses
the z-buffer, along with a second buffer containing the surface normals of the visible
pixels. For each shaded pixel, nearby pixels are sampled from the z-buffer. The
sampled pixels are represented as spheres, and an occlusion term is computed for
the shaded pixel, taking its normal into account. Double-shadowing is not accounted
for, so the result is somewhat dark. Their coarse occlusion method is similar to the
object-space method of Ren et al. [1482], discussed on page 456, in that the occluding
geometry is approximated as a collection of spheres. However, Shanmugam and Arikan
accumulate occlusion in screen space, using screen-aligned billboards covering the
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“area of effect” of each occluding sphere. Double-shadowing is also not accounted for
in the coarse occlusion method, unlike the method of Ren et al.

The extreme simplicity of these two methods was quickly noticed by both industry
and academia, and spawned numerous follow-up works. Many methods, such as that
used in the game Starcraft II by Filion et al. [471] and scalable ambient obscurance by
McGuire et al. [1174], use ad hoc heuristics to generate the occlusion factor. These
kinds of methods have good performance characteristics and expose some parameters
that can be hand-tweaked to achieve the desired artistic effect.

Other methods aim to provide more principled ways of calculating the occlusion.
Loos and Sloan [1072] noticed that Crytek’s method could be interpreted as Monte
Carlo integration. They call the calculated value volumetric obscurance and define
it as

vA =

∫

x∈X

ρ(d(x))o(x)dx, (11.15)

where X is a three-dimensional, spherical neighborhood around the point, ρ is the
distance-mapping function, analogous to that in Equation 11.11, d is the distance
function, and o(x) is the occupancy function, equal to zero if x is not occupied and
one otherwise. They note that the ρ(d) function has little impact on the final visual
quality and so use a constant function. Given this assumption, volumetric obscurance
is an integral of the occupancy function over the neighborhood of a point. Crytek’s
method samples the three-dimensional neighborhood randomly to evaluate the in-
tegral. Loos and Sloan compute the integral numerically in the xy-dimensions, by
randomly sampling the screen-space neighborhood of a pixel. The z-dimension is in-
tegrated over analytically. If the spherical neighborhood of the point does not contain
any geometry, the integral is equal to the length of the intersection between the ray
and a sphere representing X. In the presence of geometry, the depth buffer is used
as an approximation of the occupancy function, and the integral is computed over
only the unoccupied part of each line segment. See the left side of Figure 11.16. The
method generates results of quality comparable to Crytek’s, but using fewer samples,
as integration over one of the dimensions is exact. If the surface normals are avail-
able, the method can be extended to take them into account. In that version, the
evaluation of the line integral is clamped at the plane defined by the normal at the
evaluation point.

Szirmay-Kalos et al. [1733] present another screen-space approach that uses nor-
mal information, called volumetric ambient occlusion. Equation 11.6 performs the
integration over a hemisphere around the normal and includes the cosine term. They
propose that this type of integral can be approximated by removing the cosine term
from the integrand and clamping the integration range with the cosine distribution.
This transforms the integral to be over a sphere instead of a hemisphere, one with half
the radius and shifted along the normal, to be fully enclosed within the hemisphere.
The volume of its unoccupied portion is calculated just as in the method by Loos and
Sloan, by randomly sampling the pixel neighborhood and analytically integrating the
occupancy function in the z-dimension. See the right side of Figure 11.16.
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Figure 11.16. Volumetric obscurance (left) estimates the integral of the unoccupied volume around
the point using line integrals. Volumetric ambient occlusion (right) also uses line integrals, but to
compute the occupancy of the sphere tangent to the shading point, which models the cosine term from
the reflectance equation. In both cases, the integral is estimated from the ratio of the unoccupied
volume of the sphere (marked with solid green lines) to the total volume of the sphere (the sum of
unoccupied and occupied volume, marked with dashed red lines). For both figures the camera is
viewing from above. The green dots represent samples read from the depth buffer, and the yellow
one is the sample for which the occlusion is being calculated.

A different approach to the problem of estimating local visibility was proposed by
Bavoil et al. [119]. They draw inspiration from the horizon mapping technique by
Max [1145]. Their method, called horizon-based ambient occlusion (HBAO), assumes
that the data in the z-buffer represents a continuous heightfield. The visibility at a
point can be estimated by determining horizon angles, the maximum angles above the
tangent plane that are occluded by the neighborhood. That is, given a direction from
a point, we record the angle of the highest object visible. If we ignore the cosine term,
the ambient occlusion factor then can be computed as the integral of the unoccluded
portions over the horizon, or, alternatively, as one minus the integral of the occluded
parts under the horizon:

kA = 1− 1

2π

∫ π

φ=−π

∫ h(φ)

α=t(φ)

W (ω) cos(θ)dθdφ, (11.16)

where h(φ) is the horizon angle above the tangent plane, t(φ) is the tangent angle
between the tangent plane and the view vector, and W (ω) is the attenuation function.
See Figure 11.17. The 1

2π term normalizes the integral so that the result is between
zero and one.

By using a linear falloff on the distance to the point that defines the horizon for a
given φ, we can compute the inner integral analytically:

kA = 1− 1

2π

∫ π

φ=−π

(
sin(h(φ))− sin(t(φ))

)
W (φ)dφ. (11.17)

The remaining integral is computed numerically, by sampling a number of directions
and finding horizon angles.
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Figure 11.17. Horizon-based ambient occlusion (left) finds the horizon angles h above the tangent
plane and integrates the unoccluded angle between them. The angle between the tangent plane and
the view vector is denoted as t. Ground-truth ambient occlusion (right) uses the same horizon angles,
h1 and h2, but also uses the angle between the normal and the view vector, γ, to incorporate the
cosine term into the calculations. In both figures the camera is viewing the scene from above. The
figures show cross sections, and horizon angles are functions of φ, the angle around the view direction.
The green dots represent samples read from the depth buffer. The yellow dot is the sample for which
the occlusion is being calculated.

The horizon-based approach is also used by Jimenez et al. [835] in a method they
call ground-truth ambient occlusion (GTAO). Their aim is to achieve ground-truth
results, matching those obtained from ray tracing, assuming that the only available
information is the heightfield formed by the z-buffer data. Horizon-based ambient
occlusion does not include the cosine term in its definition. It also adds the ad hoc
attenuation, not present in Equation 11.8, so its results, even though close to those that
are ray traced, are not the same. GTAO introduces the missing cosine factor, removes
the attenuation function, and formulates the occlusion integral in the reference frame
around the view vector. The occlusion factor is defined as

kA =
1

π

∫ π

0

∫ h2(φ)

h1(φ)

cos(θ − γ)+| sin(θ)|dθdφ, (11.18)

where h1(φ) and h2(φ) are the left and right horizon angles for a given φ, and γ is
the angle between the normal and the view direction. The normalization term 1

π is
different than for HBAO because the cosine term is included. This makes the open
hemisphere integrate to π. Not including the cosine term in the formula makes it
integrate to 2π. This formulation matches Equation 11.8 exactly, given the heightfield
assumption. See Figure 11.17. The inner integral can still be solved analytically, so
only the outer one needs to be computed numerically. This integration is performed
the same way as in HBAO, by sampling a number of directions around the given pixel.

The most expensive part of the process in horizon-based methods is sampling the
depth buffer along screen-space lines to determine the horizon angles. Timonen [1771]
presents a method that aims specifically to improve the performance characteristics
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of this step. He points out that samples used for estimating the horizon angles for a
given direction can be heavily reused between pixels that lay along straight lines in
screen space. He splits the occlusion calculations into two steps. First, he performs
line traces across the whole z-buffer. At each step of the trace, he updates the horizon
angles as he moves along the line, accounting for the prescribed maximum influence
distance, and writes this information out to a buffer. One such buffer is created for
each screen-space direction used in horizon mapping. The buffers do not need to be the
same size as the original depth buffer. Their size depends on the spacing between the
lines, and the distance between the steps along the lines, and there is some flexibility
in choosing these parameters. Different settings affect the final quality.

The second step is the calculation of the occlusion factors, based on the horizon
information stored in the buffers. Timonen uses the occlusion factor defined by HBAO
(Equation 11.17), but other occlusion estimators, such as GTAO (Equation 11.18),
could be used instead.

A depth buffer is not a perfect representation of the scene, since only the closest
object is recorded for a given direction and we do not know what occurs behind it.
Many of the methods use various heuristics to try to infer some information about
the thickness of the visible objects. These approximations suffice for many situations,
and the eye is forgiving of inaccuracies. While there are methods that use multiple
layers of depth to mitigate the problem, they never gained wider popularity, due to
complex integration with rendering engines and high runtime cost.

The screen-space approaches rely on repeatedly sampling the z-buffer to form some
simplified model of the geometry around a given point. Experiments indicate that to
achieve a high visual quality, as many as a couple hundred samples are needed. How-
ever, to be usable for interactive rendering, no more than 10 to 20 samples can be
taken, often even less than that. Jimenez et al. [835] report that, to fit into the per-
formance budget of a 60 FPS game, they could afford to use only one sample per
pixel! To bridge the gap between theory and practice, screen-space methods usually
employ some form of spatial dithering. In the most common form, every screen pixel
uses a slightly different, random set of samples, rotated or shifted radially. After the
main phase of AO calculations, a full-screen filtering pass is performed. Joint bilateral
filtering (Section 12.1.1) is used to avoid filtering across surface discontinuities and
preserve sharp edges. It uses the available information about depth or normals to re-
strict filtering to use only samples belonging to the same surface. Some of the methods
use a randomly changing sampling pattern and experimentally chosen filtering kernel;
others use a fixed-size screen-space pattern (for example, 4 × 4 pixels) of repeating
sample sets, and a filter that is restricted to that neighborhood.

Ambient occlusion calculations are also often supersampled over time [835, 1660,
1916]. This process is commonly done by applying a different sampling pattern ev-
ery frame and performing exponential averaging of the occlusion factors. Data from
the previous frame is reprojected to the current view, using the last frame’s z-buffer,
camera transforms, and information about the motion of dynamic objects. It is then
blended with the current frame results. Heuristics based on depth, normal, or velocity
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are usually used to detect situations when the data from the last frame is not reliable
and should be discarded (for instance, because some new object has come into view).
Section 5.4.2 explains temporal supersampling and antialiasing techniques in a more
general setting. The cost of temporal filtering is small, it is straightforward to imple-
ment, and even though it is not always fully reliable, in practice most problems are
not noticeable. This is mainly because ambient occlusion is never visualized directly,
it only serves as one of the inputs to the lighting calculations. After combining this
effect with normal maps, albedo textures, and direct lighting, any minor artifacts are
masked out and no longer visible.

11.3.7 Shading with Ambient Occlusion

Even though we have derived the ambient occlusion value in the context of constant,
distant illumination, we can also apply it to more complex lighting scenarios. Consider
the reflectance equation again:

Lo(v) =

∫

l∈Ω

f(l,v)Li(l)v(l)(n · l)+dl. (11.19)

The above form contains the visibility function v(l), as introduced in Section 11.3.1.
If we are dealing with a diffuse surface, we can replace f(l,v) with the Lambertian

BRDF, which is equal to the subsurface albedo ρss divided by π. We get

Lo =

∫

l∈Ω

ρss
π

Li(l)v(l)(n · l)+dl = ρss
π

∫

l∈Ω

Li(l)v(l)(n · l)+dl. (11.20)

We can reformulate the above equation to get

Lo =
ρss
π

∫

l∈Ω

Li(l)v(l)(n · l)+dl

=
ρss
π

∫

l∈Ω
Li(l)v(l)(n · l)+dl

∫

l∈Ω
v(l)(n · l)+dl

∫

l∈Ω

v(l)(n · l)+dl

=
ρss
π

∫

l∈Ω

Li(l)
v(l)(n · l)+

∫

l∈Ω
v(l)(n · l)+dldl

∫

l∈Ω

v(l)(n · l)+dl.

(11.21)

If we use the definition of the ambient occlusion from Equation 11.8, the above sim-
plifies to

Lo = kAρss

∫

l∈Ω

Li(l)K(n, l)dl, (11.22)

where

K(n, l) =
v(l)(n · l)+

∫

l∈Ω
v(l)(n · l)+dl . (11.23)

This form gives us a new perspective on the process. The integral in Equation 11.22 can
be thought of as applying a directional filtering kernel K to the incoming radiance Li.
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The filter K changes both spatially and directionally in a complicated way, but it has
two important properties. First, it covers, at most, the hemisphere around the normal
at point p, due to the clamped dot product. Second, its integral over the hemisphere
is equal to one, due to the normalization factor in the denominator.

To perform shading, we need to compute an integral of a product of two functions,
the incident radiance Li and the filter function K. In some cases, it is possible to
describe the filter in a simplified way and compute this double product integral at a
fairly low cost, for example, when both Li and K are represented using spherical har-
monics (Section 10.3.2). Another way of dealing with the complexity of this equation
is approximating the filter with a simpler one that has similar properties. The most
common choice is the normalized cosine kernel H:

H(n, l) =
(n · l)+

∫

l∈Ω
(n · l)+dl . (11.24)

This approximation is accurate when there is nothing blocking the incoming lighting.
It also covers the same angular extents as the filter we are approximating. It completely
ignores visibility, but the ambient occlusion kA term is still present in Equation 11.22,
so there will be some visibility-dependent darkening on the shaded surface.

With this choice of filtering kernel, Equation 11.22 becomes

Lo = kAρss

∫

l∈Ω

Li(l)
(n · l)+

∫

l∈Ω
(n · l)+dldl =

kA
π

ρssE. (11.25)

This means that, in its simplest form, shading with ambient occlusion can be per-
formed by computing irradiance and multiplying it by the ambient occlusion value.
The irradiance can come from any source. For instance, it can be sampled from an
irradiance environment map (Section 10.6). The accuracy of the method depends
only on how well the approximated filter represents the correct one. For lighting that
changes smoothly across the sphere, the approximation gives plausible results. It is
also fully accurate if Li is constant across all possible directions, i.e., as if the scene
were lit by an all-white environment map representing the illumination.

This formulation also gives us some insight into why ambient occlusion is a poor
approximation of visibility for punctual or small area light sources. They subtend only
a small solid angle over the surface—infinitesimally small in case of punctual lights—
and the visibility function has an important effect on the value of the lighting integral.
It controls the light contribution in an almost binary fashion, i.e., it either enables or
disables it entirely. Ignoring visibility, as we did in Equation 11.25, is a significant
approximation and, in general, does not yield expected results. Shadows lack definition
and do not exhibit any expected directionality, that is, do not appear to be produced
by particular lights. Ambient occlusion is not a good choice for modeling visibility
of such lights. Other methods, such as shadow maps, should be used instead. It is
worth noting, however, that sometimes small, local lights are used to model indirect
illumination. In such cases, modulating their contribution with an ambient occlusion
value is justified.
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Until now we assumed that we are shading a Lambertian surface. When dealing
with a more complex, non-constant BRDF, this function cannot be pulled out of the
integral, as we did in Equation 11.20. For specular materials, K depends not only
on the visibility and normal but also on the viewing direction. A lobe of a typical
microfacet BRDF changes significantly across the domain. Approximating it with a
single, predetermined shape is too coarse to yield believable results. This is why using
ambient occlusion for shading makes most sense for diffuse BRDFs. Other methods,
discussed in the upcoming sections, are better for more complex material models.

Using the bent normal (see Equation 11.10 on page 448) can be seen as a way of
approximating the filter K more precisely. The visibility term is still not present in the
filter, but its maximum matches the average unoccluded direction, which makes it a
slightly better approximation to Equation 11.23 overall. In cases where the geometric
normal and bent normal do not match, using the latter will give more accurate results.
Landis [974] uses it not only for shading with environment maps but also for some of
the direct lights, instead of regular shadowing techniques.

For shading with environment maps, Pharr [1412] presents an alternative that uses
the GPU’s texture filtering hardware to perform the filtering dynamically. The shape
of filter K is determined on the fly. Its center is the direction of the bent normal, and
its size depends on the value of kA. This provides an even more precise match to the
original filter from Equation 11.23.

11.4 Directional Occlusion
Even though using ambient occlusion alone can increase the visual quality of the
image tremendously, it is a greatly simplified model. It gives a poor approximation
for visibility when dealing with even large area-light sources, not to mention small
or punctual ones. It also cannot correctly deal with glossy BRDFs or more complex
lighting setups. Consider a surface lit by a distant dome light, with color changing
from red to green across the dome. This might represent ground illuminated by
light coming from the sky—given the colors, probably on some distant planet. See
Figure 11.18. Even though ambient occlusion will darken the lighting at points a and
b, they will still be illuminated by both red and green portions of the sky. Using bent
normals helps mitigate this effect but it is also not perfect. The simple model that we
presented before is not flexible enough to deal with such situations. One solution is
to describe the visibility in some more expressive way.

We will focus on methods that encode the entire spherical or hemispherical visibil-
ity, i.e., ways of describing which directions are blocking the incoming radiance. While
this information can be used for shadowing punctual lights, it is not its main purpose.
Methods targeting those specific types of lights—discussed extensively in Chapter 7—
are able to achieve much better quality, as they need to encode visibility for just a
single location or direction for the source. Solutions described here are meant to be
used mainly for providing occlusion for large area lights or environment lighting, where
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ambient occlusion

directional occlusion

bent normal

Figure 11.18. Approximated colors of the irradiance in points a and b under complex lighting
conditions. Ambient occlusion does not model any directionality, so the color is the same at both
points. Using a bent normal effectively shifts the cosine lobe toward the unoccluded portions of the
sky, but because the integration range is not restricted in any way, it is not enough to provide accurate
results. Directional methods are able to correctly eliminate lighting coming from the occluded parts
of the sky.

the generated shadows are soft, and artifacts caused by approximating visibility are
not noticeable. Additionally, these methods can also be used to provide occlusion in
cases where regular shadowing techniques are not feasible, such as for self-shadowing
of bump map details and for shadowing of extremely large scenes, where shadow maps
do not have enough resolution.

11.4.1 Precomputed Directional Occlusion

Max [1145] introduced the concept of horizon mapping to describe self-occlusion of a
heightfield surface. In horizon mapping, for each point on the surface, the altitude
angle of the horizon is determined for some set of azimuth directions, e.g., eight: north,
northeast, east, southeast, on around.

Instead of storing horizon angles for some given compass directions, the set of
unoccluded three-dimensional directions as a whole can be modeled as an ellipti-
cal [705, 866] or circular [1306, 1307] aperture. The latter technique is called ambient
aperture lighting (Figure 11.19). These techniques have lower storage requirements
than horizon maps, but may result in incorrect shadows when the set of unoccluded
directions does not resemble an ellipse or circle. For example, a flat plane from which
tall spikes protrude at regular intervals should have a star-shaped direction set, which
does not map well to the scheme.

There are many variations for occlusion techniques. Wang et al. [1838] use a
spherical signed distance function (SSDF) to represent visibility. It encodes a signed
distance to the boundary of the occluded regions on the sphere. Any of the spherical or
hemispherical bases discussed in Section 10.3 can also be used to encode visibility [582,
632, 805, 1267]. Just as with ambient occlusion, directional visibility information can
be stored in textures, mesh vertices, or volumes [1969].
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Figure 11.19. Ambient aperture lighting approximates the actual shape of unoccluded regions above
the shaded point with a cone. On the left, the area light source is shown in yellow and the visible
horizon for the surface location is shown in blue. On the right, the horizon is simplified to a circle,
which is the edge of a cone projecting up and to the right from the surface location, shown with
dashed lines. Occlusion of the area light is then estimated by intersecting its cone with the occlusion
cone, yielding the area shown in red.

11.4.2 Dynamic Computation of Directional Occlusion

Many of the methods used for generating ambient occlusion can also be used to gen-
erate directional visibility information. Spherical harmonic exponentiation by Ren et
al. [1482], and its screen-space variant by Sloan et al. [1655] generate visibility in a
form of spherical harmonic vectors. If more than one SH band is used, these methods
natively provide directional information. Using more bands allows encoding visibility
with more precision.

Cone tracing methods, such as those from Crassin et al. [305] and Wright [1910],
provide one occlusion value for every trace. For quality reasons, even the ambient
occlusion estimations are performed using multiple traces, so the available information
is already directional. If visibility in a particular direction is needed, we can trace fewer
cones.

Iwanicki [806] also uses cone tracing, but he restricts it to just one direction.
The results are used to generate soft shadows cast onto static geometry by dynamic
characters who are approximated with a set of spheres, similar to Ren et al. [1482]
and Sloan et al. [1655]. In this solution, lighting for the static geometry is stored using
AHD encoding (Section 10.3.3). Visibility for ambient and directional components can
be handled independently. Occlusion of the ambient part is computed analytically.
A single cone is traced and intersected with the spheres to calculate the attenuation
factor for the directional component.

Many of the screen-space methods can also be extended to provide directional
occlusion information. Klehm et al. [904] use the z-buffer data to compute screen-
space bent cones, which are in fact circular apertures, much like those precomputed
offline by Oat and Sander [1307]. When sampling the neighborhood of a pixel, they
sum the unoccluded directions. The length of the resulting vector can be used to
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estimate the apex angle of the visibility cone, and its direction defines the axis of this
cone. Jimenez et al. [835] estimate the cone axis direction based on the horizon angles,
and derive the angle from the ambient occlusion factor.

11.4.3 Shading with Directional Occlusion

With so many different ways of encoding directional occlusion, we cannot provide a
single prescription for how to perform shading. The solution will depend on what
particular effect we want to achieve.

Let us consider the reflectance equation again, in a version with incoming radiance
split into distant lighting Li and its visibility v:

Lo(v) =

∫

l∈Ω

f(l,v)Li(l)v(l)(n · l)+dl. (11.26)

The simplest operation we can do is use the visibility signal to shadow punctual
lights. Because of the simplicity of most ways of encoding visibility, the quality of
the result will often be unsatisfactory, but it will allow us to follow the reasoning
on a basic example. This method can also be used in situations where traditional
shadowing methods fail because of insufficient resolution, and the precision of the
results is less important than achieving any form of occlusion at all. Examples of such
situations include extremely large terrain models, or small surface details represented
with bump maps.

Following the discussion in Section 9.4, when dealing with punctual lights, Equa-
tion 11.26 becomes

Lo(v) = πf(lc,v)clightv(lc)(n · lc)+, (11.27)

where clight is the radiance reflected from a white, Lambertian surface facing the
light, and lc is the direction toward the light. We can interpret the above equation
as computing a response of the material to the unoccluded light and multiplying
the result by the value of the visibility function. If the light direction falls under the
horizon (when using horizon mapping), outside the visibility cone (when using ambient
aperture lighting), or in the negative area of the SSDF, the visibility function is equal
to zero and so any contribution from the light should not be taken into account. It
is worth mentioning that even though visibility is defined as binary functions,2 many
representations can return an entire range of values, not only zero or one. Such values
convey partial occlusion. Spherical harmonics or the H-basis can even reconstruct
negative values, due to ringing. These behaviors might be unwanted, but are just an
inherent property of the encoding.

We can perform similar reasoning for lighting with area lights. In this case Li is
equal to zero everywhere, except for within the solid angle subtended by the light,

2In most situations, at least. There are cases when we want the visibility function to take values
other than zero or one, but still in that range. For example, when encoding occlusion caused by a
semitransparent material, we might want to use fractional occlusion values.
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Figure 11.20. A yellow polygonal light source can be projected onto a unit hemisphere over the
shaded point to form a spherical polygon. If the visibility is described using horizon mapping, that
polygon can be clipped against it. The cosine-weighted integral of the clipped, red polygon can be
computed analytically using Lambert’s formula.

where it is equal to the radiance emitted by that source. We will refer to it as Ll and
assume that it is constant over the light’s solid angle. We can replace integration over
the entire sphere, Ω, with integration over the solid angle of the light, Ωl:

Lo(v) = Ll

∫

l∈Ωl

v(l)f(l,v)(n · l)+dl. (11.28)

If we assume that the BRDF is constant—so we are dealing with a Lambertian
surface—it can also be pulled out from under the integral:

Lo(v) =
ρss
π

Ll

∫

l∈Ωl

v(l)(n · l)+dl. (11.29)

To determine the occluded lighting, we need to compute the integral of the visibility
function multiplied by the cosine term over the solid angle subtended by the light.
There are cases when this can be done analytically. Lambert [967] derived a formula
to compute the integral of a cosine over a spherical polygon. If our area light is
polygonal, and we can clip it against the visibility representation, we then need to use
only Lambert’s formula to get a precise result (Figure 11.20). This is possible when,
for example, we choose horizon angles as our visibility representation. However, if for
any reason we settled on another encoding, such as bent cones, the clipping would
produce circular segments, for which we can no longer use Lambert’s formula. The
same applies if we want to use non-polygonal area lights.

Another possibility is to assume that the value of the cosine term is constant across
the integration domain. If the size of the area light is small, this approximation is fairly
precise. For simplicity, we can use the value of the cosine evaluated in the direction
of the center of the area light. This leaves us with the integral of the visibility term
over the solid angle of the light. Our options on how to proceed depend, again, on our
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choice of visibility representation and type of area light. If we use spherical lights and
visibility represented with bent cones, the value of the integral is the solid angle of
the intersection of the visibility cone and the cone subtended by the light. It can be
computed analytically, as shown by Oat and Sander [1307]. While the exact formula
is complex, they provide an approximation that works well in practice. If visibility is
encoded with spherical harmonics, the integral can also be computed analytically.

For environment lighting we cannot restrict the integration range, because illumi-
nation comes from all directions. We need to find a way to calculate the full integral
from Equation 11.26. Let us consider the Lambertian BRDF first:

Lo(v) =
ρss
π

∫

l∈Ω

Li(l)v(l)(n · l)+dl. (11.30)

The type of integral in this equation is called a triple product integral . If the indi-
vidual functions are represented in certain ways—for instance, as spherical harmonics
or wavelets—it can be computed analytically. Unfortunately, this is too expensive
for typical real-time applications, though such solutions have been shown to run at
interactive frame rates in simple setups [1270].

Our particular case is slightly simpler, though, as one of the functions is the cosine.
We can instead write Equation 11.30 as

Lo(v) =
ρss
π

∫

l∈Ω

Li(l)v(l)dl (11.31)

or

Lo(v) =
ρss
π

∫

l∈Ω

Li(l)v(l)dl, (11.32)

where

Li(l) = Li(l)(n · l)+,
v(l) = v(l)(n · l)+.

Both Li(l) and v(l) are spherical functions, like Li(l) and v(l). Instead of trying
to compute a triple product integral, we first multiply the cosine by either Li (Equa-
tion 11.31) or vi (Equation 11.32). Doing so makes the integrand a product of only
two functions. While this might look like just a mathematics trick, it significantly
simplifies calculations. If the factors are represented using an orthonormal basis such
as spherical harmonics, the double product integral can be trivially computed. It is a
dot product of their coefficient vectors (Section 10.3.2).

We still need to compute Li(l) or v(l), but because they involve the cosine, this is
simpler than for the fully general case. If we represent the functions using spherical
harmonics, the cosine projects to zonal harmonics (ZH), a subset of spherical harmon-
ics for which only one coefficient per band is nonzero (Section 10.3.2). The coefficients
for this projection have simple, analytic formulae [1656]. The product of an SH and a
ZH is much more efficient to compute than a product of an SH and another SH.
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If we decide to multiply the cosine by v first (Equation 11.32), we can do it offline
and instead store just the visibility. This is a form of precomputed radiance trans-
fer , as described by Sloan et al. [1651] (Section 11.5.3). In this form, however, we
cannot apply any fine-scale modification of the normal, as the cosine term, which is
controlled by the normal, is already fused with the visibility. If we want to model
fine-scale normal details, we can multiply the cosine by Li first (Equation 11.31).
Since we do not know the normal direction up front, we can either precompute this
product for different normals [805] or perform the multiplication at runtime [809].
Precomputing the products of Li and cosine offline means that, in turn, any changes
to the lighting are restricted, and allowing the lighting to change spatially would
require prohibitive amounts of memory. On the other hand, computing the prod-
uct at runtime is computationally expensive. Iwanicki and Sloan [809] describe how
to reduce this cost. Products can be computed at a lower granularity—on vertices,
in their case. The result is convolved with the cosine term, projected onto a sim-
pler representation (AHD), then interpolated and reconstructed with the per-pixel
normal. This approach allows them to use the method in performance-demanding
60 FPS games.

Klehm et al. [904] present a solution for lighting represented with an environ-
ment map and visibility encoded with a cone. They filter the environment map with
different-sized kernels that represent the integral of a product of visibility and light-
ing for different cone openings. They store the results for increasing cone angles in
the mip levels of a texture. This is possible because prefiltered results for large cone
angles vary smoothly over the sphere and do not need to be stored with high an-
gular resolution. During prefiltering, they assume that the direction of the visibility
cone is aligned with the normal, which is an approximation, but in practice gives
plausible results. They provide an analysis on how this approximation affects the
final quality.

The situation is even more complex if we are dealing with glossy BRDFs and
environment lighting. We can no longer pull the BRDF from under the integral, as it
is not constant. To handle this, Green et al. [582] suggest approximating the BRDF
itself with a set of spherical Gaussians. These are radially symmetric functions that
can be compactly represented with just three parameters: direction (or mean) d,
standard deviation µ, and amplitude w. The approximate BRDF is defined as a sum
of spherical Gaussians:

f(l,v) ≈
∑

k

wk(v)G(dk(v), µk(v), l), (11.33)

where G(d, µ, l) is the spherical Gaussian lobe, oriented along direction d, with sharp-
ness µ (Section 10.3.2), and wk in the amplitude of the kth lobe. For an isotropic
BRDF, the shape of the lobe depends on only the angle between the normal and the
view direction. Approximations can be stored in a one-dimensional lookup table and
interpolated.
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With this approximation, we can write Equation 11.26 as

Lo(v) ≈
∫

l∈Ω

∑

k

wk(v)G(dk(v), µk(v), l)Li(l)v(l)(n · l)+dl

=
∑

k

wk(v)

∫

l∈Ω

G(dk(v), µk(v), l)Li(l)v(l)(n · l)+dl.
(11.34)

Green et al. also assume that the visibility function is constant across the entire
support of each spherical Gaussian, which allows them to pull it out from under the
integral. They evaluate the visibility function in the direction of the lobe center:

Lo(v) ≈
∑

k

wk(v)vk(dk(v))

∫

l∈Ω

G(dk(v), µk(v), l)Li(l)(n · l)+dl. (11.35)

The remaining integral represents incoming lighting convolved with a spherical Gaus-
sian oriented in a given direction and with a given standard deviation. The results
of such convolutions can be precomputed and stored in an environment map, with
convolutions for larger µ’s stored in lower mip levels. Visibility is encoded with low-
order spherical harmonics, but any other representation could also be used, as it is
only point-evaluated.

Wang et al. [1838] approximate the BRDF in similar fashion, but handle visibility
in a more precise way. Their representation allows them to calculate the integral
of a single spherical Gaussian over the support of the visibility function. They use
this value to introduce a new spherical Gaussian, one with the same direction and
standard deviation, but a different amplitude. They use this new function during
lighting calculations.

For certain applications this method may be too expensive. It requires multiple
samples from the prefiltered environment maps, and texture sampling is often already
a bottleneck during rendering. Jimenez et al. [835] and El Garawany [414] present
simpler approximations. To compute the occlusion factor, they represent the entire
BRDF lobe with a single cone, ignoring its dependence on viewing angle and consid-
ering only parameters such as material roughness (Figure 11.21). They approximate
visibility as a cone and compute the solid angle of the intersection of the visibility
and BRDF cones, much as done for ambient aperture lighting. The scalar result is
used to attenuate lighting. Even though it is a significant simplification, the results
are believable.

11.5 Diffuse Global Illumination
The next sections cover various ways of simulating not only occlusion but also full light
bounces in real time. They can be roughly divided into algorithms that assume that,
right before reaching the eye, light bounces off either a diffuse or specular surface. The
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Figure 11.21. For the purpose of computing occlusion, the specular lobe of a glossy material can
be represented as a cone. If visibility is approximated as another cone, the occlusion factor can be
calculated as a solid angle of the intersection of the two, in a same way as done for ambient aperture
lighting (Figure 11.19). The image shows the general principle of representing a BRDF lobe with
a cone, but is only meant as an illustration. In practice, to produce plausible occlusion results, the
cone would need to be wider.

corresponding light paths can be written as L(D|S)∗DE or L(D|S)∗SE, respectively,
with many of the methods placing some constraints on the types of earlier bounces.
Solutions in the first group assume that the incoming lighting changes smoothly across
the hemisphere above the shading point, or ignore that change entirely. Algorithms
in the second group assume a high rate of change across the incident directions. They
rely on the fact that the lighting will be accessed within only a relatively small solid
angle. Because of these vastly different constraints, it is beneficial to handle these two
groups separately. We cover methods for diffuse global illumination in this section,
specular in the next, then promising unified approaches in the final section.

11.5.1 Surface Prelighting

Both radiosity and path tracing are designed for offline use. While there have been
efforts to use them in real-time settings, the results are still too immature to be used
in production. Currently the most common practice is to use them to precompute
lighting-related information. The expensive, offline process is run ahead of time, and
its results are stored and later used during display to provide high-quality lighting.
As mentioned in Section 11.3.4, precomputing in this way for a static scene is referred
to as baking.

This practice comes with certain restrictions. If we perform lighting calculations
ahead of time, we cannot change the scene setup at runtime. All the scene geome-
try, lights, and materials need to remain unchanged. We cannot change time of day
or blow a hole in a wall. In many cases this limitation is an acceptable trade-off.
Architectural visualizations can assume that the user only walks around virtual en-
vironments. Games place restrictions on player actions, too. In such applications we
can classify geometry into static and dynamic objects. The static objects are used
in the precomputation process and they fully interact with the lighting. Static walls



474 11. Global Illumination
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Figure 11.22. Given a Lambertian surface with a known normal, its irradiance can be precomputed.
At runtime this value is multiplied by the actual surface color (for instance, from a texture) to obtain
the reflected radiance. Depending on the exact form of the surface color, additional division by π
might be needed to ensure energy conservation.

cast shadows and static red carpets bounce red light. Dynamic objects act only as
receivers. They do not block light, and they do not generate indirect illumination
effects. In such scenarios, dynamic geometry is usually restricted to be relatively
small, so its effect on the rest of the lighting can be either ignored or modeled with
other techniques, with minimal loss of quality. Dynamic geometry can, for example,
use screen-space approaches to generate occlusion. A typical set of dynamic objects
includes characters, decorative geometry, and vehicles.

The simplest form of lighting information that can be precomputed is irradiance.
For flat, Lambertian surfaces, together with surface color it fully describes the mate-
rial’s response to lighting. Because the effect of a source of illumination is independent
of any others, dynamic lights can be added on top of the precomputed irradiance (Fig-
ure 11.22).

Quake in 1996 and Quake II in 1997 were the first commercial interactive applica-
tions to make use of precomputed irradiance values. Quake was precomputing the di-
rect contribution from static lights, mainly as a way of improving performance. Quake
II also included an indirect component, making it the first game that used a global
illumination algorithm to generate more realistic lighting. It used a radiosity-based
algorithm, since this technique was well suited to computing irradiance in Lamber-
tian environments. Also, memory constraints of the time restricted the lighting to be
relatively low resolution, which matched well with the blurry, low-frequency shadows
typical of radiosity solutions.

Precomputed irradiance values are usually multiplied with diffuse color or albedo
maps stored in a separate set of textures. Although the exitance (irradiance times
diffuse color) could in theory be precomputed and stored in a single set of textures,
many practical considerations rule out this option in most cases. The color maps
are usually quite high frequency, they make use of various kinds of tiling, and their
parts are often reused across the model, all to keep the memory usage reasonable.
The irradiance values are usually much lower frequency and cannot easily be reused.
Keeping lighting and surface color separate consumes much less memory.
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Precomputed irradiance is rarely used today, except for the most restrictive hard-
ware platforms. Since, by definition, irradiance is computed for a given normal di-
rection, we cannot use normal mapping to provide high-frequency details. This also
means that irradiance can only be precomputed for flat surfaces. If we need to use
baked lighting on dynamic geometry, we need other methods to store it. These limita-
tions have motivated a search for ways to store precomputed lighting with a directional
component.

11.5.2 Directional Surface Prelighting
To use prelighting together with normal mapping on Lambertian surfaces, we want
a way to represent how the irradiance changes with the surface normal. To provide
indirect lighting for dynamic geometry, we also need its value for every possible surface
orientation. Happily, we already have tools to represent such functions. In Section 10.3
we described various ways of determining lighting dependent on the normal’s direction.
These include specialized solutions for cases where the function domain is hemispher-
ical and the values on the lower half of the sphere do not matter, as is the case for
opaque surfaces.

The most general method is to store full spherical irradiance information, for ex-
ample by using spherical harmonics. This scheme was first presented by Good and
Taylor [564] in the context of accelerating photon mapping, and used in a real-time
setting by Shopf et al. [1637]. In both cases directional irradiance was stored in tex-
tures. If nine spherical harmonic coefficients are used (third-order SH), the quality is
excellent, however the storage and bandwidth costs are high. Using just four coeffi-
cients (a second-order SH) is less costly, but many subtleties get lost, the lighting has
less contrast, and normal maps are less pronounced.

Chen [257] uses a variation of the method for Halo 3, developed to achieve the
quality of a third-order SH at a reduced cost. He extracts the most dominant light
out of the spherical signal and stores it separately, as a color and a direction. The
residue is encoded using a second-order SH. This reduces the number of coefficients
from 27 to 18, with little quality loss. Hu [780] describes how these data can be
compressed further. Chen and Tatarchuk [258] provide further information on their
GPU-based baking pipeline used in production.

The H-basis by Habel et al. [627] is another alternative solution. Since it encodes
only hemispherical signals, fewer coefficients can provide the same precision as spher-
ical harmonics. Quality comparable to a third-order SH can be obtained with just six
coefficients. Because the basis is defined only for a hemisphere, we need some local
coordinate system on the surface to properly orient it. Usually, a tangent frame re-
sulting from uv-parameterization is used for this purpose. If H-basis components are
stored in a texture, its resolution should be high enough to adapt to the changes of
the underlying tangent space. If multiple triangles with significantly different tangent
spaces cover the same texel, the reconstructed signal will not be precise.
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Figure 11.23. Call of Duty: WWII uses the AHD representation to encode the directional variation
of the lighting in the light map. The grid is used to visualize the light map density in debug mode.
Each square corresponds to a single light map texel. (Image courtesy of Activision Publishing, Inc.
2018.)

One problem with both spherical harmonics and the H-basis is that they can
exhibit ringing (Section 10.6.1). While prefiltering can mitigate this effect, it also
smoothes the lighting, which might not always be desirable. Additionally, even the
less-expensive variants still have relatively high cost, both in terms of storage and
computation. This expense might be prohibitive in more restrictive cases, such as on
low-end platforms or when rendering for virtual reality.

Costs are why simple alternatives are still popular. Half-Life 2 uses a custom,
hemispherical basis (Section 10.3.3) that stores three color values, for a total of nine
coefficients per sample. The ambient/highlight/direction (AHD) basis (Section 10.3.3)
is also a popular choice despite its simplicity. It has been used in games such as the
Call of Duty [809, 998] series and The Last of Us [806]. See Figure 11.23.

A variation was used by Crytek in the game Far Cry [1227]. The Crytek represen-
tation consists of an average light direction in tangent space, an average light color,
and a scalar directionality factor. This last value is used to blend between the ambient
and directional components, which both use the same color. This reduces the storage
to six coefficients per sample: three values for the color, two for the direction, and one
for the directionality factor. The Unity engine also uses similar methods in one of its
modes [315].

This type of representation is nonlinear, which means that, technically, linearly
interpolating individual components, either between texels or vertices, is not mathe-
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Figure 11.24. The Order: 1886 stores incident radiance projected onto a set of spherical Gaussian
lobes in its light maps. At runtime, the radiance is convolved with the cosine lobe to compute the
diffuse response (left) and with a properly shaped anisotropic spherical Gaussian to generate the
specular response (right). (Image courtesy of Ready at Dawn Studios, copyright Sony Interactive
Entertainment.)

matically correct. If the direction of the dominant light changes rapidly, for instance
on shadow boundaries, visual artifacts might appear in shading. Despite these in-
accuracies, the results look visually pleasing. Because of the high contrast between
the ambient and directionally lit areas, the effects of normal maps are accentuated,
which is often desirable. Additionally, the directional component can be used when
calculating the specular response of the BRDF to provide a low-cost alternative to
environment maps for low-gloss materials.

On the opposite end of the spectrum are methods designed for high visual qual-
ity. Neubelt and Pettineo [1268] use texture maps storing coefficients for spherical
Gaussians in the game The Order: 1886 (Figure 11.24). Instead of irradiance, they
store incoming radiance, which is projected to a set of Gaussian lobes (Section 10.3.2),
defined in a tangent frame. They use between five and nine lobes, depending on the
complexity of the lighting in a particular scene. To generate a diffuse response, the
spherical Gaussians are convolved with a cosine lobe oriented along the surface nor-
mal. The representation is also precise enough to provide low-gloss specular effects,
by convolving Gaussians with the specular BRDF lobe. Pettineo describes the full
system in detail [1408]. He also provides source code to an application capable of
baking and rendering different lighting representations.

If we need information about the lighting in an arbitrary direction, not just within
a hemisphere above the surface (for example, to provide indirect lighting for dynamic
geometry), we can use methods that encode a full spherical signal. Spherical harmon-
ics are a natural fit here. When memory is less of a concern, third-order SH (nine
coefficients per color channel) is the popular choice; otherwise, second-order is used
(four coefficients per color channel, which matches the number of components in an
RGBA texture, so a single map can store coefficients for one color channel). Spherical
Gaussians also work in a fully spherical setting, as the lobes can be distributed across
either the entire sphere or only the hemisphere around the normal. However, since
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the solid angle that needs to be covered by the lobes is twice as large for spherical
techniques, we might need to use more lobes to retain the same quality.

If we want to avoid dealing with ringing, but cannot afford to use a high number of
lobes, the ambient cube [1193] (Section 10.3.1) is a viable alternative. It consists of six
clamped cos2 lobes, oriented along the major axes. The cosine lobes each cover just
one hemisphere, as they have local support, meaning they have nonzero values on only
a subset of their spherical domain. For this reason, only the three visible lobes out of
the six stored values are needed during the reconstruction. This limits the bandwidth
cost of lighting calculations. The quality of reconstruction is similar to second-order
spherical harmonics.

Ambient dice [808] (also Section 10.3.1) can be used for higher quality than ambient
cubes. This scheme uses twelve lobes oriented along the vertices of an icosahedron
that are a linear combination of cos2 and cos4 lobes. Six values out of the twelve stored
are used during a reconstruction. The quality is comparable to third-order spherical
harmonics. These and other similar representations (for example, a basis consisting
of three cos2 lobes and a cosine lobe, warped to cover a full sphere) have been used
in many commercially successful games, such as Half-Life 2 [1193], the Call of Duty
series [766, 808], Far Cry 3 [533], Tom Clancy’s The Division [1694], and Assassin’s
Creed 4: Black Flag [1911], to name a few.

11.5.3 Precomputed Transfer

While precomputed lighting can look stunning, it is also inherently static. Any change
to geometry or lighting can invalidate the entire solution. Just as in the real world,
opening the curtains (local change to the geometry in the scene) may flood the entire
room with light (global change to the lighting). Much research effort has been spent
on finding solutions that allow for certain types of changes.

If we make the assumption that the scene’s geometry does not change, only the
lighting, we can precompute how light interacts with the models. Inter-object effects
such as interreflections or subsurface scattering can be analyzed up front to a certain
degree and the results stored, without operating on actual radiance values. The func-
tion that takes the incoming lighting and turns it into a description of the radiance
distribution throughout the scene is called a transfer function. Solutions that pre-
compute this are called precomputed transfer or precomputed radiance transfer (PRT)
approaches.

As opposed to fully baking the lighting offline, these techniques do have a noticeable
runtime cost. When displaying the scene on screen, we need to calculate radiance
values for a particular lighting setup. To do this, the actual amount of direct light
is “injected” into the system, then the transfer function is applied to propagate it
across the scene. Some of the methods assume that this direct lighting comes from
an environment map. Other schemes allow the lighting setup to be arbitrary and to
change in a flexible fashion.
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Figure 11.25. Example of rendering using precomputed radiance transfer. Full transport of lighting
from each of the three monitors was precomputed separately, obtaining a “unit” response. Because
of the linearity of the light transport, these individual solutions can be multiplied by the colors of
the screens (pink, yellow, and blue in the example here) to obtain the final lighting.

The concept of precomputed radiance transfer was introduced to graphics by Sloan
et al. [1651]. They describe it in terms of spherical harmonics, but the method does
not have to use SH. The basic idea is simple. If we describe the direct lighting using
some (preferably low) number of “building block” lights, we can precalculate how
the scene is lit by each one of them. Imagine a room with three computer monitors
inside, and assume that each can display only a single color, but with varying intensity.
Consider the maximum brightness of each screen as equal to one, a normalized “unit”
lightness. We can independently precompute the effect each monitor has on the room.
This process can be done using the methods we covered in Section 11.2. Because light
transport is linear, the result of illuminating the scene with all three monitors will be
equal to the sum of the light coming from each, directly or indirectly. The illumination
from each monitor does not affect the other solutions, so if we set one of the screens to
be half as bright, doing so will change only its own contribution to the total lighting.

This allows us to quickly compute the full, bounced lighting within the entire room.
We take each precomputed light solution, multiply it by the actual brightness of the
screen, and sum the results. We can turn the monitors on and off, make them brighter
or darker, even change their colors, and all that is required to get the final lighting
are these multiplies and additions (Figure 11.25).
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We can write
L(p) =

∑

i

Li(p)wi, (11.36)

where L(p) is the final radiance at point p, Li(p) is the precomputed unit contribution
from screen i, and wi is its current brightness. This equation defines a vector space in
the mathematical sense, with Li being the basis vectors for this space. Any possible
lighting can be created by a linear combination of the lights’ contributions.

The original PRT paper by Sloan et al. [1651] uses the same reasoning, but in
the context of an infinitely distant lighting environment represented using spherical
harmonics. Instead of storing how the scene responds to a monitor screen, they store
how it responds to surrounding light with a distribution defined by spherical harmonic
basis functions. By doing so for some number of SH bands, they can render a scene
illuminated by an arbitrary lighting environment. They project this lighting onto
spherical harmonics, multiply each resulting coefficient by its respective normalized
“unit” contribution, and add these all together, just as we did with the monitors.

Note that the choice of the basis used to “inject” light into the scene is independent
of the representation used to express the final lighting. For example, we can describe
how the scene is illuminated using spherical harmonics, but pick another basis to
store how much radiance arrives at any given point. Say we used an ambient cube for
storage. We would calculate how much radiance arrives from the top and how much
from the sides. The transfer for each of these directions would be stored separately,
instead of as a single scalar value representing the total transfer.

The PRT paper by Sloan et al. [1651] analyzes two cases. The first is when the
receiver basis is just a scalar irradiance value of the surface. For this, the receiver
needs to be a fully diffuse surface, with a predetermined normal, which means that it
cannot use normal maps for fine-scale details. The transfer function takes the form of
a dot product between the SH projection of the input lighting and the precomputed
transfer vector, which varies spatially across the scene.

If we need to render non-Lambertian materials, or allow for normal mapping, we
can use the second variation presented. In this case, the SH projection of surrounding
lighting is transformed to an SH projection of the incident radiance for a given point.
Because this operation provides us the full radiance distribution over the sphere (or
hemisphere, if we are dealing with a static opaque object), we can properly convolve
it with any BRDF. The transfer function maps SH vectors to other SH vectors,
and has a form of matrix multiplication. This multiply operation is expensive, both
computationally and in terms of memory. If we use third-order SH for both source and
receiver, we need to store a 9×9 matrix for every point in the scene, and these data are
for just a monochrome transfer. If we want colors, we need three such matrices—an
incredible amount of memory per point.

This problem was addressed by Sloan et al. [1652] one year later. Instead of storing
the transfer vectors or matrices directly, their whole set is analyzed using a principal
component analysis (PCA) technique. The transfer coefficients can be considered
points in multi-dimensional space (for example, 81-dimensional in the case of 9 × 9
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matrices), but their sets are not uniformly distributed in that space. They form
clusters with lower dimensionality. This clustering is just like how three-dimensional
points distributed along a line are, effectively, all in a one-dimensional subspace of
a three-dimensional space. PCA can efficiently detect such statistical relationships.
Once a subspace is discovered, points can be represented using a much lower number
of coordinates, as we can store the position in the subspace with a reduced number
of dimensions. Using the line analogy, instead of storing the full position of a point
using three coordinates, we could just store its distance along the line. Sloan et al. use
this method to reduce the dimensionality of the transfer matrices from 625 dimensions
(25 × 25 transfer matrices) to 256 dimensions. While this is still too high for typical
real-time applications, many of the later light transport algorithms have adapted PCA
as a way of compressing the data.

This type of dimensionality reduction is inherently lossy. In rare cases the data
forms a perfect subspace, but most often it is approximate, so projecting data onto it
causes some degradation. To increase quality, Sloan et al. divide the set of transfer
matrices into clusters and perform PCA on each separately. The process also includes
an optimization step that ensures no discontinuities on the cluster boundaries. An
extension that allows for limited deformations of the objects is also presented, called
local deformable precomputed radiance transfer (LDPRT) [1653].

PRT has been used in various forms in several games. It is especially popular
in titles in which gameplay focuses on outdoor areas where time of day and weather
conditions change dynamically. Far Cry 3 and Far Cry 4 use PRT where the source
basis is second-order SH and the receiver basis is a custom, four-direction basis [533,
1154]. Assassin’s Creed 4: Black Flag uses one basis function as a source (sun color),
but precomputes the transfer for different times of the day. This representation can
be interpreted as having the source basis functions defined over the time dimension
instead of directions. The receiver basis is the same as that used in the Far Cry titles.

The SIGGRAPH 2005 course [870] on precomputed radiance transfer provides a
good overview of research in the area. Lehtinen [1019, 1020] gives a mathematical
framework that can be used to analyze the differences between various algorithms and
to develop new ones.

The original PRT method assumes infinitely distant surrounding lighting. While
this models lighting of an outdoor scene fairly well, it is too restrictive for indoor
environments. However, as we noted earlier, the concept is fully agnostic to the initial
source of the illumination. Kristensen et al. [941] describe a method where PRT is
computed for a set of lights scattered across the entire scene. This corresponds to
having a large number of “source” basis functions. The lights are next combined into
clusters, and receiving geometry is segmented into zones, with each zone affected by
a different subset of lights. This process results in a significant compression of the
transfer data. At runtime, the illumination resulting from arbitrarily placed lights is
approximated by interpolating data from the closest lights in the precomputed set.
Gilabert and Stefanov [533] use the method to generate indirect illumination in the
game Far Cry 3. This method in its basic form can handle only point lights. While
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Figure 11.26. Enlighten by Geomerics can generate global illumination effects in real time. The
image shows an example of its integration with the Unity engine. The user can freely change the
time of day as well as turn lights on and off. All the indirect illumination is updated accordingly in
real time. (Courtyard demo c© Unity Technologies, 2015.)

it could be extended to support other types, the cost grows exponentially with the
number of degrees of freedom for each light.

The PRT techniques discussed up to this point precompute the transfer from some
number of elements, which are then used to model the lights. Another popular class
of methods precomputes transfer between surfaces. In this type of system, the actual
source of the illumination becomes irrelevant. Any light source can be used, because
the input to these methods is the outgoing radiance from some set of surfaces (or
some other related quantity, such as irradiance, if the method assumes diffuse-only
surfaces). These direct-illumination calculations can use shadowing (Chapter 7), ir-
radiance environment maps (Section 10.6), or the ambient and directional occlusion
methods discussed earlier in this chapter. Any surface can also trivially be made emis-
sive by setting its outgoing radiance to a desired value, turning it into an area light
source.

The most popular system that works according to these principles is Enlighten by
Geomerics (Figure 11.26). While the exact details of the algorithm have never been
fully publicly revealed, numerous talks and presentations give an accurate picture of
this system’s principles [315, 1101, 1131, 1435].

The scene is assumed to be Lambertian, but only for the purpose of light transfer.
Using Heckbert’s notation, the set of paths handled is LD ∗ (D|S)E, as the last
surface before the eye does not need to be diffuse-only. The system defines a set of
“source” elements and another set of “receiver” elements. Source elements exist on
surfaces, and share some of their properties, such as diffuse color and normal. The
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preprocessing step computes how the light is transferred between the source elements
and the receivers. The exact form of this information depends on what the source
elements are and what basis is used to gather lighting at the receivers. In the simplest
form, the source elements can be points, and we are then interested in generating
irradiance in the receiving locations. In this case, the transfer coefficient is just the
mutual visibility between source and receiver. At runtime, the outgoing radiance for all
source elements is provided to the system. From this information we can numerically
integrate the reflectance equation (Equation 11.1), using the precomputed visibility
and the known information about the position and orientation of the source and
receiver. In this way, a single bounce of light is performed. As the majority of the
indirect illumination comes from this first bounce, performing one bounce alone is
enough to provide plausible illumination. However, we can use this light and run the
propagation step again to generate a second bounce of light. This is usually done over
the course of several frames, where the output of one frame is used as an input for
the next.

Using points as source elements would result in a large number of connections. To
improve performance, clusters of points representing areas of similar normal and color
can also be used as source sets. In this case the transfer coefficients are the same as
the form factors seen in radiosity algorithms (Section 11.2.1). Note that, despite the
similarity, the algorithm is different from classical radiosity, as it computes only one
bounce of light at a time and does not involve solving a system of linear equations. It
draws upon the idea of progressive radiosity [275, 1642]. In this system a single patch
can determine how much energy it receives from other patches, in an iterative process.
The process of transferring the radiance to the receiving location is called gathering.

The radiance at the receiving elements can be gathered in different forms. The
transfer to the receiving elements may use any of the directional bases that we de-
scribed before. In this case the single coefficient becomes a vector of values, with the
dimensionality equal to the number of functions in the receiving basis. When per-
forming gathering using a directional representation, the result is the same as for the
offline solutions described in Section 11.5.2, so it can be used with normal mapping
or to provide a low-gloss specular response.

The same general idea is used in many variants. To save memory, Sugden and
Iwanicki [1721] use SH transfer coefficients, quantize them, and store them indirectly
as an index to an entry in a palette. Jendersie et al. [820] build a hierarchy of source
patches, and store references to higher elements in this tree when the solid angle sub-
tended by the children is too small. Stefanov [1694] introduces an intermediate step,
where radiance from surface elements is first propagated to a voxelized representation
of the scene, one that later acts as a source for the transport.

The (in some sense) ideal split of surfaces into source patches depends on the
receiver’s position. For distant elements, considering them as separate entities gener-
ates unnecessary storage costs, but they should be treated individually when viewed
up close. A hierarchy of source patches mitigates this problem to some extent, but
does not solve it entirely. Certain patches that could be combined for particular re-
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ceivers may be far enough apart to prevent such merging. A novel approach to the
problem is presented by Silvennoinen and Lehtinen [1644]. Their method does not
create the source patches explicitly, but rather generates a different set of them for
each receiving position. The objects are rendered to a sparse set of environment maps
scattered around the scene. Each map is projected to spherical harmonics, and this
low-frequency version is “virtually” projected back onto the environment. Receiving
points record how much of this projection they can see, and this process is done for
each of the senders’ SH basis functions separately. Doing so creates a different set
of source elements for every receiver, based on the visibility information from both
environment probes and receiver points.

Because the source basis is generated from an environment map projected to an
SH, it naturally combines surfaces that are farther away. To pick the probes to use,
the receivers use a heuristic that favors nearby ones, which makes the receivers “see”
the environment at a similar scale. To limit the amount of data that has to be stored,
the transfer information is compressed with clustered PCA.

Another form of precomputed transfer is described by Lehtinen et al. [1021]. In
this approach neither the source nor the receiving elements exist on the meshes, but
rather are volumetric and can be queried at any location in three-dimensional space.
This form is convenient for providing lighting consistency between static and dynamic
geometry, but the method is fairly expensive computationally.

Loos et al. [1073] precompute transfer within a modular, unit cell, with different
configurations of the side walls. Multiple such cells are then stitched and warped to
approximate the geometry of the scene. The radiance is propagated first to the cell
borders, which act as interfaces, and then to the neighboring cells using the precom-
puted models. The method is fast enough to efficiently run even on mobile platforms,
but the resulting quality might not be sufficient for more demanding applications.

11.5.4 Storage Methods

Regardless of whether we want to use full precomputed lighting or to precalculate the
transfer information and allow for some changes in the lighting, the resulting data has
to be stored in some form. GPU-friendly formats are a must.

Light maps are one of the most common way of storing precomputed lighting.
These are textures that store the precalculated information. Though sometimes terms
such as irradiance map are used to denote a specific type of data stored, the term
light maps is used to collectively describe all of these. At runtime, the GPU’s built-in
texture mechanisms are used. Values are usually bilinearly filtered, which for some
representations might not be entirely correct. For example, when using an AHD
representation, the filtered D (direction) component will no longer be a unit length
after interpolation and so needs to be renormalized. Using interpolation also means
that the A (ambient) and H (highlight) are not exactly what they would be if we
computed them directly at the sampling point. That said, the results usually look
acceptable, even if the representation is nonlinear.
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Figure 11.27. Light baked into a scene, along with the light maps applied to the surfaces. Light map-
ping uses a unique parameterization. The scene is divided into elements that are flattened and packed
into a common texture. For example, the section in the lower left corresponds the ground plane, show-
ing the two shadows of the cubes. (From the three.js example webgl materials lightmap [218].)

In most cases light maps do not use mipmapping, which is normally not needed
because the resolution of the light map is small compared to typical albedo maps or
normal maps. Even in high-quality applications, a single light-map texel covers the
area of at least roughly 20×20 centimeters, often more. With texels of this size, extra
mip levels would almost never be needed.

To store lighting in the texture, objects need to provide an unique parameterization.
When mapping a diffuse color texture onto a model, it is usually fine for different parts
of the mesh to use the same areas of the texture, especially if a model is textured with
a general repeating pattern. Reusing light maps is difficult at best. Lighting is unique
for every point on the mesh, so every triangle needs to occupy its own, unique area
on the light map. The process of creating a parameterization starts with splitting
the meshes into smaller chunks. This can be done either automatically, using some
heuristics [1036], or by hand, in the authoring tool. Often, the split that is already
present for the mapping of other textures is used. Next, each chunk is parameterized
independently, ensuring that its parts do not overlap in texture space [1057, 1617]. The
resulting elements in texture space are called charts or shells. Finally, all the charts
are packed into a common texture (Figure 11.27). Care must be taken to ensure that
not only do charts not overlap, but also their filtering footprints must stay separate.
All the texels that can be accessed when rendering a given chart (bilinear filtering
accesses four neighboring texels) should be marked as used, so no other chart overlaps
them. Otherwise, bleeding between the charts might occur, and lighting from one of
them might be visible on the other. Although it is fairly common for light mapping
systems to provide a user-controlled “gutter” amount for spacing between the light
map charts, this separation is not necessary. The correct filtering footprint of a chart
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Figure 11.28. To accurately determine the filtering footprint of a chart, we need to find all texels
that can be accessed during rendering. If a chart intersects a square spanned between the centers of
four neighboring texels, all of them will be used during bilinear filtering. The texel grid is marked
with solid lines, texel centers with blue dots, and the chart to be rasterized with thick, solid lines
(left). We first conservatively rasterize the chart to a grid shifted by half of a texel size, marked with
dashed lined (center). Any texel touching a marked cell is considered occupied (right).

can be determined automatically by rasterizing it in light-map space, using a special
set of rules. See Figure 11.28. If shells rasterized this way do not overlap, we are
guaranteed that no bleeding will happen.

Avoiding bleeding is another reason why mipmapping is rarely used for light maps.
Chart filtering footprints would need to stay separate on all the mip levels, which would
lead to excessively large spacing between shells.

Optimally packing charts into textures is an NP-complete problem, which means
that there are no known algorithms that can generate an ideal solution with polynomial
complexity. As real-time applications may have hundreds of thousands charts in a
single texture, all real-world solutions use fine-tuned heuristics and carefully optimized
code to generate packing quickly [183, 233, 1036]. If the light map is later block-
compressed (Section 6.2.6), to improve the compression quality additional constraints
might be added to the packer to ensure that a single block contains only similar values.

A common problem with light maps are seams (Figure 11.29). Because the meshes
are split into charts and each of these is parameterized independently, it is impossible
to ensure that the lighting along split edges is exactly the same on both sides. This
manifests as a visual discontinuity. If the meshes are split manually, this problem
can be avoided somewhat by splitting them in areas that are not directly visible.
Doing so, however, is a laborious process, and cannot be applied when generating the
parameterizations automatically. Iwanicki [806] performs a post-process on the final
light map that modifies the texels along the split edges to minimize the difference
between the interpolated values on both sides. Liu and Ferguson et al. [1058] enforce
interpolated values matching along the edge via an equality constraint and solve for
texel values that best preserve smoothness. Another approach is to take this constraint
into account when creating parameterization and packing charts. Ray et al. [1467]
show how grid-preserving parameterization can be used to create light maps that do
not suffer from seam artifacts.



11.5. Diffuse Global Illumination 487

Figure 11.29. To create a unique parameterization for a torus, it needs to be cut and unwrapped.
The torus on the left uses a simple mapping, created without considering how the cuts are positioned
in texture space. Notice the discontinuities of the grid representing texels on the left. Using more
advanced algorithms, we can create a parameterization that ensures that the texel grid lines stay
continuous on the three-dimensional mesh, as on the right. Such unwrapping methods are perfect for
light mapping, as the resulting lighting does not exhibit any discontinuities.

Precomputed lighting can also be stored at vertices of the meshes. The drawback is
that the quality of lighting depends on how finely the mesh is tessellated. Because this
decision is usually made at an early stage of authoring, it is hard to ensure that there
are enough vertices on the mesh to look good in all expected lighting situations. In
addition, tessellation can be expensive. If the mesh is finely tessellated, the lighting
signal will be oversampled. If directional methods of storing the lighting are used,
the whole representation needs to be interpolated between the vertices by the GPU
and passed to the pixel shader stage to perform the lighting calculations. Passing so
many parameters between vertex and pixels shaders is fairly uncommon, and generates
workloads for which modern GPUs are not optimized, which causes inefficiencies and
lower performance. For all these reasons, storing precomputed lighting on vertices is
rarely used.

Even though information about the incoming radiance is needed on the surfaces
(except when doing volumetric rendering, discussed in Chapter 14), we can precompute
and store it volumetrically. Doing so, lighting can be queried at an arbitrary point in
space, providing illumination for objects that were not present in the scene during the
precomputation phase. Note, however, that these objects will not correctly reflect or
occlude lighting.

Greger et al. [594] present the irradiance volume, which represents the five-
dimensional (three spatial and two directional) irradiance function with a sparse spa-
tial sampling of irradiance environment maps. That is, there is a three-dimensional
grid in space, and at each grid point is an irradiance environment map. Dynamic
objects interpolate irradiance values from the closest maps. Greger et al. use a two-
level adaptive grid for the spatial sampling, but other volume data structures, such as
octrees [1304, 1305], can be used.

In the original irradiance volume, Greger et al. stored irradiance at each sample
point in a small texture, but this representation cannot be filtered efficiently on the
GPU. Today, volumetric lighting data are most often stored in three-dimensional
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textures, so sampling the volume can use the GPU’s accelerated filtering. The most
common representations for the irradiance function at the sample points include:

• Spherical harmonics (SH) of second- and third-order, with the former being more
common, as the four coefficients needed for a single color channel conveniently
pack into four channels of typical texture format.

• Spherical Gaussians.

• Ambient cube or ambient dice.

The AHD encoding, even though technically capable of representing spherical irradi-
ance, generates distracting artifacts. If SH is used, spherical harmonic gradients [54]
can further improve quality. All of the above representations have been successfully
used in many games [766, 808, 1193, 1268, 1643].

Evans [444] describes a trick used for the irradiance volumes in LittleBigPlanet.
Instead of a full irradiance map representation, an average irradiance is stored at each
point. An approximate directionality factor is computed from the gradient of the
irradiance field, i.e., the direction in which the field changes most rapidly. Instead
of computing the gradient explicitly, the dot product between the gradient and the
surface normal n is computed by taking two samples of the irradiance field, one at the
surface point p and another at a point displaced slightly in the direction of n, and
subtracting one from the other. This approximate representation is motivated by the
fact that the irradiance volumes in LittleBigPlanet are computed dynamically.

Irradiance volumes can also be used to provide lighting for static surfaces. Doing
so has the advantage of not having to provide a separate parameterization for the light
map. The technique also does not generate seams. Both static and dynamic objects
can use the same representation, making lighting consistent between the two types
of geometry. Volumetric representations are convenient for use in deferred shading
(Section 20.1), where all lighting can be performed in a single pass. The main drawback
is memory consumption. The amount of memory used by light maps grows with the
square of their resolution; for a regular volumetric structure it grows with the cube. For
this reason, considerably lower resolutions are used for grid volume representations.
Adaptive, hierarchical forms of lighting volumes have better characteristics, but they
still store more data than light maps. They are also slower than a grid with regular
spacing, as the extra indirections create load dependencies in the shader code, which
can result in stalls and slower execution.

Storing surface lighting in volumetric structures is somewhat tricky. Multiple sur-
faces, sometimes with vastly different lighting characteristics, can occupy the same
voxel, making it unclear what data should be stored. When sampling from such vox-
els, the lighting is frequently incorrect. This happens particularly often near the walls
between brightly lit outdoors and dark indoors, and results in either dark patches
outside or bright ones inside. The remedy for this is to make the voxel size small
enough to never straddle such boundaries, but this is usually impractical because of
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Figure 11.30. Unity engine uses a tetrahedral mesh to interpolate lighting from a set of probes. (Book
of the Dead c© Unity Technologies, 2018.)

the amount of data needed. The most common ways of dealing with the problem
are shifting the sampling position along the normal by some amount, or tweaking
the trilinear blending weights used during interpolation. This is often imperfect and
manual tweaks to the geometry to mask the problem might be needed. Hooker [766]
adds extra clipping planes to the irradiance volumes, which limit their influence to
the inside of a convex polytope. Kontkanen and Laine [926] discuss various strategies
to minimize bleeding.

The volumetric structure that holds the lighting does not have to be regular. One
popular option is to store it in an irregular cloud of points that are then connected
to form a Delaunay tetrahedralization (Figure 11.30). This approach was popularized
by Cupisz [316]. To look up the lighting, we first find the tetrahedron the sampling
position is in. This is an iterative process and can be somewhat expensive. We
traverse the mesh, moving between neighboring cells. Barycentric coordinates of the
lookup point with respect to the current tetrahedron corners are used to pick the
neighbor to visit in the next step (Figure 11.31). Because typical scenes can contain
thousands of positions in which the lighting is stored, this process can potentially be
time consuming. To accelerate it, we can record a tetrahedron used for lookup in the
previous frame (when possible) or use a simple volumetric data structure that provides
a good “starting tetrahedron” for an arbitrary point in the scene.

Once the proper tetrahedron is located, the lighting stored on its corners is in-
terpolated, using the already-available barycentric coordinates. This operation is not
accelerated by the GPU, but it requires just four values for interpolation, instead of
the eight needed for trilinear interpolation on a grid.
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Figure 11.31. Process of a lookup in a tetrahedral mesh illustrated in two dimensions. Steps are
shown left to right, top to bottom. Given some starting cell (marked in blue), we evaluate the
barycentric coordinates of the lookup point (blue dot) with respect to the cell’s corners. In the next
step, we move toward the neighbor across the edge opposite to the corner with the most negative
coordinate.

The positions for which the lighting gets precomputed and stored can be placed
manually [134, 316] or automatically [809, 1812]. They are often referred to as lighting
probes, or light probes, as they probe (or sample) the lighting signal. The term should
not be confused with a “light probe” (Section 10.4.2), which is the distant lighting
recorded in an environment map.

The quality of the lighting sampled from a tetrahedral mesh is highly dependent
upon the structure of that mesh, not just the overall density of the probes. If they are
distributed nonuniformly, the resulting mesh can contain thin, elongated tetrahedrons
that generate visual artifacts. If probes are placed by hand, problems can be easily
corrected, but it is still a manual process. The structure of the tetrahedrons is not
related to the structure of the scene geometry, so if not properly handled, lighting
will be interpolated across the walls and generate bleeding artifacts, just as with
irradiance volumes. In the case of manual probe placement, users can be required
to insert additional probes to stop this from happening. When automated placement
of probes is used, some form of visibility information can be added to the probes or
tetrahedrons to limit their influence to only relevant areas [809, 1184, 1812].

It is a common practice to use different lighting storage methods for static and
dynamic geometry. For example, static meshes could use light maps, while dynamic
objects could get lighting information from volumetric structures. While popular,
this scheme can create inconsistencies between the looks of different types of geom-
etry. Some of these differences can be eliminated by regularization, where lighting
information is averaged across the representations.
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When baking the lighting, care is needed to compute its values only where they are
truly valid. Meshes are often imperfect. Some vertices may be placed inside geometry,
or parts of the mesh may self-intersect. The results will be incorrect if we compute
incident radiance in such flawed locations. They will cause unwanted darkening or
bleeding of incorrectly unshadowed lighting. Kontkanen and Laine [926] and Iwanicki
and Sloan [809] discuss different heuristics that can be used to discard invalid samples.

Ambient and directional occlusion signals share many of the spatial characteristics
of diffuse lighting. As mentioned in Section 11.3.4, all of the above methods can be
used for storing them as well.

11.5.5 Dynamic Diffuse Global Illumination

Even though precomputed lighting can produce impressive-looking results, its main
strength is also its main weakness—it requires precomputation. Such offline processes
can be lengthy. It is not uncommon for lighting bakes to take many hours for typical
game levels. Because lighting computations take so long, artists are usually forced
to work on multiple levels at the same time, to avoid downtime while waiting for
the bakes to finish. This, in turn, often results in an excessive load on the resources
used for rendering, and causes the bakes to take even longer. This cycle can severely
impact productivity and cause frustration. In some cases, it is not even possible to
precompute the lighting, as the geometry changes at runtime or is created to some
extent by the user.

Several methods have been developed to simulate global illumination in dynamic
environments. Either they do not require any preprocessing, or the preparation stage
is fast enough to be executed every frame.

One of the earliest methods of simulating global illumination in fully dynamic
environments was based on “Instant Radiosity” [879]. Despite the name, the method
has little in common with the radiosity algorithm. In it, rays are cast outward from
the light sources. For each location where a ray hits, a light is placed, representing the
indirect illumination from that surface element. These sources are called virtual point
lights (VPLs). Drawing upon this idea, Tabellion and Lamorlette [1734] developed
a method used during production of Shrek 2 that performs a direct lighting pass of
scene surfaces and stores the results in textures. Then, during rendering, the method
traces rays and uses the cached lighting to create one-bounce indirect illumination.
Tabellion and Lamorlette show that, in many cases, a single bounce is enough to
create believable results. This was an offline method, but it inspired a method by
Dachsbacher and Stamminger [321] called reflective shadow maps (RSM).

Similar to regular shadow maps (Section 7.4), reflective shadow maps are rendered
from the point of view of the light. Beyond just depth, they store other information
about visible surfaces, such as their albedo, normal, and direct illumination (flux).
When performing the final shading, texels of the RSM are treated as point lights to
provide a single bounce of indirect lighting. Because a typical RSM contains hundreds
of thousands of pixels, only a subset of these are chosen, using an importance-driven
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Figure 11.32. The game Uncharted 4 uses reflective shadow maps to provide indirect illumination
from the player’s flashlight. The image on the left shows the scene without the indirect contribution.
The image on the right has it enabled. The insets show a close-up of the frame rendered without
(top) and with (bottom) temporal filtering enabled. It is used to increase the effective number of
VPLs that are used for each image pixel. (UNCHARTED 4 A Thief’s End c©/TM 2016 SIE. Created
and developed by Naughty Dog LLC.)

heuristic. Dachsbacher and Stamminger [322] later show how the method can be
optimized by reversing the process. Instead of picking the relevant texels from the
RSM for every shaded point, some number of lights are created based on the entire
RSM and splatted (Section 13.9) in screen space.

The main drawback of the method is that it does not provide occlusion for the
indirect illumination. While this is a significant approximation, results look plausible
and are acceptable for many applications.

To achieve high-quality results and maintain temporal stability during light move-
ment, a large number of indirect lights need to be created. If too few are created, they
tend to rapidly change their positions when the RSM is regenerated, and cause flicker-
ing artifacts. On the other hand, having too many indirect lights is challenging from
a performance perspective. Xu [1938] describes how the method was implemented in
the game Uncharted 4. To stay within the performance constraints, he uses a small
number (16) of lights per pixel, but cycles through different sets of them over several
frames and filters the results temporally (Figure 11.32).

Different methods have been proposed to address the lack of indirect occlusion.
Laine et al. [962] use a dual-paraboloid shadow map for the indirect lights, but add
them to the scene incrementally, so in any single frame only a handful of the shadow
maps are rendered. Ritschel et al. [1498] use a simplified, point-based representation
of the scene to render a large number of imperfect shadow maps. Such maps are small
and contain many defects when used directly, but after simple filtering provide enough
fidelity to deliver proper occlusion effects for indirect illumination.
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Some games have used methods that are related to these solutions. Dust 514
renders a top-down view of the world, with up to four independent layers when re-
quired [1110]. These resulting textures are used to perform gathering of indirect
illumination, much like the method by Tabellion and Lamorlette. A similar method
is used to provide indirect illumination from the terrain in the Kite demo, showcasing
the Unreal Engine [60].

11.5.6 Light Propagation Volumes
Radiative transfer theory is a general way of modeling how electromagnetic radiation
is propagated through a medium. It accounts for scattering, emission, and absorption.
Even though real-time graphics strives to show all these effects, except for the simplest
cases the methods used for these simulations are orders of magnitude too costly to be
directly applied in rendering. However, some of the techniques used in the field have
proved useful in real-time graphics.

Light propagation volumes (LPV), introduced by Kaplanyan [854], draw inspiration
from the discrete ordinate methods in radiative transfer. In his method, the scene
is discretized into a regular grid of three-dimensional cells. Each cell will hold a
directional distribution of radiance flowing through it. He uses second-order spherical
harmonics for these data. In the first step, lighting is injected to the cells that contain
directly lit surfaces. Reflective shadow maps are accessed to find these cells, but any
other method could be used as well. The injected lighting is the radiance reflected
off the lit surfaces. As such, it forms a distribution around the normal, facing away
from the surface, and gets its color from the material’s color. Next, the lighting is
propagated. Each cell analyzes the radiance fields of its neighbors. It then modifies
its own distribution to account for the radiance arriving from all the directions. In
a single step radiance gets propagated over a distance of only a single cell. Multiple
iterations are required to distribute it further (Figure 11.33).

The important advantage of this method is that it generates a full radiance field
for each cell. This means that we can use an arbitrary BRDF for the shading, even

Figure 11.33. Three steps of the propagation of the light distribution through a volumetric grid.
The left image shows the distribution of the lighting reflected from the geometry illuminated by
a directional light source. Notice that only cells directly adjacent to the geometry have a nonzero
distribution. In the subsequent steps, light from neighboring cells is gathered and propagated through
the grid.
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though the quality of the reflections for a glossy BRDF will be fairly low when using
second-order spherical harmonics. Kaplanyan shows examples with both diffuse and
reflective surfaces.

To allow for the propagation of light over larger distances, as well as to increase
the area covered by the volume, while keeping memory usage reasonable, a cascaded
variant of the method was developed by Kaplanyan and Dachsbacher [855]. Instead
of using a single volume with cells of uniform size, they use a set of these with pro-
gressively larger cells, nested in one another. Lighting is injected into all the levels
and propagated independently. During the lookup, they select the most detailed level
available for a given position.

The original implementation did not account for any occlusion of the indirect
lighting. The revised approach uses the depth information from the reflective shadow
map, as well as the depth buffer from the camera’s position, to add information about
the light blockers to the volumes. This information is incomplete, but the scene could
also be voxelized during the preprocess and so use a more precise representation.

The method shares the problems of other volumetric approaches, the greatest of
which is bleeding. Unfortunately, increasing the grid resolution to fix it causes other
problems. When using a smaller cell size, more iterations are required to propagate
light over the same world-space distance, making the method significantly more costly.
Finding a balance between the resolution of the grid and performance is not trivial.
The method also suffers from aliasing problems. Limited resolution of the grid, com-
bined with the coarse directional representation of the radiance, causes degradation
of the signal as it moves between the neighboring cells. Spatial artifacts, such as di-
agonal streaks, might appear in the solution after multiple iterations. Some of these
problems can be removed by performing spatial filtering after the propagation pass.

11.5.7 Voxel-Based Methods

Introduced by Crassin [304], voxel cone tracing global illumination (VXGI) is also
based on a voxelized scene representation. The geometry itself is stored in the form of
a sparse voxel octree, described in Section 13.10. The key concept is that this structure
provides a mipmap-like representation of the scene, so that a volume of space can be
rapidly tested for occlusion, for example. Voxels also contain information about the
amount of light reflected off the geometry they represent. It is stored in a directional
form, as the radiance is reflected in six major directions. Using reflective shadow
maps, the direct lighting is injected to the lowest levels of the octree first. It is then
propagated up the hierarchy.

The octree is used for estimation of the incident radiance. Ideally, we would trace
a ray to get an estimate of the radiance coming from a particular direction. However,
doing so requires many rays, so whole bundles of these are instead approximated with a
cone traced in their average direction, returning just a single value. Exactly testing the
cone for intersections with an octree is not trivial, so this operation is approximated
with a series of lookups into the tree along the cone’s axis. Each lookup reads the
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Figure 11.34. Voxel cone tracing approximates an exact cone trace with a series of filtered lookups
into a voxel tree. The left side shows a two-dimensional analog of a three-dimensional trace. Hier-
archical representation of the voxelized geometry is shown on the right, with each column showing
an increasingly coarser level of the tree. Each row shows the nodes of the hierarchy used to provide
coverage for a given sample. The levels used are picked so that the size of a node in the coarser level
is larger than the lookup size, and in the finer level smaller. A process analogous to trilinear filtering
is used to interpolate between these two chosen levels.

level of the tree with a node size corresponding to the cross section of a cone at the
given point. The lookup provides the filtered radiance reflected in the direction of
the cone origin, as well as the percentage of the lookup footprint that is occupied by
geometry. This information is used to attenuate the lighting from subsequent points,
in a fashion similar to alpha blending. The occlusion of the entire cone is tracked. In
each step it is reduced to account for the percentage of the current sample occupied
by geometry. When accumulating the radiance, it is first multiplied by the combined
occlusion factor (Figure 11.34). This strategy cannot detect full occlusions that are a
result of multiple partial ones, but the results are believable nonetheless.

To compute diffuse lighting, a number of cones are traced. How many are generated
and cast is a compromise between performance and precision. Tracing more cones
provides higher-quality results, at the cost of more time spent. It is assumed that
the cosine term is constant over the entire cone, so that this term can be factored
out of the reflectance equation integral. Doing so makes the calculation of the diffuse
lighting as simple as computing a weighted sum of the values returned by cone traces.

The method was implemented in a prototype version of the Unreal Engine, as de-
scribed by Mittring [1229]. He gives several optimizations that the developers needed
to make it run as a part of a full rendering pipeline. These improvements include
performing the traces at a lower resolution and distributing the cones spatially. This
process was done so that each pixel traces only a single cone. The full radiance for
the diffuse response is obtained by filtering the results in screen space.
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A major problem with using a sparse octree for storing lighting is the high lookup
cost. Finding the leaf node containing the given location corresponds to a series of
memory lookups, interleaved with a simple logic that determines which subtree to
traverse. A typical memory read can take in the order of a couple hundred cycles.
GPUs try to hide this latency by executing multiple groups of shader threads (warps
or wavefronts) in parallel (Chapter 3). Even though only one group performs ALU
operations at any given time, when it needs to wait for a memory read, another group
takes its place. The number of warps that can be active at the same time is determined
by different factors, but all of them are related to the amount of resources a single
group uses (Section 23.3). When traversing hierarchical data structures, most of the
time is spent waiting for the next node to be fetched from memory. However, other
warps that will be executed during this wait will most likely also perform a memory
read. Since there is little ALU work compared to the number of memory accesses, and
because the total number of warps in flight is limited, situations where all groups are
waiting for memory and no actual work is executed are common.

Having large numbers of stalled warps gives suboptimal performance, and methods
that try to mitigate these inefficiencies have been developed. McLaren [1190] replaces
the octree with a cascaded set of three-dimensional textures, much like cascaded light
propagation volumes [855] (Section 11.5.6). They have the same dimensions, but
cover progressively larger areas. In this way, reading the data is accomplished with
just a regular texture lookup—no dependent reads are necessary. Data stored in
the textures are the same as in the sparse voxel octree. They contain the albedo,
occupancy, and bounced lighting information in six directions. Because the position
of the cascades changes with the camera movement, objects constantly go in and out
of the high-resolution regions. Due to memory constraints, it is not possible to keep
these voxelized versions resident all the time, so they are voxelized on demand, when
needed. McLaren also describes a number of optimizations that made the technique
viable for a 30 FPS game, The Tomorrow Children (Figure 11.35).

11.5.8 Screen-Space Methods

Just like screen-space ambient occlusion (Section 11.3.6), some diffuse global illumina-
tion effects can be simulated using only surface values stored at screen locations [1499].
These methods are not as popular as SSAO, mainly because the artifacts resulting from
the limited amount of data available are more pronounced. Effects such as color bleed-
ing are a result of a strong direct light illuminating large areas of fairly constant color.
Surfaces such as this are often impossible to entirely fit in the view. This condition
makes the amount of bounced light strongly depend on the current framing, and fluc-
tuate with camera movement. For this reason, screen-space methods are used only to
augment some other solution at a fine scale, beyond the resolution achievable by the
primary algorithm. This type of system is used in the game Quantum Break [1643].
Irradiance volumes are used to model large-scale global illumination effects, and a
screen-space solution provides bounced light for limited distances.
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Figure 11.35. The game The Tomorrow Children uses voxel cone tracing to render indirect illumina-
tion effects. ( c© 2016 Sony Interactive Entertainment Inc. The Tomorrow Children is a trademark
of Sony Interactive Entertainment America LLC.)

11.5.9 Other Methods

Bunnell’s method for calculating ambient occlusion [210] (Section 11.3.5) also allows
for dynamically computing global-illumination effects. The point-based representation
of the scene (Section 11.3.5) is augmented by storing information about the reflected
radiance for each disk. In the gather step, instead of just collecting occlusion, a full
incident radiance function can be constructed at each gather location. Just as with
ambient occlusion, a subsequent step must be performed to eliminate lighting coming
from occluded disks.

11.6 Specular Global Illumination
The methods presented in the previous sections were mainly tailored to simulate diffuse
global illumination. We will now look at various methods that can be used to render
view-dependent effects. For glossy materials, specular lobes are much tighter than the
cosine lobe used for diffuse lighting. If we want to display an extremely shiny material,
one with a thin specular lobe, we need a radiance representation that can deliver such
high-frequency details. Alternatively, these conditions also mean that evaluation of
the reflectance equation needs only the lighting incident from a limited solid angle,
unlike a Lambertian BRDF that reflects illumination from the entire hemisphere. This
is a completely different requirement than those imposed by diffuse materials. These
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characteristics explain why different trade-offs need to be made to deliver such effects
in real time.

Methods that store the incident radiance can be used to deliver crude view-
dependent effects. When using AHD encoding or the HL2 basis, we can compute
the specular response as if the illumination was from a directional light arriving from
the encoded direction (or three directions, in the case of the HL2 basis). This ap-
proach does deliver some specular highlights from indirect lighting, but they are fairly
imprecise. Using this idea is especially problematic for AHD encoding, where the di-
rectional component can change drastically over small distances. The variance causes
the specular highlights to deform in unnatural ways. Artifacts can be reduced by
filtering the direction spatially [806]. Similar problems can be observed when using
the HL2 basis if the tangent space changes rapidly between neighboring triangles.

Artifacts can also be reduced by representing incoming lighting with higher preci-
sion. Neubelt and Pettineo use spherical Gaussian lobes to represent incident radiance
in the game The Order: 1886 [1268]. To render specular effects, they use a method
by Xu et al. [1940], who developed an efficient approximation to a specular response
of a typical microfacet BRDF (Section 9.8). If the lighting is represented with a set
of spherical Gaussians, and the Fresnel term and the masking-shadowing function are
assumed constant over their supports, then the reflectance equation can be approxi-
mated by

Lo(v) ≈
∑

k

(

M(lk,v)(n · lk)+
∫

l∈Ω

D(l,v)Lk(l)dl

)

, (11.37)

where Lk is the kth spherical Gaussian representing incident radiance, M is the factor
combining the Fresnel and masking-shadowing function, and D is the NDF. Xu et
al. introduce an anisotropic spherical Gaussian (ASG), which they use to model the
NDF. They also provide an efficient approximation for computing the integral of a
product of SG and ASG, as seen in Equation 11.37.

Neubelt and Pettineo use nine to twelve Gaussian lobes to represent the lighting,
which lets them model only moderately glossy materials. They were able to represent
most of the game lighting using this method because the game takes place in 19th-
century London, and highly polished materials, glass, and reflective surfaces are rare.

11.6.1 Localized Environment Maps

The methods discussed so far are not enough to believably render polished materials.
For these techniques the radiance field is too coarse to precisely encode fine details of
the incoming radiance, which makes the reflections look dull. The results produced
are also inconsistent with the specular highlights from analytical lights, if used on the
same material. One solution is to use more spherical Gaussians or a much higher-order
SH to get the details we need. This is possible, but we quickly face a performance
problem: Both SH and SGs have global support. Each basis function is nonzero over
the entire sphere, which means that we need all of them to evaluate lighting in a
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Figure 11.36. A simple scene with localized reflection probes set up. Reflective spheres represent probe
locations. Yellow lines depict the box-shaped reflection proxies. Notice how the proxies approximate
the overall shape of the scene.

given direction. Doing so becomes prohibitively expensive with fewer basis functions
than are needed to render sharp reflections, as we would need thousands. It is also
impossible to store that much data at the resolution that is typically used for diffuse
lighting.

The most popular solution for delivering specular components for global illumi-
nation in real-time settings are localized environment maps. They solve both of our
earlier problems. The incoming radiance is represented as an environment map, so
just a handful of values is required to evaluate the radiance. They are also sparsely
distributed throughout the scene, so the spatial precision of the incident radiance is
traded for increased angular resolution. Such environment maps, rendered at specific
points in the scene, are often called reflection probes. See Figure 11.36 for an example.

Environment maps are a natural fit for rendering perfect reflections, which are
specular indirect illumination. Numerous methods have been developed that use tex-
tures to deliver a wide range of specular effects (Section 10.5). All of these can be
used with localized environment maps to render the specular response to indirect
illumination.

One of the first titles that tied environment maps to specific points in space was
Half-Life 2 [1193, 1222]. In their system, artists first place sampling locations across
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the scene. In a preprocessing step a cube map is rendered from each of these positions.
Objects then use the nearest location’s result as the representation of the incoming
radiance during specular lighting calculations. It can happen that the neighboring
objects use different environment maps, which causes a visual mismatch, but artists
could manually override the automated assignment of cube maps.

If an object is small and the environment map is rendered from its center (after
hiding the object so it does not appear in the texture), the results are fairly precise.
Unfortunately, this situation is rare. Most often the same reflection probe is used for
multiple objects, sometimes with significant spatial extents. The farther the specular
surface’s location is from the environment map’s center, the more the results can vary
from reality.

One way of solving this problem was suggested by Brennan [194] and Bjorke [155].
Instead of treating the incident lighting as if it is coming from an infinitely distant
surrounding sphere, they assume that it comes from a sphere with a finite size, with the
radius being user-defined. When looking up the incoming radiance, the direction is not
used directly to index the environment map, but rather is treated as a ray originating
from the evaluated surface location and intersected with this sphere. Next, a new
direction is computed, one from the environment map’s center to the intersection
location. This vector serves as the lookup direction. See Figure 11.37. The procedure
has the effect of “fixing” the environment map in space. Doing so is often referred
to as parallax correction. The same method can be used with other primitives, such
as boxes [958]. The shapes used for the ray intersection are often called reflection
proxies. The proxy object used should represent the general shape and size of the
geometry rendered into the environment map. Though usually not possible, if they
match exactly—for example when a box is used to represent a rectangular room—the
method provides perfectly localized reflections.

This technique has gained great popularity in games. It is easy to implement, is
fast at runtime, and can be used in both forward and deferred rendering schemes.
Artists have direct control over both the look as well as the memory usage. If certain
areas need more precise lighting, they can place more reflection probes and fit proxies
better. If too much memory is used to store the environment maps, it is easy to remove
the probes. When using glossy materials, the distance between the shading point and
the intersection with the proxy shape can be used to determine which level of the
prefiltered environment map to use (Figure 11.38). Doing so simulates the growing
footprint of the BRDF lobe as we move away from the shading point.

When multiple probes cover the same areas, intuitive rules on how to combine
them can be established. For example, probes can have a user-set priority parameter
that makes those with higher values take precedence over lower ones, or they can
smoothly blend into each other.

Unfortunately, the simplistic nature of the method causes a variety of artifacts.
Reflection proxies rarely match the underlying geometry exactly. This makes the re-
flections stretch in unnatural ways in some areas. This is an issue mainly for highly
reflective, polished materials. In addition, reflective objects rendered into the envi-
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Figure 11.37. The effect of using reflection proxies to spatially localize an environment map (EM).
In both cases we want to render a reflection of the environment on the surface of the black circle. On
the left is regular environment mapping, represented by the blue circle (but which could be of any
representation, e.g., a cube map). Its effect is determined for a point on the black circle by accessing
the environment map using the reflected view direction r. By using just this direction, the blue circle
EM is treated as if it is infinitely large and far away. For any point on the black circle, it is as if
the EM is centered there. On the right, we want the EM to represent the surrounding black room as
being local, not infinitely far away. The blue circle EM is generated from the center of the room. To
access this EM as if it were a room, a reflection ray from position p is traced along the reflected view
direction and intersected in the shader with a simple proxy object, the red box around the room.
This intersection point and the center of the EM are then used to form direction r′, which is used
to access the EM as usual, by just a direction. By finding r′, this process treats the EM as if it has
a physical shape, the red box. This proxy box assumption will break down for this room in the two
lower corners, since the proxy shape does not match the actual room’s geometry.

Figure 11.38. The BRDFs at points a and b are the same, and the view vectors v and v′ are equal.
Because the distance d to the reflection proxy from point a is shorter than the distance d′ from b,
the footprint of the BRDF lobe on the side of the reflection proxy (marked in red) is smaller. When
sampling a prefiltered environment map, this distance can be used along with the roughness at the
reflection point to affect the mip level.
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ronment map have their BRDFs evaluated from the map’s location. Surface locations
accessing the environment map will not have the exact same view of these objects, so
the texture’s stored results are not perfectly correct.

Proxies also cause (sometimes severe) light leaks. Often, the lookup will return
values from bright areas of the environment map, because the simplified ray cast
misses the local geometry that should cause occlusion. This problem is sometimes
mitigated by using directional occlusion methods (Section 11.4). Another popular
strategy for mitigating this issue is using the precomputed diffuse lighting, which is
usually stored with a higher resolution. The values in the environment map are first
divided by the average diffuse lighting at the position from which it was rendered.
Doing so effectively removes the smooth, diffuse contribution from the environment
map, leaving only higher-frequency components. When the shading is performed, the
reflections are multiplied by the diffuse lighting at the shaded location [384, 999].
Doing so can partially alleviate the lack of spatial precision of the reflection probes.

Solutions have been developed that use more sophisticated representation of the
geometry captured by the reflection probe. Szirmay-Kalos et al. [1730] store a depth
map for each reflection probe and perform a ray trace against it on lookup. This can
produce more accurate results, but at an extra cost. McGuire et al. [1184] propose a
more efficient way of tracing rays against the probes’ depth buffer. Their system stores
multiple probes. If the initially chosen probe does not contain enough information to
reliably determine the hit location, a fallback probe is selected and the trace continues
using the new depth data.

When using a glossy BRDF, the environment map is usually prefiltered, and each
mipmap stores the incident radiance convolved with a progressively larger kernel.
The prefiltering step assumes that this kernel is radially symmetric (Section 10.5).
However, when using parallax correction, the footprint of the BRDF lobe on the
shape of the reflection proxy changes depending on the location of the shaded point.
Doing so makes the prefiltering slightly incorrect. Pesce and Iwanicki analyze different
aspects of this problem and discuss potential solutions [807, 1395].

Reflection proxies do not have to be closed, convex shapes. Simple, planar rectan-
gles can also be used, either instead of or to augment the box or sphere proxies with
high-quality details [1228, 1640].

11.6.2 Dynamic Update of Environment Maps

Using localized reflection probes requires that each environment map needs to be
rendered and filtered. This work is often done offline, but there are cases where it
might be necessary to do it at runtime. In case of an open-world game with a changing
time of day, or when the world geometry is generated dynamically, processing all these
maps offline might take too long and impact productivity. In extreme cases, when
many variants are needed, it might even be impossible to store them all on disk.

In practice, some games render the reflection probes at runtime. This type of
system needs to be carefully tuned not to affect the performance in a significant way.
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Except for trivial cases, it is not possible to re-render all the visible probes every
frame, as a typical frame from a modern game can use tens or even hundreds of them.
Fortunately, this is not needed. We rarely require the reflection probes to accurately
depict all the geometry around them at all times. Most often we do want them to
properly react to changes in the time of day, but we can approximate reflections of
dynamic geometry by some other means, such as the screen-space methods described
later (Section 11.6.5). These assumptions allow us to render a few probes at load time
and the rest progressively, one at a time, as they come into view.

Even when we do want dynamic geometry to be rendered in the reflection probes,
we almost certainly can afford to update the probes at a lower frame rate. We can
define how much frame time we want to spend rendering reflection probes and update
just some fixed number of them every frame. Heuristics based on each probe’s distance
to the camera, time since the last update, and similar factors can determine the update
order. In cases where the time budget is particularly small, we can even split the
rendering of a single environment map over multiple frames. For instance, we could
render just a single face of a cube map each frame.

High-quality filtering is usually used when performing convolution offline. Such
filtering involves sampling the input texture many times, which is impossible to afford
at high frame rates. Colbert and Křivánek [279] developed a method to achieve com-
parable filtering quality with relatively low sample counts (in the order of 64), using
importance sampling. To eliminate the majority of the noise, they sample from a cube
map with a full mip chain, and use heuristics to determine which mip level should be
read by each sample. Their method is a popular choice for fast, runtime prefiltering of
environment maps [960, 1154]. Manson and Sloan [1120] construct the desired filter-
ing kernel out of basis functions. The exact coefficients for constructing a particular
kernel must be obtained during an optimization process, but it happens only once for
a given shape. The convolution is performed in two stages. First, the environment
map is downsampled and simultaneously filtered with a simple kernel. Next, samples
from the resulting mip chain are combined to construct the final environment map.

To limit the bandwidth used in the lighting passes, as well as the memory usage,
it is beneficial to compress the resulting textures. Narkowicz [1259] describes an
efficient method for compressing high dynamic range reflection probes to BC6H format
(Section 6.2.6), which is capable of storing half-precision floating point values.

Rendering complex scenes, even one cube map face at a time, might be too ex-
pensive for the CPU. One solution is to prepare G-buffers for the environment
maps offline and calculate only the (much less CPU-demanding) lighting and con-
volution [384, 1154]. If needed, we can even render dynamic geometry on top of the
pregenerated G-buffers.

11.6.3 Voxel-Based Methods

In the most performance-restricted scenarios, localized environment maps are an ex-
cellent solution. However, their quality can often be somewhat unsatisfactory. In
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practice, workarounds have to be used to mask problems resulting from insufficient
spatial density of the probes or from proxies being too crude an approximation of the
actual geometry. More elaborate methods can be used when more time is available
per frame.

Voxel cone tracing—both in the sparse octree [307] as well as the cascaded ver-
sion [1190] (Section 11.5.7)—can be used for the specular component as well. The
method performs cone tracing against a representation of the scene stored in a sparse
voxel octree. A single cone trace provides just one value, representing the average
radiance coming from the solid angle subtended by the cone. For diffuse lighting, we
need to trace multiple cones, as using just a single cone is inaccurate.

It is significantly more efficient to use cone tracing for glossy materials. In the
case of specular lighting, the BRDF lobe is narrow, and only radiance coming from a
small solid angle needs to be considered. We no longer need to trace multiple cones;
in many cases just one is enough. Only specular effects on rougher materials might
require tracing multiple cones, but because such reflections are blurry, it is often
sufficient to fall back to localized reflection probes for these cases and not trace cones
at all.

On the opposite end of the spectrum are highly polished materials. The specular
reflection off of these is almost mirror-like. This makes the cone thin, resembling
a single ray. With such a precise trace, the voxel nature of the underlying scene
representation might be noticeable in the reflection. Instead of polygonal geometry it
will show the cubes resulting from the voxelization process. This artifact is rarely a
problem in practice, as the reflection is almost never seen directly. Its contribution
is modified by textures, which often mask any imperfections. When perfect mirror
reflections are needed, other methods can be used that provide them at lower runtime
cost.

11.6.4 Planar Reflections

Another alternative is to reuse the regular representation of the scene and re-render
it to create a reflected image. If there is a limited number of reflective surfaces, and
they are planar, we can use the regular GPU rendering pipeline to create an image
of the scene reflected off such surfaces. These images can not only provide accurate
mirror reflections, but also render plausible glossy effects with some extra processing
of each image.

An ideal reflector follows the law of reflection, which states that the angle of
incidence is equal to the angle of reflection. That is, the angle between the incident
ray and the normal is equal to the angle between the reflected ray and the normal.
See Figure 11.39. This figure also shows an “image” of the reflected object. Due
to the law of reflection, the reflected image of the object is simply the object itself,
physically reflected through the plane. That is, instead of following the reflected ray,
we could follow the incident ray through the reflector and hit the same point, but on
the reflected object.
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Figure 11.39. Reflection in a plane, showing angle of incidence and reflection, the reflected geometry,
and the reflector.

This leads us to the principle that a reflection can be rendered by creating a copy
of the object, transforming it into the reflected position, and rendering it from there.
To achieve correct lighting, light sources have to be reflected in the plane as well,
with respect to both position and direction [1314]. An equivalent method is to instead
reflect the viewer’s position and orientation through the mirror to the opposite side of
the reflector. This reflection can be achieved by simple modification to the projection
matrix.

Objects that are on the far side of (i.e., behind) the reflector plane should not be
reflected. This problem can be solved by using the reflector’s plane equation. The
simplest method is to define a clipping plane in the pixel shader. Place the clipping
plane so that it coincides with the plane of the reflector [654]. Using this clipping
plane when rendering the reflected scene will clip away all reflected geometry that is
on the same side as the viewpoint, i.e., all objects that were originally behind the
mirror.

11.6.5 Screen-Space Methods

Just as with ambient occlusion and diffuse global illumination, some specular effects
can be calculated solely in screen space. Doing so is slightly more precise than in
the diffuse case, because of the sharpness of the specular lobe. Information about the
radiance is needed from only a limited solid angle around the reflected view vector,
not from the full hemisphere, so the screen data are much more likely to contain it.
This type of method was first presented by Sousa et al. [1678] and was simultaneously
discovered by other developers. The whole family of methods is called screen-space
reflections (SSR).
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Given the position of the point being shaded, the view vector, and the normal,
we can trace a ray along the view vector reflected across the normal, testing for
intersections with the depth buffer. This testing is done by iteratively moving along
the ray, projecting the position to screen space, and retrieving the z-buffer depth from
that location. If the point on the ray is further from the camera than the geometry
represented by the depth buffer, it means that the ray is inside the geometry and a hit
is detected. A corresponding value from the color buffer can then be read to obtain
the value of the radiance incident from the traced direction. This method assumes
that the surface hit by the ray is Lambertian, but this condition is an approximation
common to many methods and is rarely a constraint in practice. The ray can be
traced in uniform steps in world space. This method is fairly coarse, so when a hit
is detected, a refinement pass can be performed. Over a limited distance, a binary
search can be used to accurately locate the intersection position.

McGuire and Mara [1179] note that, because of perspective projection, stepping
in uniform world-space intervals creates uneven distributions of sampling points along
the ray in screen space. Sections of the rays close to the camera are undersampled, so
some hit events might be missed. Those farther away are oversampled, so the same
depth buffer pixels are read multiple times, generating unnecessary memory traffic
and redundant computations. They suggest performing the ray march in screen space
instead, using a digital differential analyzer (DDA), a method that can be used for
rasterizing lines.

First, both the start and end points of the ray to be traced are projected to
screen space. Pixels along this line are each examined in turn, guaranteeing uniform
precision. One consequence of this approach is that the intersection test does not
require full reconstruction of the view-space depth for every pixel. The reciprocal
of the view-space depth, which is the value stored in the z-buffer in the case of a
typical perspective projection, changes linearly in screen space. This means that we
can compute its derivatives with respect to screen-space x- and y-coordinates before
the actual trace, then use simple linear interpolation to get the value anywhere along
the screen-space segment. The computed value can be directly compared with the
data from the depth buffer.

The basic form of screen-space reflections traces just a single ray, and can provide
only mirror reflections. However, perfectly specular surfaces are fairly rare. In modern,
physically based rendering pipelines, glossy reflections are needed more often, and SSR
can also be used to render these.

In simple, ad hoc approaches [1589, 1812], the reflections are still traced with a sin-
gle ray, along the reflected direction. The results are stored in an offscreen buffer that
is processed in a subsequent step. A series of filtering kernels is applied, often com-
bined with downsampling the buffer to create a set of reflection buffers, each blurred
to a different degree. When computing the lighting, the width of the BRDF lobe de-
termines which reflection buffer is sampled. Even though the shape of the filter is often
chosen to match the shape of the BRDF lobe, doing so is still only a crude approxima-
tion, as screen-space filtering is performed without considering discontinuities, surface



11.6. Specular Global Illumination 507

orientation, and other factors crucial to the precision of the result. Custom heuristics
are added at the end to make the glossy screen-space reflections visually match specu-
lar contributions from other sources. Even though it is an approximation, the results
are convincing.

Stachowiak [1684] approaches the problem in a more principled way. Computing
screen-space reflections is a form of ray tracing, and just like ray tracing it can be used
to perform proper Monte Carlo integration. Instead of just using the reflected view
direction, he uses importance sampling of the BRDF and shoots rays stochastically.
Because of performance constraints, the tracing is done at half resolution and a small
number of rays are traced per pixel (between one and four). This is too few rays to
produce a noise-free image, so the intersection results are shared between neighboring
pixels. It is assumed that the local visibility can be considered the same for pixels
within some range. If a ray shot from point p0 in direction d0 intersects the scene in
point i0, we can assume that if we shoot a ray from point p1, in a direction d1 such
that it also passes through i0, it will also hit the geometry in i0 and there will not
be any intersections before it. This lets us use the ray, without actually tracing it,
just by appropriately modifying its contribution to the neighbor’s integral. Formally
speaking, the direction of a ray shot from a neighboring pixel will have a different
probability when computed with respect to the probability distribution function of
the BRDF of the current pixel.

To further increase the effective number of rays, the results are filtered temporally.
The variance of the final integral is also reduced by performing the scene-independent
part of the integration offline and storing it in a lookup table indexed by BRDF
parameters. In situations where all the required information for the reflected rays is
available in screen space, these strategies allow us to achieve precise, noise-free results,
close to path-traced ground-truth images (Figure 11.40).

Tracing rays in screen space is generally expensive. It consists of repeatedly sam-
pling the depth buffer, possibly multiple times, and performing some operations on
the lookup results. Because the reads are fairly incoherent, the cache utilization can
be poor, leading to long stalls during shader execution from waiting on memory trans-
actions to finish. Much care needs to be put into making the implementation as fast
as possible. Screen-space reflections are most often calculated at a reduced resolu-
tion [1684, 1812], and temporal filtering is used to make up for the decreased quality.

Uludag [1798] describes an optimization that uses a hierarchical depth buffer (Sec-
tion 19.7.2) to accelerate tracing. First, a hierarchy is created. The depth buffer is
progressively downsampled, by a factor of two in each direction for each step. A pixel
on the higher level stores the minimum depth value between the four corresponding
pixels at the lower level. Next, the trace is performed through the hierarchy. If in a
given step the ray does not hit the geometry stored in the cell it passes through, it is
advanced to the cell’s boundary, and in the next step a lower-resolution buffer is used.
If the ray encounters a hit in the current cell, it is advanced to the hit location, and
in the next step a higher-resolution buffer is used. The trace terminates when a hit
on the highest-resolution buffer is registered (Figure 11.41).
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Figure 11.40. All the specular effects in this image were rendered using a stochastic screen-space
reflection algorithm [1684]. Notice the vertical stretching, characteristic of reflections from microfacet
models. (Image courtesy of Tomasz Stachowiak. Scene modeled and textured by Joacim Lunde.)

The scheme is particularly good for long traces, as it ensures no features will be
missed and at the same time allows the ray to advance in large increments. It also
accesses the caches well, as the depth buffers are not read in random, distant locations,
but rather in a local neighborhood. Many practical tips on implementing this method
are presented by Grenier [599].

Figure 11.41. Tracing a ray through a hierarchical depth buffer. If the ray does not hit geometry
when passing through a pixel, the next step uses a coarser resolution. If a hit is registered, the
subsequent step uses finer resolution. This process allows the ray to traverse empty areas in large
steps, providing higher performance.
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Others avoid tracing the rays entirely. Drobot [384] reuses the location of the
intersection with the reflection proxies and looks up the screen-space radiance from
there. Cichocki [266] assumes planar reflectors and, instead of tracing the rays, reverses
the process and runs a full-screen pass in which every pixel writes its value into the
location where it should be reflected.

Just as with other screen-space approaches, reflections can also suffer from artifacts
caused by the limited data available. It is common for the reflected rays to leave the
screen area before registering a hit, or to hit the backfaces of the geometry, for which
no lighting information is available. Such situations need to be handled gracefully, as
the validity of the traces is often different even for neighboring pixels. Spatial filters
can be used to partially fill the gaps in the traced buffer [1812, 1913].

Another problem with SSR is the lack of information about the thickness of the
objects in the depth buffer. Because only a single value is stored, there is no way to
tell if the ray hit anything when it goes behind a surface described by depth data.
Cupisz [315] discusses various low-cost ways to mitigate the artifacts arising from not
knowing the thickness of the objects in the depth buffer. Mara et al. [1123] describe
the deep G-buffer, which stores multiple layers of data and so has more information
about the surface and environment.

Screen-space reflection is a great tool to provide a specific set of effects, such as
local reflections of nearby objects on mostly flat surfaces. They substantially improve
the quality of real-time specular lighting, but they do not provide a complete solution.
Different methods described in this chapter are often stacked on top of each other,
to deliver a complete and robust system. Screen-space reflection serves as a first
layer. If it cannot provide accurate results, localized reflection probes are used as a
fallback. If none of the probes are applied in a given area, a global, default probe is
used [1812]. This type of setup provides a consistent and robust way of obtaining a
plausible indirect specular contribution, which is especially important for a believable
look.

11.7 Unified Approaches
The methods presented so far can be combined into a coherent system capable of
rendering beautiful images. However, they lack the elegance and conceptual simplicity
of path tracing. Every aspect of the rendering equation is handled in a different way,
each making various compromises. Even though the final image can look realistic,
there are many situations when these methods fail and the illusion breaks. For these
reasons, real-time path tracing has been the focus of significant research efforts.

The amount of computation needed for rendering images of acceptable quality
with path tracing far exceeds the capabilities of even fast CPUs, so GPUs are used
instead. Their extreme speed and the flexibility of the compute units make them good
candidates for this task. Applications of real-time path tracing include architectural
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walkthroughs and previsualization for movie rendering. Lower and varying frame
rates can be acceptable for these use cases. Techniques such as progressive refinement
(Section 13.2) can be used to improve the image quality when the camera is still.
High-end systems can expect to have use of multiple GPUs.

In contrast, games need to render frames in final quality, and they need to do it
consistently within the time budget. The GPU may also need to perform tasks other
than rendering itself. For example, systems such as particle simulations are often
offloaded to the GPU to free up some CPU processing power. All these elements
combined make path tracing impractical for rendering games today.

There is a saying in the graphics community: “Ray tracing is the technology of the
future and it always will be!” This quip implies that the problem is so complex, that
even with all the advances in both hardware speed and algorithms, there will always
be more efficient ways of handling particular parts of the rendering pipeline. Paying
the extra cost and using only ray casting, including for primary visibility, may be
hard to justify. There is currently considerable truth to it, because GPUs were never
designed to perform efficient ray tracing. Their main goal has always been rasterizing
triangles, and they have become extremely good at this task. While ray tracing can
be mapped to the GPU, current solutions do not have any direct support from fixed-
function hardware. It is difficult at best to always beat hardware rasterization with
what is effectively a software solution running on the GPU’s compute units.

The more reasonable, less purist approach is to use path-tracing methods for effects
that are difficult to handle within the rasterization framework. Rasterize triangles
visible from the camera, but instead of relying on approximate reflection proxies, or
incomplete screen-space information, trace paths to compute reflections. Instead of
trying to simulate area light shadows with ad hoc blurs, trace rays toward the source
and compute the correct occlusion. Play to the GPU’s strengths and use the more
general solution for elements that cannot be handled efficiently in hardware. Such
a system would still be a bit of a patchwork, and would lack the simplicity of path
tracing, but real-time rendering has always been about compromises. If some elegance
has to be given up for a few extra milliseconds, it is the right choice—frame rate is
nonnegotiable.

While we perhaps will never be able to call real-time rendering a “solved problem,”
more use of path tracing would help bring theory and practice closer together. With
GPUs getting faster every day, such hybrid solutions should be applicable to even the
most demanding applications in the near future. Initial examples of systems built on
these principles are already starting to appear [1548].

A ray tracing system relies on an acceleration scheme such as using a bounding
volume hierarchy (BVH) to accelerate visibility testing. See Section 19.1.1 for more
information about this topic. A naive implementation of a BVH does not map well to
the GPU. As explained in Chapter 3, GPUs natively execute groups of threads, called
warps or wavefronts. A warp is processed in lock-step, with every thread performing
the same operation. If some of the threads do not execute particular parts of the
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Figure 11.42. Spatiotemporal variance-guided filtering can be used to denoise a one-sample-per-pixel,
path-traced image (left) to creates a smooth artifact-free image (center). The quality is comparable to
a reference rendered with 2048 samples per pixel (right). (Image courtesy of NVIDIA Corporation.)

code, they are temporarily disabled. For this reason, GPU code should be written
in a way that minimizes divergent flow control between the threads within the same
wavefront. Say each thread processes a single ray. This scheme usually leads to large
divergence between threads. Different rays will execute diverging branches of the
traversal code, intersecting different bounding volumes along the way. Some rays will
finish tree traversal earlier than others. This behavior takes us away from the ideal,
where all threads in a warp are using the GPU’s compute capabilities. To eliminate
these inefficiencies, traversal methods have been developed that minimize divergence
and reuse threads that finished early [15, 16, 1947].

Hundreds or thousands of rays may need to be traced per pixel to generate high-
quality images. Even with an optimal BVH, efficient tree traversal algorithms, and
fast GPUs, doing so is not possible in real time today for any but the simplest scenes.
The images that we can generate within the available performance constraints are
extremely noisy and are not suitable for display. However, they can be treated with
denoising algorithms, to produce mostly noise-free images. See Figure 11.42, as well as
Figure 24.2 on page 1044. Impressive advances have been made in the field recently,
and algorithms have been developed that can create images visually close to high-
quality, path-traced references from input generated by tracing even just a single path
per pixel [95, 200, 247, 1124, 1563].

In 2014 PowerVR announced their Wizard GPU [1158]. In addition to typical
functionality, it contains units that construct and traverse acceleration structures in
hardware (Section 23.11). This system proves that there are both interest and the
ability to tailor fixed-function units to accelerate ray casting. It will be exciting to see
what the future holds!
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Further Reading and Resources
Pharr et al.’s book Physically Based Rendering [1413] is an excellent guide to non-
interactive global illumination algorithms. What is particularly valuable about their
work is that they describe in depth what they found works. Glassner’s (now free)
Principles of Digital Image Synthesis [543, 544] discusses the physical aspects of the
interaction of light and matter. Advanced Global Illumination by Dutré et al. [400]
provides a foundation in radiometry and on (primarily offline) methods of solving Ka-
jiya’s rendering equation. McGuire’s Graphics Codex [1188] is an electronic reference
that holds a huge range of equations and algorithms pertaining to computer graphics.
Dutré’s Global Illumination Compendium [399] reference work is quite old, but free.
Shirley’s series of short books [1628] are an inexpensive and quick way to learn about
ray tracing.



Chapter 12

Image-Space Effects

“The world was not wheeling anymore. It was just very
clear and bright and inclined to blur at the edges.”

—Ernest Hemingway

There is more involved in making an image than simply portraying objects. Part
of making an image appear photorealistic is having it look like a photo. Just as a
photographer adjusts their final result, we may also wish to modify, say, the color
balance. Adding film grain, vignetting, and other subtle changes to the rendered
image can make a rendering look more convincing. Alternately, more dramatic effects
such as lens flares and bloom can convey a sense of drama. Portraying depth of field
and motion blur can increase realism and be used for artistic effect.

The GPU can be used to efficiently sample and manipulate images. In this chapter
we first discuss modifying a rendered image with image processing techniques. Addi-
tional data, such as depths and normals, can be used to enhance these operations, for
example, by allowing a noisy area to be smoothed while still retaining sharp edges.
Reprojection methods can be used to save on shading computations, or rapidly create
missing frames. We conclude by presenting a variety of sample-based techniques to
produce lens flares, bloom, depth of field, motion blur, and other effects.

12.1 Image Processing
Graphics accelerators have generally been concerned with creating artificial scenes
from geometry and shading descriptions. Image processing is different, where we take
an input image and modify it in various ways. The combination of programmable
shaders and the ability to use an output image as an input texture opened the way
to using the GPU for a wide variety of image processing effects. Such effects can be
combined with image synthesis. Typically, an image is generated and then one or more
image processing operations is performed on it. Modifying the image after rendering
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Figure 12.1. On the left, a screen-filling quadrilateral, with (u, v) texture coordinates shown. On the
right, a single triangle fills the screen, with its texture coordinates adjusted appropriately to give the
same mapping.

is called post-processing. A large number of passes, accessing image, depth, and other
buffers, can be performed while rendering just a single frame [46, 1918]. For example,
the game Battlefield 4 has over fifty different types of rendering passes [1313], though
not all are used in a single frame.

There are a few key techniques for post-processing using the GPU. A scene is
rendered in some form to an offscreen buffer, such as a color image, z-depth buffer, or
both. This resulting image is then treated as a texture. This texture is applied to a
screen-filling quadrilateral. Post-processing is performed by rendering this quadrilat-
eral, as the pixel shader program will be invoked for every pixel. Most image processing
effects rely on retrieving each image texel’s information at the corresponding pixel.
Depending on system limitations and algorithm, this can be done by retrieving the
pixel location from the GPU or by assigning texture coordinates in the range [0, 1] to
the quadrilateral and scaling by the incoming image size.

In practice a screen-filling triangle can be more efficient than a quadrilateral. For
example, image processing proceeds almost 10% faster on the AMD GCN architecture
when a single triangle is used instead of a quadrilateral formed from two triangles,
due to better cache coherency [381]. The triangle is made large enough to fill the
screen [146]. See Figure 12.1. Whatever primitive object is used, the intent is the
same: to have the pixel shader be evaluated for every pixel on the screen. This type
of rendering is called a full screen pass. If available, you can also use compute shaders
to perform image processing operations. Doing so has several advantages, described
later.
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Using the traditional pipeline, the stage is now set for the pixel shader to access
the image data. All relevant neighboring samples are retrieved and operations are
applied to them. The contribution of the neighbor is weighted by a value depend-
ing on its relative location from the pixel being evaluated. Some operations, such as
edge detection, have a fixed-size neighborhood (for example, 3 × 3 pixels) with dif-
ferent weights (sometimes negative) for each neighbor and the pixel’s original value
itself. Each texel’s value is multiplied by its corresponding weight and the results are
summed, thus producing the final result.

As discussed in Section 5.4.1, various filter kernels can be used for reconstruction
of a signal. In a similar fashion, filter kernels can be used to blur the image. A
rotation-invariant filter kernel is one that has no dependency on radial angle for the
weight assigned to each contributing texel. That is, such filter kernels are described
entirely by a texel’s distance from the central pixel for the filtering operation. The
sinc filter, shown in Equation 5.22 on page 135, is a simple example. The Gaussian
filter, the shape of the well-known bell curve, is a commonly used kernel:

Gaussian(x) =

(
1

σ
√
2π

)

e−
r2

2σ2 , (12.1)

where r is the distance from the texel’s center and σ is the standard deviation; σ2 is
called the variance. A larger standard deviation makes a wider bell curve. A rough
rule of thumb is to make the support, the filter size, 3σ pixels wide or greater, as a
start [1795]. A wider support gives more blur, at the cost of more memory accesses.

The term in front of the e keeps the area under the continuous curve equal to
one. However, this term is irrelevant when forming a discrete filter kernel. The values
computed per texel are summed together over the area, and all values are then divided
by this sum, so that the final weights sum to one. Because of this normalization
process, the constant term serves no purpose, and so often is not shown in filter
kernel descriptions. The Gaussian two-dimensional and one-dimensional filters shown
in Figure 12.2 are formed this way.

A problem with the sinc and Gaussian filters is that the functions go on forever.
One expedient is to clamp such filters to a specific diameter or square area and simply
treat anything beyond as having a value of zero. Other filtering kernels are designed
for various properties, such as ease of control, smoothness, or simplicity of evaluation.
Bjorke [156] and Mitchell et al. [1218], provide some common rotation-invariant filters
and other information on image processing on the GPU.

Any full-screen filtering operation will attempt to sample pixels from outside the
bounds of the display. For example, if you gather 3×3 samples for, say, the upper left
pixel on the screen, you are attempting to retrieve texels that do not exist. One basic
solution is to set the texture sampler to clamp to the edge. When an offscreen, non-
existent texel is requested, instead the nearest edge texel is retrieved. This leads to
filtering errors at the edges of the image, but these are often not noticeable. Another
solution is to generate the image to be filtered at a slightly higher resolution than the
display area, so that these offscreen texels exist.
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Figure 12.2. One way to perform a Gaussian blur is to sample a 5 × 5 area, weighting each contri-
bution and summing them. Part (a) of the figure shows these weights for a blur kernel with σ = 1.
A second way is to use separable filters. Two one-dimensional Gaussian blurs, (b) and (c), are per-
formed in series, with the same net result. The first pass, shown in (b) for 5 separate rows, blurs each
pixel horizontally using 5 samples in its row. The second pass, (c), applies a 5-sample vertical blur
filter to the resulting image from (b) to give the final result. Multiplying the weights in (b) by those
in (c) gives the same weights as in (a), showing that this filter is equivalent and therefore separable.
Instead of needing 25 samples, as in (a), each of (b) and (c) effectively each use 5 per pixel, for a
total of 10 samples.
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Figure 12.3. On the left, a box filter is applied by performing nine texture samples and averaging the
contributions together. In the middle, a symmetric pattern of five samples is used, with the outside
samples each representing two texels, and so each is given twice the weight of the center sample. This
type of pattern can be useful for other filter kernels, where by moving the outside samples between
their two texels, the relative contribution of each texel can be changed. On the right, a more efficient
four-sample pattern is used instead. The sample on the upper left interpolates between four texels’
values. Those on the upper right and lower left each interpolate the values of two texels. Each sample
is given a weight proportional to the number of texels it represents.

One advantage of using the GPU is that built-in interpolation and mipmapping
hardware can be used to help minimize the number of texels accessed. For example,
say the goal is to use a box filter, i.e., to take the average of the nine texels forming
a 3 × 3 grid around a given texel and display this blurred result. These nine texture
samples would then be weighted and summed together by the pixel shader, which
would then output the blurred result to the pixel.

Nine explicit sample operations are unnecessary, however. By using bilinear inter-
polation with a texture, a single texture access can retrieve the weighted sum of up
to four neighboring texels [1638]. Using this idea, the 3 × 3 grid could be sampled
with just four texture accesses. See Figure 12.3. For a box filter, where the weights
are equal, a single sample could be placed midway among four texels, obtaining the
average of the four. For a filter such as the Gaussian, where the weights differ in
such a way that bilinear interpolation between four samples can be inaccurate, each
sample can still be placed between two texels, but offset closer to one than the other.
For instance, imagine one texel’s weight was 0.01 and its neighbor was 0.04. The
sample could be put so that it was a distance of 0.8 from the first, and so 0.2 from
the neighbor, giving each texel its proper proportion. This single sample’s weight
would be the sum of the two texels’ weights, 0.05. Alternatively, the Gaussian could
be approximated by using a bilinear interpolated sample for every four texels, finding
the offset that gives the closest approximation to the ideal weights.

Some filtering kernels are separable. Two examples are the Gaussian and box filters.
This means that they can be applied in two separate one-dimensional blurs. Doing
so results in considerably less texel access being needed overall. The cost goes from
d2 to 2d, where d is the kernel diameter or support [815, 1218, 1289]. For example,
say the box filter is to be applied in a 5 × 5 area at each pixel in an image. First
the image could be filtered horizontally: The two neighboring texels to the left and
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two to the right of each pixel, along with the pixel’s value itself, are equally weighted
by 0.2 and summed together. The resulting image is then blurred vertically, with the
two neighboring texels above and below averaged with the central pixel. For example,
instead of having to access 25 texels in a single pass, a total of 10 texels are accessed
in two passes. See Figure 12.2. Wider filter kernels benefit even more.

Circular disk filters, useful for bokeh effects (Section 12.4), are normally expensive
to compute, since they are not separable in the domain of real numbers. However,
using complex numbers opens up a wide family of functions that are. Wronski [1923]
discusses implementation details for this type of separable filter.

Compute shaders are good for filtering, and the larger the kernel, the better the
performance compared to pixel shaders [1102, 1710]. For example, thread group mem-
ory can be used to share image accesses among different pixels’ filter computations,
reducing bandwidth [1971]. A box filter of any radius can be performed for a constant
cost by using scattered writes with a compute shader. For the horizontal and vertical
passes, the kernel for the first pixel in a row or column is computed. Each successive
pixel’s result is determined by adding in the next sample at the leading edge of the
kernel and subtracting the sample at the far end that was left behind. This “moving
average” technique can be used to approximate a Gaussian blur of any size in constant
time [531, 588, 817].

Downsampling is another GPU-related technique commonly used when blurring.
The idea is to make a smaller version of the image to be manipulated, e.g., halving the
resolution along both axes to make a quarter-screen image. Depending on the input
data and the algorithm’s requirements, the original image may be filtered down in
size or simply created at this lower resolution. When this image is accessed to blend
into the final, full resolution image, magnification of the texture will use bilinear in-
terpolation to blend between samples. This gives a further blurring effect. Performing
manipulations on a smaller version of the original image considerably decreases the
overall number of texels accessed. Also, any filters applied to this smaller image have
the net effect of increasing the relative size of the filter kernel. For example, applying
a kernel with a width of five (i.e., two texels to each side of the central pixel) to the
smaller image is similar in effect to applying a kernel with a width of nine to the
original image. Quality will be lower, but for blurring large areas of similar color, a
common case for many glare effects and other phenomena, most artifacts will be min-
imal [815]. Reducing the number of bits per pixel is another method that can lower
memory access costs. Downsampling can be used for other slowly varying phenom-
ena, e.g., many particle systems can be rendered at half resolution [1391]. This idea of
downsampling can be extended to creating a mipmap of an image and sampling from
multiple layers to increase the speed of the blurring process [937, 1120].

12.1.1 Bilateral Filtering

Upsampling results and other image processing operations can be improved by using
some form of bilateral filter [378, 1355]. The idea is to discard or lower the influence
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Figure 12.4. Bilateral filter. In the upper left is the original image. In the lower left, we blur and use
samples from only those pixels that are not red. On the right, one pixel’s filter kernel is shown. The
red pixels are ignored when computing the Gaussian blur. The rest of the pixels’ colors are multiplied
by the corresponding filter weights and summed, and the sum of these weights is also computed. For
this case the weights sum to 0.8755, so the color computed is divided by this value.

of samples that appear unrelated to the surface at our center sample. This filter is
used to preserve edges. Imagine that you focus a camera on a red object in front of a
distant blue object, against a gray background. The blue object should be blurry and
the red sharp. A simple bilateral filter would examine the color of the pixel. If red,
no blurring would occur—the object stays sharp. Otherwise, the pixel is blurred. All
samples that are not red will be used to blur the pixel. See Figure 12.4.

For this example we could determine which pixels to ignore by examining their
colors. The joint, or cross, bilateral filter uses additional information, such as depths,
normals, identification values, velocities, or other data to determine whether to use
neighboring samples. For example, Ownby et al. [1343] show how patterns can occur
when using just a few samples for shadow mapping. Blurring these results looks
considerably better. However, a shadow on one object should not affect another
unrelated model, and a blur will make shadows bleed outside the edges of the object.
They use a bilateral filter, discarding samples on different surfaces by comparing the
depth of a given pixel to that of its neighbors. Reducing variability in an area in
this way is called denoising, and is commonly used in screen-space ambient occlusion
algorithms (Section 11.3.6), for example [1971].

Using only the distance from the camera to find edges is often insufficient. For
example, a soft shadow crossing the edge formed between two cube faces may fall on
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only one face, the other facing away from the light. Using just the depth could cause
the shadow to bleed from one face to the other when blurred, since this edge would
not be detected. We can solve this problem by using only those neighbors where
both the depth and surface normal are similar to those of the center sample. Doing
so limits samples crossing shared edges, and so such bilateral filters are also called
edge-preserving filters. Determining whether and how much to weaken or ignore the
influence of a neighboring sample is up to the developer, and is dependent on such
factors as the models, rendering algorithms, and viewing conditions.

Beyond the additional time spent examining neighbors and summing weights, bi-
lateral filtering has other performance costs. Filtering optimizations such as two-pass
separable filtering and bilinear interpolated weighted sampling are more difficult to
use. We do not know in advance which samples should be disregarded or weakened
in influence, so we cannot use techniques in which the GPU gathers multiple image
texels in a single “tap.” That said, the speed advantage of a separable two-pass filter
has led to approximation methods [1396, 1971].

Paris et al. [1355] discuss many other applications of bilateral filters. Bilateral
filters get applied wherever edges must be preserved but samples could be reused to
reduce noise. They are also used to decouple shading frequency from the frequency
at which geometry is rendered. For example, Yang et al. [1944] perform shading at a
lower resolution, then using normals and depths, perform bilateral filtering during up-
sampling to form the final frame. An alternative is nearest-depth filtering, where the
four samples in the low-resolution image are retrieved and the one whose depth is clos-
est to the high-resolution image’s depth is used [816]. Hennessy [717] and Pesce [1396]
contrast and compare these and other methods for upsampling images. A problem
with low-resolution rendering is that fine details can then be lost. Herzog et al. [733]
further improve quality by exploiting temporal coherence and reprojection. Note that
a bilateral filter is not separable, since the number of samples per pixel can vary.
Green [589] notes that the artifacts from treating it as separable can be hidden by
other shading effects.

A common way to implement a post-processing pipeline is to use ping-pong
buffers [1303]. This is simply the idea of applying operations between two offscreen
buffers, each used to hold intermediate or final results. For the first pass, the first
buffer is the input texture and the second buffer is where output is sent. In the next
pass the roles are reversed, with the second now acting as the input texture and the
first getting reused for output. In this second pass the first buffer’s original contents
are overwritten—it is transient, being used as temporary storage for a processing pass.
Managing and reusing transient resources is a critical element in designing a modern
rendering system [1313]. Making each separate pass perform a particular effect is con-
venient from an architectural perspective. However, for efficiency, it is best to combine
as many effects as possible in a single pass [1918].

In previous chapters, pixel shaders that access their neighbors were used for mor-
phological antialiasing, soft shadows, screen-space ambient occlusion, and other tech-
niques. Post-processing effects are generally run on the final image, and can imitate
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Figure 12.5. Image processing using pixel shaders. The original image in the upper left is processed
in various ways. The upper right shows a Gaussian difference operation, the lower left edge detection,
and lower right a composite of the edge detection blended with the original image. (Images courtesy
of NVIDIA Corporation.)

thermal imaging [734], reproduce film grain [1273] and chromatic aberration [539], per-
form edge detection [156, 506, 1218], generate heat shimmer [1273] and ripples [58],
posterize an image [58], help render clouds [90], and perform a huge number of other
operations [156, 539, 814, 1216, 1217, 1289]. Section 15.2.3 presents a few image pro-
cessing techniques used for non-photorealistic rendering. See Figure 12.5 for but a few
examples. These each use a color image as the only input.
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Rather than continue with an exhaustive (and exhausting) litany of all possible
algorithms, we end this chapter with some effects achieved using various billboard and
image processing techniques.

12.2 Reprojection Techniques
Reprojection is based on the idea of reusing samples computed in previous frames. As
its name implies, these samples are reused as possible from a new viewing location and
orientation. One goal of reprojection methods is to amortize rendering cost over several
frames, i.e., to exploit temporal coherence. Hence, this is also related to temporal
antialiasing, covered in Section 5.4.2. Another goal is to form an approximate result
if the application fails to finish rendering the current frame in time. This approach
is particularly important in virtual reality applications, to avoid simulator sickness
(Section 21.4.1).

Reprojection methods are divided into reverse reprojection and forward repro-
jection. The basic idea of reverse reprojection [1264, 1556] is shown in Figure 12.6.
When a triangle is rendered at time t, the vertex positions are computed for both
the current frame (t) and the previous (t − 1). Using z and w from vertex shading,
the pixel shader can compute an interpolated value z/w for both t and t − 1, and if
they are sufficiently close, a bilinear lookup at pt−1

i can be done in the previous color
buffer and that shaded value can be used instead of computing a new shaded value.
For areas that previously were occluded, which then become visible (e.g., the dark
green area in Figure 12.6), there are no shaded pixels available. This is called a cache
miss. On such events, we compute new pixel shading to fill these holes. Since reuse

t – 1

pt–1
0

pt
0

pt–1
1

pt
1

t

Figure 12.6. A green and a blue triangle at time t − 1 and the frame after, at time t. The three-
dimensional points pt

i on the green triangle at the center of two pixels, together with pixel area, are

reverse-reprojected to points pt−1
i . As can be seen, pt−1

0 is occluded while pt
0 is visible, in which

case no shaded results can be reused. However, p1 is visible at both t− 1 and t, and so shading can
potentially be reused for that point. (Illustration after Nehab et al. [1264].)
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of shaded values assumes that they are independent of any type of motion (objects,
camera, light source), it is wise to not reuse shaded values over too many frames. Ne-
hab et al. [1264] suggest that an automatic refresh should always happen after several
frames of reuse. One way to do this is to divide the screen into n groups, where each
group is a pseudo-random selection of 2× 2 pixel regions. Each frame, a single group
is updated, which avoids reusing pixel values for too long. Another variant of reverse
reprojection is to store a velocity buffer and perform all testing in screen space, which
avoids the double transform of vertices.

For better quality, one may also use a running-average filter [1264, 1556], which
gradually phases out older values. These are particularly recommended for spatial
antialiasing, soft shadows, and global illumination. The filter is described by

cf (p
t) = αc(pt) + (1− α)c(pt−1), (12.2)

where c(pt) is the newly shaded pixel value at pt, c(pt−1) is the reverse-reprojected
color from the previous frame, and cf (p

t) is the final color after applying the filter.
Nehab et al. use α = 3/5 for some use cases, but recommend that different values
should be tried depending on what is rendered.

Forward reprojection instead works from the pixels of frame t − 1 and projects
them into frame t, which thus does not require double vertex shading. This means
that the pixels from frame t− 1 are scattered onto frame t, while reverse reprojection
methods gather pixel values from frame t − 1 to frame t. These methods also need
to handle occluded areas that become visible, and this is often done with different
heuristic hole-filling approaches, i.e., the values in the missing regions are inferred
from the surrounding pixels. Yu et al. [1952] use forward reprojection to compute
depth-of-field effects in an inexpensive manner. Instead of classic hole filling, Didyk
et al. [350] avoid the holes by adaptively generating a grid over frame t− 1 based on
motion vectors. This grid is rendered with depth testing, projected into frame t, which
means that occlusions and fold-overs are handled as part of rasterizing the adaptive
grid triangles with depth testing. Didyk et al. use their method to reproject from the
left eye to the right eye in order to generate a stereo pair for virtual reality, where the
coherence normally is high between the two images. Later, Didyk et al. [351] present
a perceptually motivated method to perform temporal upsampling, e.g., increasing
frame rate from 40 Hz to 120 Hz.

Yang and Bowles [185, 1945, 1946] present methods that project from two frames
at t and t+1 into a frame at t+ δt in between these two frames, i.e., δt ∈ [0, 1]. These
approaches have a greater chance of handling occlusion situations better because they
use two frames instead of just one. Such methods are used in games to increase frame
rate from 30 FPS to 60 FPS, which is possible since their method runs in less than 1 ms.
We recommend their course notes [1946] and the wide-ranging survey on temporal
coherence methods by Scherzer et al. [1559]. Valient [1812] also uses reprojection
to speed up rendering in Killzone: Shadow Fall. See the numerous references near
the end of Section 5.4.2 for implementation details in using reprojection for temporal
antialiasing.



524 12. Image-Space Effects

12.3 Lens Flare and Bloom
Lens flare is a phenomenon caused by light that travels through a lens system or the
eye by indirect reflection or other unintended paths. Flare can by classified by several
phenomena, most significantly a halo and a ciliary corona. The halo is caused by the
radial fibers of the crystalline structure of the lens. It looks like a ring around the
light, with its outside edge tinged with red, and its inside with violet. The halo has
a constant apparent size, regardless of the distance of the source. The ciliary corona
comes from density fluctuations in the lens, and appears as rays radiating from a
point, which may extend beyond the halo [1683].

Camera lenses can also create secondary effects when parts of the lens reflect or
refract light internally. For example, polygonal patterns can appear due to a camera’s
aperture blades. Streaks of light can also be seen to smear across a windshield, due to
small grooves in the glass [1303]. Bloom is caused by scattering in the lens and other
parts of the eye, creating a glow around the light and dimming contrast elsewhere in
the scene. A video camera captures an image by converting photons to charge using
a charge-coupled device (CCD). Bloom occurs in a video camera when a charge site
in the CCD gets saturated and overflows into neighboring sites. As a class, halos,
coronae, and bloom are called glare effects.

In reality, most such artifacts are seen less and less as camera technology improves.
Better designs, lens hoods, and anti-reflective coatings can reduce or eliminate these
stray ghosting artifacts [598, 786]. However, these effects are now routinely added
digitally to real photos. Because there are limits to the light intensity produced by
a computer monitor, we can give the impression of increased brightness in a scene or
from objects by adding such effects to our images [1951]. The bloom effect and lens
flare are almost clichés in photos, films, and interactive computer graphics, due to
their common use. Nonetheless, when skillfully employed, such effects can give strong
visual cues to the viewer.

To provide a convincing effect, the lens flare should change with the position of the
light source. King [899] creates a set of squares with different textures to represent the
lens flare. These are then oriented on a line going from the light source position on
screen through the screen’s center. When the light is far from the center of the screen,
these squares are small and more transparent, becoming larger and more opaque as
the light moves inward. Maughan [1140] varies the brightness of a lens flare by using
the GPU to compute the occlusion of an onscreen area light source. He generates
a single-pixel intensity texture that is then used to attenuate the brightness of the
effect. Sekulic [1600] renders the light source as a single polygon, using occlusion
query hardware to give a pixel count of the area visible (Section 19.7.1). To avoid
GPU stalls from waiting for the query to return a value to the CPU, the result is
used in the next frame to determine the amount of attenuation. Since the intensity
is likely to vary in a fairly continuous and predictable fashion, a single frame of delay
causes little perceptual confusion. Gjøl and Svendsen [539] first generate a depth
buffer (which they use for other effects as well) and sample it 32 times in a spiral
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Figure 12.7. Lens flare, star glare, and bloom effects, along with depth of field and motion blur [1208].
Note the strobing artifacts on some moving balls due to accumulating separate images. (Image from
“Rthdribl,” by Masaki Kawase.)

pattern in the area where the lens flare will appear, using the result to attenuate the
flare texture. The visibility sampling is done in the vertex shader while rendering the
flare geometry, thus avoiding the delay caused by hardware occlusion queries.

Streaks from bright objects or lights in a scene can be performed in a similar
fashion by either drawing semitransparent billboards or performing post-processing
filtering on the bright pixels themselves. Games such as Grand Theft Auto V use a
set of textures applied to billboard for these and other effects [293].

Oat [1303] discusses using a steerable filter to produce the streak effect. Instead
of filtering symmetrically over an area, this type of filter is given a direction. Texel
values along this direction are summed together, which produces a streak effect. Using
an image downsampled to one quarter of the width and height, and two passes using
ping-pong buffers, gives a convincing streak effect. Figure 12.7 shows an example of
this technique.
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Figure 12.8. The process of generating sun flare in the game The Witcher 3. First, a high-contrast
correction curve is applied to the input image to isolate the unoccluded parts of the sun. Next, radial
blurs, centered on the sun, are applied to the image. Shown on the left, the blurs are performed in a
series, each operating on the output of the previous one. Doing so creates a smooth, high-quality blur,
while using a limited number of samples in each pass to improve efficiency. All blurs are performed at
half resolution to decrease the runtime cost. The final image of the flare is combined additively with
the original scene rendering. (CD PROJEKT R©, The Witcher R© are registered trademarks of CD
PROJEKT Capital Group. The Witcher game c© CD PROJEKT S.A. Developed by CD PROJEKT
S.A. All rights reserved. The Witcher game is based on the prose of Andrzej Sapkowski. All other
copyrights and trademarks are the property of their respective owners.)

Many other variations and techniques exist, moving well beyond billboarding. Mit-
tring [1229] uses image processing to isolate bright parts, downsample them, and blur
them in several textures. They are then composited again over the final image by
duplicating, scaling, mirroring, and tinting. Using this approach, it is not possible
for artists to control the look of each flare source independently: The same process is
applied to each of the flares. However, any bright parts of the image can generate lens
flares, such as specular reflections or emissive parts of a surface, or bright spark parti-
cles. Wronski [1919] describes anamorphic lens flares, a byproduct of cinematography
equipment used in the 1950s. Hullin et al. [598, 786] provide a physical model for var-
ious ghosting artifacts, tracing bundles of rays to compute effects. It gives plausible
results that are based on the design of the lens system, along with trade-offs between
accuracy and performance. Lee and Eisemann [1012] build on this work, using a lin-
ear model that avoids expensive preprocesses. Hennessy [716] gives implementation
details. Figure 12.8 shows a typical lens flare system used in production.

The bloom effect, where an extremely bright area spills over onto adjoining pixels,
is performed by combining several techniques already presented. The main idea is to
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create a bloom image consisting only of the bright objects that are to be “overexposed,”
blur this, then composite it back into the normal image. The blur used is typically a
Gaussian [832], though recent matching to reference shots shows that the distribution
has more of a spike shape [512]. A common method for making this image is to bright-
pass filter: Any bright pixels are retained, and all dim pixels are made black, often
with some blend or scaling at the transition point [1616, 1674]. For bloom on just a
few small objects, a screen bounding box can be computed to limit the extent of the
post-processing blur and composite passes [1859].

This bloom image can be rendered at a low resolution, e.g., anywhere from one half
to one eighth of the width and height of the original. Doing so saves time and can help
increase the effect of filtering. This lower-resolution image is blurred and combined
with the original. This reduction in resolution is used in many post-processing effects,
as is the technique of compressing or otherwise reducing color resolution [1877]. The
bloom image can be downsampled several times and resampled from the set of images
produced, giving a wider blur effect while minimizing sampling costs [832, 1391, 1918].
For example, a single bright pixel moving across the screen may cause flicker, as it
may not be sampled in some frames.

Because the goal is an image that looks overexposed where it is bright, this image’s
colors are scaled as desired and added to the original image. Additive blending satu-
rates a color and then goes to white, which is usually just what is desired. An example
is shown in Figure 12.9. Alpha blending could be used for more artistic control [1859].
Instead of thresholding, high dynamic range imagery can be filtered for a better re-
sult [512, 832]. Low and high dynamic range blooms can be computed separately
and composited, to capture different phenomena in a more convincing manner [539].
Other variants are possible, e.g., the previous frame’s results can also be added to the
current frame, giving animated objects a streaking glow [815].

12.4 Depth of Field
For a camera lens at a given setting, there is a range where objects are in focus,
its depth of field. Objects outside of this range are blurry—the further outside, the
blurrier. In photography, this blurriness is related to aperture size and focal length.
Reducing the aperture size increases the depth of field, i.e., a wider range of depths are
in focus, but decreases the amount of light forming the image (Section 9.2). A photo
taken in an outdoor daytime scene typically has a large depth of field because the
amount of light is sufficient to allow a small aperture size, ideally a pinhole camera.
Depth of field narrows considerably inside a poorly lit room. So, one way to control
a depth-of-field effect is to have it tied to tone mapping, making out-of-focus objects
blurrier as the light level decreases. Another is to permit manual artistic control,
changing focus and increasing depth of field for dramatic effect as desired. See an
example in Figure 12.10.
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Figure 12.9. High dynamic range tone mapping and bloom. The lower image is produced by using
tone mapping on, and adding a post-process bloom to, the original image [1869]. (Image from “Far
Cry,” courtesy of Ubisoft.)
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Figure 12.10. Depth of field depends on the camera’s focus. (Images rendered in G3D, courtesy of
Morgan McGuire [209, 1178].)

An accumulation buffer can be used to simulate depth of field [637]. See Fig-
ure 12.11. By varying the view position on the lens and keeping the point of focus
fixed, objects will be rendered blurrier relative to their distance from this focal point.
However, as with other accumulation effects, this method comes at a high cost of mul-
tiple renderings per image. That said, it does converge to the correct ground-truth
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viewer

focal plane

Figure 12.11. Depth of field via accumulation. The viewer’s location is moved a small amount,
keeping the view direction pointing at the focal point. Each rendered image is summed together and
the average of all the images is displayed.

image, which can be useful for testing. Ray tracing can also converge to a physically
correct result, by varying the location of the eye ray on the aperture. For efficiency,
many methods can use a lower level of detail on objects that are out of focus.

While impractical for interactive applications, the accumulation technique of shift-
ing the view location on the lens provides a reasonable way of thinking about what
should be recorded at each pixel. Surfaces can be classified into three zones: those in
focus near the focal point’s distance (focus field or mid-field ), those beyond (far field ),
and those closer (near field ). For surfaces at the focal distance, each pixel shows an
area in sharp focus, as all the accumulated images have approximately the same result.
The focus field is a range of depths where the objects are only slightly out of focus,
e.g., less than half a pixel [209, 1178]. This range is what photographers refer to as
the depth of field. In interactive computer graphics we use a pinhole camera with
perfect focus by default, so depth of field refers to the effect of blurring the near and
far field content. Each pixel in the averaged image is a blend of all surface locations
seen in the different views, thereby blurring out-of-focus areas, where these locations
can vary considerably.

One limited solution to this problem is to create separate image layers. Render one
image of just the objects in focus, one of the objects beyond, and one of the objects
closer. This can be done by changing the near/far clipping plane locations. The near
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and far field images are blurred, and then all three images are composited together
in back-to-front order [1294]. This 2.5-dimensional approach, so called because two-
dimensional images are given depths and combined, provides a reasonable result under
some circumstances. The method breaks down when objects span multiple images,
going abruptly from blurry to in focus. Also, all filtered objects have a uniform
blurriness, without any variation due to distance [343].

Another way to view the process is to think of how depth of field affects a single
location on a surface. Imagine a tiny dot on a surface. When the surface is in focus,
the dot is seen through a single pixel. If the surface is out of focus, the dot will appear
in nearby pixels, depending on the different views. At the limit, the dot will define a
filled circle on the pixel grid. This is termed the circle of confusion.

In photography, the aesthetic quality of the areas outside the focus field is called
bokeh, from the Japanese word meaning “blur.” (This word is pronounced “bow-ke,”
with “bow” as in “bow and arrow” and “ke” as in “kettle.”) The light that comes
through the aperture is often spread evenly, not in some Gaussian distribution [1681].
The shape of the area of confusion is related to the number and shape of the aperture
blades, as well as the size. An inexpensive camera will produce blurs that have a
pentagonal shape rather than perfect circles. Currently most new cameras have seven
blades, with higher-end models having nine or more. Better cameras have rounded
blades, which make the bokeh circular [1915]. For night shots the aperture size is
larger and can have a more circular pattern. Similar to how lens flares and bloom are
amplified for effect, we sometimes render a hexagonal shape for the circle of confusion
to imply that we are filming with a physical camera. The hexagon turns out to be a
particularly easy shape to produce in a separable two-pass post-process blur, and so
is used in numerous games, as explained by Barré-Brisebois [107].

One way to compute the depth-of-field effect is to take each pixel’s location on
a surface and scatter its shading value to its neighbors inside this circle or polygon.
See the left side of Figure 12.12. The idea of scattering does not map well to pixel
shader capabilities. Pixel shaders can efficiently operate in parallel because they do
not spread their results to neighbors. One solution is to render a sprite (Section 13.5)
for every near and far field pixel [1228, 1677, 1915]. Each sprite is rendered to a
separate field layer, with the sprite’s size determined by the radius of the circle of
confusion. Each layer stores the averaged blended sum of all the overlapping sprites,
and the layers are then composited one over the next. This method is sometimes
referred to as a forward mapping technique [343]. Even using image downsampling,
such methods can be slow and, worse yet, take a variable amount of time, especially
when the field of focus is shallow [1517, 1681]. Variability in performance means that
it is difficult to manage the frame budget, i.e., the amount of time allocated to perform
all rendering operations. Unpredictability can lead to missed frames and an uneven
user experience.

Another way to think about circles of confusion is to make the assumption that
the local neighborhood around a pixel has about the same depth. With this idea
in place, a gather operation can be done. See the right side of Figure 12.12. Pixel



532 12. Image-Space Effects

Figure 12.12. A scatter operation takes a pixel’s value and spreads it to the neighboring area, for
example by rendering a circular sprite. In a gather, the neighboring values are sampled and used
to affect a pixel. The GPU’s pixel shader is optimized to perform gather operations via texture
sampling.

shaders are optimized for gathering results from previous rendering passes. So, one
way to perform depth-of-field effects is to blur the surface at each pixel based on its
depth [1672]. The depth defines a circle of confusion, which is how wide an area should
be sampled. Such gather approaches are called backward mapping or reverse mapping
methods.

Most practical algorithms start with an initial image from one viewpoint. This
means that, from the start, some information is missing. The other views of the scene
will see parts of surfaces not visible in this single view. As Pesce notes, we should look
to do the best we can with what visible samples we have [1390].

Gather techniques have evolved over the years, each improving upon previous work.
We present the method by Bukowski et al. [209, 1178] and its solutions to problems
encountered. Their scheme generates for each pixel a signed value representing the
circle of confusion’s radius, based on the depth. This radius could be derived from
camera settings and characteristics, but artists often like to control the effect, so the
ranges for the near, focus, and far fields optionally can be specified. The radius’ sign
specifies whether the pixel is in the near or far field, with −0.5 < r < 0.5 being in the
focus field, where a half-pixel blur is considered in focus.

This buffer containing circle-of-confusion radii is then used to separate the image
into two images, near field and the rest, and each is downsampled and blurred in two
passes with a separable filter. This separation is performed to address a key problem,
that objects in the near field should have blurred edges. If we blurred each pixel based
on its radius and output to a single image, the foreground objects could be blurry but
with sharp edges. For example, when crossing the silhouette edge from the foreground
object to the object in focus, the sample radius will drop to zero, as objects in focus
need no blur. This will cause the foreground object’s effect on pixels surrounding it
to have an abrupt dropoff, resulting in a sharp edge. See Figure 12.13.
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Figure 12.13. Near field blurring. On the left is the original image with no depth-of-field effect. In
the middle, pixels in the near field are blurred, but have a sharp edge where adjacent to the focus
field. The right shows the effect of using a separate near field image composited atop the more distant
content. (Images generated using G3D [209, 1178].)

What we want is to have objects in the near field blur smoothly and produce
an effect beyond their borders. This is achieved by writing and blurring the near
field pixels in a separate image. In addition, each pixel for this near field image is
assigned an alpha value, representing its blend factor, which is also blurred. Joint
bilateral filtering and other tests are used when creating the two separate images; see
the articles [209, 1178] and code provided there for details. These tests serve several
functions, such as, for the far field blur, discarding neighboring objects significantly
more distant than the sampled pixel.

After performing the separation and blurring based on the circle of confusion radii,
compositing is done. The circle-of-confusion radius is used to linearly interpolate
between the original, in-focus image and the far field image. The larger this radius,
the more the blurry far field result is used. The alpha coverage value in the near
field image is then used to blend the near image over this interpolated result. In
this way, the near field’s blurred content properly spreads atop the scene behind. See
Figures 12.10 and 12.14.

This algorithm has several simplifications and tweaks to make it look reasonable.
Particles may be handled better in other ways, and transparency can cause problems,
since these phenomena involve multiple z-depths per pixel. Nonetheless, with the only
inputs being a color and depth buffer and using just three post-processing passes, this
method is simple and relatively robust. The ideas of sampling based on the circle
of confusion and of separating the near and far fields into separate images (or sets
of images) is a common theme among a wide range of algorithms that have been
developed to simulate depth of field. We will discuss a few newer approaches used in
video games (as the preceding method is), since such methods need to be efficient, be
robust, and have a predictable cost.
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Figure 12.14. Depth of field in The Witcher 3. Near and far field blur convincingly blended with
the focus field. (CD PROJEKT R©, The Witcher R© are registered trademarks of CD PROJEKT
Capital Group. The Witcher game c© CD PROJEKT S.A. Developed by CD PROJEKT S.A. All
rights reserved. The Witcher game is based on the prose of Andrzej Sapkowski. All other copyrights
and trademarks are the property of their respective owners.)

The first method uses an approach we will revisit in the next section: motion blur.
To return to the idea of the circle of confusion, imagine turning every pixel in the
image into its corresponding circle of confusion, its intensity inversely proportional to
the circle’s area. Rendering this set of circles in sorted order would give us the best
result. This brings us back to the idea of a scatter, and so is generally impractical.
It is this mental model that is valuable here. Given a pixel, we want to determine all
the circles of confusion that overlap the location and blend these together, in sorted
order. See Figure 12.15. Using the maximum circle of confusion radius for the scene,
for each pixel we could check each neighbor within this radius and find if its circle of
confusion included our current location. All these overlapping-neighbor samples that
affect the pixel are then sorted and blended [832, 1390].

This approach is the ideal, but sorting the fragments found would be excessively
expensive on the GPU. Instead, an approach called “scatter as you gather” is used,
where we gather by finding which neighbors would scatter to the pixel’s location. The
overlapping neighbor with the lowest z-depth (closest distance) is chosen to represent
the nearer image. Any other overlapping neighbors fairly close in z-depth to this have
their alpha-blended contributions added in, the average is taken, and the color and
alpha are stored in a “foreground” layer. This type of blending requires no sorting.
All other overlapping neighbors are similarly summed up and averaged, and the result
is put in a separate “background” layer. The foreground and background layers do
not correspond to the near and far fields, they are whatever happens to be found for
each pixel’s region. The foreground image is then composited over the background
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Figure 12.15. Overlapping circles of confusion. On the left is a scene with five dots, all in focus.
Imagine that the red dot is closest to the viewer, in the near field, followed by the orange dot; the
green dot is in the field of focus; and the blue and violet dots are in the far field, in that order. The
right figure shows the circles of confusion that result from applying depth of field, with a larger circle
having less effect per pixel. Green is unchanged, since it is in focus. The center pixel is overlapped
by only the red and orange circles, so these are blended together, red over orange, to give the pixel
color.

image, producing a near field blurring effect. While this approach sounds involved,
applying a variety of sampling and filtering techniques makes it efficient. See the
presentations by Jimenez [832], Sousa [1681], Sterna [1698], and Courrèges [293, 294]
for a few different implementations, and look at the example in Figure 12.16.

One other approach used in a few older video games is based on the idea of com-
puting heat diffusion. The image is considered as a heat distribution that diffuses
outward, with each circle of confusion representing the thermal conductivity of that
pixel. An area in focus is a perfect insulator, with no diffusion. Kass et al. [864]
describe how to treat a one-dimensional heat diffusion system as a tridiagonal ma-
trix, which can be solved in constant time per sample. Storing and solving this type
of matrix works nicely on a compute shader, so practitioners have developed several
implementations in which the image is decomposed along each axis into these one-
dimensional systems [612, 615, 1102, 1476]. The problem of visibility for the circles
of confusion is still present, and is typically addressed by generating and compositing
separate layers based on depths. This technique does not handle discontinuities in the
circle of confusion well, if at all, and so is mostly a curiosity today.

A particular depth-of-field effect is caused by bright light sources or reflections
in the frame. A light or specular reflection’s circle of confusion can be considerably
brighter than objects near it in the frame, even with the dimming effect of it being
spread over an area. While rendering every blurred pixel as a sprite is expensive, these
bright sources of light are higher contrast and so more clearly reveal the aperture shape.
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Figure 12.16. Near and far depth of field with pentagonal bokeh on the bright reflective pole in the
foreground. (Image generated using BakingLab demo, courtesy of Matt Pettineo [1408].)

The rest of the pixels are less differentiated, so the shape is less important. Sometimes
the term “bokeh” is (incorrectly) used to describe just these bright areas. Detecting
areas of high contrast and rendering just these few bright pixels as sprites, while using
a gather technique for the rest of the pixels, gives a result with a defined bokeh while
also being efficient [1229, 1400, 1517]. See Figure 12.16. Compute shaders can also be
brought to bear, creating high-quality summed-area tables for gather depth of field
and efficient splatting for bokeh [764].

We have presented but a few of the many approaches to rendering depth-of-field
and bright bokeh effects, describing some techniques used to make the process effi-
cient. Stochastic rasterization, light field processing, and other methods have also
been explored. The article by Vaidyanathan et al. [1806] summarizes previous work,
and McGuire [1178] gives a summary of some implementations.

12.5 Motion Blur
To render convincing sequences of images, it is important to have a frame rate that is
steady and high enough. Smooth and continuous motion is preferable, and too low a
frame rate is experienced as jerky motion. Films display at 24 FPS, but theaters are
dark and the temporal response of the eye is less sensitive to flicker in dim light. Also,
movie projectors change the image at 24 FPS but reduce flickering by redisplaying
each image 2–4 times before displaying the next. Perhaps most important, each film
frame normally is a motion blurred image; by default, interactive graphics images
are not.

In a movie, motion blur comes from the movement of an object across the screen
during a frame or from camera motion. The effect comes from the time a camera’s
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Figure 12.17. On the left, the camera is fixed and the car is blurry. On the right, the camera tracks
the car and the background then is blurry. (Images courtesy of Morgan McGuire et al. [1173].)

shutter is open for 1/40 to 1/60 of a second during the 1/24 of a second spent on that
frame. We are used to seeing this blur in films and consider it normal, so we expect
to also see it in video games. Having the shutter be open for 1/500 of a second or less
can give a hyperkinetic effect, first seen in films such as Gladiator and Saving Private
Ryan.

Rapidly moving objects appear jerky without motion blur, “jumping” by many
pixels between frames. This can be thought of as a type of aliasing, similar to jaggies,
but temporal rather than spatial in nature. Motion blur can be thought of as anti-
aliasing in the time domain. Just as increasing display resolution can reduce jaggies
but not eliminate them, increasing frame rate does not eliminate the need for motion
blur. Video games are characterized by rapid motion of the camera and objects, so
motion blur can significantly improve their visuals. In fact, 30 FPS with motion blur
often looks better than 60 FPS without [51, 437, 584].

Motion blur depends on relative movement. If an object moves from left to right
across the screen, it is blurred horizontally on the screen. If the camera is tracking
a moving object, the object does not blur—the background does. See Figure 12.17.
This is how it works for real-world cameras, and a good director knows to film a shot
so that the area of interest is in focus and unblurred.

Similar to depth of field, accumulating a series of images provides a way to create
motion blur [637]. A frame has a duration when the shutter is open. The scene is
rendered at various times in this span, with the camera and objects repositioned for
each. The resulting images are blended together, giving a blurred image where objects
are moving relative to the camera’s view. For real-time rendering such a process is
normally counterproductive, as it can lower the frame rate considerably. Also, if
objects move rapidly, artifacts are visible whenever the individual images become
discernible. Figure 12.7 on page 525 also shows this problem. Stochastic rasterization
can avoid the ghosting artifacts seen when multiple images are blended, producing
noise instead [621, 832].

If what is desired is the suggestion of movement instead of pure realism, the accu-
mulation concept can be used in a clever way. Imagine that eight frames of a model
in motion have been generated and summed to a high-precision buffer, which is then
averaged and displayed. On the ninth frame, the model is rendered again and ac-



538 12. Image-Space Effects

cumulated, but also at this time the first frame’s rendering is performed again and
subtracted from the summed result. The buffer now has eight frames of a blurred
model, frames 2 through 9. On the next frame, we subtract frame 2 and add in frame
10, again giving the sum of eight frames, 3 through 10. This gives a highly blurred
artistic effect, at the cost of rendering the scene twice each frame [1192].

Faster techniques than rendering the frame multiple times are needed for real-time
graphics. That depth of field and motion blur can both be rendered by averaging a set
of views shows the similarity between the two phenomena. To render these efficiently,
both effects need to scatter their samples to neighboring pixels, but we will normally
gather. They also need to work with multiple layers of varying blurs, and reconstruct
occluded areas given a single starting frame’s contents.

There are a few different sources of motion blur, and each has methods that can
be applied to it. These can be categorized as camera orientation changes, camera
position changes, object position changes, and object orientation changes, in roughly
increasing order of complexity. If the camera maintains its position, the entire world
can be thought of as a skybox surrounding the viewer (Section 13.3). Changes in just
orientation create blurs that have a direction to them, on the image as a whole. Given
a direction and a speed, we sample at each pixel along this direction, with the speed
determining the filter’s width. Such directional blurring is called line integral convo-
lution (LIC) [219, 703], and it is also used for visualizing fluid flow. Mitchell [1221]
discusses motion-blurring cubic environment maps for a given direction of motion. If
the camera is rotating along its view axis, a circular blur is used, with the direction
and speed at each pixel changing relative to the center of rotation [1821].

If the camera’s position is changing, parallax comes into play, e.g., distant objects
move less rapidly and so will blur less. When the camera is moving forward, parallax
might be ignored. A radial blur may be sufficient and can be exaggerated for dramatic
effect. Figure 12.18 shows an example.

To increase realism, say for a race game, we need a blur that properly computes
the motion of each object. If moving sideways while looking forward, called a pan in
computer graphics,1 the depth buffer informs us as to how much each object should
be blurred. The closer the object, the more blurred. If moving forward, the amount of
motion is more complex. Rosado [1509] describes using the previous frame’s camera
view matrices to compute velocity on the fly. The idea is to transform a pixel’s screen
location and depth back to a world-space location, then transform this world point
using the previous frame’s camera to a screen location. The difference between these
screen-space locations is the velocity vector, which is used to blur the image for that
pixel. Composited objects can be rendered at quarter-screen size, both to save on
pixel processing and to filter out sampling noise [1428].

The situation is more complex if objects are moving independently of one another.
One straightforward, but limited, method is to model and render the blur itself. This

1In cinematography a pan means rotating the camera left or right without changing position.
Moving sideways is to “truck,” and vertically to “pedestal.”
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Figure 12.18. Radial blurring to enhance the feeling of motion. (Image from “Assassin’s Creed,”
courtesy of Ubisoft.)

is the rationale for drawing line segments to represent moving particles. The concept
can be extended to other objects. Imagine a sword slicing through the air. Before and
behind the blade, two polygons are added along its edge. These could be modeled or
generated on the fly. These polygons use an alpha opacity per vertex, so that where
a polygon meets the sword, it is fully opaque, and at the outer edge of the polygon,
the alpha is fully transparent. The idea is that the model has transparency to it in
the direction of movement, simulating the effect that the sword covers these pixels for
only part of the time the (imaginary) shutter is open.

This method can work for simple models such as a swinging sword blade, but
textures, highlights, and other features should also be blurred. Each surface that
is moving can be thought of as individual samples. We would like to scatter these
samples, and early approaches to motion blur did so, by expanding the geometry in
the direction of movement [584, 1681]. Such geometrical manipulation is expensive, so
scatter-as-you-gather approaches have been developed. For depth of field we expanded
each sample to the radius of its circle of confusion. For moving samples we instead
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Figure 12.19. On the left, a single sample moving horizontally gives a transparent result. On the right,
seven samples give a tapering effect, as fewer samples cover the outer areas. The area in the middle
is opaque, as it is always covered by some sample during the whole frame. (After Jimenez [832].)

stretch each sample along its path traveled during the frame, similar to LIC. A fast-
moving sample covers more area, so has less of an effect at each location. In theory
we could take all samples in a scene and draw them as semitransparent line segments,
in sorted order. A visualization is shown in Figure 12.19. As more samples are taken,
the resulting blur has a smooth transparent gradient on its leading and trailing edges,
as with our sword example.

To use this idea, we need to know the velocity of each pixel’s surface. A tool
that has seen wide adoption is use of a velocity buffer [584]. To create this buffer,
interpolate the screen-space velocity at each vertex of the model. The velocity can
be computed by having two modeling matrices applied to the model, one for the
previous frame and one for the current. The vertex shader program computes the
difference in positions and transforms this vector to relative screen-space coordinates.
A visualization is shown in Figure 12.20. Wronski [1912] discusses deriving velocity
buffers and combining motion blur with temporal antialiasing. Courrèges [294] briefly
notes how DOOM (2016) implements this combination, comparing results.

Once the velocity buffer is formed, the speed of each object at each pixel is known.
The unblurred image is also rendered. Note that we encounter a similar problem with
motion blur as we did with depth of field, that all data needed to compute the effect is
not available from a single image. For depth of field the ideal is to have multiple views
averaged together, and some of those views will include objects not seen in others.
For interactive motion blur we take a single frame out of a timed sequence and use it
as the representative image. We use these data as best we can, but it is important to
realize that all the data needed are not always there, which can create artifacts.

Given this frame and the velocity buffer, we can reconstruct what objects affect
each pixel, using a scatter-as-you-gather system for motion blur. We begin with the ap-
proach described by McGuire et al. [208, 1173], and developed further by Sousa [1681]
and Jimenez [832] (Pettineo [1408] provides code). In the first pass, the maximum
velocity is computed for each section of the screen, e.g., each 8 × 8 pixel tile (Sec-
tion 23.1). The result is a buffer with a maximum velocity per tile, a vector with
direction and magnitude. In the second pass, a 3 × 3 area of this tile-result buffer is
examined for each tile, in order to find the highest maximum. This pass ensures that
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Figure 12.20. Motion blur due to object and camera movement. Visualizations of the depth and
velocity buffers are inset. (Images courtesy of Morgan McGuire et al. [1173].)

a rapidly moving object in a tile will be accounted for by neighboring tiles. That is,
our initial static view of the scene will be turned into an image where the objects are
blurred. These blurs can overlap into neighboring tiles, so such tiles must examine an
area wide enough to find these moving objects.

In the final pass the motion blurred image is computed. Similar to depth of field,
the neighborhood of each pixel is examined for samples that may be moving rapidly
and overlap the pixel. The difference is that each sample has its own velocity, along its
own path. Different approaches have been developed to filter and blend the relevant
samples. One method uses the magnitude of the largest velocity to determine the
direction and width of the kernel. If this velocity is less than half a pixel, no motion
blur is needed [1173]. Otherwise, the image is sampled along the direction of maximum
velocity. Note that occlusion is important here, as it was with depth of field. A rapidly
moving model behind a static object should not have its blur effect bleed over atop
this object. If a neighboring sample’s distance is found to be near enough to the
pixel’s z-depth, it is considered visible. These samples are blended together to form
the foreground’s contribution.

In Figure 12.19 there are three zones for the motion blurred object. The opaque
area is fully covered by the foreground object, so needs no further blending. The outer
blur areas have, in the original image (the top row of seven blue pixels), a background
color available at those pixels over which the foreground can be blended. The inner
blur areas, however, do not contain the background, as the original image shows only
the foreground. For these pixels, the background is estimated by filtering the neighbor
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pixels sampled that are not in the foreground, on the grounds that any estimate of
the background is better than nothing. An example is shown in Figure 12.20.

There are several sampling and filtering methods that are used to improve the
look of this approach. To avoid ghosting, sample locations are randomly jittered half a
pixel [1173]. In the outer blur area we have the correct background, but blurring this a
bit avoids a jarring discontinuity with the inner blur’s estimated background [832]. An
object at a pixel may be moving in a different direction than the dominant velocity for
its set of 3×3 tiles, so a different filtering method may be used in such situations [621].
Bukowski et al. [208] provide other implementation details and discuss scaling the
approach for different platforms.

This approach works reasonably well for motion blur, but other systems are cer-
tainly possible, trading off between quality and performance. For example, An-
dreev [51] uses a velocity buffer and motion blur in order to interpolate between
frames rendered at 30 FPS, effectively giving a 60 FPS frame rate. Another con-
cept is to combine motion blur and depth of field into a single system. The key idea
is combining the velocity vector and circle of confusion to obtain a unified blurring
kernel [1390, 1391, 1679, 1681].

Other approaches have been examined, and research will continue as the capabil-
ities and performance of GPUs improve. As an example, Munkberg et al. [1247] use
stochastic and interleaved sampling to render depth of field and motion blur at low
sampling rates. In a subsequent pass, they use a fast reconstruction technique [682] to
reduce sampling artifacts and recover the smooth properties of motion blur and depth
of field.

In a video game the player’s experience is usually not like watching a film, but
rather is under their direct control, with the view changing in an unpredictable way.
Under these circumstances motion blur can sometimes be applied poorly if done in a
purely camera-based manner. For example, in first-person shooter games, some users
find blur from rotation distracting or a source of motion sickness. In Call of Duty:
Advanced Warfare onward, there is an option to remove motion blur due to camera
rotation, so that the effect is applied only to moving objects. The art team removes
rotational blur during gameplay, turning it on for some cinematic sequences. Transla-
tional motion blur is still used, as it helps convey speed while running. Alternatively,
art direction can be used to modify what is motion blurred, in ways a physical film
camera cannot emulate. Say a spaceship moves into the user’s view and the camera
does not track it, i.e., the player does not turn their head. Using standard motion blur,
the ship will be blurry, even though the player’s eyes are following it. If we assume
the player will track an object, we can adjust our algorithm accordingly, blurring the
background as the viewer’s eyes follow it and keeping the object unblurred.

Eye tracking devices and higher frame rates may help improve the application of
motion blur or eliminate it altogether. However, the effect invokes a cinematic feel, so
it may continue to find use in this way or for other reasons, such as connoting illness
or dizziness. Motion blur is likely to find continued use, and applying it can be as
much art as science.
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Further Reading and Resources

Several textbooks are dedicated to traditional image processing, such as Gonzalez and
Woods [559]. In particular, we want to note Szeliski’s Computer Vision: Algorithms
and Applications [1729], as it discusses image processing and many other topics and
how they relate to synthetic rendering. The electronic version of this book is free
for download; see our website realtimerendering.com for the link. The course notes
by Paris et al. [1355] provide a formal introduction to bilateral filters, also giving
numerous examples of their use.

The articles by McGuire et al. [208, 1173] and Guertin et al. [621] are lucid ex-
positions of their respective work on motion blur; code is available for their imple-
mentations. Navarro et al. [1263] provide a thorough report on motion blur for both
interactive and batch applications. Jimenez [832] gives a detailed, well-illustrated
account of filtering and sampling problems and solutions involved in bokeh, motion
blur, bloom, and other cinematic effects. Wronski [1918] discusses restructuring a
complex post-processing pipeline for efficiency. For more about simulating a range of
optical lens effects, see the lectures presented in a SIGGRAPH course organized by
Gotanda [575].
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Chapter 13

Beyond Polygons

“Landscape painting is really just a box of air with little marks
in it telling you how far back in that air things are.”

—Lennart Anderson

Modeling surfaces with triangles is often the most straightforward way to approach
the problem of portraying objects in a scene. Triangles are good only up to a point,
however. A great advantage of representing an object with an image is that the
rendering cost is proportional to the number of pixels rendered, and not to, say, the
number of vertices in a geometrical model. So, one use of image-based rendering is
as a more efficient way to render models. However, image-sampling techniques have
a much wider use than this. Many objects, such as clouds and fur, are difficult to
represent with triangles. Layered semitransparent images can be used to display such
complex surfaces

In this chapter, image-based rendering is first compared and contrasted with tra-
ditional triangle rendering, and an overview of algorithms is presented. We then
describe commonly used techniques such as sprites, billboards, impostors, particles,
point clouds, and voxels, along with more experimental methods.

13.1 The Rendering Spectrum
The goal of rendering is to portray an object on the screen; how we attain that goal is
our choice. There is no single correct way to render a scene. Each rendering method
is an approximation of reality, at least if photorealism is the goal.

Triangles have the advantage of representing the object in a reasonable fashion
from any view. As the camera moves, the representation of the object does not have
to change. However, to improve quality, we may wish to substitute a more highly
detailed model as the viewer gets closer to the object. Conversely, we may wish to
use a simplified form of the model if it is off in the distance. These are called level
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Spatially

Path and

ray tracing

Figure 13.1. The rendering spectrum. (After Lengyel [1029].)

of detail techniques (Section 19.9). Their main purpose is to make the scene display
faster.

Other rendering and modeling techniques can come into play as an object recedes
from the viewer. Speed can be gained by using images instead of triangles to represent
the object. It is often less expensive to represent an object with a single image that
can be quickly sent to the screen. One way to represent the continuum of rendering
techniques comes from Lengyel [1029] and is shown in Figure 13.1. We will first work
our way from the left of the spectrum back down to the more familiar territory on the
right.

13.2 Fixed-View Effects
For complex geometry and shading models, it can be expensive to re-render an entire
scene at interactive rates. Various forms of acceleration can be performed by limiting
the viewer’s ability to move. The most restrictive situation is one where the camera
does not move at all. Under such circumstances, much rendering can be done just once.

For example, imagine a pasture with a fence as the static part of the scene, with
a horse moving through it. The pasture and fence are rendered once, then the color
and z-buffers are stored away. Each frame, these buffers are used to initialize the
color and z-buffer. The horse itself is then all that needs to be rendered to obtain the
final image. If the horse is behind the fence, the z-depth values stored and copied will
obscure the horse. Note that under this scenario, the horse will not cast a shadow,
since the scene is unchanging. Further elaboration can be performed, e.g., the area of
effect of the horse’s shadow could be determined, and then only this small area of the
static scene would need to be evaluated atop the stored buffers. The key point is that
there are no limits on when or how the color of each pixel gets set in an image. For a
fixed view, much time can be saved by converting a complex geometric model into a
simple set of buffers that can be reused for a number of frames.

It is common in computer-aided design (CAD) applications that all modeled ob-
jects are static and the view does not change while the user performs various oper-
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ations. Once the user has moved to a desired view, the color and z-buffers can be
stored for immediate reuse, with user interface and highlighted elements then drawn
per frame. This allows the user to rapidly annotate, measure, or otherwise interact
with a complex static model. By storing additional information in buffers, other op-
erations can be performed. For example, a three-dimensional paint program can be
implemented by also storing object IDs, normals, and texture coordinates for a given
view and converting the user’s interactions into changes to the textures themselves.

A concept related to the static scene is the golden thread, also less-poetically called
adaptive refinement or progressive refinement. The idea is that, when the viewer
and scene are static, the computer can produce a better and better image over time.
Objects in the scene can be made to look more realistic. Such higher-quality renderings
can be swapped in abruptly or blended in over a series of frames. This technique is
particularly useful in CAD and visualization applications. Many different types of
refinement can be done. More samples at different locations within each pixel can be
generated over time and the averaged results displayed along the way, so providing
antialiasing [1234]. The same applies to depth of field, where samples are randomly
stratified over the lens and the pixel [637]. Higher-quality shadow techniques could
be used to create a better image. We could also use more involved techniques, such
as ray or path tracing, and then fade in the new image.

Some applications take the idea of a fixed view and static geometry a step further
in order to allow interactive editing of lighting within a film-quality image. Called
relighting, the idea is that the user chooses a view in a scene, then uses its data for
offline processing, which in turn produces a representation of the scene as a set of
buffers or more elaborate structures. For example, Ragan-Kelley et al. [1454] keep
shading samples separate from final pixels. This approach allows them to perform
motion blur, transparency effects, and antialiasing. They also use adaptive refinement
to improve image quality over time. Pellacini et al. [1366] extended basic relighting to
include indirect global illumination. These techniques closely resemble those used in
deferred shading approaches (described in Section 20.1). The primary difference is that
here, the techniques are used to amortize the cost of expensive rendering over multiple
frames, and deferred shading uses them to accelerate rendering within a frame.

13.3 Skyboxes
An environment map (Section 10.4) represents the incoming radiance for a local vol-
ume of space. While such maps are typically used for simulating reflections, they can
also be used directly to represent the surrounding environment. An example is shown
in Figure 13.2. Any environment map representation, such as a panorama or cube
map, can be used for this purpose. Its mesh is made large enough to encompass the
rest of the objects in the scene. This mesh is called a skybox.

Pick up this book and look just past the left or right edge toward what is beyond it.
Look with just your right eye, then your left. The shift in the book’s edge compared
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Figure 13.2. A panorama of the Mission Dolores, with three views generated from it at the bottom.
Note how the views themselves appear undistorted. (Images courtesy of Ken Turkowski.)

to what is behind it is called the parallax. This effect is significant for nearby objects,
helping us to perceive relative depths as we move. However, for an object or group of
objects sufficiently far away from the viewer, and close enough to each other, barely
any parallax effect is detectable when the viewer changes position. For example, a
distant mountain itself does not normally look appreciably different if you move a
meter, or even a thousand meters. It may be blocked from view by nearby objects as
you move, but take away those objects and the mountain and its surroundings looks
the same.

The skybox’s mesh is typically centered around the viewer, moving along with
them. The skybox mesh does not have to be large, since by maintaining relative
position, it will not appear to change shape. For a scene such as the one shown in
Figure 13.2, the viewer may travel only a little distance before they figure out that
they are not truly moving relative to the surrounding building. For more large-scale
content, such as a star field or distant landscape, the user usually will not move far
and fast enough that the lack of change in object size, shape, or parallax breaks the
illusion.

Skyboxes are often rendered as cube maps on box meshes, as the texture pixel
density on each face is then relatively equal. For a skybox to look good, the cube map
texture resolution has to be sufficient, i.e., a texel per screen pixel [1613]. The formula
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for the necessary resolution is approximately

texture resolution =
screen resolution

tan(fov/2)
, (13.1)

where “fov” is the field of view of the camera. A lower field of view value means that
the cube map must have a higher resolution, as a smaller portion of a cube face takes
up the same screen size. This formula can be derived from observing that the texture
of one face of the cube map must cover a field of view (horizontally and vertically) of
90 degrees.

Other shapes than a box surrounding the world are possible. For example,
Gehling [520] describes a system in which a flattened dome is used to represent the sky.
This geometric form was found best for simulating clouds moving overhead. The clouds
themselves are represented by combining and animating various two-dimensional noise
textures.

Because we know that skyboxes are behind all other objects, a few small but worth-
while optimizations are available to us. The skybox never has to write to the z-buffer,
because it never blocks anything. If drawn first, the skybox also never has to read
from the z-buffer, and the mesh can then be any size desired, since depth is irrelevant.
However, drawing the skybox later—after opaque objects, before transparent—has
the advantage that objects in the scene will already cover several pixels, lowering the
number of pixel shader invocations needed when the skybox is rendered [1433, 1882].

13.4 Light Field Rendering
Radiance can be captured from different locations and directions, at different times
and under changing lighting conditions. In the real world, the field of computa-
tional photography explores extracting various results from such data [1462]. Purely
image-based representations of an object can be used for display. For example, the
Lumigraph [567] and light-field rendering [1034] techniques attempt to capture a sin-
gle object from a set of viewpoints. Given a new viewpoint, these techniques perform
an interpolation process between stored views in order to create the new view. This
is a complex problem, with high data requirements to store all the views needed. The
concept is akin to holography, where a two-dimensional array of views represents the
object. A tantalizing aspect of this form of rendering is the ability to capture a real
object and be able to redisplay it from any angle. Any object, regardless of surface
and lighting complexity, can be displayed at a nearly constant rate. See the book by
Szeliski [1729] for more about this subject. In recent years there has been renewed
research interest in light field rendering, as it lets the eye properly adjust focus us-
ing virtual reality displays [976, 1875]. Such techniques currently have limited use in
interactive rendering, but they demarcate what is possible in the field of computer
graphics.
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Figure 13.3. A still from the animation Chicken Crossing, rendered using a Talisman simulator. In
this scene, 80 layers of sprites are used, some of which are outlined and shown on the left. Since
the chicken wing is partially in front of and behind the tailgate, both were placed in a single sprite.
(Reprinted with permission from Microsoft Corporation.)

13.5 Sprites and Layers
One of the simplest image-based rendering primitives is the sprite [519]. A sprite is
an image that moves around on the screen, e.g., a mouse cursor. The sprite does not
have to have a rectangular shape, since some pixels can be rendered as transparent.
For simple sprites, each pixel stored will be copied to a pixel on the screen. Animation
can be generated by displaying a succession of different sprites.

A more general type of sprite is one rendered as an image texture applied to a
polygon that always faces the viewer. This allows the sprite to be resized and warped.
The image’s alpha channel can provide full or partial transparency to the various pixels
of the sprite, thereby also providing an antialiasing effect on edges (Section 5.5). This
type of sprite can have a depth, and so a location in the scene itself.

One way to think of a scene is as a series of layers, as is commonly done for two-
dimensional cel animation. For example, in Figure 13.3, the tailgate is in front of the
chicken, which is in front of the truck’s cab, which is in front of the road and trees.
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This layering holds true for a large set of viewpoints. Each sprite layer has a depth
associated with it. By rendering in a back-to-front order, the painter’s algorithm,
we can build up the scene without need for a z-buffer. Camera zooms just make the
object larger, which is simple to handle with the same sprite or an associated mipmap.
Moving the camera in or out actually changes the relative coverage of foreground
and background, which can be handled by changing each sprite layer’s coverage and
position. As the viewer moves sideways or vertically, the layers can be moved relative
to their depths.

A set of sprites can represent an object, with a separate sprite for a different view.
If the object is small enough on the screen, storing a large set of views, even for
animated objects, is a viable strategy [361]. Small changes in view angle can also be
handled by warping the sprite’s shape, though eventually the approximation breaks
down and a new sprite needs to be generated. Objects with distinct surfaces can
change dramatically from a small rotation, as new polygons become visible and others
are occluded.

This layer and image warping process was the basis of the Talisman hardware
architecture espoused by Microsoft in the late 1990s [1672, 1776]. While this particular
system faded for a number of reasons, the idea of representing a model by one or more
image-based representations has been found to be fruitful. Using images in various
capacities maps well to GPU strengths, and image-based techniques can be combined
with triangle-based rendering. The following sections discuss impostors, depth sprites,
and other ways of using images to take the place of polygonal content.

13.6 Billboarding
Orienting a textured rectangle based on the view direction is called billboarding, and
the rectangle is called a billboard [1192]. As the view changes, the orientation of the
rectangle is modified in response. Billboarding, combined with alpha texturing and
animation, can represent many phenomena that do not have smooth solid surfaces.
Grass, smoke, fire, fog, explosions, energy shields, vapor trails, and clouds are just
a few of the objects that can be represented by these techniques [1192, 1871]. See
Figure 13.4.

A few popular forms of billboards are described in this section. In each, a surface
normal and an up direction are found for orienting the rectangle. These two vectors
are sufficient to create an orthonormal basis for the surface. In other words, these
two vectors describe the rotation matrix needed to rotate the quadrilateral to its final
orientation (Section 4.2.4). An anchor location on the quadrilateral (e.g., its center)
is then used to establish its position in space.

Often, the desired surface normal n and up vector u are not perpendicular. In all
billboarding techniques, one of these two vectors is established as being a fixed vector
that must be maintained in the given direction. The process is always the same to
make the other vector perpendicular to this fixed vector. First, create a “right” vector
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Figure 13.4. Small billboards representing snow, surfaces, and characters. (From three.js example
programs [218].)

r, a vector pointing toward the right edge of the quadrilateral. This is done by taking
the cross product of u and n. Normalize this vector r, as it will be used as an axis of
the orthonormal basis for the rotation matrix. If vector r is of zero length, then u and
n must be parallel and the technique [784] described in Section 4.2.4 can be used. If
the length of r is not quite zero, but nearly so, u and n are then almost parallel and
precision errors can occur.

The process for computing r and a new third vector from (non-parallel) n and u
vectors is shown in Figure 13.5. If the normal n is to stay the same, as is true for
most billboarding techniques, then the new up vector u′ is

u′ = n× r. (13.2)

If, instead, the up direction is fixed (true for axially aligned billboards such as trees
on landscape) then the new normal vector n′ is

n′ = r× u. (13.3)

The new vector is then normalized and the three vectors are used to form a rotation
matrix. For example, for a fixed normal n and adjusted up vector u′ the matrix is

M =
(
r, u′, n

)
. (13.4)
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Figure 13.5. For a billboard with a normal direction n and an approximate up vector direction u, we
want to create a set of three mutually perpendicular vectors to orient the billboard. In the middle
figure, the “right” vector r is found by taking the cross product of u and n, and so is perpendicular
to both of them. In the right figure, the fixed vector n is crossed with r to give the mutually
perpendicular up vector u′.

This matrix transforms a quadrilateral in the xy plane with +y pointing toward
its top edge, and centered about its anchor position, to the proper orientation. A
translation matrix is then applied to move the quadrilateral’s anchor point to the
desired location.

With these preliminaries in place, the main task that remains is deciding what
surface normal and up vector are used to define the billboard’s orientation. A few
different methods of constructing these vectors are discussed in the following sections.

13.6.1 Screen-Aligned Billboard

The simplest form of billboarding is a screen-aligned billboard. This form is the same
as a two-dimensional sprite, in that the image is always parallel to the screen and has
a constant up vector. A camera renders a scene onto a view plane that is parallel to
the near and far planes. We often visualize this imaginary plane at the near plane’s
location. For this type of billboard, the desired surface normal is the negation of the
view plane’s normal, where the view plane’s normal vn points away from the view
position. The up vector u is from the camera itself. It is a vector in the view plane
that defines the camera’s up direction. These two vectors are already perpendicular,
so all that is needed is the “right” direction vector r to form the rotation matrix for
the billboard. Since n and u are constants for the camera, this rotation matrix is the
same for all billboards of this type.

In addition to particle effects, screen-aligned billboards are useful for information
such as annotation text and map placemarks, as the text will always be aligned with
the screen itself, hence the name “billboard.” Note that with text annotation the
object typically stays a fixed size on the screen. This means that if the user zooms or
dollies away from the billboard’s location, the billboard will increase in world-space
size. The object’s size is therefore view-dependent, which can complicate schemes such
as frustum culling.
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13.6.2 World-Oriented Billboard

We want screen alignment for billboards that display, say, player identities or location
names. However, if the camera tilts sideways, such as going into a curve in a flying
simulation, we want billboard clouds to tilt in response. If a sprite represents a physical
object, it is usually oriented with respect to the world’s up direction, not the camera’s.
Circular sprites are unaffected by a tilt, but other billboard shapes will be. We may
want these billboards to remain facing toward the viewer, but also rotate along their
view axes in order to stay world oriented.

For such sprites, one way to render these is by using this world up vector to derive
the rotation matrix. In this case, the normal is still the negation of the view plane
normal, which is the fixed vector, and a new perpendicular up vector is derived from
the world’s up vector, as explained previously. As with screen-aligned billboards, this
matrix can be reused for all sprites, since these vectors do not change within the
rendered scene.

Using the same rotation matrix for all sprites carries a risk. Because of the nature
of perspective projection, objects that are some distance away from the view axis are
warped. See the bottom two spheres in Figure 13.6. The spheres become elliptical,
due to projection onto a plane. This phenomenon is not an error and looks fine if
a viewer’s eyes are the proper distance and location from the screen. That is, if the
geometric field of view for the virtual camera matches the display field of view for the
eye, then these spheres look unwarped. Slight mismatches of up to 10%–20% for the
field of view are not noticed by viewers [1695]. However, it is common practice to
give a wider field of view for the virtual camera, in order to present more of the world
to the user. Also, matching the field of view will be effective only if the viewer is
centered in front of the display at a given distance. For centuries, artists have realized
this problem and compensated as necessary. Objects expected to be round, such as
the moon, were painted as circular, regardless of their positions on the canvas [639].

When the field of view or the sprites are small, this warping effect can be ignored
and a single orientation aligned to the view plane used. Otherwise, the desired normal
needs to equal the vector from the center of the billboard to the viewer’s position.
This we call a viewpoint-oriented billboard. See Figure 13.7. The effect of using
different alignments is shown in Figure 13.6. As can be seen, view plane alignment
has the effect of making the billboard have no distortion, regardless of where it is on
the screen. Viewpoint orientation distorts the sphere image in the same way in which
real spheres are distorted by projecting the scene onto the plane.

World-oriented billboarding is useful for rendering many different phenomena.
Guymon [624] and Nguyen [1273] both discuss making convincing flames, smoke, and
explosions. One technique is to cluster and overlap animated sprites in a random and
chaotic fashion. Doing so helps hide the looping pattern of the animated sequences,
while also avoiding making each fire or explosion look the same.

Transparent texels in a cutout texture have no effect on the final image but must be
processed by the GPU and discarded late in the rasterization pipeline because alpha
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Figure 13.6. A view of four spheres, with a wide field of view. The upper left is a billboard texture
of a sphere, using view plane alignment. The upper right billboard is viewpoint oriented. The lower
row shows two real spheres.

Figure 13.7. A top view of the two billboard alignment techniques. The five billboards face differently,
depending on the method.
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Figure 13.8. A cloud sprite contains a large transparent fringe. Using the convex hull, shown in
green, tighter four- and eight-vertex polygons, in red, are found that enclose fewer transparent texels.
Doing so achieves an overall area reduction of 40% and 48%, respectively, compared to the original
square particle on the far left. (Images courtesy of Emil Persson [1382].)

is zero. An animated set of cutout textures will often have frames with particularly
large fringe areas of transparent texels. We typically think of applying a texture to a
rectangle primitive. Persson notes a tighter polygon with adjusted texture coordinates
can render a sprite more rapidly, since fewer texels are processed [439, 1379, 1382].
See Figure 13.8. He finds that a new polygon with just four vertices can give a
substantial performance improvement, and that using more than eight vertices for the
new polygon reaches a point of diminishing returns. A “particle cutout” tool to find
such polygons is a part of Unreal Engine 4, for example [512].

One common use for billboards is cloud rendering. Dobashi et al. [358] simulate
clouds and render them with billboards, and create shafts of light by rendering con-
centric semitransparent shells. Harris and Lastra [670] also use impostors to simulate
clouds. See Figure 13.9.

Wang [1839, 1840] details cloud modeling and rendering techniques used in Mi-
crosoft’s flight simulator product. Each cloud is formed from 5 to 400 billboards.
Only 16 different base sprite textures are needed, as these can be modified using
nonuniform scaling and rotation to form a wide variety of cloud types. Modifying
transparency based on distance from the cloud center is used to simulate cloud forma-
tion and dissipation. To save on processing, distant clouds are all rendered to a set of
eight panorama textures surrounding the scene, similar to a skybox.

Flat billboards are not the only cloud rendering technique possible. For example,
Elinas and Stuerzlinger [421] generate clouds by rendering sets of nested ellipsoids that
become more transparent around the viewing silhouettes. Bahnassi and Bahnassi [90]
render ellipsoids they call “mega-particles” and then use blurring and a screen-space
turbulence texture to give a convincing cloud-like appearance. Pallister [1347] dis-
cusses procedurally generating cloud images and animating these across an overhead
sky mesh. Wenzel [1871] uses a series of planes above the viewer for distant clouds.
We focus here on the rendering and blending of billboards and other primitives. The
shading aspects for cloud billboards are discussed in Section 14.4.2 and true volumetric
methods in Section 14.4.2.
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Figure 13.9. Clouds created by a set of world-oriented impostors. (Images courtesy of Mark Harris,
UNC-Chapel Hill.)
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Figure 13.10. On the left, the areas circled show edges and banding due to the dust cloud billboards
intersecting with objects. On the right, the billboards fade out where they are near objects, avoiding
this problem. At the bottom, the lower circled area is zoomed for comparison. (Images from NVIDIA
SDK 10 [1300] sample “Soft Particles,” courtesy of NVIDIA Corporation.)

As explained in Sections 5.5 and 6.6, to perform compositing correctly, overlapping
semitransparent billboards should be rendered in sorted order. Smoke or fog billboards
cause artifacts when they intersect solid objects. See Figure 13.10. The illusion is
broken, as what should be a volume is seen to be a set of layers. One solution is to have
the pixel shader program check the z-depth of the underlying objects while processing
each billboard. The billboards test this depth but do not replace it with their own,
i.e., do not write a z-depth. If the underlying object is close to the billboard’s depth
at a pixel, then the billboard fragment is made more transparent. In this way, the
billboard is treated more like a volume and the layer artifact disappears. Fading
linearly with depth can lead to a discontinuity when the maximum fade distance is
reached. An S-curve fadeout function avoids this problem. Persson [1379] notes that
the viewer’s distance from the particles will change how best to set the fade range.
Lorach [1075, 1300] provides more information and implementation details. Billboards
that have their transparencies modified in this way are called soft particles.

Fadeout using soft particles solves the problem of billboards intersecting solid ob-
jects, as shown in Figure 13.10. Other artifacts can occur when explosions move
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through scenes or the viewer moves through clouds. In the former case, a billboard
could move from behind to in front of an object during an animation. This causes a
noticeable pop if the billboard moves from entirely invisible to fully visible. Similarly,
as the viewer moves through billboards, a billboard can entirely disappear as it moves
in front of the near plane, causing a sudden change in what is seen. One quick fix is
to make billboards become more transparent as they get closer, fading out to avoid
the “pop.”

More realistic solutions are possible. Umenhoffer et al. [1799, 1800] introduce the
idea of spherical billboards. The billboard object is thought of as actually defining
a spherical volume in space. The billboard itself is rendered ignoring z-depth read;
the purpose of the billboard is purely to make the pixel shader program execute at
locations where the sphere is likely to be. The pixel shader program computes entrance
and exit locations on this spherical volume and uses solid objects to change the exit
depth as needed and the near clip plane to change the entrance depth. In this way,
each billboard’s sphere can be properly faded out by increasing the transparency based
on the distance that a ray from the camera travels inside the clipped sphere.

A slightly different technique was used in Crysis [1227, 1870], using box-shaped
volumes instead of spheres to reduce pixel shader cost. Another optimization is to have
the billboard represent the front of the volume, rather than its back. This enables
the use of z-buffer testing to skip parts of the volume that are behind solid objects.
This optimization is viable only when the volume is known to be fully in front of the
viewer, so that the billboard is not clipped by the near view plane.

13.6.3 Axial Billboard

The last common type is called axial billboarding. In this scheme the textured object
does not normally face straight toward the viewer. Instead, it is allowed to rotate
around some fixed world-space axis and align itself to face the viewer as much as
possible within this range. This billboarding technique can be used for displaying
distant trees. Instead of representing a tree with a solid surface, or even with a pair
of tree outlines as described in Section 6.6, a single tree billboard is used. The world’s
up vector is set as an axis along the trunk of the tree. The tree faces the viewer as
the viewer moves, as shown in Figure 13.11. This image is a single camera-facing
billboard, unlike the “cross-tree” shown in Figure 6.28 on page 203. For this form of
billboarding, the world up vector is fixed and the viewpoint direction is used as the
second, adjustable vector. Once this rotation matrix is formed, the tree is translated
to its position.

This form differs from the world-oriented billboard in what is fixed and what is
allowed to rotate. Being world-oriented, the billboard directly faces the viewer and
can rotate along this view axis. It is rotated so that the up direction of the billboard
aligns as best as possible with the up direction of the world. With an axial billboard,
the world’s up direction defines the fixed axis, and the billboard is rotated around it
so that it faces the viewer as best as possible. For example, if the viewer is nearly
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Figure 13.11. As the viewer moves around the scene, the bush billboard rotates to face forward. In
this example the bush is lit from the south so that the changing view makes the overall shade change
with rotation.

overhead each type of billboard, the world-oriented version will fully face it, while the
axial version will be more affixed to the scene.

Because of this behavior, a problem with axial billboarding is that if the viewer
flies over the trees and looks down, the illusion is ruined, as the trees will appear nearly
edge-on and look like the cutouts they are. One workaround is to add a horizontal
cross section texture of the tree (which needs no billboarding) to help ameliorate the
problem [908].

Another technique is to use level of detail techniques to change from an image-based
model to a mesh-based model [908]. Automated methods of turning tree models from
triangle meshes into sets of billboards are discussed in Section 13.6.5. Kharlamov
et al. [887] present related tree rendering techniques, and Klint [908] explains data
management and representations for large volumes of vegetation. Figure 19.31 on
page 857 shows an axial billboard technique used in the commercial SpeedTree package
for rendering distant trees.

Just as screen-aligned billboards are good for representing symmetric spherical
objects, axial billboards are useful for representing objects with cylindrical symmetry.
For example, laser beam effects can be rendered with axial billboards, since their
appearance looks the same from any angle around the axis. See Figure 13.12 for an
example of this and other billboards. Figure 20.15 on page 913 shows more examples.

These types of techniques illustrate an important idea for these algorithms and
ones that follow, that the pixel shader’s purpose is to evaluate the true geometry, dis-
carding fragments found outside the represented object’s bounds. For billboards such
fragments are found when the image texture is fully transparent. As will be seen, more
complex pixel shaders can be evaluated to find where the model exists. Geometry’s
function in any of these methods is to cause the pixel shader to be evaluated, and to
give some rough estimate of the z-depth, which may be refined by the pixel shader.
We want to avoid wasting time on evaluating pixels outside of the model, but we also
do not want to make the geometry so complex that vertex processing and unneeded
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Figure 13.12. Billboard examples. The heads-up display (HUD) graphics and star-like projectiles are
screen-aligned billboards. The large teardrop explosions in the right image are a viewpoint-oriented
billboards. The curved beams are axial billboards made of a connected set of quadrilaterals. To
create a continuous beam, these quadrilaterals are joined at their corners, and so are no longer fully
rectangular. (Images courtesy of Maxim Garber, Mark Harris, Vincent Scheib, Stephan Sherman,
and Andrew Zaferakis, from “BHX: Beamrunner Hypercross.”)

pixel shader invocations outside each triangle (due to 2 × 2 quads generated along
their edges; see Section 18.2.3) become significant costs.

13.6.4 Impostors

An impostor is a billboard that is created by rendering a complex object from the
current viewpoint into an image texture, which is mapped onto the billboard. The
impostor can be used for a few instances of the object or for a few frames, thus
amortizing the cost of generating it. In this section different strategies for updating
impostors will be presented. Maciel and Shirley [1097] identified several different types
of impostors back in 1995, including the one presented in this section. Since that time,
the definition of an impostor has narrowed to the one we use here [482].

The impostor image is opaque where the object is present; everywhere else it is fully
transparent. It can be use in several ways to replace geometric meshes. For example,
imposter images can represent clutter consisting of small static objects [482, 1109].
Impostors are useful for rendering distant objects rapidly, since a complex model is
simplified to a single image. A different approach is to instead use a minimal level of
detail model (Section 19.9). However, such simplified models often lose shape and color
information. Impostors do not have this disadvantage, since the image generated can
be made to approximately match the display’s resolution [30, 1892]. Another situation
in which impostors can be used is for objects located close to the viewer that expose
the same side to the viewer as they move [1549].

Before rendering the object to create the impostor image, the viewer is set to view
the center of the bounding box of the object, and the impostor rectangle is chosen so
that it points directly toward the viewpoint (at the left in Figure 13.13). The size of the
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Figure 13.13. At the left, an impostor is created of the object viewed from the side by the viewing
frustum. The view direction is toward the center, c, of the object, and an image is rendered and used
as an impostor texture. This is shown on the right, where the texture is applied to a quadrilateral.
The center of the impostor is equal to the center of the object, and the normal (emanating from the
center) points directly toward the viewpoint.

impostor’s quadrilateral is the smallest rectangle containing the projected bounding
box of the object. Alpha is cleared to zero, and wherever the object is rendered,
alpha is set to 1.0. The image is then used as a viewpoint-oriented billboard. See
the right side of Figure 13.13. When the camera or the impostor object moves, the
resolution of the texture may be magnified, which may break the illusion. Schaufler
and Stürzlinger [1549] present heuristics that determine when the impostor image
needs to be updated.

Forsyth [482] gives many practical techniques for using impostors in games. For
example, more frequent updating of the objects closer to the viewer or the mouse
cursor can improve perceived quality. When impostors are used for dynamic objects,
he describes a preprocessing technique that determines the largest distance, d, any
vertex moves during the entire animation. This distance is divided by the number
of time steps in the animation, so that ∆ = d/frames. If an impostor has been used
for n frames without updating, then ∆ ∗ n is projected onto the image plane. If this
distance is larger than a threshold set by the user, the impostor is updated.

Mapping the texture onto a rectangle facing the viewer does not always give a
convincing effect. The problem is that an impostor itself does not have a thickness, so
can show problems when combined with real geometry. See the upper right image in
Figure 13.16. Forsyth suggests instead projecting the texture along the view direction
onto the bounding box of the object [482]. This at least gives the impostor a little
geometric presence.

Often it is best to just render the geometry when an object moves, and switch to
impostors when the object is static [482]. Kavan et al. [874] introduce polypostors,
in which a model of a person is represented by a set of impostors, one for each limb
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Figure 13.14. An impostor technique in which each separate animated element is represented by a
set of images. These are rendered in a series of masking and compositing operations that combine to
form a convincing model for the given view. (Image courtesy of Alejandro Beacco, copyright c©2016
John Wiley & Sons, Ltd. [122].)

and the trunk. This system tries to strike a balance between pure impostors and
pure geometry. Beacco et al. [122] describe polypostors and a wide range of other
impostor-related techniques for crowd rendering, providing a detailed comparison of
the strengths and limitations of each. See Figure 13.14 for one example.

13.6.5 Billboard Representation

A problem with impostors is that the rendered image must continue to face the viewer.
If the distant object is changing its orientation, the impostor must be recomputed. To
model distant objects that are more like the triangle meshes they represent, Décoret et
al. [338] present the idea of a billboard cloud. A complex model can often be represented
by a small collection of overlapping cutout billboards. Additional information, such as
normal or displacement maps and different materials, can be applied to their surfaces
to make such models more convincing.

This idea of finding a set of planes is more general than the paper cutout analogy
might imply. Billboards can intersect, and cutouts can be arbitrarily complex. For
example, several researchers fit billboards to tree models [128, 503, 513, 950]. From
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Figure 13.15. On the left, a tree model made of 20,610 triangles. In the middle, the tree modeled
with 78 billboards. The overlapping billboards are shown on the right. (Images courtesy of Dylan
Lacewell, University of Utah [950].)

models with tens of thousands of triangles, they can create convincing billboard clouds
consisting of less than a hundred textured quadrilaterals. See Figure 13.15.

Using billboard clouds can cause a considerable amount of overdraw, which can
be expensive. Quality can also suffer, as intersecting cutouts can mean that a strict
back-to-front draw order cannot be achieved. Alpha to coverage (Section 6.6) can
help in rendering complex sets of alpha textures [887]. To avoid overdraw, professional
packages such as SpeedTree represent and simplify a model with large meshes of alpha-
textured sets of leaves and limbs. While geometry processing then takes more time,
this is more than offset by lower overdraw costs. Figure 19.31 on page 857 shows
examples. Another approach is to represent such objects with volume textures and
render these as a series of layers formed to be perpendicular to the eye’s view direction,
as described in Section 14.3 [337].

13.7 Displacement Techniques
If the texture of an impostor is augmented with a depth component, this defines a
rendering primitive called a depth sprite or a nailboard [1550]. The texture image is
thus an RGB image augmented with a ∆ parameter for each pixel, forming an RGB∆
texture. The ∆ stores the deviation from the depth sprite rectangle to the correct
depth of the geometry that the depth sprite represents. This ∆ channel is a heightfield
in view space. Because depth sprites contain depth information, they are superior to
impostors in that they can merge better with surrounding objects. This is especially
evident when the depth sprite rectangle penetrates nearby geometry. Such a case is
shown in Figure 13.16. Pixel shaders are able to perform this algorithm by varying
the z-depth per pixel.
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Figure 13.16. The upper left image shows a simple scene rendered with geometry. The upper right
image shows what happens if impostors are created and used for the cube, the cylinder, and the cone.
The bottom image shows the result when depth sprites are used. The depth sprite in the left image
uses 2 bits for depth deviation, while the one on the right uses 8 bits. (Images courtesy of Gernot
Schaufler [1550].)

Shade et al. [1611] also describe a depth sprite primitive, where they use warping to
account for new viewpoints. They introduce a primitive called a layered depth image,
which has several depths per pixel. The reason for multiple depths is to avoid the gaps
that are created due to deocclusion (i.e., where hidden areas become visible) during
the warping. Related techniques are also presented by Schaufler [1551] and Meyer and
Neyret [1203]. To control the sampling rate, a hierarchical representation called the
LDI tree was presented by Chang et al. [255].

Related to depth sprites is relief texture mapping introduced by Oliveira et
al. [1324]. The relief texture is an image with a heightfield that represents the true
location of the surface. Unlike a depth sprite, the image is not rendered on a billboard,
but rather is oriented on a quadrilateral in world space. An object can be defined by
a set of relief textures that match at their seams. Using the GPU, heightfields can be
mapped onto surfaces and ray marching can be used to render them, as discussed in
Section 6.8.1. Relief texture mapping is also similar to a technique called rasterized
bounding volume hierarchies [1288].
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Figure 13.17. Woven surface modeled by applying four heightfield textures to a surface and rendered
using relief mapping. (Image courtesy of Fabio Policarpo and Manuel M. Oliveira [1425].)

Policarpo and Oliveira [1425] use a set of textures on a single quadrilateral to hold
the heightfields, and each is rendered in turn. As a simple analogy, any object formed
in an injection molding machine can be formed by two heightfields. Each heightfield
represents a half of the mold. More elaborate models can be recreated by additional
heightfields. Given a particular view of a model, the number of heightfields needed is
equal to the maximum number of surfaces found overlapping any pixel. Like spherical
billboards, the main purpose of each underlying quadrilateral is to cause evaluation
of the heightfield texture by the pixel shader. This method can also be used to create
complex geometric details for surfaces; see Figure 13.17.

Beacco et al. [122] use relief impostors for crowd scenes. In this representation, the
color, normals, and heightfield textures for a model are generated and associated with
each face of a box. When a face is rendered, ray marching is performed to find the
surface visible at each pixel, if any. A box is associated with each rigid part (“bone”)
of the model, so that animation can be performed. Skinning is not done, under the
assumption that the character is far away. Texturing gives an easy way to reduce the
level of detail of the original model. See Figure 13.18.

Gu et al. [616] introduce the geometry image. The idea is to transform an irregular
mesh into a square image that holds position values. The image itself represents a
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Figure 13.18. Relief impostor. The character’s surface model is divided into boxes, and then used to
create heightfield, color, and normal textures for each box face. The model is rendered using relief
mapping. (Images courtesy of Alejandro Beacco, copyright c©2016 John Wiley & Sons, Ltd. [122].)

regular mesh, i.e., the triangles formed are implicit from the grid locations. That is,
four neighboring texels in the image form two triangles. The process of forming this
image is difficult and rather involved; what is of interest here is the resulting image
that encodes the model. The image can clearly be used to generate a mesh. The key
feature is that the geometry image can be mipmapped. Different levels of the mipmap
pyramid form simpler versions of the model. This blurring of the lines between vertex
and texel data, between mesh and image, is a fascinating and tantalizing way to think
about modeling. Geometry images have also been used for terrains with feature-
preserving maps to model overhangs [852].

At this point in the chapter, we leave behind representing entire polygon objects
with images, as the discussion moves to using disconnected, individual samples within
particle systems and point clouds.

13.8 Particle Systems
A particle system [1474] is a collection of separate small objects that are set into motion
using some algorithm. Applications include simulating fire, smoke, explosions, water
flows, whirling galaxies, and other phenomena. As such, a particle system controls
animation as well as rendering. Controls for creating, moving, changing, and deleting
particles during their lifetimes are part of the system.

Relevant to this chapter is the way that such particles are modeled and rendered.
Each particle can be a single pixel or a line segment drawn from the particle’s previous
location to its current location, but is often represented by a billboard. As mentioned
in Section 13.6.2, if the particle is round, then the up vector is irrelevant to its display.
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Figure 13.19. Particle systems: a smoke-like simulation (left), fluids (middle), and meteor paths
against a galaxy skybox (right). (WebGL programs “The Spirit” by Edan Kwan, “Fluid Particles”
by David Li, and “Southern Delta Aquariids meteor shower” by Ian Webster.)

In other words, all that is needed is the particle’s position to orient it. Figure 13.19
shows some particle system examples. The billboard for each particle can be generated
by a geometry shader call, but in practice using the vertex shader to generate sprites
may be faster [146]. In addition to an image texture representing a particle, other
textures could be included, such as a normal map. Axial billboards can display thicker
lines. See Figure 14.18 on page 609 for an example of rain using line segments.

The challenges of rendering transparent objects properly must be addressed if phe-
nomena such as smoke are represented by semitransparent billboard particles. Back-
to-front sorting may be needed, but can be expensive. Ericson [439] provides a long set
of suggestions for rendering particles efficiently; we list a few here, along with related
articles:

• Make smoke from thick cutout textures; avoiding semitransparency means sort-
ing and blending are not needed.

• If semitransparency is needed, consider additive or subtractive blending, which
do not need sorting [987, 1971].

• Using a few animated particles can give similar quality and better performance
than many static particles.

• To maintain frame rate, use a dynamic cap value on the number of particles
rendered.

• Have different particle systems use the same shader to avoid state change
costs [987, 1747] (Section 18.4.2).

• A texture atlas or array containing all particle images avoids texture change
calls [986].

• Draw smoothly varying particles such as smoke into a lower-resolution buffer
and merge [1503], or draw after MSAA is resolved.
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This last idea is taken further by Tatarchuk et al. [1747]. They render smoke to
a considerably smaller buffer, one-sixteenth size, and use a variance depth map to
help compute the cumulative distribution function for the particles’ effect. See their
presentation for details.

A full sort can be expensive with a large number of particles. Art direction may
dictate a rendering order to correctly layer different effects, thus ameliorating the
problem. Sorting may not be necessary for small or low-contrast particles. Particles
can also sometimes be emitted in a somewhat-sorted order [987]. Weighted blending
transparency techniques, which do not need sorting, can be used if the particles are
fairly transparent [394, 1180]. More elaborate order-independent transparency systems
are also possible. For example, Köhler [920] outlines rendering particles to a nine-layer-
deep buffer stored in a texture array, then using a compute shader to perform the sort
ordering.

13.8.1 Shading Particles

For shading, it depends on the particle. Emitters such as sparks need no shading and
often use additive blending for simplicity. Green [589] describes how fluid systems can
be rendered as spherical particles to a depth image, with subsequent steps of blurring
the depths, deriving normals from them, and merging the result with the scene. Small
particles such as those for dust or smoke can use per-primitive or per-vertex values for
shading [44]. However, such lighting can make particles with distinct surfaces look flat.
Providing a normal map for the particles can give proper surface normals to illuminate
them, but at the cost of additional texture accesses. For round particles using four
diverging normals at the four corners of the particle may be sufficient [987, 1650].
Smoke particle systems can have more elaborate models for light scattering [1481].
Radiosity normal mapping (Section 11.5.2) or spherical harmonics [1190, 1503] have
also been used to illuminate particles. Tessellation can be used on larger particles, with
lighting accumulated at each vertex using the domain shader [225, 816, 1388, 1590].

It is possible to evaluate the lighting per vertex and interpolate over the particle
quad [44]. This is fast but produces low quality for large particles, where vertices that
are far apart can miss the contribution of small lights. One solution is to shade a
particle on a per-pixel basis, but at a lower resolution than used for the final image.
To this end, each visible particle allocates a tile in a light-map texture [384, 1682].
The resolution of each tile can be adjusted according to the particle size on screen,
e.g., between 1× 1 and 32× 32 according to the projected area on screen. Once tiles
have been allocated, particles are rendered for each tile, writing the world position for
the pixel into a secondary texture. A compute shader is then dispatched to evaluate
the radiance reaching each of the positions read from the secondary texture. Radiance
is gathered by sampling the light sources in the scene, using an acceleration structure
in order to evaluate only potentially contributing sources, as described in Chapter 20.
The resulting radiance can then be written into the light-map texture as a simple
color or as spherical harmonics. When each particle is finally rendered on screen,
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the lighting is applied by mapping each tile over the particle quad and sampling the
radiance per pixel using a texture fetch.

It is also possible to apply the same principle by allocating a tile per emitter [1538].
In this case, having a deep light-map texture will help give volume to the lighting for
effects with many particles. It is worth noting that, due to the flat nature of particles
that are usually aligned with the viewer, each lighting model presented in this section
will produce visible shimmering artifacts if the viewpoint were to rotate around any
particle emitter.

In parallel to lighting, the generation of volumetric shadows of particles and self-
shadowing requires special care. For receiving shadows from other occluders, small
particles can often be tested against the shadow map at just their vertices, instead of
every pixel. Because particles are scattered points rendered as simple camera-facing
quads, shadow casting onto other objects cannot be achieved using ray marching
through a shadow map. However, it is possible to use splatting approaches (Sec-
tion 13.9). In order to cast shadows on other scene elements from the sun, particles
can be splatted into a texture, multiplying their per-pixel transmittance Tr = 1 − α
in a buffer first cleared to 1. The texture can consist of a single channel for grayscale
or three channels for colored transmittance. These textures, following shadow cascade
levels, are applied to the scene by multiplying this transmittance with the visibility
resulting from the regular opaque shadow cascade, as presented in Section 7.4. This
technique effectively provides a single layer of transparent shadow [44]. The only
drawback of this technique is that particles can incorrectly cast shadows back onto
opaque elements present between the particles and the sun. This is usually avoided
by careful level design.

In order to achieve self-shadowing for particles, more advanced techniques must be
used, such as Fourier opacity mapping (FOM) [816]. See Figure 13.20. Particles are
first rendered from the light’s point of view, effectively adding their contribution into
the transmittance function represented as Fourier coefficients into the opacity map.
When rendering particles from this point of view, it is possible to reconstruct the
transmittance signal by sampling the opacity map from the Fourier coefficients. This
representation works well for expressing smooth transmittance functions. However,
since it uses the Fourier basis with a limited number of coefficients to maintain texture
memory requirements, it is subject to ringing for large variations in transmittance.
This can result in incorrect bright or dark areas on the rendered particle quad. FOM
is a great fit for particles, but other approaches, having different pros and cons, can
also be used. These include the adaptive volumetric shadow maps [1531] described in
Section 14.3.2 (similar to deep shadow maps [1066]), GPU optimized particle shadow
maps [120] (similar to opacity shadow maps [894], but only for camera-facing parti-
cles, so it will not work for ribbons or motion-stretched particles), and transmittance
function mapping [341] (similar to FOM).

Another approach is to voxelize particles in volumes containing extinction coef-
ficients σt [742]. These volumes can be positioned around the camera similar to a
clipmap [1739]. This approach is a way to unify the evaluation of volumetric shad-
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Figure 13.20. Particles casting volumetric shadows using Fourier opacity mapping. On the left, the
Fourier opacity map containing the function coefficient from the point of view of one of the spotlights.
In the middle, particles are rendered without shadows. On the right, volumetric shadows are cast on
particles and other opaque surfaces of the scene. (Images courtesy of NVIDIA [816].)

ows from particles and participating media at the same time, since they can both
be voxelized in these common volumes. Generating a single deep shadow map [894]
that stores Tr per voxel from these “extinction volumes” will automatically lead to
volumetric shadows cast from both sources. There are a number of resulting interac-
tions: Particles and participating media can cast shadows on each other, as well as
self-shadow; see Figure 14.21 on page 613. The resulting quality is tied to the voxel
size, which, to achieve real-time performance, will likely be large. This will result in
coarse but visually soft volumetric shadows. See Section 14.3.2 for more details.

13.8.2 Particle Simulation

Efficient and convincing approximation of physical processes using particles is a broad
topic beyond the intent of this book, so we will refer you to a few resources. GPUs
can generate animation paths for sprites and even perform collision detection. Stream
output can control the birth and death of particles. This is done by storing results
in a vertex buffer and updating this buffer each frame on the GPU [522, 700]. If
unordered access view buffers are available, the particle system can be entirely GPU-
based, controlled by the vertex shader [146, 1503, 1911].

Van der Burg’s article [211] and Latta’s overviews [986, 987] form a quick intro-
duction to the basics of simulation. Bridson’s book on fluid simulation for computer
graphics [197] discusses theory in depth, including physically based techniques for sim-
ulating various forms of water, smoke, and fire. Several practitioners have presented
talks on particle systems in interactive renderers. Whitley [1879] goes into details
about the particle system developed for Destiny 2. See Figure 13.21 for an example
image. Evans and Kirczenow [445] discuss their implementation of a fluid-flow algo-
rithm from Bridson’s text. Mittring [1229] gives brief details about how particles are
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Figure 13.21. Example of particle systems used in the game Destiny 2. (Image c©2017 Bungie, Inc.
all rights reserved.)

controlled in Unreal Engine 4. Vainio [1808] delves into the design and rendering of
particle effects for the game inFAMOUS Second Son. Wronski [1911] presents a system
for generating and rendering rain efficiently. Gjøl and Svendsen [539] discuss smoke
and fire effects, along with many other sample-based techniques. Thomas [1767] runs
through a compute-shader-based particle simulation system that includes collision de-
tection, transparency sorting, and efficient tile-based rendering. Xiao et al. [1936]
present an interactive physical fluid simulator that also computes the isosurface for
display. Skillman and Demoreuille [1650] run through their particle system and other
image-based effects used to turn the volume up to eleven for the game Brütal Legend.

13.9 Point Rendering
In 1985, Levoy and Whitted wrote a pioneering technical report [1033] in which they
suggested the use of points as a new primitive to use to render everything. The
general idea is to represent a surface using a large set of points and render these. In
a subsequent pass, Gaussian filtering is performed to fill in gaps between rendered
points. The radius of the Gaussian filter depends on the density of points on the
surface, and on the projected density on the screen. Levoy and Whitted implemented
this system on a VAX-11/780.

However, it was not until about 15 years later that point-based rendering again be-
came of interest. Two reasons for this resurgence were that computing power reached
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a level where point-based rendering was possible at interactive rates, and that ex-
tremely detailed models obtained from laser range scanners became available [1035].
Since then, a wide range of RGB-D (depth) devices that detect distances have become
available, from aerial LIDAR (LIght Detection And Ranging) [779] instruments for
terrain mapping, down to Microsoft Kinect sensors, iPhone TrueDepth camera, and
Google’s Tango devices for short-range data capture. LIDAR systems on self-driving
cars can record millions of points per second. Two-dimensional images processed
by photogrammetry or other computational photography techniques also are used to
provide data sets. The raw output of these various technologies is a set of three-
dimensional points with additional data, typically an intensity or color. Additional
classification data may also be available, e.g., whether a point is from a building or
road surface [37]. These point clouds can be manipulated and rendered in a variety
of ways.

Such models are initially represented as unconnected three-dimensional points.
See Berger et al. [137] for an in-depth overview of point cloud filtering techniques and
methods of turning these into meshes. Kotfis and Cozzi [930] present an approach for
processing, voxelizing, and rendering these voxelizations at interactive rates. Here we
discuss techniques to directly render point cloud data.

QSplat [1519] was an influential point-based renderer first released in 2000. It uses
a hierarchy of spheres to represent a model. The nodes in this tree are compressed to
allow rendering scenes consisting of several hundred million points. A point is rendered
as a shape with a radius, called a splat . Different splat shapes that can be used are
squares, opaque circles, and fuzzy circles. In other words, splats are particles, though
rendered with the intent of representing a continuous surface. See Figure 13.22 for an
example. Rendering may stop at any level in the tree. The nodes at that level are
rendered as splats with the same radius as the node’s sphere. Therefore, the bounding
sphere hierarchy is constructed so that no holes are visible at any level. Since traversal
of the tree can stop at any level, interactive frame rates can be obtained by stopping
the traversal when time runs out. When the user stops moving around, the quality of
the rendering can be refined repeatedly until the leaves of the hierarchy are reached.

Around the same time, Pfister et al. [1409] presented the surfel—a surface element.
It is also a point-based primitive, one that is meant to represent a part of an object’s
surface and so always includes a normal. An octree (Section 19.1.3) is used to store the
sampled surfels: position, normal, and filtered texels. During rendering, the surfels
are projected onto the screen and then a visibility splatting algorithm is used to fill
in any holes created. The QSplat and surfels papers identify and address some of the
key concerns of point cloud systems: managing data set size and rendering convincing
surfaces from a given set of points.

QSplat uses a hierarchy, but one that is subdivided down to the level of single
points, with inner, parent nodes being bounding spheres, each containing a point that
is the average of its children. Gobbetti and Marton [546] introduce layered point
clouds, a hierarchical structure that maps better to the GPU and does not create
artificial “average” data points. Each inner and child node contains about the same
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Figure 13.22. These models were rendered with point-based rendering, using circular splats. The
left image shows the full model of an angel named Lucy, with 10 million vertices. However, only
about 3 million splats were used in the rendering. The middle and right images zoom in on the head.
The middle image used about 40,000 splats during rendering. When the viewer stopped moving,
the result converged to the image shown to the right, with 600,000 splats. (Images generated by the
QSplat program by Szymon Rusinkiewicz. The model of Lucy was created by the Stanford Graphics
Laboratory.)

number of points, call it n, which are rendered as a set in a single API call. We form
the root node by taking n points from the entire set, as a rough representation of the
model. Choosing a set in which the distance between points is roughly the same gives
a better result than random selection [1583]. Differences in normals or colors can also
be used for cluster selection [570]. The remaining points are divided spatially into
two child nodes. Repeat the process at each of these nodes, selecting n representative
points and dividing the rest into two subsets. This selection and subdivision continues
until there are n or fewer points per child. See Figure 13.23. The work by Botsch et
al. [180] is a good example of the state of the art, a GPU-accelerated technique that
uses deferred shading (Section 20.1) and high-quality filtering. During display, visible

Figure 13.23. Layered point clouds. On the left, the root node contains a sparse subset taken from the
children’s data. A child node is shown next, then shown combined with the points in the root—note
how the child’s area is more filled in. Rightmost is the full point cloud, root and all children. (Images
from documentation for Potree [1583], open-source software, potree.org. Figure after Adorjan [12].)
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nodes are loaded and rendered until some limit is met. A node’s relative screen size
can be used to determine how important the point set is to load, and can provide
an estimate of the size of the billboards rendered. By not introducing new points for
the parent nodes, memory usage is proportional to the number of points stored. A
drawback of this scheme is that, when zoomed in on a single child node, all parent
nodes must be sent down the pipeline, even if only a few points are visible in each.

In current point cloud rendering systems, data sets can be huge, consisting of hun-
dreds of billions of points. Because such sets cannot be fully loaded into memory, let
alone displayed at interactive rates, a hierarchical structure is used in almost every
point cloud rendering system for loading and display. The scheme used can be influ-
enced by the data, e.g., a quadtree is generally a better fit for terrain than an octree.
There has been a considerable amount of research on efficient creation and traversal
of point cloud data structures. Scheiblauer [1553] provides a summary of research in
this area, as well as on surface reconstruction techniques and other algorithms. Ador-
jan [12] gives an overview of several systems, with a focus on sharing building point
clouds generated by photogrammetry.

In theory, splats could be provided individual normals and radii to define a sur-
face. In practice such data takes too much memory and is available only after con-
siderable preprocessing efforts, so billboards of a fixed radius are commonly used.
Properly rendering semitransparent splat billboards for the points can be both ex-
pensive and artifact-laden, due to sorting and blending costs. Opaque billboards—
squares or cutout circles—are often used to maintain interactivity and quality. See
Figure 13.24.

If points have no normals, then various techniques to provide shading can be
brought to bear. One image-based approach is to compute some form of screen-space
ambient occlusion (Section 11.3.6). Typically, all points are first rendered to a depth
buffer, with a wide enough radius to form a continuous surface. In the subsequent
rendering pass, each point’s shade is darkened proportionally to the number of neigh-
boring pixels closer to the viewer. Eye-dome lighting (EDL) can further accentuate
surface details [1583]. EDL works by examining neighboring pixels’ screen depths and
finding those closer to the viewer than the current pixel. For each such neighbor, the
difference in depth with the current pixel is computed and summed. The average of
these differences, negated, is then multiplied by a strength factor and used as an input
to the exponential function exp. See Figure 13.25.

If each point has a color or intensity along with it, the illumination is already baked
in, so can be displayed directly, though glossy or reflective objects will not respond to
changes in view. Additional non-graphical attributes, such as object type or elevation,
can also be used to display the points. We have touched on only the basics of managing
and rendering point clouds. Schuetz [1583] discusses various rendering techniques and
provides implementation details, as well as a high-quality open-source system.

Point cloud data can be combined with other data sources. For example, the Ce-
sium program can combine point clouds with high-resolution terrain, images, vector
map data, and models generated from photogrammetry. Another scan-related tech-
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Figure 13.24. Five million points are selected to render a small town data set of 145 million points.
Edges are enhanced by detecting depth differences. Gaps appear where the data are sparse or
billboard radius is too small. The row at the bottom shows the selected area when the image budget
is 500 thousand, 1 million, and 5 million points, respectively. (Images generated using Potree [1583],
open-source software, potree.org. Model of Retz, Austria, courtesy of RIEGL, riegl.com.)

Figure 13.25. On the left, points with normals rendered in a single pass. In the middle, a screen-space
ambient occlusion rendering of a point cloud without normals; on the right, eye-dome lighting for the
same. The last two methods each need to first perform a pass to establish the depths in the image.
(Images generated using CloudCompare, GPL software, cloudcompare.org. Footprint model courtesy
of Eugene Liscio.)
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Figure 13.26. An environment with depth available at each pixel. For a fixed view location (but
not direction), the user can take measurements between world-space locations and position virtual
objects, with occlusion handled properly. (Images generated using Autodesk ReCap Pro, courtesy of
Autodesk, Inc.)

nique is to capture an environment from a point of view into a skybox, saving both
color and depth information, so making the scene capture have a physical presence.
For example, the user can add synthetic models into the scene and have them prop-
erly merge with this type of skybox, since depths are available for each point in the
surrounding image. See Figure 13.26.

The state of the art has progressed considerably, and such techniques are seeing
use outside of the field of data capture and display. As an example, we give a brief
summary of an experimental point-based rendering system, presented by Evans [446],
for the game Dreams. Each model is represented by a bounding volume hierarchy
(BVH) of clusters, where each cluster is 256 points. The points are generated from
signed distance functions (Section 17.3). For level of detail support, a separate BVH,
clusters, and points are generated for each level of detail. To transition from high
to low detail, the number of points in the higher-density child clusters is reduced
stochastically down to 25%, and then the low-detail parent cluster is swapped in. The
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renderer is based on a compute shader, which splats the points to a framebuffer us-
ing atomics to avoid collisions. It implements several techniques, such as stochastic
transparency, depth of field (using jittered splats based on the circle of confusion), am-
bient occlusion, and imperfect shadow maps [1498]. To smooth out artifacts, temporal
antialiasing (Section 5.4.2) is performed.

Point clouds represent arbitrary locations in space, and so can be challenging to
render, as the gaps between points are often not known or easily available. This
problem and other areas of research related to point clouds are surveyed by Kobbelt
and Botsch [916]. To conclude this chapter, we turn to a non-polygonal representation
where the distance between a sample and its neighbors is always the same.

13.10 Voxels
Just as a pixel is a “picture element” and a texel is a “texture element,” a voxel is
a “volume element.” Each voxel represents a volume of space, typically a cube, in
a uniform three-dimensional grid. Voxels are the traditional way to store volumetric
data, and can represent objects ranging from smoke to 3D-printed models, from bone
scans to terrain representations. A single bit can be stored, representing whether
the center of the voxel is inside or outside an object. For medical applications, a
density or opacity and perhaps a rate of volumetric flow may be available. A color,
normal, signed distance, or other values can also be stored to facilitate rendering.
No position information is needed per voxel, since the index in the grid determines
its location.

13.10.1 Applications

A voxel representation of a model can be used for many different purposes. A regular
grid of data lends itself to all sorts of operations having to do with the full object, not
just its surface. For example, the volume of an object represented by voxels is simply
the sum of the voxels inside of it. The grid’s regular structure and a voxel’s well-defined
local neighborhood mean phenomena such as smoke, erosion, or cloud formation can
be simulated by cellular automata or other algorithms. Finite element analysis makes
use of voxels to determine an object’s tensile strength. Sculpting or carving a model
becomes a matter of subtracting voxels. Conversely, building elaborate models can be
done by placing a polygonal model into the voxel grid and determining which voxels
it overlaps. Such constructive solid geometry modeling operations are efficient, pre-
dictable, and guaranteed to work, compared to a more traditional polygonal workflow
that must handle singularities and precision problems. Voxel-based systems such as
OpenVDB [1249, 1336] and NVIDIA GVDB Voxels [752, 753] are used in film pro-
duction, scientific and medical visualization, 3D printing, and other applications. See
Figure 13.27.
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Figure 13.27. Voxel applications. On the left, a fluid simulation is computed directly on a sparse
voxel grid and rendered as a volume. On the right, a polygonal bunny model is voxelized into a
signed distance field, which is then perturbed with a noise function, and an isosurface is rendered.
(Left image courtesy of NVIDIA R© based on research by Wu et al. [1925]. Right image rendered with
NVIDIA R© GVDB Voxels, courtesy of NVIDIA Corporation.)

13.10.2 Voxel Storage

Storage of voxels has significant memory requirements, as the data grows according to
O(n3) with the voxel resolution. For example, a voxel grid with a resolution of 1000
in each dimension yields a billion locations. Voxel-based games such as Minecraft can
have huge worlds. In that game, data are streamed in as chunks of 16 × 16 × 256
voxels each, out to some radius around each player. Each voxel stores an identifier
and additional orientation or style data. Every block type then has its own polyg-
onal representation, whether it is a solid chunk of stone displayed using a cube, a
semitransparent window using a texture with alpha, or grass represented by a pair of
cutout billboards. See Figure 12.10 on page 529 and Figure 19.19 on 842 for examples.

Data stored in voxel grids usually have much coherence, as neighboring locations
are likely to have the same or similar values. Depending on the data source, a vast
majority of the grid may be empty, which is referred to as a sparse volume. Both
coherence and sparseness lead to compact representations. An octree (Section 19.1.3),
for example, could be imposed on the grid. At the lowest octree level, each 2× 2× 2
set of voxel samples may all be the same, which can be noted in the octree and the
voxels discarded. Similarity can be detected on up the tree, and the identical child
octree nodes discarded. Only where data differ do they need to be stored. This
sparse voxel octree (SVO) representation [87, 304, 308, 706] leads to natural level of
detail representation, a three-dimensional volumetric equivalent of a mipmap. See
Figures 13.28 and 13.29. Laine and Karras [963] provide copious implementation
details and various extensions for the SVO data structure.
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Figure 13.28. Sparse voxel octree, in two-dimensional form. Given a set of voxels on the left, we
note which parent nodes have any voxels in them, on up the tree. On the right is a visualization
of the final octree, showing the deepest node stored for each grid location. (Figure after Laine and
Karras [963].)

Figure 13.29. Voxel ray tracing at different levels of detail. From left to right, the resolution is 256,
512, and 1024 along each edge of the voxel grid containing the model. (Images rendered with Optix
and NVIDIA R© GVDB Voxels, courtesy of NVIDIA Corporation [753].)

13.10.3 Generation of Voxels

The input to a voxel model can come from a variety of sources. For example, many
scanning devices generate data points at arbitrary locations. The GPU can accelerate
voxelization, the process of turning a point cloud [930], polygonal mesh, or other
representation into a set of voxels. For meshes, one quick but rough method from
Karabassi et al. [859] is to render the object from six orthographic views: top, bottom,
and the four sides. Each view generates a depth buffer, so each pixel holds where the
first visible voxel is from that direction. If a voxel’s location is beyond the depth
stored in each of the six buffers, it is not visible and so is marked as being inside the
object. This method will miss any features that cannot be seen in any of the six views,
causing some voxels to improperly be marked as inside. Still, for simple models this
method can suffice.

Inspired by visual hulls [1139], Loop et al. [1071] use an even simpler system for
creating voxelizations of people in the real world. A set of images of a person are
captured and the silhouettes extracted. Each silhouette is used to carve away a set of
voxels given its camera location—only pixels where you can see the person will have
voxels associated with them.
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Figure 13.30. A sphere is voxelized three different ways and its cross section is shown. On the left is a
solid voxelization, determined by testing the center of each voxel against the sphere. In the middle is
a conservative voxelization, where any voxel touched by the sphere’s surface is selected. This surface
is called a 26-separating voxelization, in which no interior voxel is next to an exterior voxel in its
3 × 3 × 3 neighborhood. In other words, interior and exterior voxels never share a face, edge, or
vertex. On the right is a 6-separating voxelization, in which edges and corners can be shared between
interior and exterior voxels. (Figure after Schwarz and Seidel [1594].)

Voxel grids can also be created from a collection of images, such as with medical
image devices that generate slices that are then stacked up. Along the same lines,
mesh models can be rendered slice by slice and the voxels found inside the model are
duly recorded. The near and far planes are adjusted to bound each slice, which is
examined for content. Eisemann and Décoret [409] introduce the idea of a slicemap,
where the 32-bit target is instead thought of as 32 separate depths, each with a
bit flag. The depth of a triangle rendered to this voxel grid is converted to its bit
equivalent and stored. The 32 layers can then be rendered in a rendering pass, with
more voxel layers available for the pass if wider-channel image formats and multiple
render targets are used. Forest et al. [480] give implementation details, noting that on
modern GPUs up to 1024 layers can be rendered in a single pass. Note that this slicing
algorithm identifies just the surface of the model, its boundary representation. The six-
views algorithm above also identifies (though sometimes miscategorizes) voxels that
are fully inside the model. See Figure 13.30 for three common types of voxelization.
Laine [964] provides a thorough treatment of terminology, various voxelization types,
and the issues involved in generating and using them.

More efficient voxelization is possible with new functionality available in modern
GPUs. Schwarz and Seidel [1594, 1595] and Pantaleoni [1350] present voxelization sys-
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tems using compute shaders, which offer the ability to directly build an SVO. Crassin
and Green [306, 307] describe their open-source system for regular-grid voxelization,
which leverages image load/store operations available starting in OpenGL 4.2. These
operations allow random read and write access to texture memory. By using con-
servative rasterization (Section 23.1.2) to determine all triangles overlapping a voxel,
their algorithm efficiently computes voxel occupancy, along with an average color and
normal. They can also create an SVO with this method, building from the top down
and voxelizing only non-empty nodes as they descend, then populating the structure
using bottom-up filtering mipmap creation. Schwarz [1595] gives implementation de-
tails for both rasterization and compute kernel voxelization systems, explaining the
characteristics of each. Rauwendaal and Bailey [1466] include source code for their hy-
brid system. They provide performance analysis of parallelized voxelization schemes
and details for the proper use of conservative rasterization to avoid false positives.
Takeshige [1737] discusses how MSAA can be a viable alternative to conservative
rasterization, if a small amount of error is acceptable. Baert et al. [87] present an
algorithm for creating SVOs that can efficiently run out-of-core, that is, can vox-
elize a scene to a high precision without needing the whole model to be resident
in memory.

Given the large amount of processing needed to voxelize a scene, dynamic objects—
those moving or otherwise animated—are a challenge for voxel-based systems. Gai-
tatzes and Papaioannou [510] tackle this task by progressively updating their voxel
representation of the scene. They use the rendering results from the scene camera
and any shadow maps generated to clear and set voxels. Voxels are tested against
the depth buffers, with those that are found to be closer than the recorded z-depths
being cleared. Depth locations in the buffers are then treated as a set of points and
transformed to world space. These points’ corresponding voxels are determined and
set, if not marked before. This clear-and-set process is view-dependent, meaning that
parts of the scene that no camera currently sees are effectively unknown and so can
be sources of error. However, this fast approximate method makes computing voxel-
based global illumination effects practical to perform at interactive rates for dynamic
environments (Section 11.5.6).

13.10.4 Rendering

Voxel data are stored in a three-dimensional array, which can also be thought of as,
and indeed stored as, a three-dimensional texture. Such data can be displayed in any
number of ways. The next chapter discusses ways to visualize voxel data that are
semitransparent, such as fog, or where a slicing plane is positioned to examine the
data set, such as an ultrasound image. Here we will focus on rendering voxel data
representing solid objects.

Imagine the simplest volume representation, where each voxel contains a bit noting
whether it is inside or outside an object. There are a few common ways to display
such data [1094]. One method is to directly ray-cast the volume [752, 753, 1908] to
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Figure 13.31. Cube culling. On the left, the 17,074 voxel solid sphere is formed of 102,444 quadrilater-
als, six per voxel. In the middle, the two quadrilaterals between neighboring solid voxels are removed,
reducing the count to 4,770. The look is the same as on left, as the outer shell is untouched. On
the right, a fast greedy algorithm merges faces to form larger rectangles, giving 2,100 quadrilaterals.
(Images from Mikola Lysenko’s culling program [1094].)

determine the nearest hit face of each cube. Another technique is to convert the voxel
cubes to a set of polygons. Though rendering using a mesh will be fast, this incurs
additional cost during voxelization, and is best suited to static volumes. If each voxel’s
cube is to be displayed as opaque, then we can cull out any faces where two cubes are
adjacent, since the shared square between them is not visible. This process leaves us
with a hull of squares, hollow on the inside. Simplification techniques (Section 16.5)
can reduce the polygon count further. See Figure 13.31.

Shading this set of cube faces is unconvincing for voxels representing curved sur-
faces. A common alternative to shading the cubes is to create a smoother mesh surface
by using an algorithm such asmarching cubes [558, 1077]. This process is called surface
extraction or polygonalization (a.k.a. polygonization). Instead of treating each voxel
as a box, we think of it as a point sample. We can then form a cube using the eight
neighboring samples in a 2 × 2 × 2 pattern to form the corners. The states of these
eight corners can define a surface passing through the cube. For example, if the top
four corners of the cube are outside and the bottom four inside, a horizontal square
dividing the cube in half is a good guess for the shape of the surface. One corner
outside and the rest inside yields a triangle formed by the midpoints of the three cube
edges connected to the outside corner. See Figure 13.32. This process of turning a set
of cube corners into a corresponding polygonal mesh is efficient, as the eight corner
bits can be converted to an index from 0 to 255, which is used to access a table that
specifies the number and locations of the triangles for each possible configuration.

Other methods to render voxels, such as level sets [636], are better suited to smooth,
curved surfaces. Imagine that each voxel stores the distance to the surface of the
object being represented, a positive value for inside and negative for outside. We can
use these data to adjust the vertex locations of the mesh formed to more accurately
represent the surface, as shown on the right in Figure 13.32. Alternately, we could
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Figure 13.32. Marching cubes. On the left, the four bottom corners are voxel centers inside the
object, so a horizontal square of two triangles is formed between the bottom and the top four corners.
In the middle, one corner is outside, so a triangle is formed. On the right, if signed distance values
are stored at the corners, then we can interpolate the triangle vertices to be at 0.0 along each edge.
Note that other cubes sharing a given edge will have a vertex at the same location along that edge,
to ensure that the surface has no cracks.

directly ray-trace the level set with an isovalue of zero. This technique is called level-
set rendering [1249]. It is particularly good at representing the surface and normals
of a curved model without any additional voxel attributes.

Voxel data representing differences in density can be visualized in different ways
by deciding what forms a surface. For example, some given density may give a good
representation of a kidney, another density could show any kidney stones present.
Choosing a density value defines an isosurface, a set of locations with the same value.
Being able to vary this value is particularly useful for scientific visualization. Directly
ray tracing any isosurface value is a generalization of level-set ray tracing, where the
target value is always zero. Alternatively, one can extract the isosurface and convert
it to a polygonal model.

In 2008 Olick [1323] gave an influential talk about how a sparse voxel representa-
tion can be rendered directly with ray casting, inspiring further work. Testing rays
against regularized voxels is well suited to a GPU implementation, and can be done
at interactive frame rates. Many researchers have explored this area of rendering. For
an introduction to the subject, start with Crassin’s PhD thesis [304] and SIGGRAPH
presentation [308], which cover the advantages of voxel-based methods. Crassin ex-
ploits the mipmap-like nature of the data by using cone tracing. The general idea
is to use the regularity and well-defined locality property of voxel representations to
define prefiltering schemes for geometry and shading properties, allowing the use of
linear filters. A single ray is traced through the scene but is able to gather an ap-
proximation of the visibility through a cone emanating from its start point. As the
ray moves through space, its radius of interest grows, which means that the voxel
hierarchy is sampled higher up the chain, similar to how a mipmap is sampled higher
up as more texels fall inside a single pixel. This type of sampling can rapidly compute
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Figure 13.33. Cone-traced shadows. Top: a ray-traced spherical area light rendered in Maya in 20
seconds. Bottom: voxelization and cone tracing for the same scene took ∼20 ms. The model is
rendered with polygons, with the voxelized version used for shadow computations. (Images courtesy
of Crytek [865].)

soft shadows and depth of field, for example, as these effects can be decomposed into
cone-tracing problems. Area sampling can be valuable for other processes, such as
antialiasing and properly filtering varying surface normals. Heitz and Neyret [706]
describe previous work and present a new data structure for use with cone tracing
that improves visibility calculation results. Kasyan [865] uses voxel cone tracing for
area lights, discussing sources of error. A comparison is shown in Figure 13.33. See
Figure 7.33 on page 264 for a final result. Cone tracing’s use for computing global
illumination effects is discussed and illustrated in Section 11.5.7.
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Recent trends explore structures beyond octrees on the GPU. A key drawback of
octrees is that operations such as ray tracing require a large number of tree traversal
hops and so require storage of a significant number of intermediate nodes. Hoet-
zlein [752] shows that GPU ray tracing of VDB trees, a hierarchy of grids, can achieve
significant performance gains over octrees, and are better suited to dynamic changes
in volume data. Fogal et al. [477] demonstrate that index tables, rather than octrees,
can be used to render large volumes in real-time using a two-pass approach. The first
pass identifies visible sub-regions (bricks), and streams in those regions from disk. The
second pass renders the regions currently resident in memory. A thorough survey of
large-scale volumetric rendering is provided by Beyer et al. [138].

13.10.5 Other Topics

Surface extraction is commonly used to visualize implicit surfaces (Section 17.3), for
example. There are different forms of the basic algorithm and some subtleties to
how meshes are formed. For example, if every other corner for a cube is found to
be inside, should these corners be joined together in the polygonal mesh formed, or
kept separate? See the article by de Araújo et al. [67] for a survey of polygonalization
techniques for implicit surfaces. Austin [85] runs through the pros and cons of a
variety of general polygonalization schemes, finding cubical marching squares to have
the most desirable properties.

Other solutions than full polygonalization are possible when using ray cast-
ing for rendering. For example, Laine and Karras [963] attach a set of parallel
planes to each voxel that approximate the surface, then use a post-process blur to
mask discontinuities between voxels. Heitz and Neyret [706] access the signed dis-
tance in a linearly filterable representation that permits reconstructing plane equa-
tions and determining coverage in a given direction for any spatial location and
resolution.

Eisemann and Décoret [409] show how a voxel representation can be used to per-
form deep shadow mapping (Section 7.8), for situations where semitransparent over-
lapping surfaces cast shadows. As Kämpe, Sintorn, and others show [850, 1647],
another advantage of a voxelized scene is that shadow rays for all lights can be tested
using this one representation, versus generating a shadow map for each light source.
Compared to directly visible surface rendering, the eye is more forgiving of small errors
in secondary effects such as shadows and indirect illumination, and much less voxel
data are needed for these tasks. When only occupancy of a voxel is tracked, there can
be extremely high self-similarity among many sparse voxel nodes [849, 1817]. For ex-
ample, a wall will form sets of voxels that are identical over several levels. This means
that various nodes and entire sub-trees in a tree are the same, and so we can use a
single instance for such nodes and store them in what is called a directed acyclic graph
(Section 19.1.5). Doing so often leads to vast reductions in the amount of memory
needed per voxel-structure.
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Further Reading and Resources

Image-based rendering, light fields, computational photography, and many other top-
ics are discussed in Szeliski’s Computer Vision: Algorithms and Applications [1729].
See our website realtimerendering.com for a link to the free electronic version of this
worthwhile volume. A wide range of acceleration techniques taking advantage of lim-
itations in our visual perceptual system is discussed by Weier et al. [1864] in their
state-of-the-art report. Dietrich et al. [352] provide an overview of image-based tech-
niques in the sidebars of their report on massive model rendering.

We have touched upon only a few of the ways images, particles, and other non-
polygonal methods are used to simulate natural phenomena. See the referenced articles
for more examples and details. A few articles discuss a wide range of techniques. The
survey of crowd rendering techniques by Beacco et al. [122] discusses many variations
on impostors, level of detail methods, and much else. Gjøl and Svendsen’s presen-
tation [539] gives image-based sampling and filtering techniques for a wide range of
effects, including bloom, len flares, water effects, reflections, fog, fire, and smoke.
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Chapter 14

Volumetric and Translucency
Rendering

“Those you wish should look farthest away you must make proportionately
bluer; thus, if one is to be five times as distant, make it five times bluer.”

—Leonardo Da Vinci

Participating media is the term used to describe volumes filled with particles. As we
can tell by the name, they are media that participate in light transport, in other words
they affect light that passes through them via scattering or absorption. When render-
ing virtual worlds, we usually focus on the solid surfaces, simple yet complex. These
surfaces appear opaque because they are defined by light bouncing off of dense partic-
ipating media, e.g., a dielectric or metal typically modeled using a BRDF. Less dense
well-known media are water, fog, steam, or even air, composed of sparse molecules.
Depending on its composition, a medium will interact differently with light travel-
ing through it and bouncing off its particles, an event typically referred to as light
scattering. The density of particles can be homogeneous (uniform), as in the case
of air or water. Or it could be heterogeneous (nonuniform, varying with location in
space), as in the case of clouds or steam. Some dense materials often rendered as solid
surfaces exhibit high levels of light scattering, such as skin or candle wax. As shown
in Section 9.1, diffuse surface shading models are the result of light scattering on a
microscopic level. Everything is scattering.

14.1 Light Scattering Theory
In this section, we will describe the simulation and rendering of light in participating
media. This is a quantitative treatment of the physical phenomena, scattering and
absorption, which were discussed in Sections 9.1.1 and 9.1.2. The radiative transfer
equation is described by numerous authors [479, 743, 818, 1413] in the context of path
tracing with multiple scattering. Here we will focus on single scattering and build a
good intuition about how it works. Single scattering considers only one bounce of light

589
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Symbol Description Unit

σa Absorption coefficient m−1

σs Scattering coefficient m−1

σt Extinction coefficient m−1

ρ Albedo unitless

p Phase function sr−1

Table 14.1. Notation used for scattering and participating media. Each of these parameters can
depend on the wavelength (i.e., RGB) to achieve colored light absorption or scattering. The units of
the phase function are inverse steradians (Section 8.1.1).

on the particles that constitute the participating media. Multiple scattering tracks
many bounces per light path and so is much more complex [243, 479]. Results with
and without multiple scattering can be seen in Figure 14.51 on page 646. Symbols
and units used to represent the participating media properties in scattering equations
are presented in Table 14.1. Note that many of the quantities in this chapter, such
as σa, σs, σt, p, ρ, v, and Tr are wavelength-dependent, which in practice means that
they are RGB quantities.

14.1.1 Participating Media Material
There are four types of events that can affect the amount of radiance propagating along
a ray through a medium. These are illustrated in Figure 14.1 and summarized as:

• Absorption (function of σa)—Photons are absorbed by the medium’s matter
and transformed into heat or other forms of energy.

• Out-scattering (function of σs)—Photons are scattered away by bouncing off
particles in the medium matter. This will happen according to the phase function
p describing the distribution of light bounce directions.

• Emission—Light can be emitted when media reaches a high heat, e.g., a fire’s
black-body radiation. For more details about emission, please refer to the course
notes by Fong et al. [479].

• In-scattering (function of σs)—Photons from any direction can scatter into
the current light path after bouncing off particles and contribute to the final
radiance. The amount of light in-scattered from a given direction also depends
on the phase function p for that light direction.

To sum up, adding photons to a path is a function of in-scattering σs and emis-
sion. Removing photons is a function of extinction σt = σa + σs, representing both
absorption and out-scattering. As explained by the radiative transfer equation, the
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Figure 14.1. Different events change the radiance along a direction d in participating media.

set of coefficients represents the derivative of radiance at position x and toward direc-
tion v relative to L(x,v). That is why these coefficients’ values are all in the range
[0,+∞]. See the notes by Fong et al. [479] for details. The scattering and absorption
coefficients determine the medium’s albedo ρ, defined as

ρ =
σs

σs + σa
=

σs

σt
, (14.1)

which represents the importance of scattering relative to absorption in a medium for
each visible spectrum range considered, i.e., the overall reflectiveness of the medium.
The value of ρ is within the range [0, 1]. A value close to 0 indicates that most of
the light is absorbed, resulting in a murky medium, such as dark exhaust smoke. A
value close to 1 indicates that most of the light is scattered instead of being absorbed,
resulting in a brighter medium, such as air, clouds, or the earth’s atmosphere.

As discussed in Section 9.1.2, the appearance of a medium is a combination of its
scattering and absorption properties. Coefficient values for real-world participating
media have been measured and published [1258]. For instance, milk has high scattering
values, producing a cloudy and opaque appearance. Milk also appears white thanks
to a high albedo ρ > 0.999. On the other hand, red wine features almost no scattering
but instead high absorption, giving it a translucent and colored appearance. See the
rendered liquids in Figure 14.2, and compare to the photographed liquids in Figure 9.8
on page 301.

Each of these properties and events are wavelength-dependent. This dependence
means that in a given medium, different light frequencies may be absorbed or scattered
with differing probabilities. In theory, to account for this we should use spectral
values in rendering. For the sake of efficiency, in real-time rendering (and with a
few exceptions [660] in offline rendering as well) we use RGB values instead. Where
possible, the RGB values of quantities such as σa and σs should be precomputed from
spectral data using color-matching functions (Section 8.1.3).

In earlier chapters, due to the absence of participating media, we could assume
that the radiance entering the camera was the same as the radiance leaving the closest
surface. More precisely, we assumed (on page 310) that Li(c,−v) = Lo(p,v), where c
is the camera position, p is the intersection point of the closest surface with the view
ray, and v is the unit view vector pointing from p to c.

Once participating media are introduced, this assumption no longer holds and we
need to account for the change in radiance along the view ray. As an example, we will
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Figure 14.2. Rendered wine and milk, respectively, featuring absorption and scattering at different
concentrations. (Images courtesy of Narasimhan et al. [1258].)

now describe the computations involved in evaluating scattered light from a punctual
light source, i.e., a light source represented by a single infinitesimal point (Section 9.4):

Li(c, −v) = Tr(c,p)Lo(p,v) +

∫ ‖p−c‖

t=0

Tr(c, c− vt)Lscat(c− vt,v)σsdt, (14.2)

where Tr(c,x) is the transmittance between a given point x and the camera position c
(Section 14.1.2) and Lscat(x,v) is the light scattered along the view ray (Section 14.1.3)
at a given point x on the ray. The different components of the calculation are shown
in Figure 14.3 and explained in the following subsections. More details about how
Equation 14.2 is derived from the radiative transfer equation can be found in the
course notes by Fong et al. [479].

𝐱𝑡+1

𝑣 𝐱𝑡, 𝐩l t × 𝐿𝑖 𝐱𝑡, 𝐥𝑐
𝐱𝑡𝐱𝑡–1

v

𝑝 𝜽
c

p

Figure 14.3. Illustration of single scattering integration from a punctual light source. Sample points
along the view ray are shown in green, a phase function for one point is shown in red, and the BRDF
for an opaque surface S is shown in orange. Here, lc is the direction vector to the light center, plight

is the position of the light, p is the phase function, and the function v is the visibility term.
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Figure 14.4. Transmittance as a function of depth, with σt = (0.5, 1.0, 2.0). As expected, a lower
extinction coefficient for the red component leads to more red color being transmitted.

14.1.2 Transmittance

The transmittance Tr represents the ratio of light that is able to get through a medium
over a certain distance according to

Tr(xa,xb) = e−τ , where τ =

∫ xb

x=xa

σt(x) ‖dx‖. (14.3)

This relationship is also known as the Beer-Lambert Law. The optical depth τ is
unitless and represents the amount of light attenuation. The higher the extinction or
distance traversed, the larger the optical depth will be and, in turn, the less light will
travel through the medium. An optical depth τ = 1 will remove approximately 60%
of the light. For instance, if σt = (0.5, 1, 2) in RGB, then the light coming through
depth d = 1 meter will be Tr = e−dσt ≈ (0.61, 0.37, 0.14). This behavior is presented
in Figure 14.4. Transmittance needs to be applied on (i) the radiance Lo(p,v) from
opaque surfaces, (ii) the radiance Lscat(x,v) resulting from an in-scattering event,
and (iii) each path from a scattering event to the light source. Visually, (i) will result
in some fog-like occlusion of surfaces, (ii) will result in occlusion of scattered light,
giving another visual cue about the media thickness (see Figure 14.6), and (iii) will
result in volumetric self-shadowing by the participating media (see Figure 14.5). Since
σt = σa+σs, it is expected that the transmittance is influenced by both the absorption
and out-scattering components.

14.1.3 Scattering Events

Integrating in-scattering from punctual light sources in a scene for a given position x
and from direction v can be done as follows:

Lscat(x,v) = π
n∑

i=1

p(v, lci)v(x,plighti)clighti(‖x− plighti‖), (14.4)
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Figure 14.5. Example of volumetric shadows from a Stanford bunny made of participating media [744].
Left: without volumetric self-shadowing; middle: with self-shadowing; right: with shadows cast on
other scene elements. (Model courtesy of the Stanford Computer Graphics Laboratory.)

where n is the number of lights, p() is the phase function, v() is the visibility function,
lci is the direction vector to the ith light, and plighti is the position of the ith light. In
addition, clighti() is the radiance from the ith light as a function of the distance to its
position, using the definition from Section 9.4 and the inverse square falloff function
from Section 5.2.2. The visibility function v(x,plighti) represents the ratio of light
reaching a position x from a light source at plighti according to

v(x,plighti) = shadowMap(x,plighti) · volShad(x,plighti), (14.5)

where volShad(x,plighti) = Tr(x,plighti). In real-time rendering, shadows result
from two kinds of occlusion: opaque and volumetric. Shadows from opaque objects
(shadowMap) are traditionally computed by using shadow mapping or other techniques
from Chapter 7.

The volumetric shadow term volShad(x,plighti) of Equation 14.5 represents the
transmittance from light source position plighti to sampled point x, with values in the
range [0, 1]. Occlusion produced by a volume is a crucial component of volumetric
rendering, where the volume element can self-shadow or cast shadows on other scene
elements. See Figure 14.5. This result is usually achieved by performing ray marching
along the primary ray from the eye through the volume to the first surface, and then
along a secondary ray path from each of these samples toward each light source. “Ray
marching” refers to the act of sampling the path between two points using n samples,
integrating scattered light and transmittance along the way. See Section 6.8.1 for more
details on this method of sampling, which in that case was for rendering a heightfield.
Ray marching is similar for three-dimensional volumes, with each ray progressing
step by step and sampling the volume material or lighting at each point along the
way. See Figure 14.3, which shows sample points on a primary ray in green and
secondary shadow rays in blue. Many other publications also describe ray marching
in detail [479, 1450, 1908].

Being of O(n2) complexity, where n is the number of samples along each path, ray
marching quickly becomes expensive. As a trade-off between quality and performance,
specific volumetric shadow representation techniques can be used to store transmit-
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Figure 14.6. Stanford dragon with increasing media concentration. From left to right: 0.1, 1.0, and
10.0, with σs = (0.5, 1.0, 2.0). (Model courtesy of the Stanford Computer Graphics Laboratory.)

tance for outgoing directions from a light. These techniques will be explained in the
appropriate sections throughout the rest of this chapter.

To gain some intuition about the behavior of light scattering and extinction within
a medium, consider σs = (0.5, 1, 2) and σa = (0, 0, 0). For a short light path within
the medium, in-scattering events will dominate over extinction, e.g., out-scattering
in this case, where Tr ≈ 1 for a small depth. The material will appear blue, since
this channel’s σs value is highest. The deeper that light penetrates into the medium,
the fewer photons will get through, due to extinction. In this case, the transmittance
color from extinction will start to dominate. This can be explained by the fact that
we have σt = σs, since σa = (0, 0, 0). As a result, Tr = e−dσt will decrease much
faster than the linear integration of scattered light as a function of the optical depth
dσs using Equation 14.2. For this example, the red light channel will be less subject
to extinction through the medium, since this channel’s σt value is lowest, so it will
dominate. This behavior is depicted in Figure 14.6, and is exactly what happens in
the atmosphere and sky. When the sun is high (e.g., short light path through the
atmosphere, perpendicular to the ground), blue light scatters more, giving the sky its
natural blue color. However, when the sun is at the horizon, so that there is a long
light path through the atmosphere, the sky will appear redder since more red light is
transmitted. This results in the beautiful sunrise and sunset transitions we all know.
See Section 14.4.1 for more details about the atmosphere’s material composition. For
another example of this effect, see the opalescent glass on the right side of Figure 9.6
on page 299.

14.1.4 Phase Functions

A participating medium is composed of particles with varying radii. The distribution
of the size of these particles will influence the probability that light will scatter in a
given direction, relative to the light’s forward travel direction. The physics behind
this behavior is explained in Section 9.1.
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Figure 14.7. Illustration of a phase function (in red) and its influence on scattered light (in green) as
a function of θ.

Describing the probability and distribution of scattering directions at a macro
level is achieved using a phase function when evaluating in-scattering, as shown in
Equation 14.4. This is illustrated in Figure 14.7. The phase function in red is expressed
using the parameter θ as the angle between the light’s forward travel path in blue and
toward direction v in green. Notice the two main lobes in this phase function example:
a small backward-scattering lobe in the opposite direction of the light path, and a large
forward-scattering lobe. Camera B is in the direction of the large forward-scattering
lobe, so it will receive much more scattered radiance as compared to camera A. To
be energy-conserving and -preserving, i.e., no energy gain or loss, the integration of a
phase function over the unit sphere must be 1.

A phase function will change the in-scattering at a point according to the direc-
tional radiance information reaching that point. The simplest function is isotropic:
Light will be scattered uniformly in all directions. This perfect but unrealistic behavior
is presented as

p(θ) =
1

4π
, (14.6)

where θ is the angle between the incoming light and out-scattering directions, and 4π
is the area of the unit sphere.

Physically based phase functions depend on the relative size sp of a particle ac-
cording to

sp =
2πr

λ
, (14.7)

where r is the particle radius and λ the considered wavelength [743]:

• When sp ≪ 1, there is Rayleigh scattering (e.g., air).

• When sp ≈ 1, there is Mie scattering.

• When sp ≫ 1, there is geometric scattering.

Rayleigh Scattering
Lord Rayleigh (1842–1919) derived terms for the scattering of light from molecules
in the air. These expressions are used, among other applications, to describe light
scattering in the earth’s atmosphere. This phase function has two lobes, as shown
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Figure 14.8. Polar plot of the Rayleigh phase as a function of θ. The light is coming horizontally
from the left, and the relative intensity is shown for angle θ, measured counterclockwise from the
x-axis. The chance of forward and backward scattering is the same.

in Figure 14.8, referred to as backward and forward scattering, relative to the light
direction. This function is evaluated at θ, the angle between the incoming light and
out-scattering directions. The function is

p(θ) =
3

16π
(1 + cos2 θ). (14.8)

Rayleigh scattering is highly wavelength-dependent. When viewed as a function of the
light wavelength λ, the scattering coefficient σs for Rayleigh scattering is proportional
to the inverse fourth power of the wavelength:

σs(λ) ∝
1

λ4
. (14.9)

This relationship means that short-wavelength blue or violet light is scattered much
more than long-wavelength red light. The spectral distribution from Equation 14.9
can be converted to RGB using spectral color-matching functions (Section 8.1.3):
σs = (0.490, 1.017, 2.339). This value is normalized to a luminance of 1, and should be
scaled according to the desired scattering intensity. The visual effects resulting from
blue light being scattered more in the atmosphere are explained in Section 14.4.1.

Mie Scattering
Mie scattering [776] is a model that can be used when the size of particles is about the
same as the light’s wavelength. This type of scattering is not wavelength-dependent.
The MiePlot software is useful for simulating this phenomenon [996]. The Mie phase
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Figure 14.9. Polar plot of the Henyey-Greenstein (in blue) and Schlick approximation (in red) phase
as a function of θ. The light is coming horizontally from the left. Parameter g increases from 0 to
0.3 and 0.6, resulting in a strong lobe to the right, meaning that light will be scattered more along
its forward path, from the left to the right.

function for a specific particle size is typically a complex distribution with strong
and sharp directional lobes, i.e., representing a high probability to scatter photons
in specific directions relative to the photon travel direction. Computing such phase
functions for volume shading is computationally expensive, but fortunately it is rarely
needed. Media typically have a continuous distribution of particle sizes. Averaging
the Mie phase functions for all these different sizes results in a smooth average phase
function for the overall medium. For this reason, relatively smooth phase functions
can be used to represent Mie scattering.

One phase function commonly used for this purpose is the Henyey-Greenstein
(HG) phase function, which was originally proposed to simulate light scattering in
interstellar dust [721]. This function cannot capture the complexity of every real-world
scattering behavior, but it can be a good match to represent one of the phase function
lobes [1967], i.e., toward the main scatter direction. It can be used to represent any
smoke, fog, or dust-like participating media. Such media can exhibit strong backward
or forward scattering, resulting in large visual halos around light sources. Examples
include spotlights in fog and the strong silver-lining effect at the edges of clouds in
the sun’s direction.

The HG phase function can represent more complex behavior than Rayleigh scat-
tering and is evaluated using

phg(θ, g) =
1− g2

4π(1 + g2 − 2g cos θ)1.5
. (14.10)

It can result in varied shapes, as shown in Figure 14.9. The g parameter can be used
to represent backward (g < 0), isotropic (g = 0), or forward (g > 0) scattering, with
g in [−1, 1]. Examples of scattering results using the HG phase function are shown in
Figure 14.10.

A faster way to obtain similar results to the Henyey-Greenstein phase function is
to use an approximation proposed by Blasi et al. [157], which is usually named for the
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Figure 14.10. Participating-media Stanford bunny showing HG phase function influence, with g
ranging from isotropic to strong forward scattering. From left to right: g = 0.0, 0.5, 0.9, 0.99, and
0.999. The bottom row uses a ten-times denser participating media. (Model courtesy of the Stanford
Computer Graphics Laboratory.)

third author as the Schlick phase function:

p(θ, k) =
1− k2

4π(1 + k cos θ)2
, where k ≈ 1.55g − 0.55g3. (14.11)

It does not include any complex power function but instead only a square, which is
much faster to evaluate. In order to map this function onto the original HG phase
function, the k parameter needs to be computed from g. This has to be done only once
for participating media having a constant g value. In practical terms, the Schlick phase
function is an excellent energy-conserving approximation, as shown in Figure 14.9.

It is also possible to blend multiple HG or Schlick phase functions in order to
represent a more complex range of general phase functions [743]. This allows us to
represent a phase function having strong forward- and backward-scattering lobes at the
same time, similar to how clouds behave, as described and illustrated in Section 14.4.2.

Geometric Scattering
Geometric scattering happens with particles significantly larger than the light’s wave-
length. In this case, light can refract and reflect within each particle. This behavior
can require a complex scattering phase function to simulate it on a macro level. Light
polarization can also affect this type of scattering. For instance, a real-life example
is the visual rainbow effect. It is caused by internal reflection of light inside water
particles in the air, dispersing the sun’s light into a visible spectrum over a small
visual angle (∼ 3 degrees) of the resulting backward scattering. Such complex phase
functions can be simulated using the MiePlot software [996]. An example of such a
phase function is described in Section 14.4.2.
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Figure 14.11. Fog used to accentuate a mood. (Image courtesy of NVIDIA Corporation.)

14.2 Specialized Volumetric Rendering
This section presents algorithms for rendering volumetric effects in a basic, limited
way. Some might even say these are old school tricks, often relying on ad hoc models.
The reason they are used is that they still work well.

14.2.1 Large-Scale Fog

Fog can be approximated as a depth-based effect. Its most basic form is the alpha
blending of the fog color on top of a scene according to the distance from the camera,
usually called depth fog. This type of effect is a visual cue to the viewer. First, it
can increase the level of realism and drama, as seen in Figure 14.11. Second, it is an
important depth cue helping the viewer of a scene determine how far away objects
are located. See Figure 14.12. Third, it can be used as a form of occlusion culling.
If objects are completely occluded by the fog when too far away, their rendering can
safely be skipped, increasing application performance.

One way to represent an amount of fog is to have f in [0, 1] representing a trans-
mittance, i.e., f = 0.1 means 10% of the background surface is visible. Assuming that
the input color of a surface is ci and the fog color is cf , then the final color, c, is
determined by

c = fci + (1− f)cf . (14.12)

The value f can be evaluated in many different ways. The fog can increase linearly
using

f =
zend − zs

zend − zstart
, (14.13)
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Figure 14.12. Fog is used in this image of a level from Battlefield 1, a DICE game, to reveal the
complexity of the gameplay area. Depth fog is used to reveal the large-scale nature of the scenery.
Height fog, visible on the right at the ground level, reveals the large amount of buildings raising up
from the valley. (Courtesy of DICE, c© 2018 Electronic Arts Inc.)

where zstart and zend are user parameters that determine where the fog is to start and
end (i.e., become fully foggy), and zs is the linear depth from the viewer to the surface
where fog is to be computed. A physically accurate way to evaluate fog transmittance
is to have it increase exponentially with distance, thus following the Beer-Lambert
Law for transmittance (Section 14.1.2). This effect can be achieved using

f = e−dfzs , (14.14)

where the scalar df is a user parameter that controls the density of the fog. This
traditional large-scale fog is a coarse approximation to the general simulation of light
scattering and absorption within the atmosphere (Section 14.4.1), but it is still used
in games today to great effect. See Figure 14.12.

This is how hardware fog was exposed in legacy OpenGL and DirectX APIs. It
is still worthwhile to consider using these models for simpler use cases on hardware
such as mobile devices. Many current games rely on more advanced post-processing
for atmospheric effects such as fog and light scattering. One problem with fog in a
perspective view is that the depth buffer values are computed in a nonlinear fashion
(Section 23.7). It is possible to convert the nonlinear depth buffer values back to
linear depths zs using inverse projection matrix mathematics [1377]. Fog can then be
applied as a full-screen pass using a pixel shader, enabling more advanced results to
be achieved, such as height-dependent fog or underwater shading.

Height fog represents a single slab of participating media with a parameterized
height and thickness. For each pixel on screen, the density and scattered light is
evaluated as a function of the distance the view ray has traveled through the slab
before hitting a surface. Wenzel [1871] proposes a closed-form solution evaluating f
for an exponential fall-off of participating media within the slab. Doing so results in
a smooth fog transition near the edges of the slab. This is visible in the background
fog on the left side of Figure 14.12.
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Many variations are possible with depth and height fog. The color cf can be a
single color, be read from a cube map sampled using the view vector, or even can be
the result of complex atmospheric scattering with a per-pixel phase function applied
for directional color variations [743]. It is also possible to combine depth fd and height
fh fog transmittance using f = fdfh and have both types of fog interleaved together
in a scene.

Depth and height fog are large-scale fog effects. One might want to render more
local phenomena such as separated fog areas, for example, in caves or around a few
tombs in a cemetery. Shapes such as ellipsoids or boxes can be used to add local fog
where needed [1871]. These fog elements are rendered from back to front using their
bounding boxes. The front df and back db intersection along the view vector of each
shape is evaluated in the pixel shader. Using volume depth as d = max(0,min(zs, db)−
df ), where zs is the linear depth representing the closest opaque surface, it is possible
to evaluate a transmittance Tr (Section 14.1.2), with coverage as α = 1.0 − Tr. The
amount of scattered light cf to add on top can then be evaluated as αcf . To allow
more varied shapes evaluated from meshes, Oat and Scheuermann [1308] give a clever
single-pass method of computing both the closest entry point and farthest exit point
in a volume. They save the surface distance, ds, to a surface in one channel, and
1− ds in another channel. By setting the alpha blending mode to save the minimum
value found, after the volume is rendered, the first channel will have the closest value
df and the second channel will have the farthest value db, encoded as 1− d, allowing
recovery of d.

Water is a participating medium and, as such, exhibits the same type of depth-
based color attenuation. Coastal water has a transmittance of about (0.3, 0.73, 0.63)
per meter [261], thus using Equation 14.23 we can recover σt = (1.2, 0.31, 0.46). When
rendering dark water using an opaque surface, it is possible to enable the fog logic
when the camera is under the water surface, and to turn it off when above. A more
advanced solution has been proposed by Wenzel [1871]. If the camera is under water,
scattering and transmittance are integrated until a solid or the water surface is hit.
If above water, these are integrated from only the distance between the water’s top
surface to the solid geometry of the seabed.

14.2.2 Simple Volumetric Lighting

Light scattering within participating media can be complex to evaluate. Thankfully,
there are many efficient techniques that can be used to approximate such scattering
convincingly in many situations.

The simplest way to obtain volumetric effects is to render transparent meshes
blended over the framebuffer. We refer to this as a splatting approach (Section 13.9).
To render light shafts shining through a window, through a dense forest, or from a
spotlight, one solution is to use camera-aligned particles with a texture on each. Each
textured quad is stretched in the direction of the light shaft while always facing the
camera (a cylinder constraint).
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Figure 14.13. Volumetric light scattering from light sources evaluated using the analytical integration
from the code snippet on page 603. It can be applied as a post effect assuming homogeneous media
(left) or on particles, assuming each of them is a volume with depth (right). (Image courtesy of Miles
Macklin [1098].)

The drawback with mesh splatting approaches is that accumulating many transpar-
ent meshes will increase the required memory bandwidth, likely causing a bottleneck,
and the textured quad facing the camera can sometimes be visible. To work around
this issue, post-processing techniques using closed-form solutions to light single scat-
tering have been proposed. Assuming a homogeneous and spherical uniform phase
function, it is possible to integrate scattered light with correct transmittance along a
path assuming a constant medium. The result is visible in Figure 14.13. An example
implementation of this technique is shown here in a GLSL shader code snippet [1098]:

float inScattering(

vec3 rayStart , vec3 rayDir ,

vec3 lightPos , float rayDistance)

{

// Calculate coefficients.

vec3 q = rayStart - lightPos;

float b = dot(rayDir , q);

float c = dot(q, q);

float s = 1.0f / sqrt(c - b*b);

// Factorize some components.

float x = s * rayDistance;

float y = s * b;

return s * atan( (x) / (1.0 + (x + y) * y));

}

where rayStart is the ray start position, rayDir is the ray normalized direction,
rayDistance the integration distance along the ray, and lightPos the light source
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Figure 14.14. Light shafts rendered using a screen-space post-process. (Image courtesy of Kenny
Mitchell [1225].)

position. The solution by Sun et al. [1722] additionally takes into account the scat-
tering coefficient σs. It also describes how the diffuse and specular radiance bouncing
off Lambertian and Phong surfaces should be affected by the fact that the light would
have scattered in non-straight paths before hitting any surface. In order to take
into account transmittance and phase functions, a more ALU-heavy solution can be
used [1364]. All these models are effective at what they do, but are not able to take
into account shadows from depth maps or heterogeneous participating media.

It is possible to approximate light scattering in screen space by relying on a tech-
nique known as bloom [539, 1741]. Blurring the framebuffer and adding a small per-
centage of it back onto itself [44] will make every bright object leak radiance around
it. This technique is typically used to approximate imperfections in camera lenses,
but in some environments, it is an approximation that works well for short distances
and non-occluded scattering. Section 12.3 describes bloom in more detail.

Dobashi et al. [359] present a method of rendering large-scale atmospheric effects
using a series of planes sampling the volume. These planes are perpendicular to the
view direction and are rendered from back to front. Mitchell [1219] also proposes
the same approach to render spotlight shafts, using shadow maps to cast volumetric
shadows from opaque objects. Rendering volume by splatting slices is described in
detail in Section 14.3.1.

Mitchell [1225] and Rohleder and Jamrozik [1507] present an alternative method
working in screen space; see Figure 14.14. It can be used to render light shafts from
a distant light such as the sun. First, a fake bright object is rendered around the sun
on the far plane in a buffer cleared to black, and a depth buffer test is used to accept
non-occluded pixels. Second, a directional blur is applied on the image in order to
leak the previously accumulated radiance outward from the sun. It is possible to use
a separable filtering technique (Section 12.1) with two passes, each using n samples,
to get the same blur result as n2 samples but rendered faster [1681]. To finish, the
final blurred buffer can be added onto the scene buffer. The technique is efficient and,
despite the drawback that only the light sources visible on screen can cast light shafts,
it provides a significant visual result at a small cost.
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14.3 General Volumetric Rendering
In this section, we present volumetric rendering techniques that are more physically
based, i.e., that try to represent the medium’s material and its interaction with light
sources (Section 14.1.1). General volumetric rendering is concerned with spatially
varying participating media, often represented using voxels (Section 13.10), with vol-
umetric light interactions resulting in visually complex scattering and shadowing phe-
nomena. A general volumetric rendering solution must also account for the correct
composition of volumes with other scene elements, such as opaque or transparent sur-
faces. The spatially varying media’s properties might be the result of a smoke and fire
simulation that needs to be rendered in a game environment, together with volumetric
light and shadow interactions. Alternately, we may wish to represent solid materials
as semitransparent volumes, for applications such as medical visualization.

14.3.1 Volume Data Visualization

Volume data visualization is a tool used for the display and analysis of volume data,
usually scalar fields. Computer tomography (CT) and magnetic resonance image
(MRI) techniques can be used to create clinical diagnostic images of internal body
structures. A data set may be, say, 2563 voxels, each location holding one or more
values. This voxel data can be used to form a three-dimensional image. Voxel render-
ing can show a solid model, or make various materials (e.g., the skin and skull) appear
partially or fully transparent. Cutting planes can be used to show only a sub-volume
or parts of the source data. In addition to its use for visualization in such diverse fields
as medicine and oil prospecting, volumetric rendering can also produce photorealistic
imagery.

There are many voxel rendering techniques [842]. It is possible to use regular
path tracing or photon mapping to visualize volumetric data under complex lighting
environments. Several less-expensive methods have been proposed to achieve real-time
performance.

For solid objects, implicit surface techniques can be used to turn voxels into polygo-
nal surfaces, as described in Section 17.3. For semitransparent phenomena, the volume
data set can be sampled by a set of equally spaced slices in layers perpendicular to
the view direction. Figure 14.15 shows how this works. It is also possible to render
opaque surfaces with this approach [797]. In this case, the solid volume is considered
present when the density is greater than a given threshold, and the normal n can be
evaluated as the three-dimensional gradient of the density field.

For semitransparent data, it is possible to store color and opacity per voxel. To
reduce the memory footprint and enable users to control the visualization, transfer
functions have been proposed. A first solution is to map a voxel density scalar to
color and opacity using a one-dimensional transfer texture. However, this does not
allow identifying specific material transitions, for instance, human sinuses bone-to-air
or bone-to-soft tissue, independently, with separate colors. To solve this issue, Kniss
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Figure 14.15. A volume is rendered by a series of slices parallel to the view plane. Some slices and
their intersection with the volume are shown on the left. The middle shows the result of rendering
just these slices. On the right the result is shown when a large series of slices are rendered and
blended. (Figures courtesy of Christof Rezk-Salama, University of Siegen, Germany.)

et al. [912] suggest using a two-dimensional transfer function that is indexed based on
density d and the gradient length of the density field ||▽d||. Regions of change have
high gradient magnitudes. This approach results in more meaningful colorization of
density transitions. See Figure 14.16.

Figure 14.16. Volume material and opacity evaluated using a one-dimensional (left) and two-
dimensional (right) transfer function [912]. In the second case, it is possible to maintain the brown
color of the trunk without having it covered with the green color of lighter density representing the
leaves. The bottom part of the image represents the transfer functions, with the x-axis being den-
sity and the y-axis the gradient length of the density field ||▽d||. (Image courtesy of Joe Michael
Kniss [912].)
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Figure 14.17. Volumetric rendering with forward subsurface scattering using light propagation
through half-angle slices. (Image courtesy of Ikits et al. [797].)

Ikits et al. [797] discuss this technique and related matters in depth. Kniss et
al. [913] extend this approach, instead slicing according to the half-angle. Slices are still
rendered back to front but are oriented halfway between the light and view directions.
Using this approach, it is possible to render radiance and occlusion from the light’s
point of view and accumulate each slice in view space. The slice texture can be used
as input when rendering the next slice, using occlusion from the light direction to
evaluate volumetric shadows, and using radiance to estimate multiple scattering, i.e.,
light bouncing multiple times within a medium before reaching the eye. Because the
previous slice is sampled according to multiple samples in a disk, this technique can
synthesize only subsurface phenomena resulting from forward scattering within a cone.
The final image is of high quality. See Figure 14.17. This half-angle approach has been
extended by Schott et al. [1577, 1578] to evaluate ambient occlusion and depth-of-field
blur effects, which improves the depth and volume perception of users viewing the
voxel data.

As seen in Figure 14.17, half-angle slicing can render high-quality subsurface scat-
tering. However, the memory bandwidth cost due to rasterization has to be paid for
each slice. Tatarchuk and Shopf [1744] perform medical imaging using ray march-
ing in shaders and so pay the rasterization bandwidth cost only once. Lighting and
shadowing can be achieved as described in the next section.

14.3.2 Participating Media Rendering

Real-time applications can portray richer scenes by rendering participating media.
These effects become more demanding to render when factors such as the time of
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day, weather, or environment changes such as building destruction are involved. For
instance, fog in a forest will look different if it is noon or dusk. Light shafts shining
in between trees should adapt to the sun’s changing direction and color. Light shafts
should also be animated according to the trees’ movement. Removing some trees via,
say, an explosion would result in a change in the scattered light in that area due to
fewer occluders and to the dust produced. Campfires, flashlights, and other sources
of light will also generate scattering in the air. In this section, we discuss techniques
that can simulate the effects of these dynamic visual phenomena in real time.

A few techniques are focused on rendering shadowed large-scale scattering from
a single source. One method is described in depth by Yusov [1958]. It is based on
sampling in-scattering along epipolar lines, rays of light that project onto a single
line on the camera image plane. A depth map from the light’s point of view is used
to determine whether a sample is shadowed. The algorithm performs a ray march
starting from the camera. A min/max hierarchy along rays is used to skip empty
space, while only ray-marching at depth discontinuities, i.e., where it is actually needed
to accurately evaluate volumetric shadows. Instead of sampling these discontinuities
along epipolar lines, it is possible to do it in view space by rendering a mesh generated
from the light-space depth map [765]. In view space, only the volume between front-
and backfaces is needed to evaluate the final scattered radiance. To this end, the
in-scattering is computed by adding the scattered radiance resulting from frontfaces
to the view, and subtracting it for backfaces.

These two methods are effective at reproducing single-scattering events with shad-
ows resulting from opaque surface occlusions [765, 1958]. However, neither can rep-
resent heterogeneous participating media, since they both assume that the medium
is of a constant material. Furthermore, these techniques cannot take into account
volumetric shadows from non-opaque surfaces, e.g., self-shadowing from participating
media or transparent shadows from particles (Section 13.8). They are still used in
games to great effect, since they can be rendered at high resolution and they are fast,
thanks to empty-space skipping [1958].

Splatting approaches have been proposed to handle the more general case of a het-
erogeneous medium, sampling the volume material along a ray. Without considering
any input lighting, Crane et al. [303] use splatting for rendering smoke, fire, and water,
all resulting from fluid simulation. In the case of smoke and fire, at each pixel a ray
is generated that is ray-marched through the volume, gathering color and occlusion
information from the material at regular intervals along its length. In the case of
water, the volume sampling is terminated once the ray’s first hit point with the water
surface is encountered. The surface normal is evaluated as the density field gradient at
each sample position. To ensure a smooth water surface, tricubic interpolation is used
to filter density values. Examples using these techniques are shown in Figure 14.18.

Taking into account the sun, along with point lights and spotlights, Valient [1812]
renders into a half-resolution buffer the set of bounding volumes where scattering from
each source should happen. Each of the light volumes is ray-marched with a per-pixel
random offset applied to the ray marching start position. Doing so adds a bit of
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Figure 14.18. Fog and water rendered using volumetric rendering techniques in conjunction with
fluid simulation on the GPU. (Image on left from “Hellgate: London,” courtesy of Flagship Studios,
Inc.; image on right courtesy of NVIDIA Corporation [303].)

noise, which has the advantage of removing banding artifacts resulting from constant
stepping. The use of different noise values each frame is a means to hide artifacts. After
reprojection of the previous frame and blending with the current frame, the noise will
be averaged and thus will vanish. Heterogeneous media are rendered by voxelizing
flat particles into a three-dimensional texture mapped onto the camera frustum at
one eighth of the screen resolution. This volume is used during ray marching as
the material density. The half-resolution scattering result can be composited over the
full-resolution main buffer using first a bilateral Gaussian blur and then a bilateral up-
sampling filter [816], taking into account the depth difference between pixels. When
the depth delta is too high compared to the center pixel, the sample is discarded.
This Gaussian blur is not mathematically separable (Section 12.1), but it works well
in practice. The complexity of this algorithm depends on the number of light volumes
splatted on screen, as a function of their pixel coverage.

This approach has been extended by using blue noise, which is better at producing
a uniform distribution of random values over a frame pixel [539]. Doing so results in
smoother visuals when up-sampling and blending samples spatially with a bilateral
filter. Up-sampling the half-resolution buffer can also be achieved using four stochastic
samples blended together. The result is still noisy, but because it gives full-resolution
per-pixel noise, it can easily be resolved by a temporal antialiasing post-process (Sec-
tion 5.4).

The drawback of all these approaches is that depth-ordered splatting of volumetric
elements with any other transparent surfaces will never give visually correct ordering
of the result, e.g., with large non-convex transparent meshes or large-scale particle
effects. All these algorithms need some special handling when it comes to applying
volumetric lighting on transparent surfaces, such as a volume containing in-scattering
and transmittance in voxels [1812]. So, why not use a voxel-based representation from
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the start, to represent not only spatially varying participating media properties but
also the radiance distribution resulting from light scattering and transmittance? Such
techniques have long been used in the film industry [1908].

Wronski [1917] proposes a method where the scattered radiance from the sun and
lights in a scene is voxelized into a three-dimensional volume texture V0 mapped over
the view clip space. Scattered radiance is evaluated for each voxel-center world-space
position, where the x- and y-axes of the volume correspond to screen coordinates,
while the z-coordinate is mapped over camera frustum depth. This volume texture is
considerably lower resolution than the final image. A typical implementation of this
technique uses a voxel resolution that is one eighth of the screen resolution in the x-
and y-axes. Subdivision along the z-coordinate depends on a quality and performance
trade-off, with 64 slices being a typical choice. This texture contains the in-scattered
radiance Lscatin in RGB as well as extinction σt in alpha. From this input data, the
final scattering volume Vf is generated by iterating over each slice from near to far
using

Vf [x, y, z] = (L′
scat + T ′

rLscatinds, TrsliceT
′
r), (14.15)

where L′
scat = V0[x, y, z−1]rgb, T

′
r = V0[x, y, z−1]a, and Trslice = e−σtds . This updates

slice z from the previous slice z−1 data over world-space slice depth ds. Doing so will
result in Vf containing the scattered radiance reaching the viewer and transmittance
over the background in each voxel. In Equation 14.15, notice that Lscatin is affected by
only the transmittance from previous slices T ′

r. This behavior is incorrect, since Lscatin

should also be affected by the transmittance resulting from σt within the current slice.
This problem is discussed by Hillaire [742, 743]. He proposes an analytical solution

to the integration of Lscatin for a constant extinction σt over a given depth:

Vf [x, y, z] =

(

L′
scat +

Lscatin − LscatinTrslice

σt
, TrsliceT

′
r

)

. (14.16)

The final pixel radiance Lo of an opaque surface with radiance Ls will be modified
by Lscat and Tr from Vf , sampled with clip-space coordinates as Lo = TrLs + Lscat.
Because Vf is coarse, it is subject to aliasing from camera motion and from high-
frequency bright lights or shadows. The previous frame Vf can be reprojected and
combined with the new Vf using an exponential moving average [742].

Building over this framework, Hillaire [742] presents a physically based approach for
the definition of participating media material as follows: scattering σs, absorption σa,
phase function parameter g, and emitted radiance Le. This material is mapped to the
camera frustum and stored into a participating media material volume texture Vpm,
being the three-dimensional version of a G-buffer storing an opaque surface material
(Section 20.1). Considering single scattering only, and despite voxel discretization,
Hillaire shows that using such a physically based material representation results in
visuals that are close to path tracing. Analogous to meshes, participating media
volumes that are positioned in the world are voxelized into Vpm (see Figure 14.19).
In each of these volumes, a single material is defined and variation is added, thanks
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Figure 14.19. An example of a participating media volume placed by an artist in a level and voxelized
into camera frustum space [742, 1917]. On the left, a three-dimensional texture, in the shape of a
sphere in this case, is mapped onto the volume. The texture defines the volume’s appearance, similar
to textures on triangles. On the right, this volume is voxelized into the camera frustum by taking
into account its world transform. A compute shader accumulates the contribution into each voxel the
volume encompass. The resulting material can then be used to evaluate light scattering interactions
in each voxel [742]. Note that, when mapped onto camera clip space, voxels take the shape of small
frusta and are referred to as froxels.

to density sampled from a three-dimensional input texture, resulting in heterogeneous
participating media. The result is shown in Figure 14.20. This same approach is
also implemented in the Unreal Engine [1802], but instead of using box volumes as
sources of participating media, particles are used, assuming a spherical volume instead
of a box. It is also possible to represent the material volume texture using a sparse
structure [1191], using a topmost volume with each voxel being empty or pointing to
a finer-grained volume containing the participating media material data.

The only drawback with camera frustum volume-based approaches [742, 1917] is
the low screen-space resolution that is required in order to reach acceptable perfor-
mance on less powerful platforms (and use a reasonable amount of memory). This is
where the previously explained splatting approaches excel, as they produce sharp vi-
sual details. As noted earlier, splatting requires more memory bandwidth and provides
less of a unified solution, e.g., it is harder to apply on any other transparent surfaces
without sorting issues or have participating media cast volume shadows on itself.

Not only direct light, but also illumination that has already bounced, or scattered,
can scatter through a medium. Similar to Wronski [1917], the Unreal Engine makes it
possible to bake volume light maps, storing irradiance in volumes, and have it scatter
back into the media when voxelized in the view volume [1802]. In order to achieve
dynamic global illumination in participating media, it is also possible to rely on light
propagation volumes [143].

An important feature is the use of volumetric shadows. Without them, the final
image in a fog-heavy scene can look too bright and flatter than it should be [742]. Fur-
thermore, shadows are an important visual cue. They help the viewer with perception
of depth and volume [1846], produce more realistic images, and can lead to better
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Figure 14.20. A scene rendered without (top) and with (bottom) volumetric lighting and shadow-
ing. Every light in the scene interacts with participating media. Each light’s radiance, IES profile,
and shadow map are used to accumulate its scattered light contribution [742]. (Image courtesy of
Frostbite, c© 2018 Electronic Arts Inc.)

immersion. Hillaire [742] presents a unified solution to achieve volumetric shadows.
Participating media volumes and particles are voxelized into three volumes cascaded
around the camera, called extinction volumes, according to a clipmap distribution
scheme [1777]. These contain extinction σt values needed to evaluate Tr and represent
a single unified source of data to sample in order to achieve volumetric shadows using
an opacity shadow map [742, 894]. See Figure 14.21. Such a solution enables particles
and participating media to self-shadow and to cast shadows on each other, as well as
any other opaque and transparent elements in a scene.

Volumetric shadows can be represented using opacity shadow maps. However, us-
ing a volume texture can quickly become a limitation if high resolutions are needed
to catch details. Thus, alternative representations have been proposed to repre-
sent Tr more efficiently, for instance using an orthogonal base of functions such as
a Fourier [816] or discrete cosine transform [341]. Details are given in Section 7.8.
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Figure 14.21. At the top, the scene is rendered without (left) and with (right) volumetric shadows. On
the bottom, debug views of voxelized particle extinction (left) and volume shadows (right). Greener
means less transmittance [742]. (Image courtesy of Frostbite, c© 2018 Electronic Arts Inc.)

14.4 Sky Rendering
Rendering a world inherently requires a planet sky, atmospheric effects, and clouds.
What we call the blue sky on the earth is the result of sunlight scattering in the
atmosphere’s participating media. The reason why the sky is blue during day and red
when the sun is at the horizon is explained in Section 14.1.3. The atmosphere is also
a key visual cue since its color is linked to the sun direction, which is related to the
time of day. The atmosphere’s (sometimes) foggy appearance helps viewers with the
perception of relative distance, position, and size of elements in a scene. As such, it is
important to accurately render these components required by an increasing number of
games and other applications featuring dynamic time of day, evolving weather affecting
cloud shapes, and large open worlds to explore, drive around, or even fly over.

14.4.1 Sky and Aerial Perspective

To render atmospheric effects, we need to take into account two main components, as
shown in Figure 14.22. First, we simulate the sunlight’s interaction with air particles,
resulting in wavelength-dependent Rayleigh scattering. This will result in the sky
color and a thin fog, also called aerial perspective. Second, we need the effect of large
particles concentrated near the ground on the sunlight. The concentration of these
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Figure 14.22. The two different types of atmospheric light scattering: Rayleigh only at the top and
Mie with regular Rayleigh scattering at the bottom. From left to right: density of 0, regular density
as described in [203], and exaggerated density. (Image courtesy of Frostbite, c© 2018 Electronic Arts
Inc. [743].)

large particles depends on such factors as weather conditions and pollution. Large
particles cause wavelength-independent Mie scattering. This phenomenon will cause
a bright halo around the sun, especially with a heavy particle concentration.

The first physically based atmosphere model [1285] rendered the earth and its at-
mosphere from space, simulating single scattering. Similar results can by achieved
using the method proposed by O’Neil [1333]. The earth can be rendered from ground
to space using ray marching in a single-pass shader. Expensive ray marching to inte-
grate Mie and Rayleigh scattering is done per vertex when rendering the sky dome.
The visually high-frequency phase function is, however, evaluated in the pixel shader.
This makes the appearance smooth and avoids revealing the sky geometry due to in-
terpolation. It is also possible to achieve the same result by storing the scattering in a
texture and to distribute the evaluation over several frames, accepting update latency
for better performance [1871].

Analytical techniques use fitted mathematical models on measured sky radi-
ance [1443] or reference images generated using expensive path tracing of light scatter-
ing in the atmosphere [778]. The set of input parameters is generally limited compared
to those for a participating media material. For example, turbidity represents the con-
tribution of particles resulting in Mie scattering, instead of σs and σt coefficients.
Such a model presented by Preetham et al. [1443] evaluates the sky radiance in any
direction using turbidity and sun elevation. It has been improved by adding support
for spectral output, better directionality to the scattered radiance around the sun,
and a new ground albedo input parameter [778]. Analytical sky models are fast to
evaluate. They are, however, limited to ground views, and atmosphere parameters
cannot be changed to simulate extra-terrestrial planets or achieve specific art-driven
visuals.



14.4. Sky Rendering 615

Figure 14.23. Real-time rendering of the earth’s atmosphere from the ground (left) and from space
(right) using a lookup table. (Image courtesy of Bruneton and Neyret [203].)

Another approach to rendering skies is to assume that the earth is perfectly spher-
ical, with a layer of atmosphere around it composed of heterogeneous participating
media. Extensive descriptions of the atmosphere’s composition are given by Bruneton
and Neyret [203] as well as Hillaire [743]. Leveraging these facts, precomputed tables
can be used to stored transmittance and scattering according to the current view alti-
tude r, the cosine of the view vector angle relative to the zenith µv, the cosine of the
sun direction angle relative to the zenith µs, and the cosine of the view vector angle
relative to the sun direction in the azimuthal plane ν. For instance, transmittance
from the viewpoint to the atmosphere’s boundary can be parameterized by two pa-
rameters, r and µv. During a precompute step, the transmittance can be integrated
in the atmosphere and stored in a two-dimensional lookup table (LUT) texture Tlut

that can be sampled at runtime using the same parameterization. This texture can
be used to apply atmosphere transmittance to sky elements such as the sun, stars, or
other celestial bodies.

Considering scattering, Bruneton and Neyret [203] describe a way to store it in
a four-dimensional LUT Slut parameterized by all the parameters in the preceding
paragraph. They also provide a way to evaluate multiple scattering of order n by
iterating n times: (i) Evaluate the single-scattering table Slut, (ii) evaluate S

n
lut using

Sn−1
lut , and (iii) add the result to Slut. Do (ii) and (iii) n − 1 times. More details

about the process, as well as source code, are provided by Bruneton and Neyret [203].
See Figure 14.23 for examples of the result. Bruneton and Neyret’s parameterization
can sometimes exhibit visual artifacts at the horizon. Yusov [1957] has proposed an
improved transformation. It is also possible to use an only three-dimensional LUT by
ignoring ν [419]. Using this scheme, the earth will not cast shadows in the atmosphere,
which can be an acceptable trade-off. The advantage is that this LUT will be much
smaller and less expensive to update and sample.
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Figure 14.24. Real-time rendering using a fully parameterized model enables the simulation of the
earth’s atmosphere (top) and the atmosphere of other planets, such as Mars’s blue sunset (bottom).
(Top images courtesy of Bruneton and Neyret [203] and bottom images courtesy of Frostbite, c© 2018
Electronic Arts Inc. [743].)

This last three-dimensional LUT approach is used by many Electronic Arts Frost-
bite real-time games, such as Need for Speed, Mirror’s Edge Catalyst, and FIFA [743].
In this case, artists can drive the physically based atmosphere parameters to reach a
target sky visual and even simulate extra-terrestrial atmosphere. See Figure 14.24.
The LUT has to be recomputed when atmosphere parameters are changed. To update
these LUTs more efficiently, it is also possible to use a function that approximates the
integral of the material in the atmosphere instead of ray-marching through it [1587].
The cost of updating the LUTs can be amortized down to 6% of the original by
temporally distributing the evaluation of the LUTs and multiple scattering. This is
achievable by updating only a sub-part of Sn

lut for a given scattering order n, while
interpolating the last two solved LUTs, accepting a few frames of latency. As another
optimization, to avoid sampling the different LUTs multiple times per pixel, Mie and
Rayleigh scattering are baked in voxels of a camera-frustum-mapped low-resolution
volume texture. The visually high-frequency phase function is evaluated in the pixel
shader in order to produce smooth scattering halos around the sun. Using this type of
volume texture also permits applying aerial perspective per vertex on any transparent
objects in the scene.

14.4.2 Clouds

Clouds are complex elements in the sky. They can look menacing when representing an
incoming storm, or alternately appear discreet, epic, thin, or massive. Clouds change
slowly, with both their large-scale shapes and small-scale details evolving over time.
Large open-world games with weather and time-of-day changes are more complex
cases that require dynamic cloud-rendering solutions. Different techniques can be
used depending on the target performance and visual quality.

Clouds are made of water droplets, featuring high-scattering coefficients and com-
plex phase functions that result in a specific look. They are often simulated using
participating media, as described in Section 14.1, and their materials have been mea-
sured as having a high single-scattering albedo ρ = 1 and extinction coefficients σt in
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Figure 14.25. Different types of clouds on the earth. (Image courtesy of Valentin de Bruyn.)

the range [0.04, 0.06] for stratus (low-level horizontal cloud layers) and [0.05, 0.12] for
cumulus [743] (isolated low-level cotton-like fluffy clouds). See Figure 14.25. Given
the fact that ρ is close to 1, σs = σt can be assumed.

A classic approach to cloud rendering is to use a single panoramic texture com-
posited over the sky using alpha blending. This is convenient when rendering a static
sky. Guerrette [620] presents a visual flow technique that gives the illusion of cloud
motion in the sky affected by a global wind direction. This is an efficient method that
improves over the use of a static set of panoramic cloud textures. However, it will not
be able to represent any change to the cloud shapes and lighting.

Clouds as Particles
Harris renders clouds as volumes of particles and impostors [670]. See Section 13.6.2
and Figure 13.9 on page 557.

Another particle-based cloud rendering method is presented by Yusov [1959]. He
uses rendering primitives that are called volume particles. Each of these is represented
by a four-dimensional LUT, allowing retrieval of scattered light and transmittance
on the view-facing quad particle as a function of the sun light and view directions.
See Figure 14.26. This approach is well suited to render stratocumulus clouds. See
Figure 14.25.

When rendering clouds as particles, discretization and popping artifacts can of-
ten be seen, especially when rotating around clouds. These problems can be avoided
by using volume-aware blending. This ability is made possible by using a GPU fea-
ture called rasterizer order views (Section 3.8). Volume-aware blending enables the
synchronization of pixel shader operations on resources per primitive, allowing deter-
ministic custom blending operations. The closest n particles’ depth layers are kept
in a buffer at the same resolution as the render target into which we render. This
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Figure 14.26. Clouds rendered as volumes of particles. (Image courtesy of Egor Yusov [1959].)

buffer is read and used to blend the currently rendered particle by taking into account
intersection depth, then finally written out again for the next particle to be rendered.
The result is visible in Figure 14.27.

Clouds as Participating Media
Considering clouds as isolated elements, Bouthors et al. [184] represent a cloud with
two components: a mesh, showing its overall shape, and a hypertexture [1371], adding
high-frequency details under the mesh surface up to a certain depth inside the cloud.
Using this representation, a cloud edge can be finely ray-marched in order to gather
details, while the inner part can be considered homogeneous. Radiance is integrated
while ray marching the cloud structure, and different algorithms are used to gather
scattered radiance according to scattering order. Single scattering is integrated using
an analytical approach described in Section 14.1. Multiple scattering evaluation is
accelerated using offline precomputed transfer tables from disk-shaped light collectors
positioned at the cloud’s surface. The final result is of high visual quality, as shown
in Figure 14.28.

Figure 14.27. On the left, cloud particles rendered the usual way. On the right, particles rendered
with volume-aware blending. (Images courtesy of Egor Yusov [1959].)
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Figure 14.28. Clouds rendered using meshes and hypertextures. (Image courtesy of Bouthors et
al. [184].)

Instead of rendering clouds as isolated elements, it is possible to model them as a
layer of participating media in the atmosphere. Relying on ray marching, Schneider
and Vos presented an efficient method to render clouds in this way [1572]. With only a
few parameters, it is possible to render complex, animated, and detailed cloud shapes
under dynamic time-of-day lighting conditions, as seen in Figure 14.29. The layer is

Figure 14.29. Clouds rendered using a ray-marched cloud layer using Perlin-Worley noise, and fea-
turing dynamic volumetric lighting and shadowing. (Results by Schneider and Vos [1572], copyright
c©2017 Guerrilla Games.)
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built using two levels of procedural noise. The first level gives the cloud its base shape.
The second level adds details by eroding this shape. In this case, a mix of Perlin [1373]
and Worley [1907] noise is reported to be a good representation of the cauliflower-like
shape of cumulus and similar clouds. Source code and tools to generate such textures
have been shared publicly [743, 1572]. Lighting is achieved by integrating scattered
light from the sun using samples distributed in the cloud layer along the view ray.

Volumetric shadowing can be achieved by evaluating the transmittance for a few
samples within the layer, testing toward the sun [743, 1572] as a secondary ray march-
ing. It is possible to sample the lower mipmap levels of the noise textures for these
shadow samples in order to achieve better performance and to smooth out artifacts
that can become visible when using only a few samples. An alternative approach to
avoid secondary ray marching per sample is to encode the transmittance curve from
the sun once per frame in textures, using one of the many techniques available (Sec-
tion 13.8). For instance, the game Final Fantasy XV [416] uses transmittance function
mapping [341].

Rendering clouds at high resolution with ray marching can become expensive if
we want to capture every little detail. To achieve better performance, it is possible
to render clouds at a low resolution. One approach is to update only a single pixel
within each 4×4 block and reproject the previous frame data to fill up the rest [1572].
Hillaire [743] proposes a variation that always renders at a fixed lower resolution
and adds noise on the view ray marching start position. The previous frame result
can be reprojected and combined with the new frame using an exponential moving
average [862]. This approach renders at lower resolution but can converge faster.

Clouds’ phase functions are complex [184]. Here we present two methods that
can be used to evaluate them in real time. It is possible to encode the function as a
texture and sample it based on θ. If doing so requires too much memory bandwidth,
it is possible to approximate the function by combining two Henyey-Greenstein phase
functions from Section 14.1.4 [743] as

pdual(θ, g0, g1, w) = pdual0 + w(pdual1 − pdual0), (14.17)

where the two main scattering eccentricities g0 and g1, as well as the blend factor
w, can be authored by an artist. This is important in representing both the main
forward and backward scattering directions, revealing details in clouds when looking
both away from and toward the light source, e.g., the sun or moon. See Figure 14.30.

There are different ways to approximate scattered light from ambient lighting in
clouds. A straightforward solution is to use a single radiance input uniformly inte-
grated from a render of the sky into a cube map texture. A bottom-up, dark-to-
light gradient can also be used to scale the ambient lighting to approximate occlusion
from clouds themselves. It is also possible to separate this input radiance as bot-
tom and top, e.g., ground and sky [416]. Then ambient scattering can analytically
be integrated for both contributions, assuming constant media density within the
cloud layer [1149].
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Figure 14.30. Clouds rendered using a ray-marched cloud layer with dynamic lighting and shadowing
using a physically based representation of participating media as described by Hillaire [743]. (Im-
ages courtesy of Sören Hesse (top) and Ben McGrath (bottom) from BioWare, c©2018 Electronic
Arts Inc.)

Multiple Scattering Approximation
Clouds’ bright and white look is the result of light scattering multiple times within
them. Without multiple scattering, thick clouds would mostly be lit at the edge of
their volumes, and they would appear dark everywhere else. Multiple scattering is
a key component for clouds to not look smoky or murky. It is excessively expensive
to evaluate multiple scattering using path tracing. A way to approximate this phe-
nomenon when ray marching has been proposed by Wrenninge [1909]. It integrates o
octaves of scattering and sums them as

Lmultiscat(x,v) =
o−1∑

n=0

Lscat(x,v), (14.18)

where the following substitutions are made when evaluating Lscat (for instance, using
σ′
s instead of σs): σ′

s = σsa
n, σ′

e = σeb
n, and p′(θ) = p(θcn), where a, b, and c are

user-control parameters in [0, 1] that will let the light punch through the participating
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Figure 14.31. Clouds rendered using Equation 14.18 as an approximation to multiple scattering.
From left to right, n is set to 1, 2, and 3. This enable the sun light to punch through the clouds in a
believable fashion. (Image courtesy of Frostbite, c© 2018 Electronic Arts Inc. [743].)

media. Clouds look softer when these values are closer to 0. In order to make sure
this technique is energy-conserving when evaluating Lmultiscat(x,v), we must ensure
that a ≤ b. Otherwise, more light can scatter, because the equation σt = σa + σs

would not be respected, as σs could end up being larger than σt. The advantage of
this solution is that it can integrate the scattered light for each of the different octaves
on the fly while ray marching. The visual improvement is presented in Figure 14.31.
The drawback is that it does a poor job at complex multiple scattering behavior when
light could scatter in any direction. However, the look of the clouds is improved, and
this method allows lighting artists to easily control the visuals with a few parameters
and express their vision, thanks to a wider range of achievable results. With this
approach, light can punch through the medium and reveal more internal details.

Clouds and Atmosphere Interactions
When rendering a scene with clouds, it is important to take into account interactions
with atmospheric scattering for the sake of visual coherency. See Figure 14.32.

Since clouds are large-scale elements, atmospheric scattering should be applied to
them. It is possible to evaluate the atmospheric scattering presented in Section 14.4.1

Figure 14.32. Clouds entirely covering the sky are rendered by taking into account the atmo-
sphere [743]. Left: without atmospheric scattering applied on the clouds, leading to incoherent
visuals. Middle: with atmospheric scattering, but the environment appears too bright without shad-
owing. Right: with clouds occluding the sky, thus affecting the light scattering in the atmosphere
and resulting in coherent visuals. (Image courtesy of Frostbite, c© 2018 Electronic Arts Inc. [743].)
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for each sample taken through the cloud layer, but doing so quickly becomes expensive.
Instead it is possible to apply the atmospheric scattering on the cloud according to a
single depth representing the mean cloud depth and transmittance [743].

If cloud coverage is increased to simulate rainy weather, sunlight scattering in the
atmosphere should be reduced under the cloud layer. Only light scattered through
the clouds should scatter in the atmosphere under them. The illumination can be
modified by reducing the sky’s lighting contribution to the aerial perspective and
adding scattered light back into the atmosphere [743]. The visual improvement is
shown in Figure 14.32.

To conclude, cloud rendering can be achieved with advanced physically based ma-
terial representation and lighting. Realistic cloud shapes and details can be achieved
by using procedural noise. Finally, as presented in this section, it is also important to
keep in mind the big picture, such as interactions of clouds with the sky, in order to
achieve coherent visual results.

14.5 Translucent Surfaces
Translucent surfaces typically refer to materials having a high absorption together
with low scattering coefficients. Such materials include glass, water, or the wine
shown in Figure 14.2 on page 592. In addition, this section will also discuss translu-
cent glass with a rough surface. These topics are also covered in detail in many
publications [1182, 1185, 1413].

14.5.1 Coverage and Transmittance

As discussed in Section 5.5, a transparent surface can be treated as having a coverage
represented by α, e.g., opaque fabric or tissue fibers hiding a percentage of what lies
behind. For glass and other materials, we want to compute the translucency, where
a solid volume lets a percentage of each light wavelength pass through, acting as a
filter over the background as a function of transmittance Tr (Section 14.1.2). With the
output color co, the surface radiance cs, and the background color cb, the blending
operation for a transparency-as-coverage surface is

co = αcs + (1− α)cb. (14.19)

In the case of a translucent surface, the blending operation will be

co = cs +Trcb, (14.20)

where cs contains the specular reflection of the solid surface, i.e., glass or a gel. Note
that Tr is a three-valued transmittance color vector. To achieve colored translucency,
one can use the dual-source color blending feature of any modern graphics API in order
to specify these two output colors to blend with the target buffer color cb. Drobot [386]
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Figure 14.33. Translucency with different absorption factors through multiple layers of a mesh [115].
(Images courtesy of Louis Bavoil [115].)

presents the different blending operations that can be used depending on whether, for
a given surface, reflection and transmittance are colored or not.

In the general case, it is possible to use a common blending operation for coverage
and translucency specified together [1185]. The blend function to use in this case is

co = α(cs +Trcb) + (1− α)cb. (14.21)

When the thickness varies, the amount of light transmitted can be computed using
Equation 14.3, which can be simplified to

Tr = e−σtd, (14.22)

where d is the distance traveled through the material volume. The physical extinction
parameter σt represents the rate at which light drops off as it travels through the
medium. For intuitive authoring by artists, Bavoil [115] sets the target color tc to be
the amount of transmittance at some given distance d. Then extinction σt can be
recovered as

σt =
− log(tc)

d
. (14.23)

For example, with target transmittance color tc = (0.3, 0.7, 0.1) and distance d = 4.0
meters, we recover

σt =
1

4
(− log 0.3,− log 0.7,− log 0.1) = (0.3010, 0.0892, 0.5756). (14.24)

Note that a transmittance of 0 needs to be handled as a special case. A solution is
to subtract a small epsilon, e.g., 0.000001, from each component of Tr. The effect of
color filtering is shown in Figure 14.33.

In the case of an empty shell mesh whose surface consists of a single thin layer
of translucent material, the background color should be occluded as a function of
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Figure 14.34. Colored transmittance computed from the distance d a view ray v has traveled within
a transparent surface of thickness t. (Right image courtesy of Activision Publishing, Inc. 2018.)

the path length d that the light has traveled within the medium. So, viewing such as
surface along its normal or tangentially will result in a different amount of background
occlusion as a function of its thickness t, because the path length changes with angle.
Drobot [386] proposes such an approach where the transmittance Tr is evaluated as

Tr = e−σtd, where d =
t

max(0.001,n · v) . (14.25)

Figure 14.34 shows the result. See Section 9.11.2 for more details about thin-film and
multi-layer surfaces.

In the case of solid translucent meshes, computing the actual distance that a ray
travels through a transmitting medium can be done in many ways. A common method
is to first render the surface where the view ray exits the volume. This surface could
be the backface of a crystal ball, or could be the sea floor (i.e., where the water
ends). The depth or location of this surface is stored. Then the volume’s surface is
rendered. The stored exit depth is accessed in the shader, and the distance between
it and the current pixel surface is computed. This distance is then used to compute
the transmittance to apply over the background.

This method works if it is guaranteed that the volume is closed and convex, i.e., it
has one entry and one exit point per pixel, as with a crystal ball. Our seabed example
also works because once we exit the water we encounter an opaque surface, so further
transmittance will not occur. For more elaborate models, e.g., a glass sculpture or
other object with concavities, two or more separate spans may absorb incoming light.
Using depth peeling, as discussed in Section 5.5, we can render the volume surfaces
in precise back-to-front order. As each frontface is rendered, the distance through the
volume is computed and used to compute transmittance. Applying each of these in
turn gives the proper final transmittance. Note that if all volumes are made of the
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Figure 14.35. Water rendered taking into account the transmittance and reflectance effects. Looking
down, we can see into the water with a light blue tint since transmittance is high and blue. Near the
horizon the seabed becomes less visible due to a lower transmittance (because light has to travel far
into the water volume) and reflection increasing at the expense of transmission, due to the Fresnel
effect. (Image from “Crysis,” courtesy of Crytek.)

same material at the same concentration, the transmittance could be computed once
at the end using the summed distances, if the surface has no reflective component. A-
buffer or K-buffer methods directly storing object fragments in a single pass can also
be used for more efficiency on recent GPUs [115, 230]. Such an example of multi-layer
transmittance is shown in Figure 14.33.

In the case of large-scale sea water, the scene depth buffer can be directly used as a
representation of the backface seabed. When rendering transparent surfaces, one must
consider the Fresnel effect, as described in Section 9.5. Most transmitting media have
an index of refraction significantly higher than that of air. At glancing angles, all the
light will bounce back from the interface, and none will be transmitted. Figure 14.35
shows this effect, where underwater objects are visible when looking directly into the
water, but looking farther out, at a grazing angle, the water surface mostly hides
what is beneath the waves. Several articles explain handling reflection, absorption,
and refraction for large bodies of water [261, 977].

14.5.2 Refraction

For transmittance we assume that the incoming light comes from directly beyond the
mesh volume, in a straight line. This is a reasonable assumption when the front and
back surfaces of the mesh are parallel and the thickness is not great, e.g., for a pane
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Figure 14.36. Refracted and transmitted radiance as a function of incident angle θi and transmission
angle θt.

of glass. For other transparent media, the index of refraction plays an important
role. Snell’s law, which describes how light changes direction when a mesh’s surface
is encountered, is described in Section 9.5.

Due to conservation of energy, any light not reflected is transmitted, so the propor-
tion of transmitted flux to incoming flux is 1− f , where f is the amount of reflected
light. The proportion of transmitted-to-incident radiance, however, is different. Due
to differences in projected area and solid angle between the incident and transmitted
rays, the radiance relationship is

Lt = (1− F (θi))
sin2 θi

sin2 θt
Li. (14.26)

This behavior is illustrated in Figure 14.36. Snell’s law combined with Equation 14.26
yields a different form for transmitted radiance:

Lt = (1− F (θi))
n2
2

n2
1

Li. (14.27)

Bec [123] presents an efficient method to compute the refraction vector. For read-
ability (because n is traditionally used for the index of refraction in Snell’s equation),
we define N as the surface normal and l as the direction to the light:

t = (w − k)N− nl, (14.28)

where n = n1/n2 is the relative index of refraction, and

w = n(l ·N),

k =
√

1 + (w − n)(w + n).
(14.29)
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Figure 14.37. Left: refraction by glass angels of a cubic environment map, with the map itself used
as a skybox background. Right: reflection and refraction by a glass ball with chromatic aberration.
(Left image from the three.js example webgl materials cube map refraction [218], Lucy model from the
Stanford 3D scanning repository, texture by Humus. Right image courtesy of Lee Stemkoski [1696].)

The resulting refraction vector t is returned normalized. Water has an index of re-
fraction of approximately 1.33, glass typically around 1.5, and air effectively 1.0.

The index of refraction varies with wavelength. That is, a transparent medium will
bend each color of light at a different angle. This phenomenon is called dispersion,
and explains why prisms spread out white light into a rainbow-colored light cone and
why rainbows occur. Dispersion can cause a problem in lenses, termed chromatic
aberration. In photography, this phenomenon is called purple fringing, and can be
particularly noticeable along high contrast edges in daylight. In computer graphics
we normally ignore this effect, as it is usually an artifact to be avoided. Additional
computation is needed to properly simulate the effect, as each light ray entering a
transparent surface generates a set of light rays that must then be tracked. As such,
normally a single refracted ray is used. It is worthwhile to note that some virtual
reality renderers apply an inverse chromatic aberration transform, to compensate for
the headset’s lenses [1423, 1823].

A general way to give an impression of refraction is to generate a cubic environment
map (EM) from the refracting object’s position. When this object is then rendered,
the EM can be accessed by using the refraction direction computed for the frontfacing
surfaces. An example is shown in Figure 14.37. Instead of using an EM, Sousa [1675]
proposes a screen-space approach. First, the scene is rendered as usual without any
refractive objects into a scene texture s. Second, refractive objects are rendered into
the alpha channel of s that was first cleared to 1. If pixels pass the depth test, a value
of 0 is written. Finally, refractive objects are rendered fully, and in the pixel shader s is
sampled according to pixel position on the screen with a perturbed offset coming from,
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Figure 14.38. Transparent glasses at the bottom of the image features roughness-based background
scattering. Elements behind the glass appear more or less blurred, simulating the spreading of
refracted rays. (Image courtesy of Frostbite, c© 2018 Electronic Arts Inc.)

for instance, the scaled surface normal tangent xy-components, simulating refraction.
In this context, the color of the perturbed samples is taken into account only if α = 0.
This test is done to avoid using samples from surfaces that are in front of the refractive
object and so having their colors pulled in as if they were behind it. Note that instead
of setting α = 0, the scene depth map could be used to compare the pixel shader
depth against the perturbed scene sample’s depth [294]. If the center pixel is farther
away, the offset sample is closer; it is then ignored and replaced by the regular scene
sample as if there was no refraction.

These techniques give the impression of refraction, but bear little resemblance to
physical reality. The ray gets redirected when it enters the transparent solid, but the
ray is never bent a second time, when it is supposed to leave the object. This exit
interface never comes into play. This flaw sometimes does not matter, because human
eyes are forgiving for what the correct appearance should be [1185].

Many games feature refraction through a single layer. For rough refractive surfaces,
it is important to blur the background according to material roughness, to simulate
the spreading of refracted ray directions caused by the distribution of microgeome-
try normals. In the game DOOM (2016) [1682], the scene is first rendered as usual.
It is then downsampled to half resolution and further down to four mipmap levels.
Each mipmap level is downsampled according to a Gaussian blur mimicking a GGX
BRDF lobe. In the final step, refracting meshes are rendered over the full-resolution
scene [294]. The background is composited behind the surfaces by sampling the scene’s
mipmapped texture and mapping the material roughness to the mipmap level. The
rougher the surface, the blurrier the background. Using a general material represen-
tation, the same approach is proposed by Drobot [386]. A similar technique is also
used within a unified transparency framework from McGuire and Mara [1185]. In this
case, a Gaussian point-spread function is used to sample the background in a single
pass. See Figure 14.38.
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It is also possible to handle the more complex case of refraction through multiple
layers. Each layer can be rendered with the depths and normals stored in textures. A
procedure in the spirit of relief mapping (Section 6.8.1) can then be used to trace rays
through the layers. Stored depths are treated as a heightfield that each ray walks until
an intersection is found. Oliveira and Brauwers [1326] present such a framework to
handle refraction through backfaces of meshes. Furthermore, nearby opaque objects
can be converted into color and depth maps, providing a last opaque layer [1927]. A
limitation of all these image-space refraction schemes is that what is outside of the
screen’s boundaries cannot refract or be refracted.

14.5.3 Caustics and Shadows

Evaluating shadows and caustics resulting from refracted and attenuated light is a
complex task. In a non-real-time context, multiple methods, such as bidirectional
path tracing or photon mapping [822, 1413], are available to achieve this goal. Luckily,
many methods offer approximations of such phenomenon in real time.

Caustics are the visual result of light being diverged from its straight path, for
instance by a glass or water surface. The result is that the light will be defocused
from some areas, creating shadows, and focused in some others, where ray paths
become more dense, resulting in stronger incident lighting. Such paths depend on
the curved surface that the light encounters. A classic example for reflection is the
cardioid caustic seen inside a coffee mug. Refractive caustics are more noticeable, e.g.,
light focused through a crystal ornament, a lens, or a glass of water. See Figure 14.39.
Caustics can also be created due to light being reflected and refracted by a curved water
surface, both above and below. When converging, light will concentrate on opaque
surfaces and generate caustics. When under the water surface, converging light paths

Figure 14.39. Real-world caustics from reflection and refraction.
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Figure 14.40. Demo of caustic effects in water. (Image from WebGL Water demo courtesy of Evan
Wallace [1831].)

will become visible within the water volume. This will result in well-known light
shafts from photons scattering through water particles. Caustics are a separate factor
beyond the light reduction coming from Fresnel interaction at the volume’s boundary
and the transmittance when traveling through it.

In order to generate caustics from water surfaces, one may apply an animated
texture of caustics generated offline as a light map applied on a surface, potentially
added on top of the usual light map. Many games have taken advantage of such
an approach, such as Crysis 3 running on CryEngine [1591]. Water areas in a level
are authored using water volumes. The top surface of the volume can be animated
using a bump map texture animation or a physical simulation. The normal resulting
from the bump map can be used, when vertically projected above and under the water
surface, to generate caustics from their orientation mapped to a radiance contribution.
Distance attenuation is controlled using an artist-authored height-based maximum
influence distance. The water surface can also be simulated, reacting to object motion
in the world and thus generating caustic events matching what is occurring in the
environment. An example is shown in Figure 14.40.

When underwater, the same animated water surface can also be used for caustics
within the water medium. Lanza [977] propose a two-step method to generate light
shafts. First, light positions and refraction directions are rendered from the light’s
point of view and saved into a texture. Lines can then be rasterized starting from
the water surface and extending in the refraction direction in the view. They are
accumulated with additive blending, and a final post-process blur can be used to blur
out the result in order to mask the low number of lines.
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Figure 14.41. On the left, the Buddha refracts both nearby objects and the surrounding skybox [1927].
On the right, caustics are generated via hierarchical maps similar in nature to shadow maps [1929].
(Images courtesy of Chris Wyman, University of Iowa.)

Wyman [1928, 1929] presents an image-space technique for caustic rendering. It
works by first evaluating photon positions and incident directions after refraction
through transparent objects’ front- and backfaces. This is achieved by using the
background refraction technique [1927] presented in Section 14.5.2. However, instead
of storing refracted radiance, textures are used to store the scene intersection position,
post-refraction incident direction, and transmittance due to the Fresnel effect. Each
texel stores a photon that can then be splatted with the correct intensity back into
the view. To achieve this goal there are two possibilities: Splat photons as quads
in view space or in light space, with Gaussian attenuation. One result is shown in
Figure 14.41. McGuire and Mara [1185] proposed a simpler approach to caustic-
like shadows by varying transmittance based on the transparent surface’s normal,
transmitting more if perpendicular to the incident surface and less otherwise, due to
the Fresnel effect. Other volumetric shadow techniques are described in Section 7.8.

14.6 Subsurface Scattering
Subsurface scattering is a complex phenomenon found in solid materials having high
scattering coefficients (see Section 9.1.4 for more details). Such materials include wax,
human skin, and milk, as seen in Figure 14.2 on page 592.

General light scattering theory has been explained in Section 14.1. In some cases,
the scale of scattering is relatively small, as for media with a high optical depth, such
as human skin. Scattered light is re-emitted from the surface close to its original point
of entry. This shift in location means that subsurface scattering cannot be modeled
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Figure 14.42. Light scattering through an object. Initially the light transmitted into the object
travels in the refraction direction, but scattering causes it to change direction repeatedly until it
leaves the material. The length of each path through the material determines the percentage of light
lost to absorption.

with a BRDF (Section 9.9). That is, when the scattering occurs over a distance larger
than a pixel, its more global nature is apparent. Special methods must be used to
render such effects.

Figure 14.42 shows light being scattered through an object. Scattering causes in-
coming light to take many different paths. Since it is impractical to simulate each
photon separately (even for offline rendering), the problem must be solved proba-
bilistically, by integrating over possible paths or by approximating such an integral.
Besides scattering, light traveling through the material also undergoes absorption.

One important factor that distinguishes the various light paths shown in Fig-
ure 14.42 is the number of scattering events. For some paths, the light leaves the ma-
terial after being scattered once; for others, the light is scattered twice, three times,
or more. Scattering paths are commonly grouped as single scattering and multiple
scattering. Different rendering techniques are often used for each group. For some
materials, single scattering is a relatively weak part of the total effect, and multiple
scattering predominates, e.g., skin. For these reasons, many subsurface scattering ren-
dering techniques focus on simulating multiple scattering. In this section we present
several techniques to approximate subsurface scattering.

14.6.1 Wrap Lighting

Perhaps the simplest of the subsurface scattering methods is wrap lighting [193]. This
technique was discussed on page 382 as an approximation of area light sources. When
used to approximate subsurface scattering, we can add a color shift [586]. This ac-
counts for the partial absorption of light traveling through the material. For example,
when rendering skin, a red color shift could be applied.
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When used in this way, wrap lighting attempts to model the effect of multiple
scattering on the shading of curved surfaces. The “leakage” of light from adjacent
points into the currently shaded point softens the transition area from light to dark
where the surface curves away from the light source. Kolchin [922] points out that
this effect depends on surface curvature, and he derives a physically based version.
Although the derived expression is somewhat expensive to evaluate, the ideas behind
it are useful.

14.6.2 Normal Blurring

Stam [1686] points out that multiple scattering can be modeled as a diffusion process.
Jensen et al. [823] further develop this idea to derive an analytical bidirectional surface
scattering distribution function (BSSRDF) model. The BSSRDF is a generalization
of the BRDF for the case of global subsurface scattering [1277]. The diffusion process
has a spatial blurring effect on the outgoing radiance.

This blurring is applied to only the diffuse reflectance. Specular reflectance occurs
at the material surface and is unaffected by subsurface scattering. Since normal maps
often encode small-scale variation, a useful trick for subsurface scattering is to apply
normal maps to only the specular reflectance [569]. The smooth, unperturbed normal
is used for the diffuse reflectance. Since there is no added cost, it is often worthwhile
to apply this technique when using other subsurface scattering methods.

For many materials, multiple scattering occurs over a relatively small distance.
Skin is an important example, where most scattering takes place over a distance of a
few millimeters. For such materials, the technique of not perturbing the diffuse shad-
ing normal may be sufficient by itself. Ma et al. [1095] extend this method, based on
measured data. They determined the reflected light from scattering objects and found
that, while the specular reflectance is based on the geometric surface normals, subsur-
face scattering makes diffuse reflectance behave as if it uses blurred surface normals.
Furthermore, the amount of blurring can vary over the visible spectrum. They pro-
pose a real-time shading technique using independently acquired normal maps for the
specular reflectance and for the R, G, and B channels of the diffuse reflectance [245].
Using different normal maps for each channel will then result in color bleeding. Since
these diffuse normal maps typically resemble blurred versions of the specular map, it is
straightforward to modify this technique to use a single normal map, while adjusting
the mipmap level, but at the cost of losing the color shift since the normal is the same
for each channel.

14.6.3 Pre-Integrated Skin Shading

Combining the idea of wrap lighting and normal blurring, Penner [1369] proposes a
pre-integrated skin shading solution.

Scattering and transmittance are integrated and stored in a two-dimensional
lookup table. The LUT’s first axis is indexed based on n · l. The second axis is
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indexed based on 1/r = ||∂n/∂p||, representing the surface curvature. The higher the
curvature, the greater the impact on the transmitted and scattered color. Because
curvature is constant per triangle, these values must be baked and smoothed offline.

To handle the effect of subsurface scattering on small surface details, Penner mod-
ifies the technique by Ma et al. [1095], which was discussed in the previous section.
Instead of acquiring separate normal maps for the R, G, and B diffuse reflectance,
Penner generates them by blurring the original normal map according to the diffusion
profile of the subsurface material for each color channel. Since using four separate nor-
mal maps is memory intensive, as an optimization he uses a single smoothed normal
map that is blended with the vertex normal for each color channel.

This technique will ignore light diffusion across shadow boundaries, since by default
it only relies on curvature. To get the scattering profile to span through shadow
boundaries, the shadow penumbra profile can be used to bias the LUT coordinates.
Thus, this fast technique is able to approximate the high-quality method presented in
the next section [345].

14.6.4 Texture-Space Diffusion

Blurring the diffuse normals accounts for some visual effects of multiple scattering, but
not for others, such as softened shadow edges. The concept of texture-space diffusion
can be used to address these limitations. This idea was introduced by Lensch et
al. [1032] as part of a different technique, but the version presented by Borshukov and
Lewis [178, 179] has been the most influential. They formalize the idea of multiple
scattering as a blurring process. First, the surface irradiance (diffuse lighting) is
rendered into a texture. This is done by using texture coordinates as positions for
rasterization. The real positions are interpolated separately for use in shading. This
texture is blurred and then used for diffuse shading when rendering. The shape and
size of the filter depends on the material and on the wavelength. For example, for
skin, the R channel is filtered with a wider filter than G or B, causing reddening near
shadow edges. The correct filter for simulating subsurface scattering in most materials
has a narrow spike in the center and a wide, shallow base. This technique was first
presented for use in offline rendering, but real-time GPU implementations were soon
proposed by researchers at NVIDIA [345, 586] and ATI [568, 569, 803, 1541].

The presentation by d’Eon and Luebke [345] represents one of the most complete
treatments of this technique, including support for complex filters mimicking the effect
of multi-layer subsurface structure. Donner and Jensen [369] show that such structures
produce the most realistic skin renderings. The full NVIDIA skin rendering system
presented by d’Eon and Luebke produces excellent results (see Figure 14.43 for an
example), but is quite expensive, requiring a large number of blurring passes. However,
it can easily be scaled back to increase performance.

Instead of applying multiple Gaussian passes, Hable [631] presents a single 12-
sample kernel. The filter can be applied either in texture space as a preprocess or in
the pixel shader when rasterizing the mesh on screen. This makes face rendering much
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Figure 14.43. Texture-space multi-layer diffusion. Six different blurs are combined using RGB
weights. The final image is the result of this linear combination, plus a specular term. (Images
courtesy of NVIDIA Corporation [345].)

faster at the cost of some realism. When close up, the low amount of sampling can
become visible as bands of color. However, from a moderate distance, the difference
in quality is not noticeable.

14.6.5 Screen-Space Diffusion

Rendering a light map and blurring it for all the meshes in a scene can quickly become
expensive, both computationally and memory-wise. Furthermore, the meshes need to
be rendered twice, once in the light map and once in the view, and the light map
needs to have a reasonable resolution to be able to represent subsurface scattering
from small-scale details.

To counter these issues, Jimenez proposed a screen-space approach [831]. First,
the scene is rendered as usual and meshes requiring subsurface scattering, e.g., human
faces, will be noted in the stencil buffer. Then a two-pass screen-space process is ap-
plied on the stored radiance to simulate subsurface scattering, using the stencil test to
apply the expensive algorithm only where it is needed, in pixels containing translucent
material. The additional passes apply the two one-dimensional and bilateral blur ker-
nels, horizontally and vertically. The colored blur kernel is separable, but it cannot be
applied in a fully separable fashion for two reasons. First, linear view depth must be
taken into account to stretch the blur to a correct width, according to surface distance.
Second, bilateral filtering avoids light leaking from materials at different depths, i.e.,
between surfaces that should not interact. In addition, the normal orientation must
be taken into account for the blur filter to be applied not only in screen space but
tangentially to the surface. In the end, this makes the separability of the blur kernel
an approximation, but still a high-quality one. Later, an improved separable filter
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Figure 14.44. High-quality render of scanned model faces. Screen-space subsurface scattering makes
it possible to render realistic human skin material on many characters with a single post-process. (Left
image: render courtesy of Jorge Jimenez and Diego Gutierrez, Universidad de Zaragoza. Scan cour-
tesy of XYZRGB Inc. Right image: render courtesy of Jorge Jimenez et al., Activision Publishing,
Inc., 2013 and Universidad de Zaragoza. Scan courtesy of Lee Perry-Smith, Infinite-Realities [831].)

was proposed [833]. Being dependent on the material area on screen, this algorithm is
expensive for close-ups on faces. However, this cost is justifiable, since high quality in
these areas is just what is desired. This algorithm is especially valuable when a scene
is composed of many characters, since they will all be processed at the same time. See
Figure 14.44.

To further optimize the process, the linear depth can be stored in the alpha channel
of the scene texture. The one-dimensional blur relies on a low number of samples, so
undersampling can be visible on faces close up. To avoid this issue, the kernel can be
rotated per pixel, which will hide ghosting artifacts with noise [833]. The visibility of
this noise can be significantly reduced by using temporal antialiasing (Section 5.4.2).

When implementing screen-space diffusion, care must be taken to blur only irradi-
ance and not the diffuse albedo or specular lighting. One way to achieve this goal is to
render irradiance and specular lighting into separate screen-space buffers. If deferred
shading (Section 20.1) is used, then a buffer with diffuse albedo is already available.
To reduce memory bandwidth, Gallagher and Mittring [512] propose storing irradi-
ance and specular lighting in a single buffer, using a checkerboard pattern. After the
irradiance has been blurred, the final image is composited by multiplying the diffuse
albedo with the blurred irradiance and adding the specular lighting on top.

Within this screen-space framework, it is also possible to render large-scale subsur-
face scattering phenomena, such as the light traveling through the nose or ears. When
rendering the mesh diffuse lighting, the technique presented by Jimenez et al. [827]
also adds the subsurface transmission from backface contributions by sampling the
incoming light from the opposite side using the negated surface normal −n. The re-
sult is modulated by a transmittance value estimated using the depth recovered by
sampling a traditional shadow map rendered from the light’s point of view, similarly
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to the method by Dachsbacher and Stamminger [320] described in the next section.
To represent forward scattering in a cone, the shadow map can be sampled multiple
times. In order to use a low sample count per pixel to reduce the cost of rendering, it
is possible to take two shadow samples with a randomized offset or rotation per pixel.
Doing so will result in much unwanted visual noise. Thankfully, this noise can auto-
matically be filtered out for free by the screen-space subsurface blur kernel required to
achieve the translucent subsurface light diffusion. It is thus possible to render high-
quality translucency effects simulating forward light scattering in a cone through the
thin parts of a face with only one extra depth-map sample per light source.

14.6.6 Depth-Map Techniques

The techniques discussed so far model light scattering over relatively small distances,
e.g., skin. Other techniques are needed for materials exhibiting large-scale scattering,
such as light traveling through a hand. Many of these focus on single scattering, which
is easier to model than multiple scattering.

The ideal simulation for large-scale single scattering can be seen on the left in
Figure 14.45. The light paths change direction on entering and exiting the object, due
to refraction. The effects of all the paths need to be summed to shade a single surface
point. Absorption also needs to be taken into account—the amount of absorption in
a path depends on its length inside the material. Computing all these refracted rays
for a single shaded point is expensive even for offline renderers, so the refraction on
entering the material is usually ignored, and only the change in direction on exiting
the material is taken into account [823]. Since the rays cast are always in the direction
of the light, Hery [729, 730] points out that light-space depth maps, typically used
for shadowing, can be accessed instead of performing ray casting. See the middle of
Figure 14.45. For media that scatter light according to a phase function, the scattering
angle also affects the amount of scattered light.

Performing depth-map lookups is faster than ray casting, but the multiple sam-
ples required makes Hery’s method too slow for most real-time rendering applications.
Green [586] proposes a faster approximation, shown on the right in Figure 14.45. Al-
though this method is less physically based, its results can be convincing. One problem
is that details on the back side of the object can show through, since every change in
object thickness will directly affect the shaded color. Despite this, Green’s approxima-
tion is effective enough to be used by Pixar for films such as Ratatouille [609]. Pixar
refers to this technique as gummi lights. Another problem with Hery’s implementa-
tion is that the depth map should not contain multiple objects, or highly non-convex
objects. This is because it is assumed that the entire path between the shaded (blue)
point and the intersection (red) point lies within the object. Pixar gets around this
problem by using a type of deep shadow map [1066].

Modeling large-scale multiple scattering in real time is quite difficult, since each
surface point can be influenced by light coming from any other surface point. Dachs-
bacher and Stamminger [320] propose an extension of shadow mapping, called translu-
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Figure 14.45. On the left, the ideal situation, in which light refracts when entering and exiting the
object; all scattering contributions that would properly refract upon leaving the object are correctly
gathered via ray marching within the material. The length of each path will be accounted for when
evaluating extinction σt. This is achievable using path tracing or a few real-time approximations [320].
The middle image shows a computationally simpler situation, in which the rays refract only on exit.
This is the usual approximation done in real-time rendering because finding the entry points (in red)
from sample points (in yellow) with respect to refraction is not straightforward. The right image
shows an approximation, which is therefore faster, where only a single ray is considered instead of
multiple samples along the refracted ray [586].

cent shadow mapping, for modeling multiple scattering. Additional information, such
as irradiance and the surface normal, is stored in light-space textures. Several sam-
ples are taken from these textures, including the depth map, and combined to form
an estimation of the scattered radiance. A modification of this technique is used in
NVIDIA’s skin rendering system [345]. Mertens et al. [1201] propose a similar method,
but use a texture in screen space rather than light space.

Leaves in trees also exhibit a strong subsurface scattering effect, appearing as a
bright green color when light is coming in from behind. In addition to the albedo and
normal textures, a texture representing transmittance Tr through the leaf volume can
be mapped onto the surface [1676]. Then, an ad hoc model can be used to approximate
the additional subsurface contribution from lights. Since leaves are thin elements, a
negated normal can be used as an approximation to the opposite side normal n. The
backlit contribution can be evaluated as (l·−n)+ ·(−v·l)+, where l is the light direction
and v is the view direction. It can then be multiplied with the surface albedo and
added on top of the direct light contributions.

In a similar fashion, Barré-Brisebois and Bouchard [105] present an inexpensive
ad hoc approximation to large-scale subsurface scattering on meshes. First, for each
mesh they generate a grayscale texture storing an averaged local thickness, which is
one minus the ambient occlusion computed from the inward-facing normal −n. This
texture, called tss, is considered an approximation to the transmittance that can be
applied to light coming from the opposite side of the surface. The subsurface scattering
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Figure 14.46. On the left, a local thickness texture generated for a statue of Hebe. In the middle,
the subsurface light scattering effect that can be achieved with it. On the right, another scene with
translucent cubes rendered using the same technique. (Images courtesy of Colin Barré-Brisebois and
Marc Bouchard [105].)

added to the regular surface lighting is evaluated as

tsscss
(
(v · −l)+

)p
, (14.30)

where l and v are the normalized light and view vectors, respectively, p is an exponent
approximating a phase function (as shown in Figure 14.10 on page 599), and css is the
subsurface albedo. This expression is then multiplied with the light color, intensity,
and distance attenuation. This model is not physically based or energy conserving,
but it is able to rapidly render plausible subsurface lighting effects in a single pass.
See Figure 14.46.

14.7 Hair and Fur
Hairs are protein filaments that grow out of the dermis layer of mammals. In the case
of humans, hair is scattered in different areas of the body, and different types include
top-of-head, beard, eyebrows, and eyelashes. Other mammals are often covered with
fur (dense, limited-length hair), and fur’s properties tend to vary in different locations
on an animal’s body. Hairs can be straight, wavy, or curly, each with a different
strength and roughness. Hair strands can naturally be black, brown, red, blond, gray,
or white, and can be dyed (with varying success) all the colors of the rainbow.

Hair and fur structure is fundamentally the same. It consists of three layers [1052,
1128], as shown in Figure 14.47:

• Outside is the cuticle, which represents the surface of the fiber. This surface is
not smooth but is composed of overlapping scales tilted by approximately α = 3◦

compared to the hair’s direction, which tilts the normal toward the root.
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Figure 14.47. Longitudinal cut of a hair strand presenting the different materials composing it, along
with lighting components resulting from incoming light along direction ωi.

• In the middle is the cortex, containing melanin that gives the fiber its color [346].
One such pigment is eumelanin, responsible for brown color with σa,e =
(0.419, 0.697, 1.37), and another is pheomelanin, responsible for red hair with
σa,p = (0.187, 0.4, 1.05).

• The inner part is the medulla. It is small and often ignored when modeling
human hair [1128]. However, it takes up a larger portion of the hair volume for
animal fur, where it has greater significance [1052].

It is possible to see hair fibers as analogous to particles, as discretization of a vol-
ume, but with curves instead of points. Hair fiber lighting interaction is described
using a bidirectional scattering distribution function (BSDF). This corresponds to a
BRDF but with light integrated over a sphere, instead of just a hemisphere. A BSDF
aggregates all the interactions happening within hair fibers through the different layers.
It is described in detail in Section 14.7.2. Light scatters within fibers but also bounces
off many of them, resulting in complex colored radiance from multiple-scattering phe-
nomena. Furthermore, because fibers absorb light as a function of their material and
pigments, it is also important to represent volumetric self-shadows that occur within
the hair volume. In this section we describe how recent techniques allow us to render
short hairs, such as beard hair, head hair, and, finally, fur.

14.7.1 Geometry and Alpha

Hair strands can be rendered as extruded hair quads using vertex shader code around
hair guide curves painted by an artist, producing a ribbon of quads following the
guides. Each quad ribbon follows its matching hair guide curve according to a specified
orientation following the skin and representing a clump of hair [863, 1228, 1560]. This
approach is well suited for beard or short and mostly static hairs. It is also efficient,
because large quads can result in more visual coverage, and thus less ribbons will be
needed to cover a head, which in turn improves performance. If more detail is needed,
for instance in the case of thin, long hair animated by a physical simulation, it is
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possible to use thinner quad ribbons and render thousands of them. In this case, it is
better to also orient the generated quads toward the view using a cylinder constraint
along the hair curve tangent [36]. Even if a hair simulation is done with just a few hair
guides, new strands can be instantiated by interpolating the properties of surrounding
hair guides [1954].

All these elements can be rendered as alpha-blended geometry. If used, the ren-
dering order of head hairs will need to be correct to avoid transparency artifacts
(Section 5.5). To mitigate this issue, it is possible to use a pre-sorted index buffer, ren-
dering hair strands close to the head first and outer ones last. This work well for short
and non-animated hair but not for long interleaved and animated hair strands. Fixing
ordering issues by relying on the depth test is possible using alpha testing. However,
this can lead to serious aliasing problems for high-frequency geometry and textures. It
is possible to use MSAA with alpha testing being done per sample [1228], at the cost
of extra samples and memory bandwidth. Alternately, any order-independent trans-
parency method can be used, such as the ones discussed in Section 5.5. For example,
TressFX [36] stores the k = 8 closest fragments, updated in the pixel shader to keep
only the first seven layers ordered, so achieving multi-layer alpha blending [1532].

Another issue is alpha-testing artifacts resulting from mipmapped alpha minifi-
cation (Section 6.6). Two solutions to this problem are to perform smarter alpha
mipmap generation or to use a more advanced hashed alpha test [1933]. When ren-
dering thin long hair strands, it is also possible to modify the hair opacity according
to its pixel coverage [36].

Small-scale hairs such as beards, eyelashes, and eyebrows are simpler to render than
a head’s full volume of hair. Eyelashes and eyebrows can even be geometry skinned to
match head and eyelid movements. The hair surface on these small elements can be
lit using an opaque BRDF material. It is also possible to shade hair strands by using
a BSDF, as presented in the next section.

14.7.2 Hair

Kajiya and Kay [847] developed a BRDF model to render volumes consisting of orga-
nized and infinitely small cylinder fibers. This model, discussed in Section 9.10.3, was
first developed to render furry elements by ray marching through a volume texture
representing density above a surface. The BRDF is used to represent the specular and
diffuse light response with the volume, and can also be used on hairs.

The seminal work from Marschner et al. [1128] measures light scattering in human
hair fibers and presents a model based on these observations. Different components
of scattering in a single hair strand have been observed. These are all depicted in
Figure 14.47. First, an R component represents reflection of light at the air/fiber
interface on the cuticle, which results in a shifted white specular peak toward the
root. Second, the TT component represents light traveling through the hair fiber by
being transmitted once from air to hair material, and a second time from hair to
air. Finally, a third TRT component represents light traveling in the hair fiber by
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Figure 14.48. Path-traced reference of blond (left) and brown (right) hairs rendered with specular
glints resulting from fiber eccentricity. (Image courtesy of d’Eon et al. [346].)

being transmitted, reflected by the opposite side of the fiber, and then transmitted
back outside the hair material. The “R” in the variable name represents one internal
reflection. The TRT component is perceived as a secondary specular highlight, shifted
compared to R, and is colored since light has been absorbed while traveling through
the fiber material.

Visually, the R component is perceived as a colorless specular reflection on the
hair. The TT component is perceived as a bright highlight when a volume of hair is
lit from behind. The TRT component is crucial to rendering realistic hairs since it
will result in glints on strands with eccentricity, i.e., in real-life, a hair’s cross section
is not a perfect circle but rather an oval. Glints are important for believability, as
these keep hairs from looking uniform. See Figure 14.48.

Marschner et al. [1128] propose functions modeling the R, TT, and TRT compo-
nents as part of the hair BSDF that represents the response of a hair fiber to light.
The model properly takes into account the Fresnel effect at transmission and reflection
events but ignores the other more-involved light paths such as TRRT, TRRRT, and
longer.

This original model is, however, not energy conserving. This has been studied and
fixed in the work of d’Eon et al. [346]. The BSDF components have been reformu-
lated and made energy conserving by better taking into account roughness and the
contraction of specular cones. The components have also been extended to include
longer paths such as TR*T. Transmittance is also controlled using measured melanin
extinction coefficients. Similarly to the work by Marschner et al. [1128], their model is
able to faithfully render glints on strands with eccentricity. Another energy-conserving
model is presented by Chiang et al. [262]. This model gives a parameterization for
roughness and multiple scattering color that is more intuitive to author by artists,
instead of having them tweak Gaussian variance or melanin concentration coefficients.

Artists may want to author a particular look for the specular term on hair on a
character, by changing the roughness parameter, for example. With a physically based
energy-conserving and energy-preserving model, the scattered light deep within the
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Figure 14.49. Real-time hair rendering with the R, TT, and TRT, as well as a multiple scattering
component. (Image courtesy of Epic Games, Inc. [863, 1802].)

hair volume will also change. To give more artistic control, it is possible to separate the
first few scattering paths (R, TT, TRT) and the multiple scattering parts [1525]. This
is achieved by maintaining a second set of BSDF parameters, used only for the multiple
scattering paths. In addition, the BSDF R, TT, and TRT components can then be
represented with simple mathematical shapes that can be understood and tweaked
by artists to further refine the look. The full set is still made energy conserving by
normalizing the BSDF according to the in and out directions.

Each BSDF model presented above is complex, expensive to evaluate, and mostly
used in movie production path-tracing environments. Thankfully, real-time versions
exist. Scheuermann proposes an ad hoc BSDF model that is easy to implement, fast
to render, and looks convincing on hair rendered as large quad ribbons [1560]. Going
further, it is possible to use the Marschner model [1128] in real time by storing the
BSDF in LUT textures indexed by the in and out directions as parameters [1274].
However, this method can make it hard to render a hair with a spatially varying
appearance. To avoid this issue, a recent physically based real-time model [863] ap-
proximates components from previous work with simplified mathematics to achieve
convincing results. See Figure 14.49. However, there is a gap in quality with all these
real-time hair rendering models as compared to offline results. The simplified algo-
rithms usually do not feature advanced volumetric shadowing or multiple scattering.
Such effects are particularly important for hair with low absorption, e.g., blond hair.

In the case of volumetric shadows, recent solutions [36, 863] rely on a transmittance
value computed using d as the distance along the light’s direction from the first hair
encountered to the current fiber according to a constant absorption σa. This approach
is practical and straightforward since it relies on the usual shadow map available in any
engine. However, it cannot represent local density variations resulting from clumped
hair strands, which is especially important for brightly lit hair. See Figure 14.50. To
address this, a volumetric shadow representation can be used (Section 7.8).

Multiple scattering is an expensive term to evaluate when rendering hair. There
are not many solutions suitable for real-time implementation. Karis [863] proposes a
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Figure 14.50. Left: using a depth difference from the first occluder with constant extinction coef-
ficients results in too smooth volumetric shadows. Middle: using deep shadow maps [1953] makes
it possible to achieve more transmittance variations matching the way hairs are clumped together
within the hair volume. Right: combining deep shadow maps with PCSS achieves smoother volu-
metric shadows based on the distance to the first occluder (see Section 7.6 for more details). (Image
rendered using a hair model courtesy of USC-HairSalon [781].)

way to approximate multiple scattering. This ad hoc model uses fake normals (similar
to bent normals), wrapped diffuse lighting, and the hairs’ base color raised to a depth-
dependent power before it is multiplied with lighting, approximating color saturation
after light has scattered through many strands.

A more advanced dual-scattering technique has been presented by Zinke et
al. [1972]. See Figure 14.51. It is dual because it evaluates the amount of scattered
light according to two factors. First, a global transmittance factor ΨG is evaluated
by combining the BSDF of each hair strand encountered between the shaded pixel
and the light’s position. Thus, ΨG gives the amount of transmittance to apply to the
incoming radiance at the shaded position. This value can be evaluated on the GPU
by counting the number of hairs and calculating the mean strand orientation on a
light path, the latter influencing the BSDF and so also the transmittance. Accumu-
lating these data can be achieved using deep opacity mapping [1953] or occupancy
maps [1646]. Second, a local scattering component ΨL approximates the fact that the
transmitted radiance at the shaded position will scatter in the hair fibers around the
current one and contribute to the radiance. Both these terms are added as ΨG+ΨGΨL

and fed through the pixel strand BSDF to accumulate the light source contribution.
This technique is more expensive, but it is an accurate real-time approximation to the
light multiple scattering phenomenon within hair volumes. It can also be used with
any of the BSDFs presented in this chapter.

Environment lighting is another input that is complex to evaluate for animated
translucent materials. It is common to simply sample the irradiance from spherical
harmonics. The lighting can also be weighted by non-directional pre-integrated ambi-
ent occlusion computed from the hair at its rest position [1560]. Using the same fake
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Figure 14.51. The first two images present hair rendered using path tracing as a reference for the
three hair scattering components (R, TT, TRT) in isolation and then with multiple scattering added.
The last two images present results using the dual-scattering approximation: path-traced and then
rendered in real time on the GPU. (Images courtesy of Arno Zinke and Cem Yuksel [1953].)

normal as for multiple scattering, Karis proposes an ad hoc model for environment
lighting [863].

For more information, a comprehensive real-time hair rendering course is available
online from Yuksel and Tariq [1954]. Before reading research papers and learning more
details, this course will teach you all about the many areas of hair rendering such as
simulation, collision, geometry, BSDF, multiple scattering, and volumetric shadows.
Hair can look convincing in real-time applications. However, much research is still
needed to be able to better approximate physically based environment lighting and
multiple scattering in hair.

14.7.3 Fur

As opposed to hair, fur is usually seen as short and semi-organized strands typically
found on animals. A concept related to the method of using layers of textures for
volumetric rendering is volumetric textures, which are volume descriptions that are
represented by layers of two-dimensional, semitransparent textures [1203].

For example, Lengyel et al. [1031] use a set of eight textures to represent fur on
a surface. Each texture represents a slice through a set of hairs at a given distance
from the surface. The model is rendered eight times, with a vertex shader program
moving each triangle slightly outward along its vertex normals each time. In this way,
each successive model depicts a different height above the surface. Nested models
created this way are called shells. This rendering technique falls apart along object
silhouette edges, as the hairs break up into dots as the layers spread out. To hide this
artifact, the fur is also represented by a different hair texture applied on fins generated
along the silhouette edges. See Figure 14.52 and Figure 19.28 on page 855. The idea
of silhouette fin extrusion can be used to create visual complexity for other types of
models. For example, Kharlamov et al. [887] use fins and relief mapping to provide
tree meshes with complex silhouettes.
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Figure 14.52. Fur using volumetric texturing. The model is rendered eight times, with the surface
expanding outward a small amount each pass. On the left is the result of the eight passes. Note the
hair breakup along the silhouettes. In the middle, fin rendering is shown. On the right is the final
rendering, using both fins and shells. (Images from NVIDIA SDK 10 [1300] sample “Fur—Shells
and Fins,” courtesy of NVIDIA Corporation.)

The introduction of the geometry shader made it possible to actually extrude
polyline hairs for surfaces with fur. This technique was used in Lost Planet [1428]. A
surface is rendered and values are saved at each pixel: fur color, length, and angle.
The geometry shader then processes this image, turning each pixel into a semitrans-
parent polyline. By creating one hair per pixel covered, level of detail is automatically
maintained. The fur is rendered in two passes. Fur pointing downward in screen space
is rendered first, sorted from the bottom to the top of the screen. In this way, blending
is performed correctly, back to front. In the second pass, the rest of the fur pointing
up is rendered top to bottom, again blending correctly. As the GPU evolves, new
techniques become possible and profitable.

It is possible to also use the techniques presented in the previous sections. Strands
can be rendered as quads extruded as geometry from a skinned surface such as for
Chewbacca in the Star Wars Battlefront games or for the TressFX Rat demo [36].
When rendering hair strands as thin filaments, Ling-Qi et al. [1052] have proven
that it is not enough to simulate hair as a uniform cylinder. For animal fur, the
medulla is much darker and larger relative to the hair radius. This reduces the impact
of light scattering. As such, a double-cylinder fiber BSDF model is presented that
simulates a wider range of hair and fur [1052]. It considers more detailed paths such
as TttT, TrRrT, TttRttT, and more, where lowercase letters represent interactions
with the medulla. This complex approach results in more realistic visuals, especially
for simulation of rougher fur and elaborate scattering effects. Such fur rendering
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techniques involve the rasterization of many strand instances, and anything that can
help to reduce the render time is welcome. Ryu [1523] proposes to decimate the
number of strand instances rendered as a level of detail scheme dependent on motion
magnitude and distance. This method was used for offline movie rendering and appears
to be straightforward to apply in real-time applications.

14.8 Unified Approaches
We have reached a point where volumetric rendering has become affordable in real-
time applications. What may be possible to achieve in the future?

At the beginning of this chapter we stated that “everything is scattering.” Looking
at participating media materials, it is possible to use a high scattering coefficient σs in
order to achieve a opaque medium. This, together with a complex anisotropic phase
function driving diffuse and specular responses, would result in an opaque surface
material. In light of that, would there be a way to unify solid and volumetric material
representations?

As of today, volumetric and opaque material rendering are separated because the
current computational capabilities of GPUs force us to use specific approaches that are
efficient for some use cases. We use meshes for opaque surfaces, alpha-blended meshes
for transparent materials, particle billboards for smoke volumes, and ray marching for
some of the volumetric lighting effects within participating media.

As hinted at by Dupuy et al. [397], it may be possible to represent solid and
participating media using a unified representation. One possible representation is to
use symmetrical GGX [710] (SGGX), an extension of the GGX normal distribution
function presented in Section 9.8.1. In this case, the microflake theory representing
oriented flake particles within a volume replaces the microfacet theory used for surface
normal distribution representation. In a sense, level of detail would become more
practical, as compared to meshes, because it can simply become a volume filtering over
the material properties. That could lead to more coherent lighting and representation
of large detailed worlds while maintaining lighting, shape, occlusion, or transmittance
applied over the background. For example, as shown in Figure 14.53, rendering a
forest with a volume filtered tree representation would remove visible tree mesh LOD
switching, providing a smooth filtering of thin geometry and avoiding aliasing caused
by branches, while also providing the correct occlusion value over the background
considering the underlying tree geometry within each voxel.

Further Reading and Resources
These resources have been mentioned throughout the text, but are worth highlight-
ing here as particularly noteworthy. General volumetric rendering is explained in the
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Figure 14.53. A forest rendered using SGGX at the top, with decreasing levels of detail from left to
right. The bottom part shows the raw unfiltered voxels. (Images courtesy of Eric Heitz et al. [710].)

course notes of Fong et al. [479], providing considerable background theory, optimiza-
tion details, and solutions used in movie production. For sky and cloud rendering, this
chapter builds on Hillaire’s extensive course notes [743], which have more details than
we could include here. The animation of volumetric material is outside the scope of
this book. We recommend that the reader reads these articles about real-time simula-
tions [303, 464, 1689] and especially the complete book from Bridson [197]. McGuire’s
presentation [1182], along with McGuire and Mara’s article [1185], gives a wider un-
derstanding of transparency-related effects and a range of strategies and algorithms
that can be used for various elements. For hair and fur rendering and simulation, we
again refer the reader to the extensive course notes by Yuksel and Tariq [1954].
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Chapter 15

Non-Photorealistic Rendering

“Using a term like ‘nonlinear science’ is like referring to the
bulk of zoology as ‘the study of nonelephant animals.’ ”

—Stanislaw Ulam

Photorealistic rendering attempts to make an image indistinguishable from a photo-
graph. Non-photorealistic rendering (NPR), also called stylized rendering, has a wide
range of goals. One objective of some forms of NPR is to create images similar to
technical illustrations. Only those details relevant to the goal of the particular appli-

Figure 15.1. A variety of non-photorealistic rendering styles applied to a coffee grinder. (Generated
using LiveArt from Viewpoint DataLabs.)
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cation are the ones that should be displayed. For example, a photograph of a shiny
Ferrari engine may be useful in selling the car to a customer, but to repair the engine,
a simplified line drawing with the relevant parts highlighted may be more meaningful
(as well as less costly to print).

Another area of NPR is in the simulation of painterly styles and natural media,
e.g., pen and ink, charcoal, and watercolor. This is a huge field that lends itself
to an equally huge variety of algorithms that attempt to capture the feel of various
media. Some examples are shown in Figure 15.1. Two older books provide coverage
of technical and painterly NPR algorithms [563, 1719]. Given this breadth, we focus
here on techniques for rendering strokes and lines. Our goal is to give a flavor of some
algorithms used for NPR in real time. This chapter opens with a detailed discussion
of ways to implement a cartoon rendering style, then discusses other themes within
the field of NPR. The chapter ends with a variety of line rendering techniques.

15.1 Toon Shading
Just as varying the font gives a different feel to the text, different styles of rendering
have their own mood, meaning, and vocabulary. There has been a large amount of
attention given to one particular form of NPR, cel or toon rendering. Since this style is
identified with cartoons, it has connotations of fantasy and childhood. At its simplest,
objects are drawn with solid lines separating areas of different solid colors. One reason
this style is popular is what McCloud, in his classic book Understanding Comics [1157],
calls “amplification through simplification.” By simplifying and stripping out clutter,
one can amplify the effect of information relevant to the presentation. For cartoon
characters, a wider audience will identify with those drawn in a simple style.

The toon rendering style has been used in computer graphics for decades to in-
tegrate three-dimensional models with two-dimensional cel animation. It lends itself
well to automatic generation by computer because it is easily defined, compared to
other NPR styles. Many video games have used it to good effect [250, 1224, 1761].
See Figure 15.2.

The outlines of objects are often rendered in a black color, which amplifies the
cartoon look. Finding and rendering these outlines is dealt with in the next section.
There are several different approaches to toon surface shading. The two most common
methods are to fill the mesh areas with solid (unlit) color or to use a two-tone approach,
representing lit and shadowed areas. The two-tone approach, sometimes called hard
shading, is simple to perform in a pixel shader by using a lighter color when the dot
product of the shading normal and light source direction are above some value, and
a darker tone if not. When the illumination is more complex, another approach is to
quantize the final image itself. Also called posterization, this is a process of taking a
continuous range of values and converting to a few tones, with a sharp change between
each. See Figure 15.3. Quantizing RGB values can cause unpleasant hue shifts, as each
separate channel changes in a way not closely related to the others. Working a hue-
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Figure 15.2. An example of real-time NPR rendering from the game Okami. (Image courtesy of
Capcom Entertainment, Inc.)

preserving color space such as HSV, HSL, or Y’CbCr is a better choice. Alternately, a
one-dimensional function or texture can be defined to remap intensity levels to specific
shades or colors. Textures can also be preprocessed using quantization or other filters.
Another example, with more color levels, is shown in Figure 15.16 on page 665.

basic solid posterization pencil

Figure 15.3. The basic rendering on the left has solid fill, posterization, and pencil shading tech-
niques applied in turn. (Jade2 model by Quidam, published by wismo [1449], Creative Commons 2.5
attribution license.)
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Barla et al. [104] add view-dependent effects by using two-dimensional maps in
place of one-dimensional shade textures. The second dimension is accessed by the
depth or orientation of the surface. This allows objects to smoothly soften in contrast
when distant or moving rapidly, for example. This algorithm, combined with a variety
of other shading equations and painted textures, is used in the game Team Fortress 2
to give a blend of cartoon and realistic styles [1224]. Variations on toon shaders can
be used for other purposes, such as for exaggerating contrast when visualizing features
on surfaces or terrain [1520].

15.2 Outline Rendering
Algorithms used for cel edge rendering reflect some of the major themes and techniques
of NPR. Our goal here is to present algorithms that give a flavor of the field. Methods
used can be roughly categorized as based on surface shading, procedural geometry,
image processing, geometric edge detection, or a hybrid of these.

There are several different types of edges that can be used in toon rendering:

• A boundary or border edge is one not shared by two triangles, e.g., the edge of a
sheet of paper. A solid object typically has no boundary edges.

• A crease, hard, or feature edge is one that is shared by two triangles, and the
angle between the two triangles (called the dihedral angle) is greater than some
predefined value. A good default crease angle is 60 degrees [972]. As an example,
a cube has crease edges. Crease edges can be further subcategorized into ridge
and valley edges.

• A material edge appears when the two triangles sharing it differ in material or
otherwise cause a change in shading. It also can be an edge that the artist
wishes to always have displayed, e.g., forehead lines or a line to separate the
same colored pants and shirt.

• A contour edge is one in which the two neighboring triangles face in different
directions compared to some direction vector, typically one from the eye.

• A silhouette edge is a contour edge along the outline of the object, i.e., it separates
the object from the background in the image plane.

See Figure 15.4. This categorization is based on common usage within the litera-
ture, but there are some variations, e.g., what we call crease and material edges are
sometimes called boundary edges elsewhere.

We differentiate here between contour and silhouette edges. Both are edges along
which one part of the surface faces the viewer, the other part faces away. Silhouette
edges are a subset of contour edges, those which separate the object from another
object or the background. For example, in a side view of a head, the ears form
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Figure 15.4. A box open on the top, with a stripe on the front. The boundary (B), crease (C),
material (M), and silhouette (S) edges are shown. None of the boundary edges are considered
silhouette edges by the definitions given, as these edges have only one adjoining polygon.

contour edges, even though they appear within the silhouette outline of the head.
Other examples in Figure 15.3 include the nose, two bent fingers, and where the hair
parts. In some of the early literature, contour edges are referred to as silhouettes, but
the full class of contour edges is usually meant. Also, contour edges should not be
confused with contour lines used on topographical maps.

Note that boundary edges are not the same as contour or silhouette edges. Con-
tour and silhouette edges are defined by a view direction, while boundary edges are
view-independent. Suggestive contours [335] are formed by locations that are almost a
contour from the original viewpoint. They provide additional edges that help convey
the object’s shape. See Figure 15.5. While our focus here is primarily on detect-

Figure 15.5. From left to right: silhouette, contour, and contour together with suggestive contour
edges. (Images courtesy of Doug DeCarlo, Adam Finkelstein, Szymon Rusinkiewicz, and Anthony
Santella.)
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ing and rendering contour edges, considerable work has been done for other types of
strokes [281, 1014, 1521]. We also focus primarily on finding such edges for polyg-
onal models. Bénard et al. [132] discuss approaches for finding contours of models
comprised of subdivision surfaces or other higher-order definitions.

15.2.1 Shading Normal Contour Edges

In a similar fashion to the surface shader in Section 15.1, the dot product between the
shading normal and the direction to the eye can be used to give a contour edge [562].
If this value is near zero, then the surface is nearly edge-on to the eye and so is likely
to be near a contour edge. Color such areas black, falling off to white as the dot
product increases. See Figure 15.6. Before programmable shaders, this algorithm
was implemented using a spherical environment map with a black ring, or coloring
the topmost levels of a mipmap pyramid texture black [448]. This type of shading
today is implemented directly in a pixel shader by going to black as the screen normal
becomes perpendicular to the view direction.

This shading is in a sense the opposite of rim lighting, where light illuminates the
outline of an object; here the scene is lit from the eye’s location and the dropoff is
exaggerated, darkening the edges. It can also be thought of as a thresholding filter
in image processing, where the image is converted to black wherever the surfaces are
below a certain intensity, and to white otherwise.

A feature or drawback of this method is that contour lines are drawn with variable
width, depending on the curvature of the surface. This method works for curved
surface models without crease edges, where areas along the silhouette, for example, will
usually have pixels with normals pointing nearly perpendicular to the view direction.

Figure 15.6. Contour edges shaded by darkening the surface as its shading normal becomes perpen-
dicular to the view direction. By widening the falloff angle, a thicker edge is displayed. (Images
courtesy of Kenny Hoff.)
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The algorithm fails on a model such as a cube, since the surface area near a crease
edge will not have this property. It can also break up and look bad even on curved
surfaces, as when the object is distant and some normals sampled near the contour
edges may not be nearly perpendicular. Goodwin et al. [565] note how this basic
concept nonetheless has validity as a visual cue, and discuss how lighting, curvature,
and distance can be combined to determine stroke thickness.

15.2.2 Procedural Geometry Silhouetting

One of the first techniques for real-time contour edge rendering was presented by
Rossignac and van Emmerik [1510], and later refined by Raskar and Cohen [1460].
The general idea is to render the frontfaces normally, then render the backfaces in
a way as to make their contour edges visible. There are a variety of methods for
rendering these backfaces, each with its own strengths and weaknesses. Each method
has as its first step that the frontfaces are drawn. Then frontface culling is turned on
and backface culling turned off, so that only backfaces are rendered.

One method to render the contours is to draw only the edges (not the faces) of
the backfaces. Using biasing or other techniques (Section 15.4) ensures that some of
these lines are drawn just in front of the frontfaces. In this way, only the edges where
front- and backfaces meet are visible [969, 1510].

One way to make these lines wider is to render the backfaces themselves in black,
again biasing forward. Raskar and Cohen give several biasing methods, such as trans-
lating by a fixed amount, or by an amount that compensates for the nonlinear nature
of the z-depths, or using a depth-slope bias call such as OpenGL’s glPolygonOffset.
Lengyel [1022] discusses how to provide finer depth control by modifying the perspec-
tive matrix. A problem with all these methods is that they do not create lines with
a uniform width. To do so, the amount to move forward depends not only on the
backface, but also on the neighboring frontface(s). See Figure 15.7. The slope of the
backface can be used to bias the polygon forward, but the thickness of the line will
also depend on the angle of the frontface.

Figure 15.7. The z-bias method of silhouetting, done by translating the backface forward. If the
frontface is at a different angle, as shown on the right, a different amount of the backface is visible.
(Illustration after Raskar and Cohen [1460].)
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Figure 15.8. Triangle fattening. On the left, a backface triangle is expanded along its plane. Each
edge moves a different amount in world space to make the resulting edge the same thickness in screen
space. For thin triangles, this technique falls apart, as one corner becomes elongated. On the right,
the triangle edges are expanded and joined to form mitered corners to avoid this problem.

Raskar and Cohen [1460, 1461] solve this neighbor dependency problem by instead
fattening each backface triangle out along its edges by the amount needed to see a
consistently thick line. That is, the slope of the triangle and the distance from the
viewer determine how much the triangle is expanded. One method is to expand the
three vertices of each triangle outward along its plane. A safer method of rendering
the triangle is to move each edge of the triangle outward and connect the edges. Doing
so avoids having the vertices stick far away from the original triangle. See Figure 15.8.
Note that no biasing is needed with this method, as the backfaces expand beyond
the edges of the frontfaces. See Figure 15.9 for results from the three methods. This
fattening technique is more controllable and consistent, and has been used success-
fully for character outlining in video games such as Prince of Persia [1138] and Afro
Samurai [250].

Figure 15.9. Contour edges rendered with backfacing edge drawing with thick lines, z-bias, and
fattened triangle algorithms. The backface edge technique gives poor joins between lines and nonuni-
form lines due to biasing problems on small features. The z-bias technique gives nonuniform edge
width because of the dependence on the angles of the frontfaces. (Images courtesy of Raskar and
Cohen [1460].)
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Figure 15.10. The triangle shell technique creates a second surface by shifting the surface along its
vertex normals.

In the method just given, the backface triangles are expanded along their original
planes. Another method is to move the backfaces outward by shifting their vertices
along the shared vertex normals, by an amount proportional to their z-distance from
the eye [671]. This is referred to as the shell or halo method, as the shifted backfaces
form a shell around the original object. Imagine a sphere. Render the sphere normally,
then expand the sphere by a radius that is 5 pixels wide with respect to the sphere’s
center. That is, if moving the sphere’s center one pixel is equivalent to moving it in
world space by 3 millimeters, then increase the radius of the sphere by 15 millimeters.
Render only this expanded version’s backfaces in black. The contour edge will be 5
pixels wide. See Figure 15.10. Moving vertices outward along their normals is a perfect
task for a vertex shader. This type of expansion is sometimes called shell mapping.
The method is simple to implement, efficient, robust, and gives steady performance.
See Figure 15.11. A forcefield or halo effect can be made by further expanding and
shading these backfaces dependent on their angle.

This shell technique has several potential pitfalls. Imagine looking head-on at a
cube so that only one face is visible. Each of the four backfaces forming the contour
edge will move in the direction of its corresponding cube face, so leaving gaps at the
corners. This occurs because while there is a single vertex at each corner, each face
has a different vertex normal. The problem is that the expanded cube does not truly
form a shell, because each corner vertex is expanding in a different direction. One
solution is to force vertices in the same location to share a single, new, average vertex
normal. Another technique is to create degenerate geometry at the creases that then
gets expanded into triangles with area. Lira et al. [1053] use an additional threshold
texture to control how much each vertex is moved.

Shell and fattening techniques waste some fill, since all the backfaces are sent
down the pipeline. Other limitations of all these techniques is that there is little
control over the edge appearance, and semitransparent surfaces are tricky to render
correctly, depending on the transparency algorithm used.
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Figure 15.11. An example of real-time toon-style rendering from the game Cel Damage, using backface
shell expansion to form contour edges, along with explicit crease edge drawing. (Image courtesy of
Pseudo Interactive Inc.)

One worthwhile feature of this entire class of geometric techniques is that no
connectivity information or edge lists are needed during rendering. Each triangle
is processed independently from the rest, so such techniques lend themselves to GPU
implementation [1461].

This class of algorithms renders only contour edges. Raskar [1461] gives a clever
solution for drawing ridge crease edges on deforming models without having to create
and access an edge connectivity data structure. The idea is to generate an additional
polygon along each edge of the triangle being rendered. These edge polygons are
bent away from the triangle’s plane by the user-defined critical dihedral angle that
determines when a crease should be visible. If at any given moment two adjoining
triangles are at greater than this crease angle, the edge polygons will be visible, else
they will be hidden by the triangles. See Figure 15.12. Valley edges are possible with
a similar technique, but require a stencil buffer and multiple passes.

15.2.3 Edge Detection by Image Processing

The algorithms in the previous section are sometimes classified as image-based, as the
screen resolution determines how they are performed. Another type of algorithm is
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Figure 15.12. A side view of two triangles joined at an edge, each with a small “fin” attached. As
the two triangles bend along the edge, the fins move toward becoming visible. On the right the fins
are exposed. Painted black, these appear as a ridge edge.

more directly image-based, in that it operates entirely on data stored in image buffers
and does not modify (or even directly know about) the geometry in the scene.

Saito and Takahashi [1528] first introduced this G-buffer concept, which is also used
for deferred shading (Section 20.1). Decaudin [336] extended the use of G-buffers to
perform toon rendering. The basic idea is simple: NPR can be done by performing
image processing algorithms on various buffers of information. Many contour-edge
locations can be found by looking for discontinuities in neighboring z-buffer values.
Discontinuities in neighboring surface normal values often signal the location of con-
tour and boundary edges. Rendering the scene in ambient colors or with object
identification values can be used to detect material, boundary, and true silhouette
edges.

Detecting and rendering these edges consists of two parts. First, the scene’s geom-
etry is rendered, with the pixel shader saving depth, normal, object IDs, or other data
as desired to various render targets. Post-processing passes are then performed, in a
similar way as described in Section 12.1. A post-processing pass samples the neigh-
borhood around each pixel and outputs a result based on these samples. For example,
imagine we have a unique identification value for each object in the scene. At each
pixel we could sample this ID and compare it to the four adjacent pixel ID values at
the corners of our test pixel. If any of the IDs differ from the test pixel’s ID, output
black, else output white. Sampling all eight neighbor pixels is more foolproof, but at
a higher sampling cost. This simple kind of test can be used to draw the boundary
and outline edges (true silhouettes) of most objects. Material IDs could be used to
find material edges.

Contour edges can be found by using various filters on normal and depth buffers.
For example, if the difference in depths between neighboring pixels is above some
threshold, a contour edge is likely to exist and so the pixel is made black. Rather than
a simple decision about whether the neighboring pixels match our sample, other more
elaborate edge detection operators are needed. We will not discuss here the pros and
cons of various edge detection filters, such as Roberts cross, Sobel, and Scharr, as the
image processing literature covers these extensively [559, 1729]. Because the results
of such operators are not necessarily boolean, we can adjust their thresholds or fade
between black and white when in some zone. Note that the normal buffer can also
detect crease edges, as a large difference between normals can signify either a contour
or a crease edge. Thibault and Cavanaugh [1761] discuss how they use this technique
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Figure 15.13. Modified Sobel edge detection in the game Borderlands. The final released version (not
shown here) further improved the look by masking out edges for the grass in the foreground [1761].
(Images courtesy of Gearbox Software, LLC.)

with the depth buffer for the game Borderlands. Among other techniques, they modify
the Sobel filter so that it creates single-pixel-wide outlines and the depth computation
to improve precision. See Figure 15.13. It is also possible to go the other direction,
adding outlines only around shadows by ignoring edges where the neighboring depths
differ considerably [1138].

The dilation operator is a type of morphological operator that is used for thickening
detected edges [226, 1217]. After the edge image is generated, a separate pass is
applied. At each pixel, the pixel’s value and its surrounding values to within some
radius are examined. The darkest pixel value found is returned as output. In this
way, a thin black line will be thickened by the diameter of the area searched. Multiple
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Figure 15.14. The normal map (upper left) and depth map (upper middle) have Sobel edge detection
applied to their values, with results shown in the lower left and lower middle, respectively. The image
in the upper right is a thickened composite using dilation. The final rendering in the lower right is
made by shading the image with Gooch shading and compositing in the edges. (Images courtesy of
Drew Card and Jason L. Mitchell, ATI Technologies Inc.)

passes can be applied to further thicken lines, the trade-off being that the cost of the
additional pass is offset by needing considerably fewer samples for each pass. Different
results can have different thicknesses, e.g., the silhouette edges could be made thicker
than the other contour edges. The related erosion operator can be used for thinning
lines or other effects. See Figure 15.14 for some results.

This type of algorithm has several advantages. It handles all types of surfaces, flat
or curved, unlike most other techniques. Meshes do not have to be connected or even
consistent, since the method is image-based.

There are relatively few flaws with this type of technique. For nearly edge-on
surfaces, the z-depth comparison filter can falsely detect a contour-edge pixel across
the surface. Another problem with z-depth comparison is that if the differences are
minimal, then the contour edge can be missed. For example, a sheet of paper on a
desk will usually have its edges missed. Similarly, the normal map filter will miss the
edges of this piece of paper, since the normals are identical. This is still not foolproof;
for example, a piece of paper folded onto itself will create undetectable edges where
the edges overlap [725]. Lines generated show stair-step aliasing, but the various
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Figure 15.15. Various edge methods. Feature edges such as wrinkles are part of the texture itself,
added by the artist in advance. The silhouette of the character is generated with backface extrusion.
The contour edges are generated using image processing edge detection, with varying weights. The
left image was generated with too little weight, so these edges are faint. The middle shows outlines,
on the contour edges of the nose and lips in particular. The right displays artifacts from too great a
weight [250]. (Afro Samurai R© & c©2006 TAKASHI OKAZAKI, GONZO / SAMURAI PROJECT.
Program c©2009 BANDAI NAMCO Entertainment America Inc.)

morphological antialiasing techniques described in Section 5.4.2 work well with this
high-contrast output, as well as on techniques such as posterization, to improve edge
quality.

Detection can also fail in the opposite way, creating edges where none should
exist. Determining what constitutes an edge is not a foolproof operation. For example,
imagine the stem of a rose, a thin cylinder. Close up, the stem normals neighboring our
sample pixel do not vary all that much, so no edge is detected. As we move away from
the rose, the normals will vary more rapidly from pixel to pixel, until at some point
a false edge detection may occur near the edges because of these differences. Similar
problems can happen with detecting edges from depth maps, with the perspective’s
effect on depth being an additional factor needing compensation. Decaudin [336] gives
an improved method of looking for changes by processing the gradient of the normal
and depth maps rather than just the values themselves. Deciding how various pixel
differences translate into color changes is a process that often needs to be tuned for
the content [250, 1761]. See Figure 15.15.

Once the strokes are generated, further image processing can be performed as
desired. Since the strokes can be created in a separate buffer, they can be modified
on their own, then composited atop the surfaces. For example, noise functions can
be used to fray and wobble the lines and the surfaces separately, creating small gaps
between the two and giving a hand-drawn look. The heightfield of the paper can
be used to affect the rendering, having solid materials such as charcoal deposited at
the tops of bumps or watercolor paint pooled in the valleys. See Figure 15.16 for an
example.
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Figure 15.16. The fish model on the left is rendered on the right using edge detection, posterization,
noise perturbation, blurring, and blending atop the paper. (Images courtesy of Autodesk, Inc.)

We have focused here on detecting edges using geometric or other non-graphical
data, such as normals, depths, and IDs. Naturally, image processing techniques were
developed for images, and such edge detection techniques can be applied to color
buffers. One approach is called difference of Gaussians (DoG), where the image is
processed twice with two different Gaussian filters and one is subtracted from the
other. This edge detection method has been found to produce particularly pleasing
results for NPR, used to generate images in a variety of artistic styles such as pencil
shading and pastels [949, 1896, 1966].

Image post-processing operators feature prominently within many NPR techniques
simulating artistic media such as watercolors and acrylic paints. There is considerable
research in this area, and for interactive applications much of the challenge is in trying
to do the most with the fewest number of texture samples. Bilateral, mean-shift, and
Kuwahara filters can be used on the GPU for preserving edges and smoothing areas
to appear as if painted [58, 948]. Kyprianidis et al. [949] provide a thorough review
and a taxonomy of image processing effects for the field. The work by Montesdeoca et
al. [1237] is a fine example of combining a number of straightforward techniques into
a watercolor effect that runs at interactive rates. A model rendered with a watercolor
style is shown in Figure 15.17.

15.2.4 Geometric Contour Edge Detection

A problem with the approaches given so far is that the stylization of the edges is
limited at best. We cannot easily make the lines look dashed, let alone look hand-
drawn or like brush strokes. For this sort of operation, we need to find the contour
edges and render them directly. Having separate, independent edge entities makes it
possible to create other effects, such as having the contours jump in surprise while the
mesh is frozen in shock.
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Figure 15.17. On the left, a standard realistic render. On the right, the watercolor style softens
textures through mean-shift color matching, and increases contrast and saturation, among other
techniques. (Watercolor image courtesy of Autodesk, Inc.)

A contour edge is one in which one of the two neighboring triangles faces toward
the viewer and the other faces away. The test is

(n0 · v)(n1 · v) < 0, (15.1)

where n0 and n1 are the two triangle normals and v is the view direction from the
eye to the edge (i.e., to either endpoint). For this test to work correctly, the surface
must be consistently oriented (Section 16.3).

The brute-force method for finding the contour edges in a model is to run through
the list of edges and perform this test [1130]. Lander [972] notes that a worthwhile
optimization is to identify and ignore edges that are inside planar polygons. That is,
given a connected triangle mesh, if the two neighboring triangles for an edge lie in the
same plane, the edge cannot possibly be a contour edge. Implementing this test on
a simple clock model dropped the edge count from 444 edges to 256. Furthermore, if
the model defines a solid object, concave edges can never be contour edges. Buchanan
and Sousa [207] avoid the need for doing separate dot product tests for each edge by
reusing the dot product test for each individual face.

Detecting contour edges each frame from scratch can be costly. If the camera
view and the objects move little from frame to frame, it is reasonable to assume that
the contour edges from previous frames might still be valid contour edges. Aila and
Miettinen [13] associate a valid distance with each edge. This distance is how far the
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Figure 15.18. Contour loops. On the left is the camera’s view of the model. The middle shows the
triangles facing away from the camera in blue. A close-up of one area of the face is shown on the
right. Note the complexity and how some contour loops are hidden behind the nose. (Model courtesy
of Chris Landreth, images courtesy of Pierre Bénard and Aaron Hertzmann [132].)

viewer can move and still have the contour edge maintain its state. In any solid model
each separate contour always consists of a single closed curve, called a silhouette loop
or, more properly, a contour loop. For contours inside the object’s bounds, some part
of the loop may be obscured. Even the actual silhouette may consist of a few loops,
with parts of loops being inside the outline or hidden by other surfaces. It follows that
each vertex must have an even number of contour edges [23]. See Figure 15.18. Note
how the loops are often quite jagged in three dimensions when following mesh edges,
with the z-depth varying noticeably. If edges forming smoother curves are desired,
such as for varying thickness by distance [565], additional processing can be done to
interpolate among the triangle’s normals to approximate the true contour edge inside
a triangle [725, 726].

Tracking loop locations from frame to frame can be faster than recreating loops
from scratch. Markosian et al. [1125] start with a set of loops and uses a randomized
search algorithm to update this set as the camera moves. Contour loops are also
created and destroyed as the model changes orientation. Kalnins et al. [848] note that
when two loops merge, corrective measures need to be taken or a noticeable jump from
one frame to the next will be visible. They use a pixel search and “vote” algorithm
to attempt to maintain contour coherence from frame to frame.

Such techniques can give serious performance increases, but can be inexact. Linear
methods are exact but expensive. Hierarchical methods that use the camera to access
contour edges combine speed and precision. For orthographic views of non-animated
models, Gooch et al. [562] use a hierarchy of Gauss maps for determining contour edges.
Sander et al. [1539] use an n-ary tree of normal cones (Section 19.3). Hertzmann and
Zorin [726] use a dual-space representation of the model that allows them to impose
a hierarchy on the model’s edges.
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All these explicit edge detection methods are CPU intensive and have poor cache
coherency, since edges forming a contour are dispersed throughout the edge list.
To avoid these costs, the vertex shader can be used to detect and render contour
edges [226]. The idea is to send every edge of the model down the pipeline as two
triangles forming a degenerate quadrilateral, with the two adjoining triangle normals
attached to each vertex. When an edge is found to be part of the contour, the quadri-
lateral’s points are moved so that it is no longer degenerate (i.e., is made visible). This
thin quadrilateral fin is then drawn. This technique is based on the same idea as that
described for finding contour edges for shadow volume creation (Section 7.3). If the
geometry shader is a part of the pipeline, these additional fin quadrilaterals do not
need to be stored but can be generated on the fly [282, 299]. A naive implementation
will leave chinks and gaps between the fins, which can be corrected by modifying the
shape of the fin [723, 1169, 1492].

15.2.5 Hidden Line Removal

Once the contours are found, the lines are rendered. An advantage of explicitly finding
the edges is that you can stylize these as pen strokes, paint strokes, or any other
medium you desire. Strokes can be basic lines, textured impostors (Section 13.6.4),
sets of primitives, or whatever else you wish to try.

A further complication with attempting to use geometric edges is that not all these
edges are actually visible. Rendering surfaces to establish the z-buffer can mask hidden
geometric edges, which may be sufficient for simple styles such as dotted lines. Cole
and Finkelstein [282] extend this for quadrilaterals representing lines by sampling the
z-depths along the spine of the line itself. However, with these methods each point
along the line is rendered independently, so no well-defined start and end locations
are known in advance. For contour loops or other edges where the line segments are
meant to define brush strokes or other continuous objects, we need to know when
each stroke first appears and when it disappears. Determining visibility for each line
segment is known as hidden line rendering, where a set of line segments is processed
for visibility and a smaller set of (possibly clipped) line segments is returned.

Northrup and Markosian [1287] attack this problem by rendering all the object’s
triangles and contour edges and assigning each a different identification number. This
ID buffer is read back and the visible contour edges are determined from it. These
visible segments are then checked for overlaps and linked together to form smooth
stroke paths. This approach works if the line segments on the screen are short, but
it does not include clipping of the line segments themselves. Stylized strokes are then
rendered along these reconstructed paths. The strokes themselves can be stylized in
many different ways, including effects of taper, flare, wiggle, overshoot, and fading, as
well as depth and distance cues. An example is shown in Figure 15.19.

Cole and Finkelstein [282] present a visibility calculation method for a set of edges.
They store each line segment as two world-space coordinate values. A series of passes
runs a pixel shader over the whole set of segments, clipping and determining the length
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Figure 15.19. An image produced using Northrup and Markosian’s hybrid technique. Contour edges
are found, built into chains, and rendered as strokes. (Image courtesy of Lee Markosian.)

in pixels of each, then creating an atlas for each of these potential pixel locations
and determining visibility, and then using this atlas to create visible strokes. While
complex, the process is relatively fast on the GPU and provides sets of visible strokes
that have known beginning and end locations.

Stylization often consists of applying one or more premade textures to line quadri-
laterals. Rougier [1516] discusses a different approach, procedurally rendering dashed
patterns. Each line segment accesses a texture that stores all dashed patterns desired.
Each pattern is encoded as a set of commands specifying the dashed pattern along
with the endcap and join types used. Using the quadrilateral’s texture coordinates,
each pattern controls a series of tests by the shader for how much of the line covers
the pixel at each point in the quadrilateral.

Determining the contour edges, linking them into coherent chains, and then de-
termining visibility for each chain to form a stroke is difficult to fully parallelize. An
additional problem when producing high-quality line stylization is that for the next
frame each stroke will be drawn again, changing length or possibly appearing for the
first time. Bénard et al. [130] present a survey of rendering methods that provide
temporal coherence for strokes along edges and patterns on surfaces. This is not a
solved problem and can be computationally involved, so research continues [131].

15.3 Stroke Surface Stylization
While toon rendering is a popular style to attempt to simulate, there is an infinite
variety of other styles to apply to surfaces. Effects can range from modifying realistic
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Figure 15.20. An image generated by using a palette of textures, a paper texture, and contour edge
rendering. (Reprinted by permission of Adam Lake and Carl Marshall, Intel Corporation, copyright
Intel Corporation 2002.)

textures [905, 969, 973] to having the algorithm procedurally generate geometric
ornamentation from frame to frame [853, 1126]. In this section, we briefly survey
techniques relevant to real-time rendering.

Lake et al. [966] discuss using the diffuse shading term to select which texture is
used on a surface. As the diffuse term gets darker, a texture with a darker impression
is used. The texture is applied with screen-space coordinates to give a hand-drawn
look. To further enhance the sketched look, a paper texture is also applied in screen
space to all surfaces. See Figure 15.20. A major problem with this type of algorithm
is the shower door effect, where the objects look like they are viewed through pat-
terned glass during animation. Objects feel as though they are swimming through
the texture. Breslav et al. [196] maintain a two-dimensional look for the textures by
determining what image transform best matches the movements of some underlying
model locations. This can maintain a connection with the screen-based nature of the
fill pattern while giving a stronger connection with the object.

One solution is obvious: Apply textures directly to the surface. The challenge is
that stroke-based textures need to maintain a relatively uniform stroke thickness and
density to look convincing. If the texture is magnified, the strokes appear too thick;
if it is minified, the strokes are either blurred away or are thin and noisy (depending
on whether mipmapping is used). Praun et al. [1442] present a real-time method
of generating stroke-textured mipmaps and applying these to surfaces in a smooth
fashion. Doing so maintains the stroke density on the screen as the object’s distance
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Figure 15.21. Tonal art maps (TAMs). Strokes are drawn into the mipmap levels. Each mipmap
level contains all the strokes from the textures to the left and above it. In this way, interpolation
between mip levels and adjoining textures is smooth. (Images courtesy of Emil Praun, Princeton
University.)

changes. The first step is to form the textures to be used, called tonal art maps
(TAMs). This is done by drawing strokes into the mipmap levels. See Figure 15.21.
Klein et al. [905] use a related idea in their “art maps” to maintain stroke size for
NPR textures. With these textures in place, the model is rendered by interpolating
between the tones needed at each vertex. This technique results in images with a
hand-drawn feel [1441]. See Figure 15.22.

Webb et al. [1858] present two extensions to TAMs that give better results, one
using a volume texture, which allows the use of color, the other using a thresholding
scheme, which improves antialiasing. Nuebel [1291] gives a related method of perform-
ing charcoal rendering. He uses a noise texture that also goes from dark to light along

Figure 15.22. Two models rendered using tonal art maps (TAMs). The swatches show the lapped
texture pattern used to render each. (Images courtesy of Emil Praun, Princeton University.)
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Figure 15.23. Two different graftal styles render the Stanford bunny. (Images courtesy of Bruce
Gooch and Matt Kaplan, University of Utah.)

one axis. The intensity value accesses the texture along this axis. Lee et al. [1009]
use TAMs and other techniques to generate impressive images that appear drawn by
pencil.

With regard to strokes, many other operations are possible than those already
discussed. To give a sketched effect, edges can be jittered [317, 972, 1009] or can
overshoot their original locations, as seen in the upper right and lower middle images
in Figure 15.1 on page 651.

Girshick et al. [538] discuss rendering strokes along the principal curve direction
lines on a surface. That is, from any given point on a surface, there is a first principal
direction tangent vector that points in the direction of maximum curvature. The
second principal direction is the tangent vector perpendicular to this first vector and
gives the direction in which the surface is least curved. These direction lines are
important in the perception of a curved surface. They also have the advantage of
needing to be generated only once for static models, since such strokes are independent
of lighting and shading. Hertzmann and Zorin [726] discuss how to clean up and
smooth out principal directions. A considerable amount of research and development
has explored using these directions and other data in applying textures to arbitrary
surfaces, in driving simulation animations, and in other applications. See the report
by Vaxman et al. [1814] as a starting point.

The idea of graftals [372, 853, 1126] is that geometry or decal textures can be
added as needed to a surface to produce a particular effect. They can be controlled by
the level of detail needed, by the surface’s orientation to the eye, or by other factors.
These can also be used to simulate pen or brush strokes. An example is shown in
Figure 15.23. Geometric graftals are a form of procedural modeling [407].
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This chapter has only barely touched on a few of the directions NPR research has
taken. See the “Further Reading and Resources” section at the end for where to go
for more information. In this field there is often little or no underlying physically
correct answer that we can use as a ground truth. This is both problematic and
liberating. Techniques give trade-offs between speed and quality, as well as cost of
implementation. Under the tight time constraints of interactive rendering rates, most
schemes will bend and break under certain conditions. Determining what works well,
or well enough, within your application is what makes the field a fascinating challenge.

Much of our focus has been on a specific topic, contour edge detection and ren-
dering. To conclude, we will turn our attention to lines and text. These two non-
photorealistic primitives find frequent use and have some challenges of their own, so
deserve separate coverage.

15.4 Lines
Rendering of simple solid “hard” lines is often considered relatively uninteresting.
However, they are important in fields such as CAD for seeing underlying model facets
and discerning an object’s shape. They are also useful in highlighting a selected object
and in areas such as technical illustration. In addition, some of the techniques involved
are applicable to other problems.

15.4.1 Triangle Edge Rendering

Correctly rendering edges on top of filled triangles is more difficult than it first appears.
If a line is at exactly the same location as a triangle, how do we ensure that the line
is always rendered in front? One simple solution is to render all lines with a fixed
bias [724]. That is, each line is rendered slightly closer than it should truly be, so that
it will be above the surface. If the fixed bias is too large, parts of edges that should
be hidden appear, spoiling the effect. If the bias is too little, triangle surfaces that are
nearly edge-on can hide part or all of the edges. As mentioned in Section 15.2.2, API
calls such as OpenGL’s glPolygonOffset can be used to move backward the surfaces
beneath the lines, based on their slopes. This method works reasonably well, but not
perfectly.

A scheme by Herrell et al. [724] avoids biasing altogether. It uses a series of steps
to mark and clear a stencil buffer, so that edges are drawn atop triangles correctly.
This method is impractical for any but the smallest sets of triangles, as each triangle
must be drawn separately and the stencil buffer cleared for each, making the process
extremely time consuming.

Bærentzen et al. [86, 1295] present a method that maps well to the GPU. They
employ a pixel shader that uses the triangle’s barycentric coordinates to determine
the distance to the closest edge. If the pixel is close to an edge, it is drawn with the
edge color. Edge thickness can be any value desired and can be affected by distance or
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Figure 15.24. Pixel-shader-generated lines. On the left are antialiased single-pixel width edges; on
the right are variable thickness lines with haloing. (Images courtesy of J. Andreas Bærentzen.)

held constant. See Figure 15.24. The main drawback is that contour edges are drawn
half as thick as interior lines, since each triangle draws half of each line’s thickness.
In practice this mismatch is often not noticeable.

This idea is extended and simplified by Celes and Abraham [242], who also give
a thorough summary of previous work. Their idea is to use a one-dimensional set of
texture coordinates for each triangle edge, 1.0 for the two vertices defining the edge
and 0.0 for the other vertex. They exploit texture mapping and the mip chain to
give a constant-width edge. This approach is easy to code and provides some useful
controls. For example, a maximum density can be set so that dense meshes do not
become entirely filled with edges and so become a solid color.

15.4.2 Rendering Obscured Lines

In normal wireframe drawing, where no surfaces are drawn, all edges of a model are
visible. To avoid drawing the lines that are hidden by surfaces, draw all the filled
triangles into just the z-buffer, then draw the edges normally [1192]. If you cannot
draw all surfaces before drawing all lines, a slightly more costly solution is to draw
the surfaces with a solid color that matches the background.

Lines can also be drawn as partially obscured instead of fully hidden. For example,
hidden lines could appear in light gray instead of not being drawn at all. This can be
done by setting the z-buffer’s state appropriately. Draw as before, then reverse the
sense of the z-buffer, so that only lines that are beyond the current pixel’s z-depth are
drawn. Also turn off z-buffer modification, so that these drawn lines do not change
any depth values. Draw the lines again in the obscured style. Only lines that would
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Figure 15.25. Four line rendering styles. From left to right: wireframe, hidden line, obscured line,
and haloed line.

be hidden are then drawn. For stylized versions of lines, a full hidden-line-removal
process can be used [282].

15.4.3 Haloing

When two lines cross, a common convention is to erase a part of the more distant line,
making the ordering obvious. This can be accomplished relatively easily by drawing
each line twice, once with a halo [1192]. This method erases the overlap by drawing
over it in the background color. First, draw all the lines to the z-buffer, representing
each line as a thick quadrilateral that represents the halo. A geometry shader can
help with creating such quadrilaterals. Then, draw every line normally in color. The
areas masked off by the z-buffer draws will hide lines drawn behind them. A bias or
other method has to be used to ensure that each thin black line lies atop the thick
z-buffer quadrilateral.

Lines meeting at a vertex can become partially hidden by the competing halos.
Shortening the quadrilaterals creating the halos can help, but can lead to other ar-
tifacts. The line rendering technique from Bærentzen et al. [86, 1295] can also be
used for haloing. See Figure 15.24. The halos are generated per triangle, so there
are no interference problems. Another approach is to use image post-processing (Sec-
tion 15.2.3) to detect and draw the halos.

Figure 15.25 shows results for some of the different line rendering methods dis-
cussed here.

15.5 Text Rendering
Given how critical reading text is to civilization, it is unsurprising that considerable
attention has been lavished on rendering it well. Unlike many other objects, a single
pixel change can make a significant difference, such as turning an “l” into a “1.” This
section summarizes the major algorithmic approaches used for text rendering.

The eye is more sensitive to differences in intensity than to those in color. This
fact has been used since at least the days of the Apple II [527] to improve perceived
spatial resolution. One application of this idea is Microsoft’s ClearType technology,
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Figure 15.26. Magnified grayscale antialiased and subpixel antialiased versions of the same word.
When a colored pixel is displayed on an LCD screen, the corresponding colored vertical subpixel
rectangles making up the pixel are lit. Doing so provides additional horizontal spatial resolution.
(Images generated by Steve Gibson’s “Free & Clear” program.)

which is built upon one of the characteristics of liquid-crystal display (LCD) displays.
Each pixel on an LCD display consists of three vertical colored rectangles, red, green,
and blue—use a magnifying glass on an LCD monitor and see for yourself. Disregard-
ing the colors of these subpixel rectangles, this configuration provides three times as
much horizontal resolution as there are pixels. Using different shades fills in different
subpixels, and so this technique is sometimes called subpixel rendering. The eye blends
these colors together, and the reddish and blue fringes become undetectable. See Fig-
ure 15.26. This technology was first announced in 1998 and was a great help on large,
low-DPI LCD monitors. Microsoft stopped using ClearType in Word 2013, evidently
because of problems from blending text with different background colors. Excel uses
the technology, as do various web browsers, along with Adobe’s CoolType, Apple’s
Quartz 2D, and libraries such as FreeType and SubLCD. An old yet thorough article
by Shemanarev [1618] covers the various subtleties and issues with this approach.

This technique is a sterling example of how much effort is spent on rendering text
clearly. Characters in a font, called glyphs, typically are described by a series of line
segments and quadratic or cubic Bézier curves. See Figure 17.9 on page 726 for an
example. All font rendering systems work to determine how a glyph affects the pixels
it overlaps. Libraries such as FreeType and Anti-Grain Geometry work by generating
a small texture for each glyph and reusing them as needed. Different textures are
made for each font size and emphasis, i.e., italics or bold.

These systems assume that each texture is pixel-aligned, one texel per pixel, as it
normally is for documents. When text is applied to three-dimensional surfaces, these
assumptions may no longer hold. Using a texture with a set of glyphs is a simple and
popular approach, but there are some potential drawbacks. The application may still
align text to face the viewer, but scaling and rotation will break the assumption of
a single texel per pixel. Even if screen-aligned, font hinting may not be taken into
account. Hinting is the process of adjusting the glyph’s outline to match up with the
pixel cells. For example, the vertical stem of an “I” that is a texel wide is best rendered
covering a single column of pixels instead of half-covering two adjacent columns. See
Figure 15.27. All these factors mean a raster texture can display blurriness or aliasing
problems. Rougier [1515] gives thorough coverage of the issues involved with texture-
generation algorithms and shows how FreeType’s hinting can be used in an OpenGL-
based glyph-rendering system.

The Pathfinder library [1834] is a recent effort that uses the GPU to generate
glyphs. It has a low setup time and minimal memory use, and outperforms competing
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Figure 15.27. The Verdana font rendered unhinted (top) and hinted (bottom). (Image courtesy of
Nicolas Rougier [1515].)

CPU-based engines. It uses tessellation and compute shaders to generate and sum up
the effects of curves on each pixel, with fallbacks to geometry shaders and OpenCL
on less-capable GPUs. Like FreeType, these glyphs are cached and reused. Its high-
quality antialiasing, combined with the use of high-density displays, makes hinting
nearly obsolete.

Applying text to arbitrary surfaces at different sizes and orientations can be
done without elaborate GPU support, while still providing reasonable antialiasing.
Green [580] presents such a system, first used by Valve in Team Fortress 2. The algo-
rithm uses the sampled distance field data structure introduced by Frisken et al. [495].
Each texel holds the signed distance to the nearest edge of a glyph. A distance field
attempts to encode the exact bounds of each glyph in a texture description. Bilinear
interpolation then gives a good approximation of the alpha coverage of the letter at
each sample. See Figure 15.28 for an example. Sharp corners may become smoothed
by bilinear interpolation, but can be preserved by encoding more distance values in
four separate channels [263]. A limitation of this method is that these signed distance
textures are time consuming to create, so they need to be precomputed and stored.
Nonetheless, several font rendering libraries are based on this technique [1440], and
it adapts well to mobile devices [3]. Reshetov and Luebke [1485] summarize work
along these lines and give their own scheme, based on adjusting texture coordinates
for samples during magnification.

Even without scaling and rotation concerns, fonts for languages using Chinese
characters, for example, may need thousands or more glyphs. A high-quality large
character would require a larger texture. Anisotropic filtering of the texture may be
needed if the glyph is viewed at an angle. Rendering the glyph directly from its edge
and curve description would avoid the need for arbitrarily large textures and avoid the
artifacts that come from sampling grids. The Loop-Blinn method [1068, 1069] uses
a pixel shader to directly evaluate Bézier curves, and is discussed in Section 17.1.2.
This technique requires a tessellation step, which can be expensive when done at load
time. Dobbie [360] avoids the issue by drawing a rectangle for the bounding box of
each character and evaluating all the glyph outlines in a single pass. Lengyel [1028]
presents a robust evaluator for whether a point is inside a glyph, which is critical to
avoid artifacts, and discusses evaluation optimizations and effects such as glows, drop
shadows, and multiple colors (e.g., for emojis).
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Figure 15.28. Vector textures. On the left, the letter “g” shown in its distance field representation [3].
On the right, the “no trespassing” sign is rendered from distance fields. The outline around the text
is added by mapping a particular distance range to the outline color [580]. (Image on left courtesy
of ARM Ltd. Image on right from “Team Fortress 2,” courtesy of Valve Corp.)

Further Reading and Resources

For inspiration about non-photorealistic and toon rendering, read Scott McCloud’s
Understanding Comics [1157]. For a view from a researcher’s perspective, see Hertz-
mann’s article [728] on using NPR techniques to help build scientific theories about
art and illustration.

The book Advanced Graphics Programming Using OpenGL [1192], despite being
written during the era of fixed-function hardware, has worthwhile chapters on a wide
range of technical illustration and scientific visualization techniques. Though also
somewhat dated, the books by the Gooches [563] and by Strothotte [1719] are good
starting places for NPR algorithms. Surveys of contour edge and stroke rendering tech-
niques are provided by Isenberg et al. [799] and Hertzmann [727]. The lectures from
the SIGGRAPH 2008 course by Rusinkiewicz et al. [1521] also examine stroke ren-
dering in detail, including newer work, and Bénard et al. [130] survey frame-to-frame
coherence algorithms. For artistic image-processing effects, we refer the interested
reader to the overview by Kyprianidis et al. [949]. The proceedings of the Interna-
tional Symposium on Non-Photorealistic Animation and Rendering (NPAR) focus on
research in the field.

Mitchell et al. [1223] provide a case study about how engineers and artists col-
laborated to give a distinctive graphic style to the game Team Fortress 2. Shodhan
and Willmott [1632] discuss the post-processing system in the game Spore and in-
clude pixel shaders for oil paint, old film, and other effects. The SIGGRAPH 2010
course “Stylized Rendering in Games” is another worthwhile source for practical ex-
amples. In particular, Thibault and Cavanaugh [1761] show the evolution of the art
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style for Borderlands and describe the technical challenges along the way. Evans’ pre-
sentation [446] is a fascinating exploration of a wide range of rendering and modeling
techniques to achieve a particular media style.

Pranckevičius [1440] provides a survey of accelerated text rendering techniques
filled with links to resources.
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Chapter 16

Polygonal Techniques

“It is indeed wonderful that so simple a figure
as the triangle is so inexhaustible.”

—Leopold Crelle

Up to this point, we have assumed that the model we rendered is available in exactly
the format we need, and with just the right amount of detail. In reality, we are
rarely so lucky. Modelers and data capture devices have their own particular quirks
and limitations, giving rise to ambiguities and errors within the data set, and so
within renderings. Often trade-offs are made among storage size, rendering efficiency,
and quality of the results. In this chapter we discuss a variety of problems that are
encountered within polygonal data sets, along with some of the fixes and workarounds
for these problems. We then cover techniques to efficiently render and store polygonal
models.

The overarching goals for polygonal representation in interactive computer graphics
are visual accuracy and speed. “Accuracy” is a term that depends upon the context.
For example, an engineer wants to examine and modify a machine part at interactive
rates and requires that every bevel and chamfer on the object be visible at every
moment. Compare this to a game, where if the frame rate is high enough, minor
errors or inaccuracies in a given frame are allowable, since they may not occur where
attention is focused, or may disappear in the next frame. In interactive graphics work
it is important to know what the boundaries are to the problem being solved, since
these determine what sorts of techniques can be applied.

The areas covered in this chapter are tessellation, consolidation, optimization, sim-
plification, and compression. Polygons can arrive in many different forms and usually
have to be split into more tractable primitives, such as triangles or quadrilaterals.
This process is called triangulation or, more generally, tessellation.1 Consolidation
is our term for the process that encompasses merging separate polygons into a mesh
structure, as well as deriving new data, such as normals, for surface shading. Opti-
mization means ordering the polygonal data in a mesh so it will render more rapidly.
Simplification is taking a mesh and removing insignificant features within it. Com-

1“Tessellation,” with doubled l’s, is probably the most frequently misspelled word in computer
graphics, with “frustum” a close second.
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pression is concerned with minimizing the storage space needed for various elements
describing the mesh.

Triangulation ensures that a given mesh description is displayed correctly. Con-
solidation further improves data display and often increases speed, by allowing com-
putations to be shared and reducing the size in memory. Optimization techniques can
increase speed still further. Simplification can provide even more speed by removing
unneeded triangles. Compression can be used to further reduce the overall memory
footprint, which can in turn improve speed by reducing memory and bus bandwidth.

16.1 Sources of Three-Dimensional Data
There are several ways a polygonal model can be created or generated:

• Directly typing in the geometric description.

• Writing programs that create such data. This is called procedural modeling.

• Transforming data found in other forms into surfaces or volumes, e.g., taking
protein data and converting it into a set of spheres and cylinders.

• Using modeling programs to build up or sculpt an object.

• Reconstructing the surface from one or more photographs of the same object,
called photogrammetry.

• Sampling a real model at various points, using a three-dimensional scanner,
digitizer, or other sensing device.

• Generating an isosurface that represents identical values in some volume of space,
such as data from CAT or MRI medical scans, or pressure or temperature sam-
ples measured in the atmosphere.

• Using some combination of these techniques.

In the modeling world, there are two main types of modelers: solid-based and
surface-based. Solid-based modelers are usually seen in the area of computer aided
design (CAD), and often emphasize modeling tools that correspond to actual ma-
chining processes, such as cutting, drilling, and planing. Internally, they will have a
computational engine that rigorously manipulates the underlying topological bound-
aries of the objects. For display and analysis, such modelers have faceters. A faceter is
software that turns the internal model representation into triangles that can then be
displayed. For example, a sphere may be represented in a database by a center point
and a radius, and the faceter could turn it into any number of triangles or quadrilat-
erals in order to represent it. Sometimes the best rendering speedup is the simplest:
Turning down the visual accuracy required when the faceter is employed can increase
speed and save storage space by generating fewer triangles.
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An important consideration within CAD work is whether the faceter being used is
designed for graphical rendering. For example, there are faceters for the finite element
method (FEM), which aim to split the surface into nearly equal-area triangles. Such
tessellations are strong candidates for simplification, as they contain much graphically
useless data. Similarly, some faceters produce sets of triangles that are ideal for
creating real-world objects using 3D printing, but that lack vertex normals and are
often ill-suited for fast graphical display.

Modelers such as Blender or Maya are not based around a built-in concept of
solidity. Instead, objects are defined by their surfaces. Like solid modelers, these
surface-based systems may use internal representations and faceters to display objects
such as spline or subdivision surfaces (Chapter 17). They may also allow direct ma-
nipulation of surfaces, such as adding or deleting triangles or vertices. The user can
then manually lower the triangle count of a model.

There are other types of modelers, such as implicit surface (including “blobby”
metaball) creation systems [67, 558], that work with concepts such as blends, weights,
and fields. These modelers can create organic forms by generating surfaces that are
defined by the solution to some function f(x, y, z) = 0. Polygonalization tech-
niques such as marching cubes are then used to create sets of triangles for display
(Section 17.3).

Point clouds are strong candidates for simplification techniques. The data are
often sampled at regular intervals, so many samples have a negligible effect on the
visual perception of the surfaces formed. Researchers have spent decades of work
on techniques for filtering out defective data and reconstructing meshes from point
clouds [137]. See Section 13.9 for more about this area.

Any number of cleanup or higher-order operations can be performed on meshes
that have been generated from scanned data. For example, segmentation techniques
analyze a polygonal model and attempt to identify separate parts [1612]. Doing so
can aid in creating animations, applying texture maps, matching shapes, and other
operations.

There are many other ways in which polygonal data can be generated for surface
representation. The key is to understand how the data were created, and for what
purpose. Often, the data are not generated specifically for efficient graphical display.
Also, there are many different three-dimensional data file formats, and translating
between any two is often not a lossless operation. Understanding what sorts of limita-
tions and problems may be encountered with incoming data is a major theme of this
chapter.

16.2 Tessellation and Triangulation
Tessellation is the process of splitting a surface into a set of polygons. Here, we focus on
tessellating polygonal surfaces; curved surface tessellation is discussed in Section 17.6.
Polygonal tessellation can be undertaken for a variety of reasons. The most common is
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Figure 16.1. Various types of tessellation. The leftmost polygon is not tessellated, the next is
partitioned into convex regions, the next is triangulated, and the rightmost is uniformly meshed.

that all graphics APIs and hardware are optimized for triangles. Triangles are almost
like atoms, in that any surface can be made from them and rendered. Converting a
complex polygon into triangles is called triangulation.

There are several possible goals when tessellating polygons. For example, an algo-
rithm to be used may handle only convex polygons. Such tessellation is called convex
partitioning. The surface may need to be subdivided (meshed) to store at each vertex
the effect of shadows or interreflections using global illumination techniques [400]. Fig-
ure 16.1 shows examples of these different types of tessellation. Non-graphical reasons
for tessellation include requirements such as having no triangle be larger than some
given area, or for triangles to have angles at their vertices all be larger than some
minimum angle. Delaunay triangulation has a requirement that each circle formed
by the vertices of each triangle does not contain any of the remaining vertices, which
maximizes the minimum angles. While such restrictions are normally a part of non-
graphical applications such as finite element analysis, these can also serve to improve
the appearance of a surface. Long, thin triangles are often worth avoiding, as they can
cause artifacts when interpolating over distant vertices. They also can be inefficient
to rasterize [530].

Most tessellation algorithms work in two dimensions. They assume that all points
in the polygon are in the same plane. However, some model creation systems can
generate polygon facets that are badly warped and non-planar. A common case of
this problem is the warped quadrilateral that is viewed nearly edge-on; this may form
what is referred to as an hourglass or a bowtie quadrilateral. See Figure 16.2. While
this particular polygon can be triangulated simply by creating a diagonal edge, more
complex warped polygons cannot be so easily managed.

Figure 16.2. Warped quadrilateral viewed edge-on, forming an ill-defined bowtie or hourglass figure,
along with the two possible triangulations.



16.2. Tessellation and Triangulation 685

Figure 16.3. Ear clipping. A polygon with potential ears at v2, v4, and v5 shown. On the right, the
ear at v4 is removed. The neighboring vertices v3 and v5 are reexamined to see if they now form
ears; v5 does.

When warped polygons are possible, one quick corrective action is to project the
vertices onto a plane that is perpendicular to the polygon’s approximate normal.
The normal for this plane is often found by computing the projected areas on the
three orthogonal xy, xz, and yz planes. That is, the polygon’s area on the yz plane,
found by dropping the x-coordinates, is the value for the x-component, on xz the y,
and on xy the z. This method of computing an average normal is called Newell’s
formula [1505, 1738].

The polygon cast onto this plane may still have self-intersection problems, where
two or more of its edges cross. More elaborate and computationally expensive methods
are then necessary. Zou et al. [1978] discuss previous work based on minimizing
surface area or dihedral angles of the resulting tessellation, and present algorithms for
optimizing a few non-planar polygons together in a set.

Schneider and Eberly [1574], Held [714], O’Rourke [1339], and de Berg et al. [135]
each give an overview of a variety of triangulation methods. The most basic triangu-
lation algorithm is to examine each line segment between any two given points on a
polygon and see if it intersects or overlaps any edge of the polygon. If it does, the line
segment cannot be used to split the polygon, so we examine the next possible pair of
points. Else, split the polygon into two parts using this segment and triangulate these
new polygons by the same method. This method is extremely slow, at O(n3).

A more efficient method is ear clipping, which is O(n2) when done as two processes.
First, a pass is made over the polygon to find the ears, that is, to look at all triangles
with vertex indices i, (i+1), (i+2) (modulo n) and check if the line segment i, (i+2)
does not intersect any polygon edges. If it does not, then triangle (i + 1) forms an
ear. See Figure 16.3. Each ear available is removed from the polygon in turn, and
the triangles at vertices i and (i + 2) are reexamined to see if they are now ears or
not. Eventually all ears are removed and the polygon is triangulated. Other, more
complex methods of triangulation are O(n log n) and some are effectively O(n) for
typical cases. Pseudocode for ear clipping and other, faster triangulation methods is
given by Schneider and Eberly [1574].

Rather than triangulating, partitioning a polygon into convex regions can be more
efficient, both in storage and further computation costs. Code for a robust convexity
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Figure 16.4. A polygon with three outlines converted to a single-outline polygon. Join edges are
shown in red. Blue arrows inside the polygon show the order in which vertices are visited to make a
single loop.

test is given by Schorn and Fisher [1576]. Convex polygons can easily be represented
by fans or strips of triangles, as discussed in Section 16.4. Some concave polygons can
be treated as fans (such polygons are called star-shaped), but detecting these requires
more work [1339, 1444]. Schneider and Eberly [1574] give two convex partitioning
methods, a quick and dirty method and an optimal one.

Polygons are not always made of a single outline. Figure 16.4 shows a polygon
made of three outlines, also called loops or contours. Such descriptions can always be
converted to a single-outline polygon by carefully generating join edges (also called
keyholed or bridge edges) between loops. Eberly [403] discusses how to find the mu-
tually visible vertices that define such edges. This conversion process can also be
reversed to retrieve the separate loops.

Writing a robust and general triangulator is a difficult undertaking. Various subtle
bugs, pathological cases, and precision problems make foolproof code surprisingly
tricky to create. One way to finesse the triangulation problem is to use the graphics
accelerator itself to directly render a complex polygon. The polygon is rendered as a
triangle fan to the stencil buffer. By doing so, the areas that should be filled are drawn
an odd number of times, the concavities and holes drawn an even number. By using
the invert mode for the stencil buffer, only the filled areas are marked at the end of
this first pass. See Figure 16.5. In the second pass the triangle fan is rendered again,
using the stencil buffer to allow only the filled area to be drawn. This method can even
be used to render polygons with multiple outlines by drawing the triangles formed by
every loop. The major drawbacks are that each polygon has to be rendered using two
passes and the stencil buffer clears every frame, and that the depth buffer cannot be
used directly. The technique can be useful for display of some user interactions, such
as showing the interior of a complex selection area drawn on the fly.

16.2.1 Shading Problems

Sometimes data will arrive as quadrilateral meshes and must be converted into trian-
gles for display. Once in a great while, a quadrilateral will be concave, in which case
there is only one way to triangulate it. Otherwise, we may choose either of the two
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Figure 16.5. Triangulation by rasterization, using odd/even parity for what area is visible. The
polygon on the left is drawn into the stencil buffer as a fan of three triangles from vertex 0. The first
triangle [0, 1, 2] (middle left) fills in its area, including space outside the polygon. Triangle [0, 2, 3]
(middle right) fills its area, changing the parity of areas A and B to an even number of draws, thus
making them empty. Triangle [0, 3, 4] (right) fills in the rest of the polygon.

diagonals to split it. Spending a little time picking the better diagonal can sometimes
give significantly better visual results.

There are a few different ways to decide how to split a quadrilateral. The key idea
is to minimize differences at the vertices of the new edge. For a flat quadrilateral with
no additional data at the vertices, it is often best to choose the shortest diagonal.
For simple baked global illumination solutions that have a color per vertex, choose the
diagonal which has the smaller difference between the colors [17]. See Figure 16.6. This
idea of connecting the two least-different corners, as determined by some heuristic, is
generally useful in minimizing artifacts.

Sometimes triangles cannot properly capture the intent of the designer. If a tex-
ture is applied to a warped quadrilateral, neither diagonal split preserves the intent.
That said, simple horizontal interpolation over the non-triangulated quadrilateral, i.e.,
interpolating values from the left to the right edge, also fails. Figure 16.7 shows the
problem. This problem arises because the image being applied to the surface is to
be warped when displayed. A triangle has only three texture coordinates, so it can

Figure 16.6. The left figure is rendered as a quadrilateral; the middle is two triangles with upper
right and lower left corners connected; the right shows what happens when the other diagonal is used.
The middle figure is better visually than the right one.
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Figure 16.7. The top left shows the intent of the designer, a distorted quadrilateral with a square
texture map of an “R.” The two images on the right show the two triangulations and how they differ.
The bottom row rotates all the polygons; the non-triangulated quadrilateral changes its appearance.

establish an affine transformation, but not a warp. At most, a basic (u, v) texture on
a triangle can be sheared, not warped. Woo et al. [1901] discuss this problem further.
Several solutions are possible:

• Warp the texture in advance and reapply this new image, with new texture
coordinates.

• Tessellate the surface to a finer mesh. This only lessens the problem.

• Use projective texturing to warp the texture on the fly [691, 1470]. This has the
undesirable effect of nonuniform spacing of the texture on the surface.

• Use a bilinear mapping scheme [691]. This is achievable with additional data
per vertex.

While texture distortion sounds like a pathological case, it happens to some extent
any time the texture data applied does not match the proportions of the underlying
quadrilateral, i.e., on almost any curved surface. One extreme case occurs with a
common primitive: the cone. When a cone is textured and faceted, the triangle
vertices at the tip of the cone have different normals. These vertex normals are not
shared by the neighboring triangles, so shading discontinuities occur [647].
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Figure 16.8. The left figure shows cracking where the two surfaces meet. The middle shows the
cracking fixed by matching up edge points. The right shows the corrected mesh.

16.2.2 Edge Cracking and T-Vertices

Curved surfaces, discussed in detail in Chapter 17, are usually tessellated into meshes
for rendering. This tessellation is done by stepping along the spline curves defining
the surface and so computing vertex locations and normals. When we use a simple
stepping method, problems can occur where spline surfaces meet. At the shared edge,
the points for both surfaces need to coincide. Sometimes this may happen, due to the
nature of the model, but often, without sufficient care, the points generated for one
spline curve will not match those generated by its neighbor. This effect is called edge
cracking, and it can lead to disturbing visual artifacts as the viewer peeks through the
surface. Even if the viewer cannot see through the cracks, the seam is often visible
because of differences in the way the shading is interpolated.

The process of fixing these cracks is called edge stitching. The goal is to make sure
that all vertices along the (curved) shared edge are shared by both spline surfaces,
so that no cracks appear. See Figure 16.8. Section 17.6.2 discusses using adaptive
tessellation to avoid cracking for spline surfaces.

A related problem encountered when joining flat surfaces is that of T-vertices.
This sort of problem can appear whenever two models’ edges meet, but do not share
all vertices along them. Even though the edges should theoretically meet perfectly, if
the renderer does not have enough precision in representing vertex locations on the
screen, cracks can appear. Modern graphics hardware uses subpixel addressing [985]
to help avoid this problem.

More obvious, and not due to precision, are the shading artifacts that can ap-
pear [114]. Figure 16.9 shows the problem, which can be fixed by finding such edges
and making sure to share common vertices with bordering faces. An additional prob-
lem is the danger of creating degenerate (zero-area) triangles by using a simple fan
algorithm. For example, in the figure, say the quadrilateral abcd in the upper right
is triangulated into the triangles abc and acd. The triangle abc is a degenerate tri-
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Figure 16.9. In the top row, the underlying mesh of a surface shows a shading discontinuity. Vertex
b is a T-vertex, as it belongs to the triangles to the left of it, but is not a part of the triangle acd.
One solution is to add this T-vertex to this triangle and create triangles abd and bcd (not shown).
Long and thin triangles are more likely to cause other shading problems, so retriangulating is often
a better solution, shown in the bottom row.

angle, so point b is a T-vertex. Lengyel [1023] discusses how to find such vertices and
provides code to properly retriangulate convex polygons. Cignoni et al. [267] describe
a method to avoid creating degenerate (zero-area) triangles when the T-vertices’ lo-
cations are known. Their algorithm is O(n) and is guaranteed to produce at most one
triangle strip and fan.

16.3 Consolidation
Once a model has passed through any tessellation algorithms needed, we are left with
a set of polygons representing the model. There are a few operations that may be
useful for displaying these data. The simplest is checking whether the polygon itself
is properly formed, that it has at least three unique vertex locations, and that they
are not collinear. For example, if two vertices in a triangle match, then it has no area
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and can be discarded. Note that in this section we are truly referring to polygons,
not just triangles. Depending on your goals, it can be more efficient to store each
polygon, instead of immediately converting it to triangles for display. Triangulating
creates more edges, which in turn creates more work for the operations that follow.

One procedure commonly applied to polygons is merging, which finds shared ver-
tices among faces. Another operation is called orientation, where all polygons forming
a surface are made to face the same direction. Orienting a mesh is important for sev-
eral different algorithms, such as backface culling, crease edge detection, and correct
collision detection and response. Related to orientation is vertex normal generation,
where surfaces are made to look smooth. We call all these types of techniques consol-
idation algorithms.

16.3.1 Merging

Some data comes in the form of disconnected polygons, often termed a polygon soup
or triangle soup. Storing separate polygons wastes memory, and displaying separate
polygons is extremely inefficient. For these reasons and others, individual polygons
are usually merged into a polygon mesh. At its simplest, a mesh consists of a list
of vertices and a set of outlines. Each vertex contains a position and other optional
data, such as the shading normal, texture coordinates, tangent vectors, and color.
Each polygon outline has a list of integer indices. Each index is a number from 0 to
n− 1, where n is the number of vertices and so points to a vertex in the list. In this
way, each vertex can be stored just once and shared by any number of polygons. A
triangle mesh is a polygon mesh that contains only triangles. Section 16.4.5 discusses
mesh storage schemes in depth.

Given a set of disconnected polygons, merging can be done in several ways. One
method is to use hashing [542, 1135]. Initialize a vertex counter to zero. For each
polygon, attempt to add each of its vertices in turn to a hash table, hashing based
on the vertex values. If a vertex is not already in the table, store it there, along with
the vertex counter value, which is then incremented; also store the vertex in the final
vertex list. If instead the vertex is found to match, retrieve its stored index. Save the
polygon with the indices that point to the vertices. Once all polygons are processed,
the vertex and index lists are complete.

Model data sometimes comes in with separate polygons’ vertices being extremely
close, but not identical. The process of merging such vertices is called welding. Ef-
ficiently welding vertices can be done by using sorting along with a looser equality
function for the position [1135].

16.3.2 Orientation

One quality-related problem with model data is face orientation. Some model data
come in oriented properly, with surface normals either explicitly or implicitly pointing
in the correct directions. For example, in CAD work, the standard is that the vertices
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in the polygon outline proceed in a counterclockwise direction when the frontface
is viewed. This is called the winding direction and the triangles use the right-hand
rule. Think of the fingers of your right hand wrapping around the polygon’s vertices
in counterclockwise order. Your thumb then points in the direction of the polygon’s
normal. This orientation is independent of the left-handed or right-handed view-space
or world-coordinate orientation used, as it relies purely on the ordering of the vertices
in the world, when looking at the front of the triangle. That said, if a reflection matrix
is applied to an oriented mesh, each triangle’s normal will be reversed compared to
its winding direction.

Given a reasonable model, here is one approach to orient a polygonal mesh:

1. Form edge-face structures for all polygons.

2. Sort or hash the edges to find which edges match.

3. Find groups of polygons that touch each other.

4. For each group, flip faces as needed to obtain consistency.

The first step is to create a set of half-edge objects. A half-edge is an edge of a
polygon, with a pointer to its associated face (polygon). Since an edge is normally
shared by two polygons, this data structure is called a half-edge. Create each half-
edge with its first vertex stored before the second vertex, using sorting order. One
vertex comes before another in sorting order if its x-coordinate value is smaller. If the
x-coordinates are equal, then the y-value is used; if these match, then z is used. For
example, vertex (−3, 5, 2) comes before vertex (−3, 6,−8); the −3s match, but 5 < 6.

The goal is to find which edges are identical. Since each edge is stored so that
the first vertex is less than the second, comparing edges is a matter of comparing
first to first and second to second vertices. No permutations such as comparing one
edge’s first vertex to another’s second vertex are needed. A hash table can be used
to find matching edges [19, 542]. If all vertices have previously been merged, so that
half-edges use the same vertex indices, then each half-edge can be matched by putting
it on a temporary list associated with its first vertex index. A vertex has an average
of 6 edges attached to it, making edge matching extremely rapid once grouped [1487].

Once the edges are matched, connections among neighboring polygons are known,
forming an adjacency graph. For a triangle mesh, this can be represented as a list
for each triangle of its (up to) three neighboring triangle faces. Any edge that does
not have two neighboring polygons is a boundary edge. The set of polygons that are
connected by edges forms a continuous group. For example, a teapot model has two
groups, the pot and the lid.

The next step is to give the mesh orientation consistency, e.g., we usually want all
polygons to have counterclockwise outlines. For each continuous group of polygons,
choose an arbitrary starting polygon. Check each of its neighboring polygons and
determine whether the orientation is consistent. If the direction of traversal for the
edge is the same for both polygons, then the neighboring polygon must be flipped. See
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Figure 16.10. A starting polygon S is chosen and its neighbors are checked. Because the vertices in
the edge shared by S and B are traversed in the same order (from x to y), the outline for B needs
to be reversed to make it follow the right-hand rule.

Figure 16.10. Recursively check the neighbors of these neighbors, until all polygons
in a continuous group are tested once.

Although all the faces are properly oriented at this point, they could all be oriented
inward. In most cases we want them facing outward. One quick test for whether all
faces should be flipped is to compute the signed volume of the group and check the sign.
If it is negative, reverse all the loops and normals. Compute this volume by calculating
the signed volume scalar triple product for each triangle and summing these. Look for
the volume calculation in our online linear algebra appendix at realtimerendering.com.

This method works well for solid objects but is not foolproof. For example, if the
object is a box forming a room, the user wants its normals to face inward toward the
camera. If the object is not a solid, but rather a surface description, the problem of
orienting each surface can become tricky to perform automatically. If, say, two cubes
touch along an edge and are a part of the same mesh, that edge would be shared by four
polygons, making orientation more difficult. One-sided objects such as Möbius strips
can never be fully oriented, since there is no separation of inside and outside. Even
for well-behaved surface meshes it can be difficult to determine which side should face
outward. Takayama et al. [1736] discuss previous work and present their own solution,
casting random rays from each facet and determining which orientation is more visible
from the outside.

16.3.3 Solidity

Informally, a mesh forms a solid if it is oriented and all the polygons visible from the
outside have the same orientation. In other words, only one side of the mesh is visible.
Such polygonal meshes are called closed or watertight.

Knowing an object is solid means backface culling can be used to improve display
efficiency, as discussed in Section 19.2. Solidity is also a critical property for objects
casting shadow volumes (Section 7.3) and for several other algorithms. For example,
a 3D printer requires that the mesh it prints be solid.
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The simplest test for solidity is to check if every polygon edge in the mesh is
shared by exactly two polygons. This test is sufficient for most data sets. Such a
surface is loosely referred to as being manifold, specifically, two-manifold. Technically,
a manifold surface is one without any topological inconsistencies, such as having three
or more polygons sharing an edge or two or more corners touching each other. A
continuous surface forming a solid is a manifold without boundaries.

16.3.4 Normal Smoothing and Crease Edges

Some polygon meshes form curved surfaces, but the polygon vertices do not have
normal vectors, so they cannot be rendered with the illusion of curvature. See Fig-
ure 16.11.

Many model formats do not provide surface edge information. See Section 15.2 for
the various types of edges. These edges are important for several reasons. They can
highlight an area of the model made of a set of polygons or can help in nonphotore-
alistic rendering. Because they provide important visual cues, such edges are often
favored to avoid being simplified by progressive mesh algorithms (Section 16.5).

Reasonable crease edges and vertex normals can usually be derived with some
success from an oriented mesh. Once the orientation is consistent and the adjacency
graph is derived, vertex normals can be generated by smoothing techniques. The
model’s format may provide help by specifying smoothing groups for the polygon

Figure 16.11. The object on the left does not have normals per vertex; the one on the right does.
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mesh. Smoothing group values are used to explicitly define which polygons in a group
belong together to make up a curved surface. Edges between different smoothing
groups are considered sharp.

Another way to smooth a polygon mesh is to specify a crease angle. This value is
compared to the dihedral angle, which is the angle between the plane normals of two
polygons. Values typically range from 20 to 50 degrees. If the dihedral angle between
two neighboring polygons is found to be lower than the specified crease angle, then
these two polygons are considered to be in the same smoothing group. This technique
is sometimes called edge preservation.

Using a crease angle can sometimes give an improper amount of smoothing, round-
ing edges that should be creased, or vice versa. Often experimentation is needed, and
no single angle may work perfectly for a mesh. Even smoothing groups have limi-
tations. One example is when you pinch a sheet of paper in the middle. The sheet
could be thought of as a single smoothing group, yet it has creases within it, which a
smoothing group would smooth away. The modeler then needs multiple overlapping
smoothing groups, or direct crease edge definition on the mesh. Another example is a
cone made from triangles. Smoothing the cone’s whole surface gives the peculiar result
that the tip has one normal pointing directly out along the cone’s axis. The cone tip
is a singularity. For perfect representation of the interpolated normal, each triangle
would need to be more like a quadrilateral, with two normals at this tip location [647].

Fortunately, such problematic cases are usually rare. Once a smoothing group is
found, vertex normals can be computed for vertices shared within the group. The
standard textbook solution for finding the vertex normal is to average the surface
normals of the polygons sharing the vertex [541, 542]. However, this method can lead
to inconsistent and poorly weighted results. Thürmer and Wüthrich [1770] present
an alternate method, in which each polygon normal’s contribution is weighted by the
angle it forms at the vertex. This method has the desirable property of giving the
same result whether a polygon sharing a vertex is triangulated or not. If the tessellated
polygon turned into, say, two triangles sharing the vertex, the average normal method
would incorrectly exert twice the influence from the two triangles as it would for the
original polygon. See Figure 16.12.

Max [1146] gives a different weighting method, based on the assumption that long
edges form polygons that should affect the normal less. This type of smoothing may
be superior when using simplification techniques, as larger polygons that are formed
will be less likely to follow the surface’s curvature.

Jin et al. [837] provide a comprehensive survey of these and other methods, con-
cluding that weighting by angle is either the best or among the best under various
conditions. Cignoni [268] implements a few methods in Meshlab and notes about the
same. He also warns against weighting the contribution of each normal by the area of
its associated triangle.

For heightfields, Shankel [1614] shows how taking the difference in heights of the
neighbors along each axis can be used to rapidly approximate smoothing using the
angle-weighted method. For a given point p and four neighboring points, px−1 and
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Figure 16.12. On the left, the surface normals of a quadrilateral and two triangles are averaged to
give a vertex normal. In the middle, the quadrilateral has been triangulated. This results in the
average normal shifting, since each polygon’s normal is weighted equally. On the right, Thürmer and
Wüthrich’s method weights each normal’s contribution by its angle between the pair of edges forming
it, so triangulation does not shift the normal.

px+1 on the x-axis of the heightfield and py−1 and py+1 on the y-axis, a close approx-
imation of the (unnormalized) normal at p is

n =
(
px+1
x − px−1

x , py+1
y − py−1

y , 2
)
. (16.1)

16.4 Triangle Fans, Strips, and Meshes
A triangle list is the simplest, and usually least efficient, way to store and display a
set of triangles. The vertex data for each triangle is put in a list, one after another.
Each triangle has its own separate set of three vertices, so there is no sharing of vertex
data among triangles. A standard way to increase graphics performance is to send
groups of triangles that share vertices through the graphics pipeline. Sharing means
fewer calls to the vertex shader, so less points and normals need to be transformed.
Here we describe a variety of data structures that share vertex information, starting
with triangle fans and strips and progressing to more elaborate, and more efficient,
forms for rendering surfaces.

16.4.1 Fans

Figure 16.13 shows a triangle fan. This data structure shows how we can form triangles
and have the storage cost be less than three vertices per triangle. The vertex shared by
all triangles is called the center vertex and is vertex 0 in the figure. For the starting
triangle 0, send vertices 0, 1, and 2 (in that order). For subsequent triangles, the
center vertex is always used together with the previously sent vertex and the vertex
currently being sent. Triangle 1 is formed by sending vertex 3, thereby creating a
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Figure 16.13. The left figure illustrates the concept of a triangle fan. Triangle T0 sends vertices v0

(the center vertex), v1, and v2. The subsequent triangles, Ti (i > 0), send only vertex vi+2. The
right figure shows a convex polygon, which can always be turned into one triangle fan.

triangle defined by vertices 0 (always included), 2 (the previously sent vertex), and 3.
Triangle 2 is constructed by sending vertex 4, and so on. Note that a general convex
polygon is trivial to represent as a triangle fan, since any of its points can be used as
the starting, center vertex.

A triangle fan of n vertices is defined as an ordered vertex list

{v0,v1, . . . ,vn−1}, (16.2)

where v0 is the center vertex, with a structure imposed upon the list indicating that
triangle i is

△v0vi+1vi+2, (16.3)

where 0 ≤ i < n− 2.
If a triangle fan consists of m triangles, then three vertices are sent for the first,

followed by one more for each of the remaining m− 1 triangles. This means that the
average number of vertices, va, sent for a sequential triangle fan of length m, can be
expressed as

va =
3 + (m− 1)

m
= 1 +

2

m
. (16.4)

As can easily be seen, va → 1 as m → ∞. This might not seem to have much
relevance for real-world cases, but consider a more reasonable value. If m = 5, then
va = 1.4, which means that, on average, only 1.4 vertices are sent per triangle.

16.4.2 Strips

Triangle strips are like triangle fans, in that vertices in previous triangles are reused.
Instead of a single center point and the previous vertex getting reused, it is two vertices
of the previous triangle that help form the next triangle. Consider Figure 16.14. If



698 16. Polygonal Techniques

Figure 16.14. A sequence of triangles that can be represented as one triangle strip. Note that the
orientation changes from triangle to triangle in the strip, and that the first triangle in the strip sets
the orientation of all triangles. Internally, counterclockwise order is kept consistent by traversing
vertices [0, 1, 2], [1, 3, 2], [2, 3, 4], [3, 5, 4], and so on.

these triangles are treated as a strip, then a more compact way of sending them to
the rendering pipeline is possible. For the first triangle (denoted T0), all three vertices
(denoted v0, v1, and v2) are sent, in that order. For subsequent triangles in this strip,
only one vertex has to be sent, since the other two have already been sent with the
previous triangle. For example, sending triangle T1, only vertex v3 is sent, and the
vertices v1 and v2 from triangle T0 are used to form triangle T1. For triangle T2, only
vertex v4 is sent, and so on through the rest of the strip.

A sequential triangle strip of n vertices is defined as an ordered vertex list,

{v0,v1, . . . ,vn−1}, (16.5)

with a structure imposed upon it indicating that triangle i is

△vivi+1vi+2, (16.6)

where 0 ≤ i < n − 2. This sort of strip is called sequential because the vertices are
sent in the given sequence. The definition implies that a sequential triangle strip of n
vertices has n− 2 triangles.

The analysis of the average number of vertices for a triangle strip of length m
(i.e., consisting of m triangles), also denoted va, is the same as for triangle fans (see
Equation 16.4), since they have the same start-up phase and then send only one vertex
per new triangle. Similarly, when m → ∞, va for triangle strips naturally also tends
toward one vertex per triangle. For m = 20, va = 1.1, which is much better than 3
and is close to the limit of 1.0. As with triangle fans, the start-up cost for the first
triangle, always costing three vertices, is amortized over the subsequent triangles.

The attractiveness of triangle strips stems from this fact. Depending on where the
bottleneck is located in the rendering pipeline, there is a potential for saving up to
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two thirds of the time spent rendering with simple triangle lists. The speedup is due
to avoiding redundant operations such as sending each vertex twice to the graphics
hardware, then performing matrix transformations, clipping, and other operations on
each. Triangle strips are useful for objects such as blades of grass or other objects
where edge vertices are not reused by other strips. Because of its simplicity, strips are
used by the geometry shader when multiple triangles are output.

There are several variants on triangles strips, such as not imposing a strict sequence
on the triangles, or using doubled vertices or a restart index value so that multiple
disconnected strips can be stored in a single buffer. There once was considerable
research on how best to decompose an arbitrary mesh of triangles into strips [1076].
Such efforts have died off, as the introduction of indexed triangle meshes allowed
better vertex data reuse, leading to both faster display and usually less overall memory
needed.

16.4.3 Triangle Meshes

Triangle fans and strips still have their uses, but the norm on all modern GPUs is to
use triangle meshes with a single index list (Section 16.3.1) for complex models [1135].
Strips and fans allow some data sharing, but mesh storage allows even more. In a
mesh an additional index array keeps track of which vertices form the triangles. In
this way, a single vertex can be associated with several triangles.

The Euler-Poincaré formula for connected planar graphs [135] helps in determining
the average number of vertices that form a closed mesh:

v − e+ f + 2g = 2. (16.7)

Here v is the number of vertices, e is the number of edges, f is the number of faces,
and g is the genus. The genus is the number of holes in the object. As an example, a
sphere has genus 0 and a torus has genus 1. Each face is assumed to have one loop.
If faces can have multiple loops, the formula becomes

v − e+ 2f − l + 2g = 2, (16.8)

where l is the number of loops.
For a closed (solid) model, every edge has two faces, and every face has at least

three edges, so 2e ≥ 3f . If the mesh is all triangles, as the GPU demands, then
2e = 3f . Assuming a genus of 0 and substituting 1.5f for e in the formula yields
f ≤ 2v − 4. If all faces are triangles, then f = 2v − 4.

For large closed triangle meshes, the rule of thumb then is that the number of
triangles is about equal to twice the number of vertices. Similarly, we find that each
vertex is connected to an average of nearly six triangles (and, therefore, six edges).
The number of edges connected to a vertex is called its valence. Note that the network
of the mesh does not affect the result, only the number of triangles does. Since the
average number of vertices per triangle in a strip approaches one, and the number of
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vertices is twice that of triangles, every vertex has to be sent twice (on average) if a
large mesh is represented by triangle strips. At the limit, triangle meshes can send
0.5 vertices per triangle.

Note that this analysis holds for only smooth, closed meshes. As soon as there
are boundary edges (edges not shared between two polygons), the ratio of vertices to
triangles increases. The Euler-Poincaré formula still holds, but the outer boundary of
the mesh has to be considered a separate (unused) face bordering all exterior edges.
Similarly, each smoothing group in any model is effectively its own mesh, since GPUs
need to have separate vertex records with differing normals along sharp edges where
two groups meet. For example, the corner of a cube will have three normals at a single
location, so three vertex records are stored. Changes in textures or other vertex data
can also cause the number of distinct vertex records to increase.

Theory predicts we need to process about 0.5 vertices per triangle. In practice,
vertices are transformed by the GPU and put in a first-in, first-out (FIFO) cache, or in
something approximating a least recently used (LRU) system [858]. This cache holds
post-transform results for each vertex run through the vertex shader. If an incoming
vertex is located in this cache, then the cached post-transform results can be used
without calling the vertex shader, providing a significant performance increase. If
instead the triangles in a triangle mesh are sent down in random order, the cache is
unlikely to be useful. Triangle strip algorithms optimize for a cache size of two, i.e.,
the last two vertices used. Deering and Nelson [340] first explored the idea of storing
vertex data in a larger FIFO cache by using an algorithm to determine in which order
to add the vertices to the cache.

FIFO caches are limited in size. For example, the PLAYSTATION 3 system holds
about 24 vertices, depending on the number of bytes per vertex. Newer GPUs have
not increased this cache significantly, with 32 vertices being a typical maximum.

Hoppe [771] introduces an important measurement of cache reuse, the average
cache miss ratio (ACMR). This is the average number of vertices that need to be
processed per triangle. It can range from 3 (every vertex for every triangle has to
be reprocessed each time) to 0.5 (perfect reuse on a large closed mesh; no vertex is
reprocessed). If the cache size is as large as the mesh itself, the ACMR is identical to
the theoretical vertex to triangle ratio. For a given cache size and mesh ordering, the
ACMR can be computed precisely, so describing the efficiency of any given approach
for that cache size.

16.4.4 Cache-Oblivious Mesh Layouts

The ideal order for triangles in an mesh is one in which we maximize the use of the
vertex cache. Hoppe [771] presents an algorithm that minimizes the ACMR for a mesh,
but the cache size has to be known in advance. If the assumed cache size is larger than
the actual cache size, the resulting mesh can have significantly less benefit. Solving
for different-sized caches may yield different optimal orderings. For when the target
cache size is unknown, cache-oblivious mesh layout algorithms have been developed
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that yield orderings that work well, regardless of size. Such an ordering is sometimes
called a universal index sequence.

Forsyth [485] and Lin and Yu [1047] provide rapid greedy algorithms that use
similar principles. Vertices are given scores based on their positions in the cache and by
the number of unprocessed triangles attached to them. The triangle with the highest
combined vertex score is processed next. By scoring the three most recently used
vertices a little lower, the algorithm avoids simply making triangle strips and instead
creates patterns similar to a Hilbert curve. By giving higher scores to vertices with
fewer triangles still attached, the algorithm tends to avoid leaving isolated triangles
behind. The average cache miss ratios achieved are comparable to those of more costly
and complex algorithms. Lin and Yu’s method is a little more complex but uses related
ideas. For a cache size of 12, the average ACMR for a set of 30 unoptimized models
was 1.522; after optimization, the average dropped to 0.664 or lower, depending on
cache size.

Sander et al. [1544] give an overview of previous work and present their own faster
(though not cache-size oblivious) method, called Tipsify. One addition is that they
also strive to put the outermost triangles early on in the list, to minimize overdraw
(Section 18.4.5). For example, imagine a coffee cup. By rendering the triangles forming
the outside of the cup first, the later triangles inside are likely to be hidden from view.

Storsjö [1708] contrasts and compares Forsyth’s and Sander’s methods, and pro-
vides implementations of both. He concludes that these methods provide layouts that
are near the theoretical limits. A newer study by Kapoulkine [858] compares four
cache-aware vertex-ordering algorithms on three hardware vendors’ GPUs. Among
his conclusions are that Intel uses a 128-entry FIFO, with each vertex using three or
more entries, and that AMD’s and NVIDIA’s systems approximate a 16-entry LRU
cache. This architectural difference significantly affects algorithm behavior. He finds
that Tipsify [1544] and, to a lesser extent, Forsyth’s algorithm [485] perform relatively
well across these platforms.

To conclude, offline preprocessing of triangle meshes can noticeably improve vertex
cache performance, and the overall frame rate when this vertex stage is the bottle-
neck. It is fast, effectively O(n) in practice. There are several open-source versions
available [485]. Given that such algorithms can be applied automatically to a mesh
and that such optimization has no additional storage cost and does not affect other
tools in the toolchain, these methods are often a part of a mature development sys-
tem. Forsyth’s algorithm appears to be part of the PLAYSTATION mesh processing
toolchain, for example. While the vertex post-transform cache has evolved due to
modern GPUs’ adoption of a unified shader architecture, avoiding cache misses is still
an important concern [530].

16.4.5 Vertex and Index Buffers/Arrays

One way to provide a modern graphics accelerator with model data is by using what
DirectX calls vertex buffers and OpenGL calls vertex buffer objects (VBOs). We will
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go with the DirectX terminology in this section. The concepts presented have OpenGL
equivalents.

The idea of a vertex buffer is to store model data in a contiguous chunk of memory.
A vertex buffer is an array of vertex data in a particular format. The format specifies
whether a vertex contains a normal, texture coordinates, a color, or other specific
information. Each vertex has its data in a group, one vertex after another. The size in
bytes of a vertex is called its stride. This type of storage is called an interleaved buffer.
Alternately, a set of vertex streams can be used. For example, one stream could hold an
array of positions {p0p1p2 . . .} and another a separate array of normals {n0n1n2 . . .}.
In practice, a single buffer containing all data for each vertex is generally more efficient
on GPUs, but not so much that multiple streams should be avoided [66, 1494]. The
main cost of multiple streams is additional API calls, possibly worth avoiding if the
application is CPU-bound but otherwise not significant [443].

Wihlidal [1884] discusses different ways multiple streams can help rendering system
performance, including API, caching, and CPU processing advantages. For example,
SSE and AVX for vector processing on the CPU are easier to apply to a separate
stream. Another reason to use multiple streams is for more efficient mesh updating.
If, say, just the vertex location stream is changing over time, it is less costly to update
this one attribute buffer than to form and send an entire interleaved stream [1609].

How the vertex buffer is accessed is up to the device’s DrawPrimitive method.
The data can be treated as:

1. A list of individual points.

2. A list of unconnected line segments, i.e., pairs of vertices.

3. A single polyline.

4. A triangle list, where each group of three vertices forms a triangle, e.g., vertices
[0, 1, 2] form one, [3, 4, 5] form the next, and so on.

5. A triangle fan, where the first vertex forms a triangle with each successive pair
of vertices, e.g., [0, 1, 2], [0, 2, 3], [0, 3, 4].

6. A triangle strip, where every group of three contiguous vertices forms a triangle,
e.g., [0, 1, 2], [1, 2, 3], [2, 3, 4].

In DirectX 10 on, triangles and triangle strips can also include adjacent triangle ver-
tices, for use by the geometry shader (Section 3.7).

The vertex buffer can be used as is or referenced by an index buffer. The indices in
an index buffer hold the locations of vertices in a vertex buffer. Indices are stored as
16-bit unsigned integers, or 32-bit if the mesh is large and the GPU and API support
it (Section 16.6). The combination of an index buffer and vertex buffer is used to
display the same types of draw primitives as a “raw” vertex buffer. The difference
is that each vertex in the index/vertex buffer combination needs to be stored only
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once in its vertex buffer, versus repetition that can occur in a vertex buffer without
indexing.

The triangle mesh structure is represented by an index buffer. The first three
indices stored in the index buffer specify the first triangle, the next three the second,
and so on. This arrangement is called an indexed triangle list, where the indices
themselves form a list of triangles. OpenGL binds the index buffer and vertex buffer(s)
together with vertex format information in a vertex array object (VAO). Indices can
also be arranged in triangle strip order, which saves on index buffer space. This
format, the indexed triangle strip, is rarely used in practice, in that creating such sets
of strips for a large mesh takes some effort, and all tools that process geometry also
then need to support this format. See Figure 16.15 for examples of vertex and index
buffer structures.

Which structure to use is dictated by the primitives and the program. Displaying
a simple rectangle is easily done with just a vertex buffer using four vertices as a two-
triangle tristrip or fan. One advantage of the index buffer is data sharing, as discussed
earlier. Another advantage is simplicity, in that triangles can be in any order and
configuration, not having the lock-step requirements of triangle strips. Lastly, the
amount of data that needs to be transferred and stored on the GPU is usually smaller
when an index buffer is used. The small overhead of including an indexed array is far
outweighed by the memory savings achieved by sharing vertices.

An index buffer and one or more vertex buffers provide a way of describing a
polygonal mesh. However, the data are typically stored with the goal of GPU rendering
efficiency, not necessarily the most compact storage. For example, one way to store a
cube is to save its eight corner locations in one array, and its six different normals in
another, along with the six four-index loops that define its faces. Each vertex location
is then described by two indices, one for the vertex list and one for the normal list.
Texture coordinates are represented by yet another array and a third index. This
compact representation is used in many model file formats, such as Wavefront OBJ.
On the GPU, only one index buffer is available. A single vertex buffer would store
24 different vertices, as each corner location has three separate normals, one for each
neighboring face. The index buffer would store indices defining the 12 triangles forming
the surface. Masserann [1135] discusses efficiently turning such file descriptions into
compact and efficient index/vertex buffers, versus lists of unindexed triangles that do
not share vertices. More compact schemes are possible by such methods as storing the
mesh in texture maps or buffer textures and using the vertex shader’s texture fetch
or pulling mechanisms, but they come at the performance penalty of not being able
to use the post-transform vertex cache [223, 1457].

For maximum efficiency, the order of the vertices in the vertex buffer should match
the order in which they are accessed by the index buffer. That is, the first three
vertices referenced by the first triangle in the index buffer should be first three in
the vertex buffer. When a new vertex is encountered in the index buffer, it should
then be next in the vertex buffer. Giving this order minimizes cache misses in the
pre-transform vertex cache, which is separate from the post-transform cache discussed
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Figure 16.15. Different ways of defining primitives, in rough order of most to least memory use
from top to bottom: separate triangles, as a vertex triangle list, as triangle strips of two or one data
streams, and as an index buffer listing separate triangles or in triangle strip order.
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Figure 16.16. In the upper left is a heightfield of Crater Lake rendered with 200,000 triangles. The
upper right figure shows this model simplified down to 1000 triangles in a triangulated irregular
network (TIN). The underlying simplified mesh is shown at the bottom. (Images courtesy of Michael
Garland.)

in Section 16.4.4. Reordering the data in the vertex buffer is a simple operation,
but can be as important to performance as finding an efficient triangle order for the
post-transform vertex cache [485].

There are higher-level methods for allocating and using vertex and index buffers
to achieve greater efficiency. For example, a buffer that does not change can be
stored on the GPU for use each frame, and multiple instances and variations of an
object can be generated from the same buffer. Section 18.4.2 discusses such techniques
in depth.

The ability to send processed vertices to a new buffer using the pipeline’s stream
output functionality (Section 3.7.1) allows a way to process vertex buffers on the GPU
without rendering them. For example, a vertex buffer describing a triangle mesh could
be treated as a simple set of points in an initial pass. The vertex shader could be used
to perform per-vertex computations as desired, with the results sent to a new vertex
buffer using stream output. On a subsequent pass, this new vertex buffer could be
paired with the original index buffer describing the mesh’s connectivity, to further
process and display the resulting mesh.
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16.5 Simplification
Mesh simplification, also known as data reduction or decimation, is the process of
taking a detailed model and reducing its triangle count while attempting to preserve
its appearance. For real-time work this process is done to reduce the number of
vertices stored and sent down the pipeline. This can be important in making the
application scalable, as less powerful machines may need to display lower numbers of
triangles. Model data may also be received with more tessellation than is necessary for
a reasonable representation. Figure 16.16 gives a sense of how the number of stored
triangles can be reduced by data reduction techniques.

Luebke [1091, 1092] identifies three types of mesh simplification: static, dynamic,
and view-dependent. Static simplification is the idea of creating separate level of
detail (LOD) models before rendering begins, and the renderer chooses among these.
This form is covered in Section 19.9. Offline simplification can also be useful for other
tasks, such as providing coarse meshes for subdivision surfaces to refine [1006, 1007].
Dynamic simplification gives a continuous spectrum of LOD models instead of a few
discrete models, and so such methods are referred to as continuous level of detail
(CLOD) algorithms. View-dependent techniques are meant for where the level of
detail varies within the model. Specifically, terrain rendering is a case in which the
nearby areas in view need detailed representation while those in the distance are at a
lower level of detail. These two types of simplification are discussed in this section.

16.5.1 Dynamic Simplification

One method of reducing the triangle count is to use an edge collapse operation, where
an edge is removed by moving its two vertices to coincide. See Figure 16.17 for an
example of this operation in action. For a solid model, an edge collapse removes a
total of two triangles, three edges, and one vertex. So, a closed model with 3000
triangles would have 1500 edge collapses applied to it to reduce it to zero faces. The
rule of thumb is that a closed triangle mesh with v vertices has about 2v faces and 3v
edges. This rule can be derived using the Euler-Poincaré formula that f − e + v = 2
for a solid’s surface (Section 16.4.3).

The edge collapse process is reversible. By storing the edge collapses in order,
we can start with the simplified model and reconstruct the complex model from it.
This characteristic can be useful for network transmission of models, in that the edge-
collapsed version of the database can be sent in an efficiently compressed form and
progressively built up and displayed as the model is received [768, 1751]. Because
of this feature, this simplification process is often referred to as view-independent
progressive meshing (VIPM).

In Figure 16.17, u was collapsed into the location of v, but v could have been
collapsed into u. A simplification system limited to just these two possibilities is
using a subset placement strategy. An advantage of this strategy is that, if we limit
the possibilities, we may implicitly encode the choice made [516, 768]. This strategy
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Figure 16.17. On the left is the figure before the uv edge collapse occurs; the right figure shows point
u collapsed into point v, thereby removing triangles A and B and edge uv.

is faster because fewer possibilities need to be evaluated, but it also can yield lower-
quality approximations because a smaller solution space is examined.

When using an optimal placement strategy, we examine a wider range of possi-
bilities. Instead of collapsing one vertex into another, both vertices for an edge are
contracted to a new location. Hoppe [768] examines the case in which u and v both
move to some location on the edge joining them. He notes that to improve compression
of the final data representation, the search can be limited to checking the midpoint.
Garland and Heckbert [516] go further, solving a quadratic equation to find an optimal
position, one that may be located off of the edge. The advantage of optimal placement
strategies is that they tend to give higher-quality meshes. The disadvantages are extra
processing, code, and memory for recording this wider range of possible placements.

To determine the best point placement, we perform an analysis on the local neigh-
borhood. This locality is an important and useful feature for several reasons. If the
cost of an edge collapse depends on just a few local variables (e.g., edge length and face
normals near the edge), the cost function is easy to compute, and each collapse affects
only a few of its neighbors. For example, say a model has 3000 possible edge collapses
that are computed at the start. The edge collapse with the lowest cost-function value
is performed. Because it influences only a few nearby triangles and their edges, only
those edge collapse possibilities whose cost functions are affected by these changes
need to be recomputed (say, 10 instead of 3000), and the list requires only a minor
bit of resorting. Because an edge-collapse affects only a few other edge-collapse cost
values, a good choice for maintaining this list of cost values is a heap or other priority
queue [1649].

Some contractions must be avoided regardless of cost. See an example in Fig-
ure 16.18. These can be detected by checking whether a neighboring triangle flips its
normal direction due to a collapse.

The collapse operation itself is an edit of the model’s database. Data structures for
storing these collapses are well documented [481, 770, 1196, 1726]. Each edge collapse
is analyzed with a cost function, and the one with the smallest cost value is performed
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u v

edge

crossing

Figure 16.18. Example of a bad collapse. On the left is a mesh before collapsing vertex u into v. On
the right is the mesh after the collapse, showing how edges now cross.

next. The best cost function can and will vary with the type of model and other
factors [1092]. Depending on the problem being solved, the cost function may make
trade-offs among speed, quality, robustness, and simplicity. It may also be tailored
to maintain surface boundaries, material locations, lighting effect, symmetry along an
axis, texture placement, volume, or other constraints.

We will present Garland and Heckbert’s quadric error metric (QEM) cost func-
tion [515, 516] in order to give a sense of how such functions work. This function is
of general use in a large number of situations. In contrast, in earlier research Garland
and Heckbert [514] found using the Hausdorff distance best for terrain simplification,
and others have borne this out [1496]. This function is simply the longest distance a
vertex in the simplified mesh is from the original mesh. Figure 16.16 shows a result
from using this metric.

For a given vertex there is a set of triangles that share it, and each triangle has
a plane equation associated with it. The QEM cost function for moving a vertex is
the sum of the squared distances between each of these planes and the new location.
More formally,

c(v) =
m∑

i=1

(ni · v + di)
2

is the cost function for new location v and m planes, where ni is the plane i’s normal
and di its offset from the origin.

An example of two possible contractions for the same edge is shown in Figure 16.19.
Say the cube is two units wide. The cost function for collapsing e into c (e → c) will
be 0, because the point e does not move off of the planes it shares when it goes to
c. The cost function for c → e will be 1, because c moves away from the plane of
the right face of the cube by a squared distance of 1. Because it has a lower cost, the
e → c collapse would be preferred over c → e.
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Figure 16.19. The left figure shows a cube with an extra point along one edge. The middle figure
shows what happens if this point e is collapsed to corner c. The right figure shows c collapsed to e.

This cost function can be modified in various ways. Imagine two triangles that
share an edge that form a sharp edge, e.g., they are part of a fish’s fin or turbine
blade. The cost function for collapsing a vertex on this edge is low, because a point
sliding along one triangle does not move far from the other triangle’s plane. The basic
function’s cost value is related to the volume change of removing the feature, but is
not a good indicator of its visual importance. One way to maintain an edge with a
sharp crease is to add an extra plane that includes the edge and has a normal that is
the average of the two triangle normals. Now vertices that move far from this edge
will have a higher cost function [517]. A variation is to weight the cost function by
the change in the areas of the triangles.

Another type of extension is to use a cost function based on maintaining other
surface features. For example, the crease and boundary edges of a model are important
in portraying it, so these should be made less likely to be modified. See Figure 16.20.
Other surface features worth preserving are locations where there are material changes,
texture map edges, and color-per-vertex changes [772]. See Figure 16.21.

One serious problem that occurs with most simplification algorithms is that tex-
tures often deviate in a noticeable way from their original appearance [1092]. As
edges are collapsed, the underlying mapping of the texture to the surface can become
distorted. Also, texture coordinate values can match at boundaries but belong to
different regions where the texture is applied, e.g., along a central edge where a model
is mirrored. Caillaud et al. [220] survey a variety of previous approaches and present
their own algorithm that handles texture seams.

Speed can be another concern. In systems where users create their own content,
such as in a CAD system, level of detail models need to be created on the fly. Perform-
ing simplification using the GPU has met with some success [1008]. Another approach
is to use a simpler simplification algorithm, such as vertex clustering [1088, 1511]. The
core idea of this approach is to overlay the model with a three-dimensional voxel grid
or similar structure. Any vertices in a voxel are moved to a “best” vertex location for
that cell. Doing so may eliminate some triangles, when two or more of each triangle’s
vertices land in the same location, making it degenerate. This algorithm is robust, the
connectivity of the mesh is not needed, and separate meshes can easily be aggregated
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Figure 16.20. Mesh simplification. Upper left shows the original mesh of 13,546 faces, upper right
is simplified to 1,000 faces, lower left to 500 faces, lower right to 150 faces [770]. (Images c©1996
Microsoft. All rights reserved.)

into one. However, the basic vertex clustering algorithm rarely gives as good a result
as a full QEM approach. Willmott [1890] discusses how his team made this clustering
approach work in a robust and efficient manner for the user-created content in the
game Spore.

Turning a surface’s original geometry into a normal map for bump mapping is
an idea related to simplification. Small features such as buttons or wrinkles can be
represented by a texture with little loss in fidelity. Sander et al. [1540] discuss previous
work in this area and provide a solution. Such algorithms are commonly used in
developing models for interactive applications, with a high-quality model baked into
a textured representation [59].

Simplification techniques can produce a large number of level of detail (LOD)
models from a single complex model. A problem found in using LOD models is that
the transition can sometimes be seen if one model instantly replaces another between
one frame and the next [508]. This problem is called “popping.” One solution is to
use geomorphs [768] to increase or decrease the level of detail. Since we know how the
vertices in the more complex model map to the simple model, it is possible to create
a smooth transition. See Section 19.9.1 for more details.
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Figure 16.21. Mesh simplification. Top row: with mesh and simple gray material. Bottom row:
with textures. From left to right: the models contain 51,123, 6,389, and 1,596 triangles. The texture
on the model is maintained as possible, though some distortion creeps in as the triangle count falls.
(Images c©2016 Microsoft. All rights reserved.)

One advantage of using view-independent progressive meshing is that a single
vertex buffer can be created once and shared among copies of the same model at
different levels of detail [1726]. However, under the basic scheme, a separate index
buffer needs to be made for each copy. Another problem is efficiency. Because the
order of collapses determines the triangle display order, vertex cache coherency is poor.
Forsyth [481] discusses several practical solutions to improve efficiency when forming
and sharing index buffers.

Mesh reduction techniques can be useful, but fully automated systems are not a
panacea. The problem of maintaining symmetry is shown in Figure 16.22. A talented
model maker can create low-triangle-count objects that are better in quality than
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Figure 16.22. Symmetry problem. The cylinder on the left has 10 flat faces (including top and
bottom). The middle cylinder has 9 flat faces after 1 face is eliminated by automatic reduction. The
right cylinder has 9 flat faces after being regenerated by the modeler’s faceter.

those generated by automated procedures. For example, the eyes and mouth are
the most important part of the face. A naive algorithm will smooth these away as
inconsequential. Retopology is a process where edges are added to a model to keep
various features separate when modeling, smoothing, or simplification techniques are
applied. Simplification-related algorithms continue to be developed and automated as
possible.

16.6 Compression and Precision
Triangle mesh data can have its data compressed in various ways, and can accrue
similar benefits. Just as PNG and JPEG image file formats use lossless and lossy
compression for textures, a variety of algorithms and formats have been developed for
the compression of triangle mesh data.

Compression minimizes the room spent for data storage, at the cost of time spent
encoding and decoding. The time saved by transferring a smaller representation must
outweigh the extra time spent decompressing the data. When transmitted on the
Internet, a slow download speed implies that more elaborate algorithms can be used.
Mesh connectivity can be compressed and efficiently decoded using TFAN [1116],
adopted in MPEG-4. Encoders such as Open3DGC, OpenCTM, and Draco can create
model files that can be one fourth of the size or smaller compared to using only gzip
compression [1335]. Decompression using these schemes is meant to be a one-time
operation, something that is relatively slow—a few million triangles per second—but
that can more than pay for itself by saving on time spent transmitting data. Maglo
et al. [1099] provide a thorough review of algorithms. Here we focus on compression
techniques directly involving the GPU itself.
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Much of this chapter has been devoted to various ways in which a triangle mesh’s
storage is minimized. The major motivation for doing so is rendering efficiency.
Reusing, versus repeating, vertex data among several triangles will lead to fewer cache
misses. Removing triangles that have little visual impact saves both vertex processing
and memory. A smaller memory size leads to lower bandwidth costs and better cache
use. There are also limits to what the GPU can store in memory, so data reduction
techniques can lead to more triangles that can be displayed.

Vertex data can be compressed using fixed-rate compression, for similar reasons
as when textures are compressed (Section 6.2.6). By fixed-rate compression we mean
methods in which the final compressed storage size is known. Having a self-contained
form of compression for each vertex means that decoding can happen on the GPU.
Calver [221] presents a variety of schemes that use the vertex shader for decompression.
Zarge [1961] notes that data compression can also help align vertex formats to cache
lines. Purnomo et al. [1448] combine simplification and vertex quantization techniques,
and optimize the mesh for a given target mesh size, using an image-space metric.

One simple form of compression is found within the index buffer’s format. An
index buffer consists of an array of unsigned integers that give the array positions for
vertices in the vertex buffer. If there are less than or equal to 216 vertices in the vertex
buffer, then the index buffer can use unsigned shorts instead of unsigned longs. Some
APIs support unsigned bytes for meshes with less than 28 vertices, but using these
can cause costly alignment issues, so are generally avoided. It is worth noting that
OpenGL ES 2.0, unextended WebGL 1.0, and some older desktop and laptop GPUs
have a limitation that unsigned long index buffers are not supported, so unsigned
shorts must be used.

The other compression opportunity is with triangle mesh data itself. As a basic
example, some triangle meshes store one or more colors per vertex to represent baked-
in lighting, simulation results, or other information. On a typical monitor a color is
represented by 8 bits of red, green, and blue, so the data could be stored in the vertex
record as three unsigned bytes instead of three floats. The GPU’s vertex shader
can turn this field into separate values that are then interpolated during triangle
traversal. However, care should be taken on many architectures. For example, Apple
recommends on iOS padding 3-byte data fields to 4 bytes to avoid extra processing [66].
See the middle illustration in Figure 16.23.

Another compression method is to not store any color at all. If the color data
are, say, showing temperature results, the temperature itself can be stored as a single
number that is then converted to an index in a one-dimensional texture for a color.
Better yet, if the temperature value is not needed, then a single unsigned byte could
be used to reference this color texture.

Even if the temperature itself is stored, it may be needed to only a few decimal
places. A floating point number has a total precision of 24 bits, a little more than
7 decimal digits. Note that 16 bits give almost 5 decimal digits of precision. The
range of temperature values is likely to be small enough that the exponent part of the
floating point format is unnecessary. By using the lowest value as an offset and the
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Figure 16.23. Typical fixed-rate compression methods for vertex data. (Octant conversion figure
from Cigolle et al. [269], courtesy of Morgan McGuire.)

highest minus the lowest as a scale, the values can be evenly spread over a limited
range. For example, if values range from 28.51 to 197.12, an unsigned short value
would be converted to a temperature by first dividing it by 216 − 1, then multiplying
the result by a scale factor of (197.12− 28.51), and finally adding the offset 28.51. By
storing the scale and offset factors for the data set and passing these to the vertex
shader program, the data set itself can be stored in half the space. This type of
transformation is called scalar quantization [1099].

Vertex position data are usually a good candidate for such a reduction. Single
meshes span a small area in space, so having a scale and offset vector (or a 4 × 4
matrix) for the whole scene can save considerable space without a significant loss
in fidelity. For some scenes it may be possible to generate a scale and offset for
each object, so increasing precision per model. However, doing so may cause cracks
to appear where separate meshes touch [1381]. Vertices originally in the same world
location but in separate models may be scaled and offset to slightly different locations.
When all models are relatively small compared to the scene as a whole, one solution
is to use the same scale for all models and align the offsets, which can give a few more
bits of precision [1010].
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Sometimes even floating point storage for vertex data is not sufficient to avoid
precision problems. A classic example is the space shuttle rendered over the earth.
The shuttle model itself may be specified down to a millimeter scale, but the earth’s
surface is over 100,000 meters away, giving an 8 decimal-place difference in scale.
When the shuttle’s world-space position is computed relative to the earth, the vertex
locations generated need higher precision. When no corrective action is taken, the
shuttle will jitter around the screen when the viewer moves near it. While the shuttle
example is an extreme version of this problem, massive multiplayer worlds can suffer
the same effects if a single coordinate system is used throughout. Objects on the
fringes will lose enough precision that the problem becomes visible—animated objects
will jerk around, individual vertices snap at different times, and shadow map texels will
jump with the slightest camera move. One solution is to redo the transform pipeline
so that, for each origin-centered object, the world and camera translations are first
concatenated together and so mostly cancel out [1379, 1381]. Another approach is to
segment the world and redefine the origin to be in the center of each segment, with the
challenge then being travel from one segment to another. Ohlarik [1316] and Cozzi
and Ring [299] discuss these problems and solutions in depth.

Other vertex data can have particular compression techniques associated with
them. Texture coordinates are often limited to the range of [0.0, 1.0] and so can
normally be safely reduced to unsigned shorts, with an implicit offset of 0 and scale
divisor of 216− 1. There are usually pairs of values, which nicely fit into two unsigned
shorts [1381], or even just 3 bytes [88], depending on precision requirements.

Unlike other coordinate sets, normals are usually normalized, so the set of all nor-
malized normals forms a sphere. For this reason researchers have studied transforms
of a sphere onto a plane for the purpose of efficiently compressing normals. Cigolle et
al. [269] analyze the advantages and trade-offs of various algorithms, along with code
samples. They conclude that octant and spherical projections are the most practi-
cal, minimizing error while being efficient to decode and encode. Pranckevičius [1432]
and Pesce [1394] discuss normal compression when generating G-buffers for deferred
shading (Section 20.1).

Other data may have properties that can be leveraged to reduce storage. For
example, the normal, tangent, and bitangent vectors are commonly used for normal
mapping. When these three vectors are mutually perpendicular (not skew), and if
the handedness is consistent, then only two of the vectors could be stored and the
third derived by a cross product. More compact yet, a single 4-byte quaternion with
a handedness bit saved along with a 7-bit w can represent the rotation matrix that
the basis forms [494, 1114, 1154, 1381, 1639]. For more precision, the largest of the
four quaternion values can be left out and the other three stored at 10 bits each. The
remaining 2 bits identify which of the four values is not stored. Since the squares of the
quaternion sum to 1, we can then derive the fourth value from the other three [498].
Doghramachi et al. [363] use a tangent/bitangent/normal scheme storing the axis and
angle. It is also 4 bytes and, compared to quaternion storage, takes about half the
shader instructions to decode.

See Figure 16.23 for a summary of some fixed-rate compression methods.
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Further Reading and Resources

Meshlab is an open-source mesh visualization and manipulation system that imple-
ments a huge number of algorithms, including mesh cleanup, normal derivation, and
simplification. Assimp is an open-source library that reads and writes a wide variety
of three-dimensional file formats. For more software recommendations, see this book’s
website, realtimerendering.com.

Schneider and Eberly [1574] present a wide variety of algorithms concerning poly-
gons and triangles, along with pseudocode.

Luebke’s practical survey [1091] is old but still a good introduction to simplification
algorithms. The book Level of Detail for 3D Graphics [1092] covers simplification and
related topics in depth.



Chapter 17

Curves and Curved Surfaces

“Where there is matter, there is geometry.”
—Johannes Kepler

The triangle is a basic atomic rendering primitive. It is what graphics hardware is
tuned to rapidly turn into shaded fragments and put into the framebuffer. However,
objects and animation paths that are created in modeling systems can have many dif-
ferent underlying geometric descriptions. Curves and curved surfaces can be described
precisely by equations. These equations are evaluated and sets of triangles are then
created and sent down the pipeline to be rendered.

The beauty of using curves and curved surfaces is at least fourfold: (1) They
have a more compact representation than a set of triangles, (2) they provide scalable
geometric primitives, (3) they provide smoother and more continuous primitives than
straight lines and planar triangles, and (4) animation and collision detection may
become simpler and faster.

Compact curve representation offers several advantages for real-time rendering.
First, there is savings in memory for model storage (and so some gain in memory
cache efficiency). This is especially useful for game consoles, which typically do not
have as much memory as a PC. Transforming curved surfaces generally involves fewer
matrix multiplications than transforming a mesh representing the surface. If the
graphics hardware can accept such curved surface descriptions directly, the amount
of data the host CPU has to send to the graphics hardware is usually much less than
sending a triangle mesh.

Curved model descriptions such as PN triangles and subdivision surfaces have the
worthwhile property that a model with few polygons can be made more convincing
and realistic. The individual polygons are treated as curved surfaces, so creating more
vertices on the surface. The result of a higher vertex density is better lighting of the
surface and silhouette edges with higher quality. See Figure 17.1 for an example.

Another major advantage of curved surfaces is that they are scalable. A curved
surface description could be turned into 2 triangles or 2000. Curved surfaces are a
natural form of on the fly level of detail modeling: When the curved object is close,
sample the analytical representation more densely and generate more triangles. For

717



718 17. Curves and Curved Surfaces

Figure 17.1. A scene from Call of Duty: Advanced Warfare, where the character Ilona’s face was
rendered using Catmull-Clark subdivision surfaces with the adaptive quadtree algorithm from Sec-
tion 17.6.3. (Image from “Call of Duty,” courtesy of Activision Publishing, Inc. 2018.)

animation, curved surfaces have the advantage that a much smaller number of points
needs to be animated. These points can be used to form a curved surface, and a
smooth tessellation can then be generated. Also, collision detection can potentially
be more efficient and accurate [939, 940].

The topic of curves and curved surfaces has been the subject of entire books [458,
777, 1242, 1504, 1847]. Our goal here is to cover curves and surfaces that find common
use in real-time rendering.

17.1 Parametric Curves
In this section we will introduce parametric curves. These are used in many different
contexts and are implemented using a great many different methods. For real-time
graphics, parametric curves are often used to move the viewer or some object along
a predefined path. This may involve changing both the position and the orientation.
However, in this chapter, we consider only positional paths. See Section 4.3.2 for
information on orientation interpolation. Another use is to render hair, as seen in
Figure 17.2.

Say you want to move the camera from one point to another in a certain amount
of time, independent of the performance of the underlying hardware. As an example,
assume that the camera should move between these points in one second, and that
the rendering of one frame takes 50 ms. This means that we will be able to render 20
frames along the way during that second. On a faster computer, one frame might take
only 25 ms, which would be equal to 40 frames per second, and so we would want to
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Figure 17.2. Hair rendering using tessellated cubic curves [1274]. (Image from “Nalu” demo, courtesy
of NVIDIA Corporation.)

move the camera to 40 different locations. Finding either set of points is possible to
do with parametric curves.

A parametric curve describes points using some formula as a function of a param-
eter t. Mathematically, we write this as p(t), which means that this function delivers
a point for each value of t. The parameter t may belong to some interval, called the
domain, e.g., t ∈ [a, b]. The generated points are continuous, that is, as ǫ → 0 then
p(t + ǫ) → p(t). Loosely speaking, this means that if ǫ is a minuscule number, then
p(t) and p(t+ ǫ) are two points that are extremely close to each other.

In the next section, we will start with an intuitive and geometrical description
of Bézier curves, a common form of parametric curves, and then put this into a
mathematical setting. Then we discuss how to use piecewise Bézier curves and explain
the concept of continuity for curves. In Section 17.1.4 and 17.1.5, we will present two
other useful curves, namely cubic Hermites and Kochanek-Bartels splines. Finally, we
cover rendering of Bézier curves using the GPU in Section 17.1.2.
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Figure 17.3. Linear interpolation between two points is the path on a straight line (left). For seven
points, linear interpolation is shown at the upper right, and some sort of smoother interpolation
is shown at the lower right. What is most objectionable about using linear interpolation are the
discontinuous changes (sudden jerks) at the joints between the linear segments.

17.1.1 Bézier Curves

Linear interpolation traces out a path, which is a straight line, between two points,
p0 and p1. This is as simple as it gets. See the left illustration in Figure 17.3. Given
these points, the following function describes a linearly interpolated point p(t), where
t is the curve parameter, and t ∈ [0, 1]:

p(t) = p0 + t(p1 − p0) = (1− t)p0 + tp1. (17.1)

The parameter t controls where on the line the point p(t) will land; p(0) = p0,
p(1) = p1, and 0 < t < 1 gives us a point on the straight line between p0 and p1.
So, if we would like to move the camera from p0 to p1 linearly in 20 steps during one
second, then we would use ti = i/(20− 1), where i is the frame number (starting from
0 and ending at 19).

When you are interpolating between only two points, linear interpolation may
suffice, but for more points on a path, it often does not. For example, when several
points are interpolated, the sudden changes at the points (also called joints) that
connect two segments become unacceptable. This is shown at the right of Figure 17.3.

To solve this, we take the approach of linear interpolation one step further, and lin-
early interpolate repeatedly. By doing this, we arrive at the geometrical construction
of the Bézier (pronounced beh-zee-eh) curve. As a historical note, the Bézier curves
were developed independently by Paul de Casteljau and Pierre Bézier for use in the
French car industry. They are called Bézier curves because Bézier was able to make
his research publicly available before de Casteljau, even though de Casteljau wrote his
technical report before Bézier [458].

First, to be able to repeat the interpolation, we have to add more points. For
example, three points, a, b, and c, called the control points, could be used. Say we
want to find p(1/3), that is, the point on the curve for t = 1/3. We compute two
new points d and e by linear interpolation from a & b and b & c using t = 1/3. See
Figure 17.4. Finally, we compute f by linear interpolation from d and e again using
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Figure 17.4. Repeated linear interpolation gives a Bézier curve. This curve is defined by three control
points, a, b, and c. Assuming we want to find the point on the curve for the parameter t = 1/3, we
first linearly interpolate between a and b to get d. Next, e is interpolated from b and c. The final
point, p(1/3) = f is found by interpolating between d and e.

t = 1/3. We define p(t) = f . Using this technique, we get the following relationship:

p(t) = (1− t)d+ te

= (1− t)[(1− t)a+ tb] + t[(1− t)b+ tc]

= (1− t)2a+ 2(1− t)tb+ t2c,

(17.2)

which is a parabola since the maximum degree of t is two. In fact, given n+1 control
points, it turns out that the degree of the curve is n. This means that more control
points gives more degrees of freedom for the curve. A first degree curve is a straight
line (called linear), a second degree curve is called a quadratic, a third degree curve
is called a cubic, a fourth degree curve is called a quartic, and so on.

This kind of repeated or recursive linear interpolation is often referred to as the
de Casteljau algorithm [458, 777]. An example of what this looks like when using five
control points is shown in Figure 17.5. To generalize, instead of using points a–f , as
in this example, the following notation is used. The control points are denoted pi, so
in the example, p0 = a, p1 = b, and p2 = c. Then, after linear interpolation has
been applied k times, intermediate control points pk

i are obtained. In our example,

Figure 17.5. Repeated linear interpolation from five points gives a fourth degree (quartic) Bézier
curve. The curve is inside the convex hull (green region) of the control points, marked by black dots.
Also, at the first point, the curve is tangent to the line between the first and second point. The same
also holds for the other end of the curve.
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Figure 17.6. An illustration of how repeated linear interpolation works for Bézier curves. In this
example, the interpolation of a quartic curve is shown. This means there are five control points, p0

i ,
i = 0, 1, 2, 3, 4, shown at the bottom. The diagram should be read from the bottom up, that is, p1

0

is formed from weighting p0
0 with weight 1 − t and adding that with p0

1 weighted by t. This goes on
until the point of the curve p(t) is obtained at the top. (Illustration after Goldman [551].)

we have p1
0 = d, p1

1 = e, and p2
0 = f . The Bézier curve for n + 1 control points can

be described with the recursion formula shown below, where p0
i = pi are the initial

control points:

pk
i (t) = (1− t)pk−1

i (t) + tpk−1
i+1 (t),

{

k = 1 . . . n,

i = 0 . . . n− k.
(17.3)

Note that a point on the curve is described by p(t) = pn
0 (t). This is not as complicated

as it looks. Consider again what happens when we construct a Bézier curve from three
points, p0, p1, and p2, which are equivalent to p0

0, p
0
1, and p0

2. Three controls points
means that n = 2. To shorten the formulae, sometimes “(t)” is dropped from the p’s.
In the first step k = 1, which gives p1

0 = (1 − t)p0 + tp1, and p1
1 = (1 − t)p1 + tp2.

Finally, for k = 2, we get p2
0 = (1− t)p1

0 + tp1
1, which is the same as sought for p(t).

An illustration of how this works in general is shown in Figure 17.6.
Now that we have the basics in place on how Bézier curves work, we can take a look
at a more mathematical description of the same curves.

Bézier Curves Using Bernstein Polynomials
As seen in Equation 17.2, the quadratic Bézier curve could be described using an
algebraic formula. It turns out that every Bézier curve can be described with such an
algebraic formula, which means that you do not need to do the repeated interpolation.
This is shown below in Equation 17.4, which yields the same curve as described by
Equation 17.3. This description of the Bézier curve is called the Bernstein form:

p(t) =
n∑

i=0

Bn
i (t)pi. (17.4)
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Figure 17.7. Bernstein polynomials for n = 1, n = 2, and n = 3 (left to right). The left figure shows
linear interpolation, the middle quadratic interpolation, and the right cubic interpolation. These are
the blending functions used in the Bernstein form of Bézier curves. So, to evaluate a quadratic curve
(middle diagram) at a certain t-value, just find the t-value on the x-axis, and then go vertically until
the three curves are encountered, which gives the weights for the three control points. Note that
Bn

i (t) ≥ 0, when t ∈ [0, 1], and the symmetry of these blending functions: Bn
i (t) = Bn

n−i(1 − t).

This function contains the Bernstein polynomials, also sometimes called Bézier basis
functions,

Bn
i (t) =

(
n
i

)

ti(1− t)n−i =
n!

i!(n− i)!
ti(1− t)n−i. (17.5)

The first term, the binomial coefficient, in this equation is defined in Equation 1.6 in
Chapter 1. Two basic properties of the Bernstein polynomial are the following:

Bn
i (t) ∈ [0, 1], when t ∈ [0, 1], and

n∑

i=0

Bn
i (t) = 1. (17.6)

The first formula means that the Bernstein polynomials are in the interval between
0 to 1 when t also is from 0 to 1. The second formula means that all the Bernstein
polynomial terms in Equation 17.4 sum to one for all different degrees of the curve
(this can be seen in Figure 17.7). Loosely speaking, this means that the curve will
stay “close” to the control points, pi. In fact, the entire Bézier curve will be located
in the convex hull (see our online linear algebra appendix) of the control points, which
follows from Equations 17.4 and 17.6. This is a useful property when computing a
bounding area or volume for the curve. See Figure 17.5 for an example.

In Figure 17.7 the Bernstein polynomials for n = 1, n = 2, and n = 3 are shown.
These are also called blending functions. The case when n = 1 (linear interpolation)
is illustrative, in the sense that it shows the curves y = 1− t and y = t. This implies
that when t = 0, then p(0) = p0, and when t increases, the blending weight for p0

decreases, while the blending weight for p1 increases by the same amount, keeping the
sum of the weights equal to 1. Finally, when t = 1, p(1) = p1. In general, it holds for
all Bézier curves that p(0) = p0 and p(1) = pn, that is, the endpoints are interpolated
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(i.e., are on the curve). It is also true that the curve is tangent to the vector p1−p0 at
t = 0, and to pn−pn−1 at t = 1. Another useful property is that instead of computing
points on a Bézier curve, and then rotating the curve, the control points can first be
rotated, and then the points on the curve can be computed. There are usually fewer
control points than generated points on the curve, so it is more efficient to transform
the control points first.

As an example on how the Bernstein version of the Bézier curve works, assume
that n = 2, i.e., a quadratic curve. Equation 17.4 is then

p(t) = B2
0p0 +B2

1p1 +B2
2p2

=

(
2
0

)

t0(1− t)2p0 +

(
2
1

)

t1(1− t)1p1 +

(
2
2

)

t2(1− t)0p2

= (1− t)2p0 + 2t(1− t)p1 + t2p2,

(17.7)

which is the same as Equation 17.2. Note that the blending functions above, (1− t)2,
2t(1− t), and t2, are the functions displayed in the middle of Figure 17.7. In the same
manner, a cubic curve is simplified into

p(t) = (1− t)3p0 + 3t(1− t)2p1 + 3t2(1− t)p2 + t3p3. (17.8)

This equation can be rewritten in matrix form as

p(t) =
(
1 t t2 t3

)







1 0 0 0
−3 3 0 0
3 −6 3 0

−1 3 −3 1













p0

p1

p2

p3







, (17.9)

which is sometimes useful when doing mathematical simplifications.
By collecting terms of the form tk in Equation 17.4, it can be seen that every

Bézier curve can be written in the following form, called the power form, where the
ci are points that fall out by collecting terms:

p(t) =
n∑

i=0

tici. (17.10)

It is straightforward to differentiate Equation 17.4, in order to get the derivative
of the Bézier curve. The result, after reorganizing and collecting terms, is shown
below [458]:

d

dt
p(t) = n

n−1∑

i=0

Bn−1
i (t)(pi+1 − pi). (17.11)

The derivative is, in fact, also a Bézier curve, but with one degree lower than p(t).
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A potential downside of Bézier curves is that they do not pass through all the
control points (except the endpoints). Another problem is that the degree increases
with the number of control points, making evaluation more and more expensive. A
solution to this is to use a simple, low degree curve between each pair of subsequent
control points, and see to it that this kind of piecewise interpolation has a high enough
degree of continuity. This is the topic of Sections 17.1.3–17.1.5.

Rational Bézier Curves
While Bézier curves can be used for many things, they do not have that many degrees
of freedom—only the position of the control points can be chosen freely. Also, not
every curve can be described by Bézier curves. For example, the circle is normally
considered a simple shape, but it cannot be defined by one or a collection of Bézier
curves. One alternative is the rational Bézier curve. This type of curve is described
by the formula shown in Equation 17.12:

p(t) =

∑n
i=0 wiB

n
i (t)pi

∑n
i=0 wiBn

i (t)
. (17.12)

The denominator is a weighted sum of the Bernstein polynomials, while the numerator
is a weighted version of the standard Bézier curve (Equation 17.4). For this type of
curve, the user has the weights, wi, as additional degrees of freedom. More about
these curves can be found in Hoschek and Lasser’s [777] and in Farin’s book [458].
Farin also describes how a circle can be described by three rational Bézier curves.

17.1.2 Bounded Bézier Curves on the GPU

A method for rendering Bézier curves on the GPU will be presented [1068, 1069].
Specifically, the target is “bounded Bézier curves,” where the region between the
curve and the straight line between the first and last control points is filled. There is
a surprisingly simple way to do this by rendering a triangle with a specialized pixel
shader.

We use a quadratic, i.e., degree two, Bézier curve, with control points p0, p1, and
p2. If we set the texture coordinates at these vertices to t0 = (0, 0), t1 = (0.5, 0),
and t2 = (1, 1), the texture coordinates will be interpolated as usual during rendering
of the triangle ∆p0p1p2. We also evaluate the following scalar function inside the
triangle for each pixel, where u and v are interpolated texture coordinates:

f(u, v) = u2 − v. (17.13)

The pixel shader then determines whether the pixel is inside (f(u, v) < 0), or otherwise
outside. This is illustrated in Figure 17.8. When rendering a perspective-projected
triangle with this pixel shader, we will get the corresponding projected Bézier curve.
A proof of this is given by Loop and Blinn [1068, 1069].

This type of technique can be used to render TrueType fonts, for example. This is
illustrated in Figure 17.9. Loop and Blinn also show how to render rational quadratic
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Figure 17.8. Bounded Bézier curve rendering. Left: the curve is shown in canonical texture space.
Right: the curve is rendered in screen space. If the condition f(u, v) ≥ 0 is used to kill pixels, then
the light blue region will result from the rendering.

Figure 17.9. An e is represented by several straight lines and quadratic Bézier curves (left). In
the middle, this representation has been “tessellated” into several bounded Bézier curves (red and
blue), and triangles (green). The final letter is shown to the right. (Reprinted with permission from
Microsoft Corporation.)

curves and cubic curves, and how do to antialiasing using this representation. Be-
cause of the importance of text rendering, research in this area has continued. See
Section 15.5 for related algorithms.

17.1.3 Continuity and Piecewise Bézier Curves

Assume that we have two Bézier curves that are cubic, that is, defined by four control
points each. The first curve is defined by qi, and the second by ri, i = 0, 1, 2, 3. To join
the curves, we could set q3 = r0. This point is called a joint . However, as shown in
Figure 17.10, the joint will not be smooth using this simple technique. The composite
curve formed from several curve pieces (in this case two) is called a piecewise Bézier
curve, and is denoted p(t) here. Further, assume we want p(0) = q0, p(1) = q3 = r0,
and p(3) = r3. Thus, the times for when we reach q0, q3 = r0, and r3, are t0 = 0.0,
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Figure 17.10. This figure shows from left to right C0, G1, and C1 continuity between two cubic Bézier
curves (four control points each). The top row shows the control points, and the bottom row the
curves, with 10 sample points for the left curve, and 20 for the right. The following time-point pairs
are used for this example: (0.0,q0), (1.0,q3), and (3.0, r3). With C0 continuity, there is a sudden
jerk at the join (where q3 = r0). This is improved with G1 by making the tangents at the join
parallel (and equal in length). Though, since 3.0 − 1.0 6= 1.0 − 0.0, this does not give C1 continuity.
This can be seen at the join where there is a sudden acceleration of the sample points. To achieve
C1, the right tangent at the join has to be twice as long as the left tangent.

t1 = 1.0, and t2 = 3.0. See Figure 17.10 for notation. From the previous section we
know that a Bézier curve is defined for t ∈ [0, 1], so this works out fine for the first
curve segment defined by the qi’s, since the time at q0 is 0.0, and the time at q3 is
1.0. But what happens when 1.0 < t ≤ 3.0? The answer is simple: We must use the
second curve segment, and then translate and scale the parameter interval from [t1, t2]
to [0, 1]. This is done using the formula below:

t′ =
t− t1
t2 − t1

. (17.14)

Hence, it is the t′ that is fed into the Bézier curve segment defined by the ri’s. This
is simple to generalize to stitching several Bézier curves together.

A better way to join the curves is to use the fact that at the first control point
of a Bézier curve the tangent is parallel to q1 − q0 (Section 17.1.1). Similarly, at the
last control point the cubic curve is tangent to q3 − q2. This behavior can be seen
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in Figure 17.5. So, to make the two curves join tangentially at the joint, the tangent
for the first and the second curve should be parallel there. Put more formally, the
following should hold:

(r1 − r0) = c(q3 − q2) for c > 0. (17.15)

This simply means that the incoming tangent, q3 − q2, at the joint should have the
same direction as the outgoing tangent, r1 − r0.

It is possible to achieve even better continuity than that, using in Equation 17.15
the c defined by Equation 17.16 [458]:

c =
t2 − t1
t1 − t0

. (17.16)

This is also shown in Figure 17.10. If we instead set t2 = 2.0, then c = 1.0, so when
the time intervals on each curve segment are equal, then the incoming and outgoing
tangent vectors should be identical. However, this does not work when t2 = 3.0. The
curves will look identical, but the speed at which p(t) moves on the composite curve
will not be smooth. The constant c in Equation 17.16 takes care of this.

Some advantages of using piecewise curves are that lower-degree curves can be
used, and that the resulting curves will go through a set of points. In the example
above, a degree of three, i.e., a cubic, was used for each of the two curve segments.
Cubic curves are often used for this, as those are the lowest-degree curves that can
describe an S-shaped curve, called an inflection. The resulting curve p(t) interpolates,
i.e., goes through, the points q0, q3 = r0, and r3.

At this point, two important continuity measures have been introduced by exam-
ple. A slightly more mathematical presentation of the continuity concept for curves
follows. For curves in general, we use the Cn notation to differentiate between different
kinds of continuity at the joints. This means that all the nth first derivatives should be
continuous and nonzero all over the curve. Continuity of C0 means that the segment
should join at the same point, so linear interpolation fulfills this condition. This was
the case for the first example in this section. Continuity of C1 means that if we derive
once at any point on the curve (including joints), the result should also be continu-
ous. This was the case for the third example in this section, where Equation 17.16
was used.

There is also a measure that is denoted Gn. Let us look at G1 (geometrical)
continuity as an example. For this, the tangent vectors from the curve segments that
meet at a joint should be parallel and have the same direction, but nothing about the
lengths is assumed. In other words, G1 is a weaker continuity than C1, and a curve
that is C1 is always G1 except when the velocities of two curves go to zero at the
point where the curves join and they have different tangents just before the join. The
concept of geometrical continuity can be extended to higher dimensions. The middle
illustration in Figure 17.10 shows G1-continuity.
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2t3 – 3t2 + 1 –2t3 + 3t2

t3 – 2t2 + t

t3 – t2

Figure 17.11. Blending functions for Hermite cubic interpolation. Note the asymmetry of the blending
functions for the tangents. Negating the blending function t3 − t2 and m1 in Equation 17.17 would
give a symmetrical look.

17.1.4 Cubic Hermite Interpolation

Bézier curves are good for describing the theory behind the construction of smooth
curves, but are sometimes not predictable to work with. In this section, we will
present cubic Hermite interpolation, and these curves tend to be simpler to control.
The reason is that instead of giving four control points to describe a cubic Bézier
curve, the cubic Hermite curve is defined by starting and ending points, p0 and p1,
and starting and ending tangents, m0 and m1. The Hermite interpolant, p(t), where
t ∈ [0, 1], is

p(t) = (2t3−3t2+1)p0 + (t3−2t2+t)m0 + (t3−t2)m1 + (−2t3+3t2)p1. (17.17)

We also call p(t) a Hermite curve segment or a cubic spline segment. This is a
cubic interpolant, since t3 is the highest exponent in the blending functions in the
above formula. The following holds for this curve:

p(0) = p0, p(1) = p1,
∂p

∂t
(0) = m0,

∂p

∂t
(1) = m1. (17.18)

This means that the Hermite curve interpolates p0 and p1, and the tangents at
these points are m0 and m1. The blending functions in Equation 17.17 are shown in
Figure 17.11, and they can be derived from Equations 17.4 and 17.18. Some examples
of cubic Hermite interpolation can be seen in Figure 17.12. All these examples inter-
polate the same points, but have different tangents. Note also that different lengths
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Figure 17.12. Hermite interpolation. A curve is defined by two points, p0 and p1, and a tangent,
m0 and m1, at each point.

of the tangents give different results; longer tangents have a greater impact on the
overall shape.

Cubic Hermite interpolation is used to render the hair in the Nalu demo [1274].
See Figure 17.2. A coarse control hair is used for animation and collision detection,
tangents are computed, and cubic curves are tessellated and rendered.

17.1.5 Kochanek-Bartels Curves

When interpolating between more than two points, you can connect several Hermite
curves. However, when doing this, there are degrees of freedom in selecting the shared
tangents that provide different characteristics. Here, we will present one way to com-
pute such tangents, called Kochanek-Bartels curves. Assume that we have n points,
p0, . . . ,pn−1, which should be interpolated with n − 1 Hermite curve segments. We
assume that there is only one tangent at each point, and we start to look at the “in-
ner” tangents, m1, . . . ,mn−2. A tangent at pi can be computed as a combination of
the two chords [917]: pi − pi−1, and pi+1 − pi, as shown at the left in Figure 17.13.

First, a tension parameter, a, is introduced that modifies the length of the tangent
vector. This controls how sharp the curve is going to be at the joint. The tangent is
computed as

mi =
1− a

2

(
(pi − pi−1) + (pi+1 − pi)

)
. (17.19)

The top row at the right in Figure 17.13 shows different tension parameters. The
default value is a = 0; higher values give sharper bends (if a > 1, there will be a
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Figure 17.13. One method of computing the tangents is to use a combination of the chords (left). The
upper row at the right shows three curves with different tension parameters (a). The left curve has
a ≈ 1, which means high tension; the middle curve has a ≈ 0, which is default tension; and the right
curve has a ≈ −1, which is low tension. The bottom row of two curves at the right shows different
bias parameters. The curve on the left has a negative bias, and the right curve has a positive bias.

loop at the joint), and negative values give less taut curves near the joints. Second,
a bias parameter, b, is introduced that influences the direction of the tangent (and,
indirectly, the length of the tangent). Using both tension and bias gives us

mi =
(1− a)(1 + b)

2
(pi − pi−1) +

(1− a)(1− b)

2
(pi+1 − pi), (17.20)

where the default value is b = 0. A positive bias gives a bend that is more directed
toward the chord pi − pi−1, and a negative bias gives a bend that is more directed
toward the other chord: pi+1 − pi. This is shown in the bottom row on the right in
Figure 17.13. The user can either set the tension and bias parameters or let them have
their default values, which produces what is often called a Catmull-Rom spline [236].
The tangents at the first and the last points can also be computed with these formulae,
where one of the chords is simply set to a length of zero.

Yet another parameter that controls the behavior at the joints can be incorporated
into the tangent equation [917]. However, this requires the introduction of two tan-
gents at each joint, one incoming, denoted si (for source) and one outgoing, denoted
di (for destination). See Figure 17.14. Note that the curve segment between pi and
pi+1 uses the tangents di and si+1. The tangents are computed as below, where c is
the continuity parameter:

si =
1− c

2
(pi − pi−1) +

1 + c

2
(pi+1 − pi),

di =
1 + c

2
(pi − pi−1) +

1− c

2
(pi+1 − pi).

(17.21)

Again, c = 0 is the default value, which makes si = di. Setting c = −1 gives
si = pi − pi−1, and di = pi+1 − pi, producing a sharp corner at the joint, which is
only C0. Increasing the value of c makes si and di more and more alike. For c = 0,
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Figure 17.14. Incoming and outgoing tangents for Kochanek-Bartels curves. At each control point
pi, its time ti is also shown, where ti > ti−1, for all i.

then si = di. When c = 1 is reached, we get si = pi+1 − pi, and di = pi − pi−1.
Thus, the continuity parameter c is another way to give even more control to the user,
and it makes it possible to get sharp corners at the joints, if desired.

The combination of tension, bias, and continuity, where the default parameter
values are a = b = c = 0, is

si=
(1−a)(1+b)(1−c)

2
(pi−pi−1) +

(1−a)(1−b)(1+c)

2
(pi+1−pi),

di=
(1−a)(1+b)(1+c)

2
(pi−pi−1) +

(1−a)(1−b)(1−c)

2
(pi+1−pi).

(17.22)

Both Equations 17.20 and 17.22 work only when all curve segments are using the
same time interval length. To account for different time length of the curve segments,
the tangents have to be adjusted, similar to what was done in Section 17.1.3. The
adjusted tangents, denoted s′i and d′

i, are

s′i = si
2∆i

∆i−1 +∆i
and d′

i = di
2∆i−1

∆i−1 +∆i
, (17.23)

where ∆i = ti+1 − ti.

17.1.6 B-Splines

Here, we will provide a brief introduction to the topic of B-splines, and we will focus
in particular on cubic uniform B-splines. In general, a B-spline is quite similar to a
Bézier curve, and can be expressed as a function of t (using shifted basis functions),
βn (weighted by control points), and ck: e.g.,

sn(t) =
∑

k

ckβn(t− k). (17.24)

In this case, this is a curve where t is the x-axis and sn(t) is the y-axis, and the control
points are simply evenly spaced y-values. For much more extensive coverage, see the
texts by the Killer B’s [111], Farin [458], and Hoschek and Lasser [777].
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Figure 17.15. Left: the β3(t) basis function is shown as a fat black curve, which is constructed from
two piecewise cubic functions (red and green). The green curve is used when |t| < 1, the red curve
when 1 ≤ |t| < 2, and the curve is zero elsewhere. Right: to create a curve segment using four control
points, ck, k ∈ {i − 1, i, i + 1, i + 2}, we will only obtain a curve between the t-coordinate of ci and
of ci + 1. The α is fed into the w functions to evaluate the basis function, and these values are then
multiplied by the corresponding control point. Finally, all values are added together, which gives us
a point on the curve. See Figure 17.16. (Illustration on the right after Ruijters et al. [1518].)

Here, we will follow the presentation by Ruijters et al. [1518] and present the
special case of a uniform cubic B-spline. The basis function, β3(t), is stitched together
by three pieces:

β3(t) =







0, |t| ≥ 2,
1
6 (2− |t|)3, 1 ≤ |t| < 2,
2
3 − 1

2 |t|2(2− |t|), |t| < 1.

(17.25)

The construction of this basis function is shown on the left in Figure 17.15. This
function has C2 continuity everywhere, which means that if several B-spline curve
segments are stitched together, the composite curve will also be C2. A cubic curve
has C2 continuity, and in general, a curve of degree n has Cn−1 continuity. In general,
the basis functions are created as follows. The β0(t) is a “square” function, i.e., it is 1
if |t| < 0.5, it is 0.5 if |t| = 0.5, and it is 0 elsewhere. The next basis function, β1(t) is
created by integrating β0(t), which gives us a tent function. The basis function after
that is created by integrating β1(t), which gives a smoother function, which is C1.
This process is repeated to get C2, and so on.

How to evaluate a curve segment is illustrated on the right in Figure 17.15, and
its formula is

s3(i+ α) = w0(α)ci−1 + w1(α)ci + w2(α)ci+1 + w3(α)ci+2. (17.26)

Note that only four control points will be used at any time, and this means that
the curve has local support, i.e., a limited number of control points is needed. The
functions wk(α) are defined using β3() as

w0(α) = β3(−α− 1), w1(α) = β3(−α),
w2(α) = β3(1− α), w3(α) = β3(2− α).

(17.27)
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Figure 17.16. The control points ck (green circles) define a uniform cubic spline in this example.
Only the two fat curves are part of the piecewise B-spline curve. The left (green) curve is defined
by the four leftmost control points, and the right (red) curve is defined by the four rightmost control
points. The curves meet at t = 1 with C2 continuity.

Ruijters et al. [1518] show that these can be rewritten as

w0(α) =
1

6
(1− α)3, w1(α) =

2

3
− 1

2
α2(2− α),

w2(α) =
2

3
− 1

2
(1− α)2(1 + α), w3(α) =

1

6
α3.

(17.28)

In Figure 17.16, we show the results of stitching two uniform cubic B-spline curves
together as one. A major advantage is that the curves are continuous with the same
continuity as the basis functions, β(t), which are C2 in the case of a cubic B-spline.
As can be seen in the figure, there is no guarantee that the curve will go through any
of the control points. Note that we can also create a B-spline for the x-coordinates,
which would give a general curve in the plane (and not just a function). The resulting
two-dimensional points would then be (sx3(i+ α), sy3(i+ α)), i.e., simply two different
evaluations of Equation 17.26, one for x and one for y.

We have shown how to use only B-splines that are uniform. If the spacing between
the control points is nonuniform, the equations become a bit more elaborate but more
flexible [111, 458, 777].

17.2 Parametric Curved Surfaces
A natural extension of parametric curves is parametric surfaces. An analogy is that a
triangle or polygon is an extension of a line segment, in which we go from one to two
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dimensions. Parametric surfaces can be used to model objects with curved surfaces.
A parametric surface is defined by a small number of control points. Tessellation of
a parametric surface is the process of evaluating the surface representation at several
positions, and connecting these to form triangles that approximate the true surface.
This is done because graphics hardware can efficiently render triangles. At runtime,
the surface can then be tessellated into as many triangles as desired. Thus, parametric
surfaces are perfect for making a trade-off between quality and speed, since more
triangles take more time to render, but give better shading and silhouettes. Another
advantage of parametric surfaces is that the control points can be animated and then
the surface can be tessellated. This is in contrast to animating a large triangle mesh
directly, which can be more expensive.

This section starts by introducing Bézier patches, which are curved surfaces with
rectangular domains. These are also called tensor-product Bézier surfaces. Then
Bézier triangles are presented, which have triangular domains, followed by a discussion
about continuity in Section 17.2.3. In Sections 17.2.4 and 17.2.5, two methods are
presented that replace each input triangle with a Bézier triangle. These techniques
are called PN triangles and Phong tessellation, respectively. Finally, B-spline patches
are presented in Section 17.2.6.

17.2.1 Bézier Patches

The concept of Bézier curves, introduced in Section 17.1.1, can be extended from using
one parameter to using two parameters, thus forming surfaces instead of curves. Let us
start with extending linear interpolation to bilinear interpolation. Now, instead of just
using two points, we use four points, called a, b, c, and d, as shown in Figure 17.17.
Instead of using one parameter called t, we now use two parameters (u, v). Using u
to linearly interpolate a & b and c & d gives e and f :

e = (1− u)a+ ub, f = (1− u)c+ ud. (17.29)

Figure 17.17. Bilinear interpolation using four points.
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Figure 17.18. Left: a biquadratic Bézier surface, defined by nine control points, pij . Right: to
generate a point on the Bézier surface, four points p1

ij are first created using bilinear interpolation

from the nearest control points. Finally, the point surface p(u, v) = p2
00 is bilinearly interpolated

from these created points.

Next, the linearly interpolated points, e and f , are linearly interpolated in the
other direction, using v. This yields bilinear interpolation:

p(u, v) = (1− v)e+ vf

= (1− u)(1− v)a+ u(1− v)b+ (1− u)vc+ uvd.
(17.30)

Note that this is the same type of equation used for bilinear interpolation for texture
mapping (Equation 6.1 on page 179). Equation 17.30 describes the simplest nonplanar
parametric surface, where different points on the surface are generated using different
values of (u, v). The domain, i.e., the set of valid values, is (u, v) ∈ [0, 1]× [0, 1], which
means that both u and v should belong to [0, 1]. When the domain is rectangular, the
resulting surface is often called a patch.

To extend a Bézier curve from linear interpolation, more points were added and
the interpolation repeated. The same strategy can be used for patches. Assume nine
points, arranged in a 3 × 3 grid, are used. This is shown in Figure 17.18, where the
notation is shown as well. To form a biquadratic Bézier patch from these points, we
first need to bilinearly interpolate four times to create four intermediate points, also
shown in Figure 17.18. Next, the final point on the surface is bilinearly interpolated
from the previously created points.

The repeated bilinear interpolation described above is the extension of de Castel-
jau’s algorithm to patches. At this point we need to define some notation. The degree
of the surface is n. The control points are pi,j , where i and j belong to [0 . . . n]. Thus,
(n+ 1)2 control points are used for a patch of degree n. Note that the control points
should be superscripted with a zero, i.e., p0

i,j , but this is often omitted, and sometimes
we use the subscript ij instead of i,j when there can be no confusion. The Bézier patch
using de Casteljau’s algorithm is described in the equation that follows:
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Figure 17.19. Different degrees in different directions.

de Casteljau [patches]:

pk
i,j(u, v)=(1−u)(1−v)pk−1

i,j + u(1−v)pk−1
i,j+1 + (1−u)vpk−1

i+1,j + uvpk−1
i+1,j+1

k = 1 . . . n, i = 0 . . . n− k, j = 0 . . . n− k.
(17.31)

Similar to the Bézier curve, the point at (u, v) on the Bézier patch is pn
0,0(u, v).

The Bézier patch can also be described in Bernstein form using Bernstein polynomials,
as shown in Equation 17.32:

Bernstein [patches]:

p(u, v) =
m∑

i=0

Bm
i (u)

n∑

j=0

Bn
j (v)pi,j =

m∑

i=0

n∑

j=0

Bm
i (u)Bn

j (v)pi,j ,

=

m∑

i=0

n∑

j=0

(
m
i

)(
n
j

)

ui(1− u)m−ivj(1− v)n−jpi,j .

(17.32)

Note that in Equation 17.32, there are two parameters, m and n, for the degree
of the surface. The “compound” degree is sometimes denoted m × n. Most often
m = n, which simplifies the implementation a bit. The consequence of, say, m > n
is to first bilinearly interpolate n times, and then linearly interpolate m − n times.
This is shown in Figure 17.19. A different interpretation of Equation 17.32 is found
by rewriting it as

p(u, v) =
m∑

i=0

Bm
i (u)

n∑

j=0

Bn
j (v)pi,j =

m∑

i=0

Bm
i (u)qi(v). (17.33)

Here, qi(v) =
∑n

j=0 B
n
j (v)pi,j for i = 0 . . .m. As can be seen in the bottom row in

Equation 17.33, this is just a Bézier curve when we fix a v-value. Assuming v = 0.35,
the points qi(0.35) can be computed from a Bézier curve, and then Equation 17.33
describes a Bézier curve on the Bézier surface, for v = 0.35.
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Next, some useful properties of Bézier patches will be presented. By setting (u, v) =
(0, 0), (u, v) = (0, 1), (u, v) = (1, 0), and (u, v) = (1, 1) in Equation 17.32, it is simple
to prove that a Bézier patch interpolates, that is, goes through, the corner control
points, p0,0, p0,n, pn,0, and pn,n. Also, each boundary of the patch is described by
a Bézier curve of degree n formed by the control points on the boundary. Therefore,
the tangents at the corner control points are defined by these boundary Bézier curves.
Each corner control point has two tangents, one in each of the u- and v-directions. As
was the case for Bézier curves, the patch also lies within the convex hull of its control
points, and

m∑

i=0

n∑

j=0

Bm
i (u)Bn

j (v) = 1 (17.34)

for (u, v) ∈ [0, 1]×[0, 1]. Finally, rotating the control points and then generating points
on the patch is the same mathematically as (though usually faster than) generating
points on the patch and then rotating these.

Partially differentiating Equation 17.32 gives [458] the equations below:

Derivatives [patches]:

∂p(u, v)

∂u
= m

n∑

j=0

m−1∑

i=0

Bm−1
i (u)Bn

j (v)[pi+1,j − pi,j ],

∂p(u, v)

∂v
= n

m∑

i=0

n−1∑

j=0

Bm
i (u)Bn−1

j (v)[pi,j+1 − pi,j ].

(17.35)

As can be seen, the degree of the patch is reduced by one in the direction that is
differentiated. The unnormalized normal vector is then formed as

n(u, v) =
∂p(u, v)

∂u
× ∂p(u, v)

∂v
. (17.36)

In Figure 17.20, the control mesh together with the actual Bézier patch is shown.
The effect of moving a control point is shown in Figure 17.21.

Rational Bézier Patches
Just as the Bézier curve could be extended into a rational Bézier curve (Section 17.1.1),
and thus introduce more degrees of freedom, so can the Bézier patch be extended into
a rational Bézier patch:

p(u, v) =

∑m
i=0

∑n
j=0 wi,jB

m
i (u)Bn

j (v)pi,j
∑m

i=0

∑n
j=0 wi,jBm

i (u)Bn
j (v)

. (17.37)

Consult Farin’s book [458] and Hochek and Lasser’s book [777] for information
about this type of patch. Similarly, the rational Bézier triangle is an extension of the
Bézier triangle, treated next.
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Figure 17.20. Left: control mesh of a 4 × 4 Bézier patch of degree 3 × 3. Middle: the actual
quadrilaterals that were generated on the surface. Right: shaded Bézier patch.

Figure 17.21. This set of images shows what happens to a Bézier patch when one control point is
moved. Most of the change is near the moved control point.
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Figure 17.22. The control points of a Bézier triangle with degree three (cubic).

17.2.2 Bézier Triangles

Even though the triangle often is considered a simpler geometric primitive than the
rectangle, this is not the case when it comes to Bézier surfaces: Bézier triangles are
not as straightforward as Bézier patches. This type of patch is worth presenting as it
is used in forming PN triangles and for Phong tessellation, which are fast and simple.
Note that some game engines, such as the Unreal Engine, Unity, and Lumberyard,
support Phong tessellation and PN triangles.

The control points are located in a triangular grid, as shown in Figure 17.22. The
degree of the Bézier triangle is n, and this implies that there are n+ 1 control points
per side. These control points are denoted p0

i,j,k and sometimes abbreviated to pijk.
Note that i+ j + k = n, and i, j, k ≥ 0 for all control points. Thus, the total number
of control points is

n+1∑

x=1

x =
(n+ 1)(n+ 2)

2
. (17.38)

It should come as no surprise that Bézier triangles also are based on repeated
interpolation. However, due to the triangular shape of the domain, barycentric coor-
dinates (Section 22.8) must be used for the interpolation. Recall that a point within
a triangle ∆p0p1p2, can be described as p(u, v) = p0 + u(p1 − p0) + v(p2 − p0) =
(1−u−v)p0+up1+vp2, where (u, v) are the barycentric coordinates. For points inside
the triangle the following must hold: u ≥ 0, v ≥ 0, and 1− (u+ v) ≥ 0 ⇔ u+ v ≤ 1.
Based on this, the de Casteljau algorithm for Bézier triangles is

de Casteljau [triangles]:

pl
i,j,k(u, v) = upl−1

i+1,j,k + vpl−1
i,j+1,k + (1− u− v)pl−1

i,j,k+1,

l = 1 . . . n, i+ j + k = n− l.
(17.39)

The final point on the Bézier triangle at (u, v) is pn
000(u, v). The Bézier triangle in

Bernstein form is



17.2. Parametric Curved Surfaces 741

Figure 17.23. Left: wireframe of a tessellated Bézier triangle. Right: shaded surface together with
control points.

Bernstein [triangles]: p(u, v) =
∑

i+j+k=n

Bn
ijk(u, v)pijk. (17.40)

The Bernstein polynomials now depend on both u and v, and are therefore com-
puted differently, as shown below:

Bn
ijk(u, v) =

n!

i!j!k!
uivj(1− u− v)k, i+ j + k = n. (17.41)

The partial derivatives are [475]

Derivatives [triangles]:

∂p(u, v)

∂u
=

∑

i+j+k=n−1

nBn−1
ijk (u, v)

(
pi+1,j,k − pi,j,k+1

)
,

∂p(u, v)

∂v
=

∑

i+j+k=n−1

nBn−1
ijk (u, v)

(
pi,j+1,k − pi,j,k+1

)
.

(17.42)

Some unsurprising properties of Bézier triangles are that they interpolate (pass
through) the three corner control points, and that each boundary is a Bézier curve
described by the control points on that boundary. Also, the surfaces lies in the convex
hull of the control points. A Bézier triangle is shown in Figure 17.23.

17.2.3 Continuity

When constructing a complex object from Bézier surfaces, one often wants to stitch
together several different Bézier surfaces to form one composite surface. To get a good-
looking result, care must be taken to ensure that reasonable continuity is obtained
across the surfaces. This is in the same spirit as for curves, in Section 17.1.3.

Assume two bicubic Bézier patches should be pieced together. These have 4 × 4
control points each. This is illustrated in Figure 17.24, where the left patch has
control points, aij , and the right has control points, bij , for 0 ≤ i, j ≤ 3. To ensure
C0 continuity, the patches must share the same control points at the border, that is,
a3j = b0j .



742 17. Curves and Curved Surfaces

Figure 17.24. How to stitch together two Bézier patches with C1 continuity. All control points on
bold lines must be collinear, and they must have the same ratio between the two segment lengths.
Note that a3j = b0j to get a shared boundary between patches. This can also be seen to the right
in Figure 17.25.

However, this is not sufficient to get a nice looking composite surface. Instead,
a simple technique will be presented that gives C1 continuity [458]. To achieve this
we must constrain the position of the two rows of control points closest to the shared
control points. These rows are a2j and b1j . For each j, the points a2j , b0j , and b1j

must be collinear, that is, they must lie on a line. Moreover, they must have the same
ratio, which means that ||a2j − b0j || = k||b0j − b1j ||. Here, k is a constant, and it
must be the same for all j. Examples are shown in Figure 17.24 and 17.25.

This sort of construction uses up many degrees of freedom of setting the control
points. This can be seen even more clearly when stitching together four patches,
sharing one common corner. The construction is visualized in Figure 17.26. The
result is shown to the right in this figure, where the locations of the eight control
points around the shared control point are shown. These nine points must all lie in
the same plane, and they must form a bilinear patch, as shown in Figure 17.17. If one
is satisfied with G1 continuity at the corners (and only there), it suffices to make the
nine points coplanar. This uses fewer degrees of freedom.

Continuity for Bézier triangles is generally more complex, as well as the G1 condi-
tions for both Bézier patches and triangles [458, 777]. When constructing a complex
object of many Bézier surfaces, it is often hard to see to it that reasonable continuity
is obtained across all borders. One solution to this is to turn to subdivision surfaces,
treated in Section 17.5.

Note that C1 continuity is required for good-looking texturing across borders. For
reflections and shading, a reasonable result is obtained with G1 continuity. C1 or
higher gives even better results. An example is shown in Figure 17.25.

In the following two subsections, we will present two methods that exploit the
normals at triangle vertices to derive a Bézier triangle per input (flat) triangle.
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Figure 17.25. The left column shows two Bézier patches joined with only C0 continuity. Clearly,
there is a shading discontinuity between the patches. The right column shows similar patches joined
with C1 continuity, which looks better. In the top row, the dashed lines indicate the border between
the two joined patches. To the upper right, the black lines show the collinearity of the control points
of the joining patches.

Figure 17.26. (a) Four patches, F , G, H, and I, are to be stitched together, where all patches share
one corner. (b) In the vertical direction, the three sets of three points (on each bold line) must use the
same ratio, k. This relationship is not shown here; see the rightmost figure. A similar process is done
for (c), where, in the horizontal direction, both patches must use the same ratio, l. (d) When stitched
together, all four patches must use ratio k vertically, and l horizontally. (e) The result is shown,
in which the ratios are correctly computed for the nine control points closest to (and including) the
shared control point.
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17.2.4 PN Triangles

Given an input triangle mesh with normals at each vertex, the goal of the PN triangle
scheme by Vlachos et al. [1819] is to construct a better-looking surface compared to
using just triangles. The letters “PN” are short for “point and normal,” since that is
all the data you need to generate the surfaces. They are also called N-patches. This
scheme attempts to improve the triangle mesh’s shading and silhouettes by creating
a curved surface to replace each triangle. Tessellation hardware is able to make each
surface on the fly because the tessellation is generated from each triangle’s points and
normals, with no neighbor information needed. See Figure 17.27 for an example. The
algorithm presented here builds upon work by van Overveld and Wyvill [1341].

Figure 17.27. The columns show different levels of detail of the same model. The original triangle
data, consisting of 414 triangles, is shown on the left. The middle model has 3,726 triangles, while
the right has 20,286 triangles, all generated with the presented algorithm. Note how the silhouette
and the shading improve. The bottom row shows the models in wireframe, which reveals that each
original triangle generates the same amount of subtriangles. (Model courtesy of id Software. Images
from ATI Technologies Inc. demo.)
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Figure 17.28. How the Bézier point p210 is computed using the normal n200 at p300, and the two
corner points p300 and p030.

Assume that we have a triangle with vertices p300, p030, and p003 with normals
n200, n020, and n002. The basic idea is to use this information to create a cubic Bézier
triangle for each original triangle, and to generate as many triangles as we wish from
the Bézier triangle.

To shorten notation, w = 1−u−v will be used. A cubic Bézier triangle is given by

p(u, v) =
∑

i+j+k=3

B3
ijk(u, v)pijk

= u3p300 + v3p030 + w3p003 + 3u2vp210 + 3u2wp201

+ 3uv2p120 + 3v2wp021 + 3vw2p012 + 3uw2p102 + 6uvwp111.

(17.43)

See Figure 17.22. To ensure C0 continuity at the borders between two PN triangles,
the control points on the edge can be determined from the corner control points and
the normals at those corners. (assuming that normals are shared between adjacent
triangles).

Say that we want to compute p210 using the control points p300, p030 and the
normal n200 at p300, as illustrated in Figure 17.28. Simply take the point 2

3p300+
1
3p030

and project it in the direction of the normal, n200, onto the tangent plane defined by
p300 and n200 [457, 458, 1819]. Assuming normalized normals, the point p210 is
computed as

p210 =
1

3

(
2p300 + p030 − (n200 · (p030 − p300))n200

)
. (17.44)

The other border control points can be computed similarly, so it only remains to
compute the interior control point, p111. This is done as shown in the next equation,
and this choice follows a quadratic polynomial [457, 458]:

p111 =
1

4
(p210+p120+p102+p201+p021+p012)−

1

6
(p300+p030+p003). (17.45)

Instead of using Equation 17.42 to compute the two tangents on the surface, and
subsequently the normal, Vlachos et al. [1819] choose to interpolate the normal using
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Figure 17.29. This figure illustrates why quadratic interpolation of normals is needed, and why linear
interpolation is not sufficient. The left column shows what happens when linear interpolation of
normals is used. This works fine when the normals describe a convex surface (top), but breaks down
when the surface has an inflection (bottom). The right column illustrates quadratic interpolation.
(Illustration after van Overveld and Wyvill [1342].)

a quadratic scheme, as shown here:

n(u, v) =
∑

i+j+k=2

B2
ijk(u, v)nijk

= u2n200 + v2n020 + w2n002 + 2(uvn110 + uwn101 + vwn011).

(17.46)

This can be thought of as a Bézier triangle of degree two, where the control points
are six different normals. In Equation 17.46, the choice of the degree, i.e., quadratic,
is quite natural, since the derivatives are of one degree lower than the actual Bézier
triangle, and because linear interpolation of the normals cannot describe an inflection.
See Figure 17.29.

To be able to use Equation 17.46, the normal control points n110, n101, and n011

need to be computed. One intuitive, but flawed, solution is to use the average of n200

and n020 (normals at the vertices of the original triangle) to compute n110. However,
when n200 = n020, then the problem shown at the lower left in Figure 17.29 will
once again be encountered. Instead, n110 is constructed by first taking the average
of n200 and n020, and then reflecting this normal in the plane π, which is shown in
Figure 17.30. This plane has a normal parallel to the difference between the endpoints
p300 and p030. Since only normal vectors will be reflected in π, we can assume that π
passes through the origin because normals are independent of the position on the plane.
Also, note that each normal should be normalized. Mathematically, the unnormalized
version of n110 is expressed as [1819]

n′
110 = n200 + n020 − 2

(p030 − p300) · (n200 + n020)

(p030 − p300) · (p030 − p300)
(p030 − p300). (17.47)

Originally, van Overveld and Wyvill used a factor of 3/2 instead of the 2 in this
equation. Which value is best is hard to judge from looking at images, but using 2
gives the nice interpretation of a true reflection in the plane.
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Figure 17.30. Construction of n110 for PN triangles. The dashed normal is the average of n200 and
n020, and n110 is this normal reflected in the plane π. The plane π has a normal that is parallel to
p030 − p300.

At this point, all Bézier points of the cubic Bézier triangle and all the normal
vectors for quadratic interpolation have been computed. It only remains to create
triangles on the Bézier triangle so that they can be rendered. Advantages of this ap-
proach are that the surface gets a better silhouette and shape for relatively lower cost.

One way to specify levels of detail is the following. The original triangle data
are considered LOD 0. The LOD number then increases with the number of newly
introduced vertices on a triangle edge. So, LOD 1 introduces one new vertex per edge,
and so creates four subtriangles on the Bézier triangle, and LOD 2 introduces two new
vertices per edge, generating nine subtriangles. In general, LOD n generates (n+ 1)2

subtriangles. To prevent cracking between Bézier triangles, each triangle in the mesh
must be tessellated with the same LOD. This is a serious disadvantage, since a tiny
triangle will be tessellated as much as a large triangle. Techniques such as adaptive
tessellation (Section 17.6.2) and fractional tessellation (Section 17.6.1) can be used to
avoid these problems.

One problem with PN triangles is that creases are hard to control, and often one
needs to insert extra triangles near a desired crease. The continuity between Bézier
triangles is only C0, but they still look acceptable in many cases. This is mainly
because the normals are continuous across triangles, so that a set of PN triangles
mimics a G1 surface. A better solution is suggested by Boubekeur et al. [181], where a
vertex can have two normals, and two such connected vertices generate a crease. Note
that to get good-looking texturing, C1 continuity is required across borders between
triangles (or patches). Also worth knowing is that cracks will appear if two adjacent
triangles do not share the same normals. A technique to further improve the quality of
the continuity across PN triangles is described by Grün [614]. Dyken et al. [401] present
a technique inspired by PN triangles, where only the silhouettes as seen from the viewer
are adaptively tessellated and, hence, become more curved. These silhouette curves
are derived in similar ways as the PN triangle curves. To get smooth transitions, they
blend between coarse silhouettes and tessellated silhouettes. For improved continuity,
Fünfzig et al. [505] present PNG1 triangles, which is a modification of PN triangles
that have G1 continuity everywhere. McDonald and Kilgard [1164] present another
extension of PN triangles, which can handle different normals on adjacent triangles.
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Figure 17.31. Phong tessellation construction illustrated using curves instead of surfaces, which
means that p(u) is only a function of u instead of (u, v), and similarly for ti. Note that p(u) is first
projected onto the tangent planes, which generates t0 and t1. After that,p∗(u) is created by a linear
interpolation from t0 and t1. As a final step, a shape factor α is used to blend between the base
triangle and p∗(u). In this example, we used α = 0.75.

17.2.5 Phong Tessellation

Boubekeur and Alexa [182] presented a surface construction called Phong tessellation,
which has many similarities with PN triangles, but is faster to evaluate and simpler
to implement. Call the vertices of a base triangle p0, p1, and p2, and let the corre-
sponding normalized normals be n0, n1, and n2. First, recall that a point on the base
triangle at the barycentric coordinates (u, v) is computed as

p(u, v) = (u, v, 1− u− v) · (p0,p1,p2). (17.48)

In Phong shading, the normals are interpolated over the flat triangle, also using the
equation above, but with the points replaced by normals. Phong tessellation attempts
to create a geometric version of Phong shading normal interpolation using repeated
interpolation, which results in a Bézier triangle. For this discussion, we will refer to
Figure 17.31. The first step is to create a function that projects a point q on the base
triangle up to the tangent plane defined by a point and a normal. This is done as

ti(q) = q−
(
(q− pi) · ni

)
ni. (17.49)

Instead of using the triangle vertices to perform linear interpolation (Equation 17.48),
linear interpolation is done using the function ti, which results in

p∗(u, v) = (u, v, 1− u− v) ·
(
t0(u, v), t1(u, v), t2(u, v)

)
. (17.50)

To add some flexibility, a shape factor α is added that interpolates between the base
triangle and Equation 17.50, which results in the final formula for Phong tessellation:

p∗
α(u, v) = (1− α)p(u, v) + αp∗(u, v), (17.51)

where α = 0.75 is a recommended setting [182]. The only information needed to
generate this surface is the vertices and normals of the base triangle and a user-
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Figure 17.32. Phong tessellation applied to the monster frog. From left to right: base mesh with flat
shading, base mesh with Phong shading, and finally, Phong tessellation applied to the base mesh.
Note the improved silhouettes. In this example, we used α = 0.6. (Images generated using Tamy
Boubekeur’s demo program.)

supplied α, which makes evaluation of this surface fast. The resulting triangular path
is quadratic, i.e., of lower degree than PN triangles. The normals are simply linearly
interpolated, just as in standard Phong shading. See Figure 17.32 for an example
illustrating the effect of Phong tessellation applied to a mesh.

17.2.6 B-Spline Surfaces

Section 17.1.6 briefly introduced B-spline curves, and here we will do the same for
introducing B-spline surfaces. Equation 17.24 on page 732 can be generalized to B-
spline patches as

sn(u, v) =
∑

k

∑

l

ck,lβn(u− k)βn(v − l), (17.52)

which is fairly similar to the Bézier patch formula (Equation 17.32). Note that sn(u, v)
is a three-dimensional point on the surface. If this function were to be used for texture
filtering, Equation 17.52 would be a height field and ck,l would be one-dimensional,
i.e., heights.

For a bicubic B-spline patch, the β3(t) function from Equation 17.25 would be
used in Equation 17.52. A total of 4×4 control points, ck,l, would be needed, and the
actual surface patch described by Equation 17.52 would be inside the innermost 2× 2
control points. This is illustrated in Figure 17.33. Note that bi-cubic B-spline patches
are essential to Catmull-Clark subdivision surfaces (Section 17.5.2), as well. There
are many good books with more information about B-spline surfaces [111, 458, 777].

17.3 Implicit Surfaces
To this point, only parametric curves and surfaces have been discussed. Implicit
surfaces form another useful class for representing models. Instead of using some
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Figure 17.33. The setting for a bicubic B-spline patch, which has 4 × 4 control points, ck,l. The
domain for (u, v) is the unit square as shown to the right.

parameters, say u and v, to explicitly describe a point on the surface, the following
form, called the implicit function, is used:

f(x, y, z) = f(p) = 0. (17.53)

This is interpreted as follows: A point p is on the implicit surface if the result is
zero when the point is inserted into the implicit function f . Implicit surfaces are often
used in intersection testing with rays (Sections 22.6–22.9), as they can be simpler to
intersect than the corresponding (if any) parametric surface. Another advantage of
implicit surfaces is that constructive solid geometry algorithms can be applied easily
to them, that is, objects can be subtracted from each other, logically AND:ed or OR:ed
with each other. Also, objects can be easily blended and deformed.

Some examples of implicit surfaces, located at the origin, are

fs(p, r) = ||p|| − r, sphere;
fxz(p) = py, plane in xz;
frb(p,d, r) = ||max(|p| − d, 0)|| − r, rounded box.

(17.54)

These deserve some explanation. The sphere is simply the distance from p to the
origin subtracted by the radius, so fs(p, r) is equal to 0 if p is on the sphere with
radius r. Otherwise, a signed distance will be returned where negative means that p is
inside the sphere, and positive outside. Therefore, these functions are sometimes also
called signed distance functions (SDFs). The plane fxz(p) is just the y-coordinate of
p, i.e., the side where the y-axis is positive. For the expression for the rounded box,
we assume that the absolute value (|p|) and the maximum of a vector are calculated
per component. Also, d is a vector of the half sides of the box. See the rounded
box illustrated in Figure 17.34; the formula is explained in the caption. To get a
non-rounded box, simply set r = 0.
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Figure 17.34. Left: a non-rounded box, whose signed distance function is ||max(|p| − d, 0)||, where
p is the point to be tested and d’s components are the half sides as shown. Note that |p| makes the
rest of the computations occur in the top right quadrant (in 2D). Subtracting d means that |px|−dx
will be negative if p is inside the box along x, and likewise for the other axes. Only positive values
are retained, while negative ones are clamped to zero by max(). Hence, ||max(|p| − d, 0)|| computes
the closest distance to the box sides, and this means that the signed distance field outside the box
gets rounded if more than one value is positive after evaluating max(). Right: the rounded box is
obtained by subtracting r from the non-rounded box, which expands the box by r is all directions.

The normal of an implicit surface is described by the partial derivatives, called the
gradient and denoted ∇f :

∇f(x, y, z) =

(
∂f

∂x
,
∂f

∂y
,
∂f

∂z

)

. (17.55)

To be able to evaluate it exactly, f in Equation 17.55 must be differentiable, and
thus also continuous. In practice, one often use a numerical technique called central
differences, which samples using the scene function f [495]:

∇fx ≈ f(p+ ǫex)− f(p− ǫex), (17.56)

and similarly for ∇fy and ∇fz. Recall that ex = (1, 0, 0), ey = (0, 1, 0), and ez =
(0, 0, 1) and that ǫ is a small number.

To build a scene with the primitives in Equation 17.54, the union operator, ∪, is
used. For example, f(p) = fs(p, 1) ∪ fxz(p) is a scene consisting of a sphere and a
plane. The union operator is implemented by taking the smallest of its two operands,
since we want to find the surface closest to p. Translation is done by translating
p before calling the signed distance function, i.e., fs(p − t, 1) is a sphere translated
by t. Rotations and other transforms can be done in the same spirit, i.e., with the
inverse transform applied to p. It is also straightforward to repeat an object over the
entire space by using r = mod(p, c)− 0.5c instead of p as the argument to the signed
distance function.

Blending of implicit surfaces is a nice feature that can be used in what is often
referred to as blobby modeling [161], soft objects, or metaballs [67, 558]. See Fig-
ure 17.35 for some examples. The basic idea is to use several simple primitives, such



752 17. Curves and Curved Surfaces

Figure 17.35. Left: pairs of spheres blended with different increasing (from left to right) blend radii
and with a ground floor composed of repeated rounded boxes. Right: three spheres blended together.

as spheres, ellipsoids, or whatever is available, and blend these smoothly. Each object
can be seen as an atom, and after blending the molecule of the atoms is obtained.
Blending can be done in many different ways. An often-used method [1189, 1450] to
blend two distances, d1 and d2, with a blend radius, rb, is

h = min
(
max(0.5 + 0.5(d2 − d1)/rb, 0.0), 1.0

)
,

d = (1− h)d2 + hd1 + rbh(1− h),
(17.57)

where d is the blended distance. While this function only blends the shortest distances
to two objects, the function can be use repeatedly to blend more objects (see the right
part of Figure 17.35).

To visualize a set of implicit functions, the usual method used is ray marching [673].
Once you can ray-march through a scene, it is also possible to generate shadows, re-
flections, ambient occlusion, and other effects. Ray marching within a signed distance
field is illustrated in Figure 17.36. At the first point, p, on the ray, we evaluate the

Figure 17.36. Ray marching with signed distance fields. The dashed circles indicate the distance
to the closest surface from their centers. A position can advance along the ray to the border of the
previous position’s circle.
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Figure 17.37. Rain forest (left) and a snail (right) created procedurally using signed distance functions
and ray marching. The trees were generated using ellipsoids displaced with procedural noise. (Images
generated with Shadertoy using programs from Iñigo Quilez.)

shortest distance, d, to the scene. Since this indicates that there is a sphere around p
of radius d with no other object being any closer, we can move the ray d units along
the ray direction and so on until we reach the surface within some epsilon, or when
a predefined ray-march steps have been met, in which case we can assume that the
background is hit. Two excellent examples are shown in Figure 17.37.

Every implicit surface can also be turned into a surface consisting of triangles.
There are several algorithms available for performing this operation [67, 558]. One
well-known example is the marching cubes algorithm, described in Section 13.10. Code
for performing polygonalization using algorithms by Wyvill and Bloomenthal is avail-
able on the web [171], and de Araújo et al. [67] present a survey on recent techniques
for polygonalization of implicit surfaces. Tatarchuk and Shopf [1744] describe a tech-
nique they call marching tetrahedra, in which the GPU can be used to find isosurfaces
in a three-dimensional data set. Figure 3.13 on page 48 shows an example of isosur-
face extraction using the geometry shader. Xiao et al. [1936] present a fluid simulation
system in which the GPU computes the locations of 100k particles and uses them to
display the isosurface, all at interactive rates.

17.4 Subdivision Curves
Subdivision techniques are used to create smooth curves and surfaces. One reason
why they are used in modeling is that they bridge the gap between discrete surfaces
(triangle meshes) and continuous surfaces (e.g., a collection of Bézier patches), and
can therefore be used for level of detail techniques (Section 19.9). Here, we will first
describe how subdivision curves work, and then discuss the more popular subdivision
surface schemes.

Subdivision curves are best explained by an example that uses corner cutting . See
Figure 17.38. The corners of the leftmost polygon are cut off, creating a new polygon
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Figure 17.38. Chaikin’s subdivision scheme in action. The initial control polygon P0 is subdivided
once into P1, and then again into P2. As can be seen, the corners of each polygon, Pi, are cut off
during subdivision. After infinitely many subdivisions, the limit curve P∞ is obtained. This is an
approximating scheme as the curve does not go through the initial points.

with twice as many vertices. Then the corners of this new polygon are cut off, and so
on to infinity (or, more practically, until we cannot see any difference). The resulting
curve, called the limit curve, is smooth since all corners are cut off. This process
can also be thought of as a low-pass filter since all sharp corners (high frequency) are
removed. This process is often written as P0 → P1 → P2 · · · → P∞, where P0 is the
starting polygon, also called the control polygon, and P∞ is the limit curve.

This subdivision process can be done in many different ways, and each is charac-
terized by a subdivision scheme. The one shown in Figure 17.38 is called Chaikin’s
scheme [246] and works as follows. Assume the n vertices of a polygon are P0 =
{p0

0, . . . ,p
0
n−1}, where the superscript denotes the level of subdivision. Chaikin’s

scheme creates two new vertices between each subsequent pair of vertices, say pk
i and

pk
i+1, of the original polygon as

pk+1
2i =

3

4
pk
i +

1

4
pk
i+1 and pk+1

2i+1 =
1

4
pk
i +

3

4
pk
i+1. (17.58)

As can be seen, the superscript changes from k to k + 1, which means that we go
from one subdivision level to the next, i.e., Pk → Pk+1. After such a subdivision step
is performed, the original vertices are discarded and the new points are reconnected.
This kind of behavior can be seen in Figure 17.38, where new points are created 1/4
away from the original vertices toward neighboring vertices. The beauty of subdivision
schemes comes from the simplicity of rapidly generating smooth curves. However, you
do not immediately have a parametric form of the curve as in Section 17.1, though it
can be shown that Chaikin’s algorithm generates a quadratic B-spline [111, 458, 777,
1847]. So far, the presented scheme works for (closed) polygons, but most schemes
can be extended to work for open polylines as well. In the case of Chaikin, the only
difference is that the two endpoints of the polyline are kept in each subdivision step
(instead of being discarded). This makes the curve go through the endpoints.

There are two different classes of subdivision schemes, namely approximating and
interpolating. Chaikin’s scheme is approximating, as the limit curve, in general, does
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i–1

Figure 17.39. The 4-point subdivision scheme in action. This is an interpolating scheme as the curve
goes through the initial points, and in general curve Pi+1 goes through the points of Pi. Note that
the same control polygon is used in Figure 17.38.

not lie on the vertices of the initial polygon. This is because the vertices are discarded
(or updated, for some schemes). In contrast, an interpolating scheme keeps all the
points from the previous subdivision step, and so the limit curve P∞ goes through
all the points of P0, P1, P2, and so on. This means that the scheme interpolates the
initial polygon. An example, using the same polygon as in Figure 17.38, is shown in
Figure 17.39. This scheme uses the four nearest points to create a new point [402]:

pk+1
2i = pk

i ,

pk+1
2i+1 =

(
1

2
+ w

)

(pk
i + pk

i+1)− w(pk
i−1 + pk

i+2).
(17.59)

The first line in Equation 17.59 simply means that we keep the points from the previous
step without changing them (i.e., interpolating), and the second line is for creating
a new point in between pk

i and pk
i+1. The weight w is called a tension parameter.

When w = 0, linear interpolation is the result, but when w = 1/16, we get the kind of
behavior shown in Figure 17.39. It can be shown [402] that the resulting curve is C1

when 0 < w < 1/8. For open polylines we run into problems at the endpoints because
we need two points on both sides of the new point, and we only have one. This can
be solved if the point next to the endpoint is reflected across the endpoint. So, for the
start of the polyline, p1 is reflected across p0 to obtain p−1. This point is then used
in the subdivision process. The creation of p−1 is shown in Figure 17.40.

–1

Figure 17.40. The creation of a reflection point, p−1, for open polylines. The reflection point is
computed as: p−1 = p0 − (p1 − p0) = 2p0 − p1.
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Another approximating scheme uses the following subdivision rules:

pk+1
2i =

3

4
pk
i +

1

8
(pk

i−1 + pk
i+1),

pk+1
2i+1 =

1

2
(pk

i + pk
i+1).

(17.60)

The first line updates the existing points, and the second computes the midpoint on
the line segment between two neighboring points. This scheme generates a cubic B-
spline curve (Section 17.1.6). Consult the SIGGRAPH course on subdivision [1977],
the Killer B’s book [111], Warren and Weimer’s subdivision book [1847], or Farin’s
CAGD book [458] for more about these curves.

Given a point p and its neighboring points, it is possible to directly “push” that
point to the limit curve, i.e., determine what the coordinates of p would be on P∞.
This is also possible for tangents. See, for example, Joy’s online introduction to this
topic [843].

Many of the concepts for subdivision curves also apply to subdivision surfaces,
which are presented next.

17.5 Subdivision Surfaces
Subdivision surfaces are a powerful paradigm for defining smooth, continuous, crack-
less surfaces from meshes with arbitrary topology. As with all other surfaces in this
chapter, subdivision surfaces also provide infinite level of detail. That is, you can
generate as many triangles or polygons as you wish, and the original surface represen-
tation is compact. An example of a surface being subdivided is shown in Figure 17.41.
Another advantage is that subdivision rules are simple and easily implemented. A dis-
advantage is that the analysis of surface continuity often is mathematically involved.
However, this sort of analysis is often of interest only to those who wish to create new
subdivision schemes, and is out of the scope of this book. For such details, consult
Warren and Weimer’s book [1847] and the SIGGRAPH course on subdivision [1977].

In general, the subdivision of surfaces (and curves) can be thought of as a two-phase
process [915]. Starting with a polygonal mesh, called the control mesh or the control
cage, the first phase, called the refinement phase, creates new vertices and reconnects
to create new, smaller triangles. The second, called the smoothing phase, typically
computes new positions for some or all vertices in the mesh. This is illustrated in
Figure 17.42. It is the details of these two phases that characterize a subdivision
scheme. In the first phase, a polygon can be split in different ways, and in the second
phase, the choice of subdivision rules give different characteristics such as the level
of continuity, and whether the surface is approximating or interpolating, which are
properties described in Section 17.4.

A subdivision scheme can be characterized by being stationary or non-stationary,
by being uniform or nonuniform, and whether it is triangle-based or polygon-based.
A stationary scheme uses the same subdivision rules at every subdivision step, while
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Figure 17.41. The top left image shows the control mesh, i.e., that original mesh, which is the only
geometrical data that describes the resulting subdivision surface. The following images are subdivided
one, two, and three times. As can be seen, more and more polygons are generated and the surface
gets smoother and smoother. The scheme used here is the Catmull-Clark scheme, described in
Section 17.5.2.

Figure 17.42. Subdivision as refinement and smoothing. The refinement phase creates new vertices
and reconnects to create new triangles, and the smoothing phase computes new positions for the
vertices.
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Figure 17.43. The connectivity of two subdivision steps for schemes such as Loop’s method. Each
triangle generates four new triangles.

a nonstationary may change the rules depending on which step currently is being
processed. The schemes treated below are all stationary. A uniform scheme uses the
same rules for every vertex or edge, while a nonuniform scheme may use different rules
for different vertices or edges. As an example, a different set of rules is often used for
edges that are on the boundaries of a surface. A triangle-based scheme only operates
on triangles, and thus only generates triangles, while a polygon-based scheme operates
on arbitrary polygons.

Several different subdivision schemes are presented next. Following these, two
techniques are presented that extend the use of subdivision surfaces, along with meth-
ods for subdividing normals, texture coordinates, and colors. Finally, some practical
algorithms for subdivision and rendering are presented.

17.5.1 Loop Subdivision

Loop’s method [767, 1067] was the first subdivision scheme for triangles. It is like
the last scheme in Section 17.4 in that it is approximating, and that it updates each
existing vertex and creates a new vertex for each edge. The connectivity for this
scheme is shown in Figure 17.43. As can be seen, each triangle is subdivided into
four new triangles, so after n subdivision steps, a triangle has been subdivided into
4n triangles.

First, let us focus on an existing vertex pk, where k is the number of subdivision
steps. This means that p0 is the vertex of the control mesh.

After one subdivision step, p0 turns into p1. In general, p0 → p1 → p2 →
· · · → p∞, where p∞ is the limit point. If pk has n neighboring vertices, pk

i ,
i ∈ {0, 1, . . . , n− 1}, then we say that the valence of pk is n. See Figure 17.44
for the notation described above. Also, a vertex that has valence 6 is called regular
or ordinary . Otherwise it is called irregular or extraordinary .

Below, the subdivision rules for Loop’s scheme are given, where the first formula
is the rule for updating an existing vertex pk into pk+1, and the second formula is for
creating a new vertex, pk+1

i , between pk and each of the pk
i . Again, n is the valence

of pk:

pk+1 = (1− nβ)pk + β(pk
0 + · · ·+ pk

n−1),

pk+1
i =

3pk + 3pk
i + pk

i−1 + pk
i+1

8
, i = 0 . . . n− 1.

(17.61)
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1

n–1

n–1

1

Figure 17.44. The notation used for Loop’s subdivision scheme. The left neighborhood is subdivided
into the neighborhood to the right. The center point pk is updated and replaced by pk+1, and for
each edge between pk and pk

i , a new point is created (pk+1
i , i ∈ 1, . . . , n).

Note that we assume that the indices are computed modulo n, so that if i = n− 1,
then for i + 1, we use index 0, and likewise when i = 0, then for i − 1, we use index
n − 1. These subdivision rules can easily be visualized as masks, also called stencils.
See Figure 17.45. The major use of these is that they communicate almost an entire
subdivision scheme using only a simple illustration. Note that the weights sum to
one for both masks. This is a characteristic that is true for all subdivision schemes,
and the rationale for this is that a new point should lie in the neighborhood of the
weighted points. In Equation 17.61, the constant β is actually a function of n, and is
given by

β(n) =
1

n

(
5

8
− (3 + 2 cos(2π/n))2

64

)

. (17.62)

Loop’s suggestion [1067] for the β function gives a surface of C2 continuity at
every regular vertex, and C1 elsewhere [1976], that is, at all irregular vertices. As
only regular vertices are created during subdivision, the surface is only C1 at the

Figure 17.45. The masks for Loop’s subdivision scheme (black circles indicate which vertex is updat-
ed/generated). A mask shows the weights for each involved vertex. For example, when updating an
existing vertex, the weight 1 − nβ is used for the existing vertex, and the weight β is used for all the
neighboring vertices, called the 1-ring.
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Figure 17.46. A worm subdivided three times with Loop’s subdivision scheme.

places where we had irregular vertices in the control mesh. See Figure 17.46 for an
example of a mesh subdivided with Loop’s scheme. A variant of Equation 17.62, which
avoids trigonometric functions, is given by Warren and Weimer [1847]:

β(n) =
3

n(n+ 2)
. (17.63)

For regular valences, this gives a C2 surface, and C1 elsewhere. The resulting surface
is hard to distinguish from a regular Loop surface. For a mesh that is not closed,
we cannot use the presented subdivision rules. Instead, special rules have to be used
for such boundaries. For Loop’s scheme, the reflection rules of Equation 17.60 can be
used. This is also treated in Section 17.5.3.

The surface after infinitely many subdivision steps is called the limit surface. Limit
surface points and limit tangents can be computed using closed form expressions. The
limit position of a vertex is computed [767, 1977] using the formula on the first row
in Equation 17.61, by replacing β(n) with

γ(n) =
1

n+ 3
8β(n)

. (17.64)

Two limit tangents for a vertex pk can be computed by weighting the immediate
neighboring vertices, called the 1-ring or 1-neighborhood, as shown below [767, 1067]:

tu =
n−1∑

i=0

cos(2πi/n)pk
i , tv =

n−1∑

i=0

sin(2πi/n)pk
i . (17.65)

The normal is then n = tu × tv. Note that this often is less expensive [1977] than
the methods described in Section 16.3, which need to compute the normals of the
neighboring triangles. More importantly, this gives the exact normal at the point.
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Figure 17.47. A tetrahedron is subdivided five times with Loop’s, the
√

3, and the modified butterfly
(MB) scheme [1975]. Loop’s and the

√
3-scheme [915] are both approximating, while MB is interpo-

lating, where the latter means that the initial vertices are located on the final surface. We cover only
approximating schemes in this book due to their popularity in games and offline rendering.

A major advantage of approximating subdivision schemes is that the resulting
surface tends to get fair. Fairness is, loosely speaking, related to how smoothly a
curve or surface bends [1239]. A higher degree of fairness implies a smoother curve
or surface. Another advantage is that approximating schemes converge faster than
interpolating schemes. However, this means that the shapes often shrink. This is most
notable for small, convex meshes, such as the tetrahedron shown in Figure 17.47. One
way to decrease this effect is to use more vertices in the control mesh, i.e., care must
be taken while modeling it. Maillot and Stam present a framework for combining
subdivision schemes so that the shrinking can be controlled [1106]. A characteristic
that can be used to great advantage at times is that a Loop surface is contained inside
the convex hull of the original control points [1976].

The Loop subdivision scheme generates a generalized three-directional quartic box
spline.1 So, for a mesh consisting only of regular vertices, we could actually describe
the surface as a type of spline surface. However, this description is not possible for
irregular settings. Being able to generate smooth surfaces from any mesh of vertices is
one of the great strengths of subdivision schemes. See also Sections 17.5.3 and 17.5.4
for different extensions to subdivision surfaces that use Loop’s scheme.

17.5.2 Catmull-Clark Subdivision

The two most famous subdivision schemes that can handle polygonal meshes (rather
than just triangles) are Catmull-Clark [239] and Doo-Sabin [370].2 Here, we will only
briefly present the former. Catmull-Clark surfaces have been used in Pixar’s short
film Geri’s Game [347], Toy Story 2, and in all subsequent feature films from Pixar.
This subdivision scheme is also commonly used for making models for games, and
is probably the most popular one. As pointed out by DeRose et al. [347], Catmull-

1These spline surfaces are out of the scope of this book. Consult Warren’s book [1847], the
SIGGRAPH course [1977], or Loop’s thesis [1067].

2Incidentally, both were presented in the same issue of the same journal.



762 17. Curves and Curved Surfaces

Figure 17.48. The basic idea of Catmull-Clark subdivision. Each polygon generates a new point, and
each edge generates a new point. These are then connected as shown to the right. Weighting of the
original points is not shown here.

Clark surfaces tend to generate more symmetrical surfaces. For example, an oblong
box results in a symmetrical ellipsoid-like surface, which agrees with intuition. In
contrast, a triangular-based subdivision scheme would treat each cube face as two
triangles, and would hence generate different results depending on how the square
is split.

The basic idea for Catmull-Clark surfaces is shown in Figure 17.48, and an actual
example of Catmull-Clark subdivision is shown in Figure 17.41 on page 757. As can
be seen, this scheme only generates faces with four vertices. In fact, after the first
subdivision step, only vertices of valence 4 are generated, thus such vertices are called
ordinary or regular (compared to valence 6 for triangular schemes).

Following the notation from Halstead et al. [655], let us focus on a vertex vk with
n surrounding edge points eki , where i = 0 . . . n− 1. See Figure 17.49. Now, for each
face, a new face point fk+1 is computed as the face centroid, i.e., the mean of the
points of the face. Given this, the subdivision rules are [239, 655, 1977]

vk+1 =
n− 2

n
vk +

1

n2

n−1∑

j=0

ekj +
1

n2

n−1∑

j=0

fk+1
j ,

ek+1
j =

vk + ekj + fk+1
j−1 + fk+1

j

4
.

(17.66)

As can be seen, the vertex vk+1 is computed as weighting of the considered vertex, the
average of the edge points, and the average of the newly created face points. On the
other hand, new edge points are computed by the average of the considered vertex, the
edge point, and the two newly created face points that have the edge as a neighbor.

The Catmull-Clark surface describes a generalized bicubic B-spline surface. So,
for a mesh consisting only of regular vertices we could actually describe the surface
as a bicubic B-spline surface (Section 17.2.6) [1977]. However, this is not possible
for irregular mesh settings, and being able to handle these using subdivision surfaces
is one of the scheme’s strengths. Limit positions and tangents are also possible to
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Figure 17.49. Before subdivision, we have the blue vertices and corresponding edges and faces. After
one step of Catmull-Clark subdivision, we obtain the red vertices, and all new faces are quadrilaterals.
(Illustration after Halstead et al. [655].)

compute, even at arbitrary parameter values using explicit formulae [1687]. Halstead
et al. [655] describe a different approach to computing limit points and normals.

See Section 17.6.3 for a set of efficient techniques that can render Catmull-Clark
subdivision surfaces using the GPU.

17.5.3 Piecewise Smooth Subdivision

In a sense, curved surfaces may be considered boring because they lack detail. Two
ways to improve such surfaces are to use bump or displacement maps (Section 17.5.4).
A third approach, piecewise smooth subdivision, is described here. The basic idea is
to change the subdivision rules so that darts, corners, and creases can be used. This
increases the range of different surfaces that can be modeled and represented. Hoppe
et al. [767] first described this for Loop’s subdivision surfaces. See Figure 17.50 for
a comparison of a standard Loop subdivision surface, and one with piecewise smooth
subdivision.

To actually be able to use such features on the surface the edges that we want
to be sharp are first tagged, so we know where to subdivide differently. The number
of sharp edges coming in at a vertex is denoted s. Then the vertices are classified
into: smooth (s = 0), dart (s = 1), crease (s = 2), and corner (s > 2). Therefore, a
crease is a curve on the surface, where the continuity across the curve is C0. A dart
is a non-boundary vertex where a crease ends and smoothly blends into the surface.
Finally, a corner is a vertex where three or more creases come together. Boundaries
can be defined by marking each boundary edge as sharp.

After classifying the various vertex types, Hoppe et al. use a table to determine
which mask to use for the various combinations. They also show how to compute



764 17. Curves and Curved Surfaces

Figure 17.50. The top row shows a control mesh, and the limit surface using the standard Loop
subdivision scheme. The bottom row shows piecewise smooth subdivision with Loop’s scheme. The
lower left image shows the control mesh with tagged edges (sharp) shown in a light gray. The resulting
surface is shown to the lower right, with corners, darts, and creases marked. (Image courtesy of
Hugues Hoppe.)

limit surface points and limit tangents. Biermann et al. [142] present several improved
subdivision rules. For example, when extraordinary vertices are located on a boundary,
the previous rules could result in gaps. This is avoided with the new rules. Also, their
rules make it possible to specify a normal at a vertex, and the resulting surface will
adapt to get that normal at that point. DeRose et al. [347] present a technique for
creating soft creases. They allow an edge to first be subdivided as sharp a number of
times (including fractions), and after that, standard subdivision is used.
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17.5.4 Displaced Subdivision

Bump mapping (Section 6.7) is one way to add detail to otherwise smooth surfaces.
However, this is just an illusionary trick that changes the normal or local occlusion
at each pixel. The silhouette of an object looks the same with or without bump
mapping. The natural extension of bump mapping is displacement mapping [287],
where the surface is displaced. This is usually done along the direction of the normal.
So, if the point of the surface is p, and its normalized normal is n, then the point on
the displaced surface is

s(u, v) = p(u, v) + d(u, v)n(u, v). (17.67)

The scalar d is the displacement at the point p. The displacement could also be
vector-valued [938].

In this section, the displaced subdivision surface [1006] will be presented. The gen-
eral idea is to describe a displaced surface as a coarse control mesh that is subdivided
into a smooth surface that is then displaced along its normals using a scalar field. In
the context of displaced subdivision surfaces, p in Equation 17.67 is the limit point on
the subdivision surface (of the coarse control mesh), and n is the normalized normal
at p, computed as

n =
n′

||n′|| , where n′ = pu × pv, (17.68)

In Equation 17.68, pu and pv are the first-order derivative of the subdivision sur-
face. Thus, they describe two tangents at p. Lee et al. [1006] use a Loop subdivision
surface for the coarse control mesh, and its tangents can be computed using Equa-
tion 17.65. Note that the notation is slightly different here; we use pu and pv instead
of tu and tv. Equation 17.67 describes the displaced position of the resulting surface,
but we also need a normal, ns, on the displaced subdivision surface in order to render
it correctly. It is computed analytically as shown below [1006]:

ns = su × sv, where

su =
∂s

∂u
= pu + dun+ dnu and sv =

∂s

∂v
= pv + dvn+ dnv.

(17.69)

To simplify computations, Blinn [160] suggests that the third term can be ignored
if the displacements are small. Otherwise, the following expressions can be used to
compute nu (and similarly nv) [1006]:

n̄u = puu × pv + pu × puv,

nu =
n̄u − (n̄u · n)n

||n′|| .
(17.70)

Note that n̄u is not any new notation, it is merely a “temporary” variable in
the computations. For an ordinary vertex (valence n = 6), the first and second
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Figure 17.51. The masks for an ordinary vertex in Loop’s subdivision scheme. Note that after using
these masks, the resulting sum should be divided as shown. (Illustration after Lee et al. [1006].)

order derivatives are particularly simple. Their masks are shown in Figure 17.51.
For an extraordinary vertex (valence n 6= 6), the third term in rows one and two
in Equation 17.69 is omitted. An example using displacement mapping with Loop
subdivision is shown in Figure 17.52.

When a displaced surface is far away from the viewer, standard bump mapping
could be used to give the illusion of this displacement. Doing so saves on geometry
processing. Some bump mapping schemes need a tangent-space coordinate system at
the vertex, and the following can be used for that: (b, t,n), where t = pu/||pu|| and
b = n× t.

Nießner and Loop [1281] present a similar method as the one presented above
by Lee et al., but they use Catmull-Clark surfaces and use direct evaluation of the
derivatives on the displacement function, which is faster. They also use the hardware
tessellation pipeline (Section 3.6) for rapid tessellation.

Figure 17.52. To the left is a coarse mesh. In the middle, it is subdivided using Loop’s subdivision
scheme. The right image shows the displaced subdivision surface. (Image courtesy of Aaron Lee,
Henry Moreton, and Hugues Hoppe.)
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17.5.5 Normal, Texture, and Color Interpolation

In this section, we will present different strategies for dealing with normals, texture
coordinates and color per vertex.

As shown for Loop’s scheme in Section 17.5.1, limit tangents, and thus, limit nor-
mals can be computed explicitly. This involves trigonometric functions that may be
expensive to evaluate. Loop and Schaefer [1070] present an approximative technique
where Catmull-Clark surfaces always are approximated by bicubic Bézier surfaces
(Section 17.2.1). For normals, two tangent patches are derived, that is, one in the
u-direction and one the v-direction. The normal is then found as the cross product
between those vectors. In general, the derivatives of a Bézier patch are computed
using Equation 17.35. However, since the derived Bézier patches approximate the
Catmull-Clark surface, the tangent patches will not form a continuous normal field.
Consult Loop and Schaefer’s paper [1070] on how to overcome these problems. Alexa
and Boubekeur [29] argue that it can be more efficient in terms of quality per compu-
tation to also subdivide the normals, which gives nicer continuity in the shading. We
refer to their paper for the details on how to subdivide the normals. More types of
approximations can also be found in Ni et al.’s SIGGRAPH course [1275].

Assume that each vertex in a mesh has a texture coordinate and a color. To be
able to use these for subdivision surfaces, we also have to create colors and texture
coordinates for each newly generated vertex, too. The most obvious way to do this is
to use the same subdivision scheme as we used for subdividing the polygon mesh. For
example, you can treat the colors as four-dimensional vectors (RGBA), and subdivide
these to create new colors for the new vertices. This is a reasonable way to do it,
since the color will have a continuous derivative (assuming the subdivision scheme
is at least C1), and thus abrupt changes in colors are avoided over the surface The
same can certainly be done for texture coordinates [347]. However, care must be taken
when there are boundaries in texture space. For example, assume we have two patches
sharing an edge but with different texture coordinates along this edge. The geometry
should be subdivided with the surface rules as usual, but the texture coordinates
should be subdivided using boundary rules in this case.

A sophisticated scheme for texturing subdivision surfaces is given by Piponi and
Borshukov [1419].

17.6 Efficient Tessellation
To display a curved surface in a real-time rendering context, we usually need to create
a triangle mesh representation of the surface. This process is known as tessellation.
The simplest form of tessellation is called uniform tessellation. Assume that we have a
parametric Bézier patch, p(u, v), as described in Equation 17.32. We want to tessellate
this patch by computing 11 points per patch side, resulting in 10 × 10 × 2 = 200
triangles. The simplest way to do this is to sample the uv-space uniformly. Thus,
we evaluate p(u, v) for all (uk, vl) = (0.1k, 0.1l), where both k and l can be any
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TessellatorHull shader

(control shader)

Domain shader

(evaluation shader)

Vertex shader Geometry shader

1

1

Figure 17.53. Pipeline with hardware tessellation, where the new stages are shown in the middle three
(blue) boxes. We use the naming conventions from DirectX here, with the OpenGL counterparts in
parenthesis. The hull shader computes new locations of control points and computes tessellation fac-
tors as well, which dictates how many triangles the subsequent step should generate. The tessellator
generates points in the uv-space, in this case a unit square, and connects them into triangles. Finally,
the domain shader computes the positions at each uv-coordinate using the control points.

integer from 0 to 10. This can be done with two nested for-loops. Two triangles
can be created for the four surface points p(uk, vl), p(uk+1, vl), p(uk+1, vl+1), and
p(uk, vl+1).

While this certainly is straightforward, there are faster ways to do it. Instead of
sending tessellated surfaces, consisting of many triangles, over the bus from the CPU
to the GPU, it makes more sense to send the curved surface representation to the GPU
and let it handle the data expansion. Recall that the tessellation stage is described in
Section 3.6. For a quick refresher, see Figure 17.53.

The tessellator may use a fractional tessellation technique, which is described in
the following section. Then follows a section on adaptive tessellation, and finally,
we describe how to render Catmull-Clark surfaces and displacement mapped surfaces
with tessellation hardware.

17.6.1 Fractional Tessellation

To obtain smoother level of detail for parametric surfaces, Moreton introduced frac-
tional tessellation factors [1240]. These factors enable a limited form of adaptive
tessellation, since different tessellation factors can be used on different sides of the
parametric surface. Here, an overview of how these techniques work will be presented.

In Figure 17.54, constant tessellation factors for rows and columns are shown on
the left, and independent tessellation factors for all four edges on the right. Note
that the tessellation factor of an edge is the number of points generated on that edge,
minus one. In the patch on the right, the greater of the top and bottom factors is used
in the interior for both of these edges, and similarly the greater of the left and right
factors is used in the interior. Thus, the basic tessellation rate is 4× 8. For the sides
with smaller factors, triangles are filled in along the edges. Moreton [1240] describes
this process in more detail.

The concept of fractional tessellation factors is shown for an edge in Figure 17.55.
For an integer tessellation factor of n, n + 1 points are generated at k/n, where
k = 0, . . . , n. For a fractional tessellation factor, r, ⌈r⌉ points are generated at k/r,
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Figure 17.54. Left: normal tessellation—one factor is used for the rows, and another for the columns.
Right: independent tessellation factors on all four edges. (Illustration after Moreton [1240].)

Figure 17.55. Top: integer tessellation. Middle: fractional tessellation, with the fraction to the right.
Bottom: fractional tessellation with the fraction in the middle. This configuration avoids cracks
between adjacent patches.

where k = 0, . . . , ⌊r⌋. Here, ⌈r⌉ computes the ceiling of r, which is the closest integer
toward +∞, and ⌊r⌋ computes the floor, which is the closest integer toward−∞. Then,
the rightmost point is just “snapped” to the rightmost endpoint. As can be seen in
the middle illustration in Figure 17.55, this pattern in not symmetric. This leads
to problems, since an adjacent patch may generate the points in the other direction,
and so give cracks between the surfaces. Moreton solves this by creating a symmetric
pattern of points, as shown at the bottom of Figure 17.55. See also Figure 17.56 for
an example.

Figure 17.56. A patch with the rectangular domain fractionally tessellated. (Illustration after More-
ton [1240].)
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Figure 17.57. Fractional tessellation of a triangle, with tessellation factors shown. Note that the
tessellation factors may not correspond exactly to those produced by actual tessellation hardware.
(Illustration after Tatarchuk [1745].)

So far, we have seen methods for tessellating surfaces with a rectangular domain,
e.g., Bézier patches. However, triangles can also be tessellated using fractions [1745],
as shown in Figure 17.57. Like the quadrilaterals, it is also possible to specify an
independent fractional tessellation rate per triangle edge. As mentioned, this enables
adaptive tessellation (Section 17.6.2), as illustrated in Figure 17.58, where displace-
ment mapped terrain is rendered. Once triangles or quadrilaterals have been created,
they can be forwarded to the next step in the pipeline, which is treated in the next
subsection.

17.6.2 Adaptive Tessellation

Uniform tessellation gives good results if the sampling rate is high enough. However,
in some regions on a surface there may not be as great a need for high tessellation as in
other regions. This may be because the surface bends more rapidly in some area and
therefore may need higher tessellation there, while other parts of the surface are almost
flat or far away, and only a few triangles are needed to approximate them. A solution
to the problem of generating unnecessary triangles is adaptive tessellation, which refers
to algorithms that adapt the tessellation rate depending on some measure (for example

Figure 17.58. Displaced terrain rendering using adaptive fractional tessellation. As can be seen in the
zoomed-in mesh to the right, independent fractional tessellation rates are used for the edges of the red
triangles, which gives us adaptive tessellation. (Images courtesy of Game Computing Applications
Group, Advanced Micro Devices, Inc.)
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Figure 17.59. To the left, a crack is visible between the two regions. This is because the right has
a higher tessellation rate than the left. The problem lies in that the right region has evaluated the
surface where there is a black circle, and the left region has not. The standard solution is shown to
the right.

curvature, triangle edge length, or some screen size measure). Figure 17.58 shows an
example of adaptive tessellation for terrain.

Care must be taken to avoid cracks that can appear between different tessellated
regions. See Figure 17.59. When using fractional tessellation, it is common to base
the edge tessellation factors on information that comes from only the edge itself, since
the edge data are all that is shared between the two connected patches. This is a
good start, but due to floating point inaccuracies, there can still be cracks. Nießner et
al. [1279] discuss how to make the computations fully watertight, e.g., by making sure
that, for an edge, the exact same point is returned regardless of whether tessellation
is done from p0 to p1, or vice versa.

In this section, we will present some general techniques that can be used to compute
fractional tessellation rates, or to decide when to terminate further tessellation and
when to split larger patches into a set of smaller ones.

Terminating Adaptive Tessellation
To provide adaptive tessellation, we need to determine when to stop the tessellation,
or equivalently how to compute fractional tessellation factors. Either you can use only
the information of an edge to determine if tessellation should be terminated, or use
information from an entire triangle, or a combination.

It should also be noted that with adaptive tessellation, one can get swimming or
popping artifacts from frame to frame if the tessellation factors for a certain edge
change too much from one frame to the next. This may be a factor to take into
consideration when computing tessellation factors as well. Given an edge, (a,b), with
an associated curve, i.e., a patch edge curve, we can try to estimate how flat the curve
is between a and b. See Figure 17.60. The midpoint in parametric space between a
and b is found, and its three-dimensional counterpart, c, is computed. Finally, the
length, l, between c and its projection, d, onto the line between a and b, is computed.
This length, l, is used to determine whether the curve segment on that edge if flat
enough. If l is small enough, it is considered flat. Note that this method may falsely
consider an S-shaped curve segment to be flat. A solution to this is to randomly
perturb the parametric sample point [470]. An alternative to using just l is to use
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Figure 17.60. The points a and b have already been generated on this surface. The question is:
Should a new point, that is c, be generated on the surface?

the ratio l/||a− b||, giving a relative measure [404]. Note that this technique can be
extended to consider a triangle as well, where you simply compute the surface point
in the middle of the triangle and use the distance from that point to the triangle’s
plane. To be certain that this type of algorithm terminates, it is common to set some
upper limit on how many subdivisions can be made. When that limit is reached, the
subdivision ends. For fractional tessellation, the vector from c to d can be projected
onto the screen, and its (scaled) length used as a tessellation rate.

So far we have discussed how to determine the tessellation rate from only the shape
of the surface. Other factors that typically are used for on-the-fly tessellation include
whether the local neighborhood of a vertex is [769, 1935]:

1. Inside the view frustum.

2. Frontfacing.

3. Occupying a large area in screen space.

4. Close to the silhouette of the object.

These factors will be discussed in turn here. For view frustum culling, one can place
a sphere to enclose the edge. This sphere is then tested against the view frustum. If
it is outside, we do not subdivide that edge further.

For face culling, the normals at a, b, and possibly c can be computed from the
surface description. These normals, together with a, b, and c, define three planes. If
all are backfacing, it is likely that no further subdivision is needed for that edge.

There are many different ways to implement screen-space coverage (see also Sec-
tion 19.9.2). All methods project some simple object onto the screen and estimate the
length or area in screen space. A large area or length implies that tessellation should
proceed. A fast estimation of the screen-space projection of a line segment from a to
b is shown in Figure 17.61. First, the line segment is translated so that its midpoint
is on the view ray. Then, the line segment is assumed to be parallel to the near plane,
n, and the screen-space projection, s, is computed from this line segment. Using the
points of the line segment a′ and b′ to the right in the illustration, the screen-space
projection is then

s =

√

(a′ − b′) · (a′ − b′)

v · (a′ − e)
. (17.71)
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Figure 17.61. Estimation of the screen-space projection, s, of the line segment.

The numerator is simply the length of the line segment. This is divided by the
distance from the eye, e, to the line segment’s midpoint. The computed screen-
space projection, s, is then compared to a threshold, t, representing the maximum
edge length in screen space. Rewriting the previous equation to avoid computing the
square root, if the following condition is true, the tessellation should continue:

s > t ⇐⇒ (a′ − b′) · (a′ − b′) > t2(v · (a′ − e))2. (17.72)

Note that t2 is a constant and so can be precomputed. For fractional tessellation, s
from Equation 17.71 can be used as the tessellation rate, possibly with a scaling factor
applied. Another way to measure projected edge length is to place a sphere at the
center of the edge, make the radius half the edge length, and then use the projection
of the sphere as the edge tessellation factor [1283]. This test is proportional to the
area, while the test above is proportional to edge length.

Increasing the tessellation rate for the silhouettes is important, since they play
a prime role for the perceived quality of the object. Finding if a triangle is near a
silhouette edge can be done by testing whether the dot product between the normal
at a and the vector from the eye to a is close to zero. If this is true for any of a, b,
or c, further tessellation should be done.

For displaced subdivision, Nießner and Loop [1281] use one of the following
factors for each base mesh vertex v, which is connected to n edge vectors ei,
i ∈ {0, 1, . . . , n− 1}:

f1 = k1 · ||c− v||,

f2 = k2

√∑

ei × ei+1,

f3 = k3 max
(
||e0||, ||e1||, . . . , ||en−1||

)
,

(17.73)

where the loop index, i, goes over all n edges ei connected to v, c is the position
of the camera, and ki are user-supplied constants. Here, f1 is simply based on the
distance to the vertex from the camera, f2 computes the area of the quads connected
to v, and f3 uses the largest edge length. The tessellation factor for a vertex is
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then computed as the maximum of the edge’s two base vertices’ tessellation factors.
The inner tessellation factors are computed as the maximum of the opposite edge’s
tessellation factor (in u and v). This method can be used with any of the edge
tessellation factor methods presented in this section.

Notably, Nießner et al. [1279] recommend using a single global tessellation factor
for characters, which depends on the distance to the character. The number of sub-
divisions is then ⌈log2 f⌉, where f is the per-character tessellation factor, which can
be computed using any of the methods above.

It is hard to say what methods will work in all applications. The best advice is to
test several of the presented heuristics, and combinations of them.

Split and Dice Methods
Cook et al. [289] introduced a method called split and dice, with the goal being to
tessellate surfaces so that each triangle becomes pixel-sized, to avoid geometrical alias-
ing. For real-time purposes, this tessellation threshold should be increased to what
the GPU can handle. Each patch is first split recursively into a set of subpatches until
it is estimated that if uniform tessellation is used for a certain subpatch, the triangles
will have the desired size. Hence, this is also a type of adaptive tessellation.

Imagine a single large patch being used for a landscape. In general, there is no
way that fractional tessellation can adapt so that the tessellation rate is higher closer
to the camera and lower farther away, for example. The core of split and dice may
therefore be useful for real-time rendering, even if the target tessellation rate is to
have larger triangles than pixel-sized in our case.

Next, we describe the general method for split and dice in a real-time graphics
scenario. Assume that a rectangular patch is used. Then start a recursive routine with
the entire parametric domain, i.e., the square from (0, 0) to (1, 1). Using the adaptive
termination criteria just described, test whether the surface is tessellated enough.
If it is, then terminate tessellation. Otherwise, split this domain into four different
equally large squares and call the routine recursively for each of the four subsquares.
Continue recursively until the surface is tessellated enough or a predefined recursion
level is reached. The nature of this algorithm implies that a quadtree is recursively
created during tessellation. However, this will give cracks if adjacent subsquares are
tessellated to different levels. The standard solution is to ensure that two adjacent
subsquares only differ in one level at most. This is called a restricted quadtree. Then
the technique shown to the right in Figure 17.59 is used to fill in the cracks. A
disadvantage with this method is that the bookkeeping is more involved.

Liktor et al. [1044] present a variant of split and dice for the GPU. The problem
is to avoiding swimming artifacts and popping effects when suddenly deciding to split
one more time due to, e.g., the camera having moved closer to a surface. To solve
that, they use a fractional split method, inspired by fractional tessellation. This is
illustrated in Figure 17.62. Since the split is smoothly introduced from one side toward
the center of the curve, or toward the center of the patch side, swimming and popping
artifacts are avoided. When the termination criteria for the adaptive tessellation have



17.6. Efficient Tessellation 775

t = 8

t = 6
t = 4

t = 2
t = 4 

1.0

0.5

0.5

1.0

Figure 17.62. Fractional splitting is applied to a cubic Bézier curve. The tessellation rate t is shown
for each curve. The split point is the large black circle, which is moved in from the right side of
the curve toward the center of the curve. To fractionally split the cubic curve, the black point is
smoothly moved toward the curve’s center and the original curve is replaced with two cubic Bézier
segments that together generate the original curve. To the right, the same concept is illustrated for
a patch, which has been split into four smaller subpatches, where 1.0 indicates that the split point
is on the center point of the edge, and 0.0 means that it is at the patch corner. (Illustration after
Liktor et al. [1044].)

been reached, each remaining subpatch is tessellated by the GPU using fractional
tessellation as well.

17.6.3 Fast Catmull-Clark Tessellation

Catmull-Clark surfaces (Section 17.5.2) are frequently used in modeling software and
in feature film rendering, and hence it is attractive to be able to render these efficiently
using graphics hardware as well. Fast tessellation methods for Catmull-Clark surfaces
have been an active research field over recent years. Here, we will present a handful
of these methods.

Approximating Approaches
Loop and Schaefer [1070] present a technique to convert Catmull-Clark surfaces into a
representation that can be evaluated quickly in the domain shader, without the need
to know the polygons’ neighbors.

As mentioned in Section 17.5.2, the Catmull-Clark surface can be described as
many small B-spline surfaces when all vertices are ordinary. Loop and Schaefer convert
a quadrilateral (quad) polygon in the original Catmull-Clark subdivision mesh to a
bi-cubic Bézier surface (Section 17.2.1). This is not possible for non-quadrilaterals,
and so we assume that there are no such polygons (recall that after the first step
of subdivision there are only quadrilateral polygons). When a vertex has a valence
different from four, it is not possible to create a bicubic Bézier patch that is identical
to the Catmull-Clark surface. Hence, an approximative representation is proposed,
which is exact for quads with valence-four vertices, and close to the Catmull-Clark
surface elsewhere. To this end, both geometry patches and tangent patches are used,
which will be described next.

The geometry patch is simply a bicubic Bézier patch with 4 × 4 control points.
We will describe how these control points are computed. Once this is done, the patch
can be tessellated and the domain shader can evaluate the Bézier patch quickly at
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Figure 17.63. Left: part of a quad mesh, where we want to compute a Bézier patch for the gray
quad. Note that the gray quad has vertices with only valence four. The blue vertices are neighboring
quads’ vertices, and the green circles are the control points of the Bézier patch. The following three
illustrations show the different masks used to compute the green control points. For example, to
compute one of the inner control points, the middle right mask is used, and the vertices of the quad
are weighted with the weight shown in the mask.

any parametric coordinate (u, v). So, assuming we have a mesh consisting of only
quads with vertices of valence four, we want to compute the control points of the
corresponding Bézier patch for a certain quad in the mesh. To that end, the neigh-
borhood around the quad is needed. The standard way of doing this is illustrated
in Figure 17.63, where three different masks are shown. These can be rotated and
reflected in order to create all the 16 control points. Note that in an implementation
the weights for the masks should sum to one, a process that is omitted here for clarity.

The above technique computes a Bézier patch for the ordinary case. When there
is at least one extraordinary vertex, we compute an extraordinary patch [1070]. The
masks for this are shown in Figure 17.64, where the lower left vertex in the gray quad
is an extraordinary vertex.

Note that this results in a patch that approximates the Catmull-Clark subdivision
surface, and, it is only C0 along edges with an extraordinary vertex. This often looks
distracting when shading is added, and hence a similar trick as used for N-patches
(Section 17.2.4) is suggested. However, to reduce the computational complexity, two
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Figure 17.64. Left: a Bézier patch for the gray quad of the mesh is to be generated. The lower left
vertex in the gray quad is extraordinary, since its valence is n 6= 4. The blue vertices are neighboring
quads’ vertices, and the green circles are the control points of the Bézier patch. The following three
illustrations show the different masks used to compute the green control points.
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Figure 17.65. Left: quad structure of a mesh. White quads are ordinary, green have one extraordi-
nary vertex, and blue have more than one. Middle left: geometry patch approximation. Middle right:
geometry patches with tangent patches. Note that the obvious (red circle) shading artifacts disap-
peared. Right: true Catmull-Clark surface. (Image courtesy of Charles Loop and Scott Schaefer,
reprinted with permission from Microsoft Corporation.)

tangent patches are derived: one in the u-direction, and one the v-direction. The
normal is then found as the cross product between those vectors. In general, the
derivatives of a Bézier patch are computed using Equation 17.35. However, since the
derived Bézier patches approximate the Catmull-Clark surface, the tangent patches
will not form a continuous normal field. Consult Loop and Schaefer’s paper [1070]
on how to overcome these problems. Figure 17.65 shows an example of the types of
artifacts that can occur.

Kovacs et al. [931] describe how the method above can be extended to also handle
creases and corners (Section 17.5.3), and implement these extensions in Valve’s Source
engine.

Feature Adaptive Subdivision and OpenSubdiv
Pixar presented an open-source system called OpenSubdiv that implements a set of
techniques called feature adaptive subdivision (FAS) [1279, 1280, 1282]. The basic ap-
proach is rather different from the previous technique just discussed. The foundation
of this work lies in that subdivision is equivalent to bicubic B-spline patches (Sec-
tion 17.2.6) for regular faces, i.e., quads where each vertex is regular, which means
that the vertex has valence four. So, subdivision continues recursively only for non-
regular faces, up until some maximum subdivision level is reached. This is illustrated
on the left in Figure 17.66. FAS can also handle creases and semi-smooth creases [347],
and the FAS algorithm also needs to subdivide around such creases, which is illus-
trated on the right in Figure 17.66. The bicubic B-spline patches can be rendered
directly using the tessellation pipeline.

The method starts by creating a table using the CPU. This table encodes indices
to vertices that need to be accessed during subdivision up to a specified level. As
such, the base mesh can be animated since the indices are independent of the vertex
positions. As soon as a bicubic B-spline patch is generated, recursion needs not to
be continued, which means that the table usually becomes relatively small. The base
mesh and the table with indices and additional valence and crease data are uploaded
to the GPU once.
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Figure 17.66. Left: recursive subdivision around an extraordinary vertex, i.e., the middle vertex has
three edges. As recursion continues, it leaves a band of regular patches (with four vertices, each with
four incoming edges) behind. Right: subdivision around a smooth crease indicated by the bold line
in the middle. (Illustration after Nießner et al. [1279].)

To subdivide the mesh one step, new face points are computed first, followed by
new edge points, and finally the vertices are updated, and one compute shader is
used for each of these types. For rendering, a distinction between full patches and
transition patches is made. A full patch (FP) only shares edges with patches of the
same subdivision level, and a regular FP is directly rendered as a bicubic B-spline patch
using the GPU tessellation pipeline. Subdivision continues otherwise. The adaptive
subdivision process ensures that there is at most a difference of one subdivision level
between neighboring patches. A transition patch (TP) has a difference in subdivision
level against at least one neighbor. To get crack-free renderings, each TP is split into
several subpatches as shown in Figure 17.67. In this way, tessellated vertices match
along both sides of each edge. Each type of subpatch is rendered using different
hull and domain shaders that implement interpolation variants. For example, the
leftmost case in Figure 17.67 is rendered as three triangular B-spline patches. Around
extraordinary vertices, another domain shader is used where limit positions and limit
normals are computed using the method of Halstead et al. [655]. An example of
Catmull-Clark surface rendering using OpenSubdiv is shown in Figure 17.68.

Figure 17.67. Red squares are transition patches, and each has four immediate neighbors, which are
either blue (current subdivision level) or green (next subdivision level). This illustration shows the
five configurations that can occur, and how they are stitched together. (Illustration after Nießner et
al. [1279].)
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Figure 17.68. Left: the control mesh in green and red lines with the gray surface (8k vertices)
generated using one subdivision step. Middle: the mesh subdivided an additional two steps (102k
vertices). Right: the surface generated using adaptive tessellation (28k vertices). (Images generated
using OpenSubdiv’s dxViewer.)

The FAS algorithm handles creases, semi-smooth creases, hierarchical details, and
adaptive level of detail. We refer to the FAS paper [1279] and Nießner’s PhD the-
sis [1282] for more details. Schäfer et al. [1547] presents a variant of FAS, called DFAS,
which is even faster.

Adaptive Quadtrees
Brainerd et al. [190] present a method called adaptive quadtrees. It is similar to the ap-
proximating scheme by Loop and Schaefer [1070] in that a single tessellated primitive
is submitted per quad of the original base mesh. In addition, it precomputes a subdi-
vision plan, which is a quadtree that encodes the hierarchical subdivision (similar to
feature adaptive subdivision) from an input face, down to some maximum subdivision
level. The subdivision plan also contains a list of stencil masks of the control points
needed by the subdivided faces.

During rendering, the quadtree is traversed, making it possible to map (u, v)-
coordinates to a patch in the subdivision hierarchy, which can be directly evaluated.
A quadtree leaf is a subregion of the domain of the original face, and the surface in
this subregion can be directly evaluated using the control points in the stencil. An
iterative loop is used to traverse the quadtree in the domain shader, whose input is a
parametric (u, v)-coordinate. Traversal needs to continue until a leaf node is reached
in which the (u, v)-coordinates are located. Depending on the type of node reached in
the quadtree, different actions are taken. For example, when reaching a subregion that
can be evaluated directly, the 16 control points for its corresponding bicubic B-spline
patch are retrieved, and the shader continues with evaluating that patch.

See Figure 17.1 on page 718 for an example rendered using this technique. This
method is the fastest to date that renders Catmull-Clark subdivision surfaces exactly,
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Figure 17.69. Left: hierarchical subdivision according to feature adaptive subdivision (FAS), where
each triangle and quad is rendered as a separate tessellated primitive. Right: hierarchical subdivi-
sion using adaptive quadtrees, where the entire quad is rendered as a single tessellated primitive.
(Illustration after Brainerd et al. [190].)

and handles creases and other topological features. An additional advantage of using
adaptive quadtrees over FAS is illustrated in Figure 17.69 and further shown in Fig-
ure 17.70. Adaptive quadtrees also provide more uniform tessellations since there is a
one-to-one mapping between each submitted quad and tessellated primitive.

Figure 17.70. Subdivision patches using adaptive quadtrees. Each patch, corresponding to a base
mesh face, is surrounded by black curves on the surface and the subdivision steps are illustrated
hierarchically inside each patch. As can be seen, there is one patch with uniform color in the center.
This implies that it was rendered as a bicubic B-spline patch, while others (with extraordinary
vertices) clearly show their underlying adaptive quadtrees. (Image courtesy of Wade Brainerd.)
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Further Reading and Resources

The topic of curves and surfaces is huge, and for more information, it is best to consult
the books that focus solely on this topic. Mortenson’s book [1242] serves as a good
general introduction to geometric modeling. Books by Farin [458, 460], and by Hoschek
and Lasser [777] are general and treat many aspects of Computer Aided Geometric
Design (CAGD). For implicit surfaces, consult the book by Gomes et al. [558] and the
more recent article by de Araújo et al. [67]. For much more information on subdivision
surfaces, consult Warren and Heimer’s book [1847] and the SIGGRAPH course notes
on “Subdivision for Modeling and Animation” by Zorin et al. [1977]. The course on
substitutes for subdivision surfaces by Ni et al. [1275] is a useful resource here as well.
The survey by Nießner et al. [1283] and Nießner’s PhD thesis [1282] are great for
information on real-time rendering of subdivision surfaces using the GPU.

For spline interpolation, we refer the interested reader to the Killer B’s book [111]
in addition to the books above by Farin [458] and Hoschek and Lasser [777]. Many
properties of Bernstein polynomials, both for curves and surfaces, are given by Gold-
man [554]. Almost everything you need to know about triangular Bézier surfaces can
be found in Farin’s article [457]. Another class of rational curves and surfaces is the
nonuniform rational B-spline (NURBS) [459, 1416, 1506], often used in CAD.
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Chapter 18

Pipeline Optimization

“We should forget about small efficiencies, say about 97% of
the time: Premature optimization is the root of all evil.”

—Donald Knuth

Throughout this volume, algorithms have been presented within a context of qual-
ity, memory, and performance trade-offs. In this chapter we will discuss performance
problems and opportunities that are not associated with particular algorithms. Bot-
tleneck detection and optimization are the focus, starting with making small, localized
changes, and ending with techniques for structuring an application as a whole to take
advantage of multiprocessing capabilities.

As we saw in Chapter 2, the process of rendering an image is based on a pipelined
architecture with four conceptual stages: application, geometry processing, rasteri-
zation, and pixel processing. There is always one stage that is the bottleneck—the
slowest process in the pipeline. This implies that this bottleneck stage sets the limit
for the throughput, i.e., the total rendering performance, and so is a prime candidate
for optimization.

Optimizing the performance of the rendering pipeline resembles the procedure of
optimizing a pipelined processor (CPU) [715] in that it consists mainly of two steps.
First, the bottleneck of the pipeline is located. Second, that stage is optimized in
some way; and after that, step one is repeated if the performance goals have not been
met. Note that the bottleneck may or may not be located at the same place after
the optimization step. It is a good idea to put only enough effort into optimizing the
bottleneck stage so that the bottleneck moves to another stage. Several other stages
may have to be optimized before this stage becomes the bottleneck again. For this
reason, effort should not be wasted on over-optimizing a stage.

The location of the bottleneck may change within a frame, or even within a draw
call. At one moment the geometry stage may be the bottleneck because many tiny
triangles are rendered. Later in the frame pixel processing could be the bottleneck
because a heavyweight procedural shader is evaluated at each pixel. In a pixel shader
execution may stall because the texture queue is full, or take more time as a particular
loop or branch is reached. So, when we talk about, say, the application stage being the

783
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bottleneck, we mean it is the bottleneck most of the time during that frame. There is
rarely only one bottleneck.

Another way to capitalize on the pipelined construction is to recognize that when
the slowest stage cannot be optimized further, the other stages can be made to work
just as much as the slowest stage. This will not change performance, since the speed of
the slowest stage will not be altered, but the extra processing can be used to improve
image quality [1824]. For example, say that the bottleneck is in the application stage,
which takes 50 milliseconds (ms) to produce a frame, while the others each take 25
ms. This means that without changing the speed of the rendering pipeline (50 ms
equals 20 frames per second), the geometry and the rasterizer stages could also do
their work in 50 ms. For example, we could use a more sophisticated lighting model
or increase the level of realism with shadows and reflections, assuming that this does
not increase the workload on the application stage.

Compute shaders also change the way we think about bottlenecks and unused
resources. For example, if a shadow map is being rendered, vertex and pixel shaders are
simple and the GPU computational resources might be underutilized if fixed-function
stages such as the rasterizer or the pixel merger become the bottleneck. Overlapping
such draws with asynchronous compute shaders can keep the shader units busy when
these conditions arise [1884]. Task-based multiprocessing is discussed in the final
section of this chapter.

Pipeline optimization is a process in which we first maximize the rendering speed,
then allow the stages that are not bottlenecks to consume as much time as the bottle-
neck. That said, it is not always a straightforward process, as GPUs and drivers can
have their own peculiarities and fast paths. When reading this chapter, the dictum

KNOW YOUR ARCHITECTURE

should always be in the back of your mind, since optimization techniques vary greatly
for different architectures. That said, be wary of optimizing based on a specific GPU’s
implementation of a feature, as hardware can and will change over time [530]. A related
dictum is, simply,

MEASURE, MEASURE, MEASURE.

18.1 Profiling and Debugging Tools
Profiling and debugging tools can be invaluable in finding performance problems in
your code. Capabilities vary and can include:

• Frame capture and visualization. Usually step-by-step frame replay is available,
with the state and resources in use displayed.

• Profiling of time spent across the CPU and GPU, including time spent calling
the graphics API.
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• Shader debugging, and possibly hot editing to see the effects of changing code.

• Use of debug markers set in the application, to help identify areas of code.

Profiling and debugging tools vary with the operating system, the graphics API,
and often the GPU vendor. There are tools for most combinations, and that’s why
the gods created Google. That said, we will mention a few package names specifically
for interactive graphics to get you started on your quest:

• RenderDoc is a high-quality Windows debugger for DirectX, OpenGL, and
Vulkan, originally developed by Crytek and now open source.

• GPU PerfStudio is AMD’s suite of tools for their graphics hardware offerings,
working on Windows and Linux. One notable tool provided is a static shader an-
alyzer that gives performance estimates without needing to run the application.
AMD’s Radeon GPU Profiler is a separate, related tool.

• NVIDIA Nsight is a performance and debugging system with a wide range of
features. It integrates with Visual Studio on Windows and Eclipse on Mac OS
and Linux.

• Microsoft’s PIX has long been used by Xbox developers and has been brought
back for DirectX 12 on Windows. Visual Studio’s Graphics Diagnostics can be
used with earlier versions of DirectX.

• GPUView from Microsoft uses Event Tracing for Windows (ETW), an efficient
event logging system. GPUView is one of several programs that are consumers
of ETW sessions. It focuses on the interaction between CPU and GPU, showing
which is the bottleneck [783].

• Graphics Performance Analyzers (GPA) is a suite from Intel, not specific to their
graphics chips, that focuses on performance and frame analysis.

• Xcode on OSX provides Instruments, which has several tools for timing, perfor-
mance, networking, memory leaks, and more. Worth mentioning are OpenGL
ES Analysis, which detects performance and correctness problems and proposes
solutions, and Metal System Trace, which provides tracing information from the
application, driver, and GPU.

These are the major tools that have existed for a few years. That said, sometimes
no tool will do the job. Timer query calls are built into most APIs to help profile
a GPU’s performance. Some vendors provide libraries to access GPU counters and
thread traces as well.
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18.2 Locating the Bottleneck
The first step in optimizing a pipeline is to locate the largest bottleneck [1679]. One
way of finding bottlenecks is to set up several tests, where each test decreases the
amount of work a particular stage performs. If one of these tests causes the frames
per second to increase, the bottleneck stage has been found. A related way of testing
a stage is to reduce the workload on the other stages without reducing the workload
on the stage being tested. If performance does not change, the bottleneck is the
stage where the workload was not altered. Performance tools can provide detailed
information on which API calls are expensive, but do not necessarily pinpoint exactly
what stage in the pipeline is slowing down the rest. Even when they do, it is useful
to understand the idea behind each test.

What follows is a brief discussion of some of the ideas used to test the various stages,
to give a flavor of how such testing is done. A perfect example of the importance of
understanding the underlying hardware comes with the advent of the unified shader
architecture. It forms the basis of many GPUs from the end of 2006 on. The idea
is that vertex, pixel, and other shaders all use the same functional units. The GPU
takes care of load balancing, changing the proportion of units assigned to vertex versus
pixel shading. As an example, if a large quadrilateral is rendered, only a few shader
units could be assigned to vertex transformation, while the bulk are given the task
of fragment processing. Pinpointing whether the bottleneck is in the vertex or pixel
shader stage is less obvious [1961]. Either shader processing as a whole or another
stage will still be the bottleneck, however, so we discuss each possibility in turn.

18.2.1 Testing the Application Stage

If the platform being used is supplied with a utility for measuring the workload on the
processor(s), that utility can be used to see if your program uses 100% (or near that)
of the CPU processing power. If the CPU is in constant use, your program is likely
to be CPU-limited. This is not always foolproof, since the application may at times
be waiting for the GPU to complete a frame. We talk about a program being CPU-
or GPU-limited, but the bottleneck can change over the lifetime of a frame.

A smarter way to test for CPU limits is to send down data that causes the GPU
to do little or no work. For some systems this can be accomplished by simply using
a null driver (a driver that accepts calls but does nothing) instead of a real driver.
This effectively sets an upper limit on how fast you can get the entire program to
run, because you do not use the graphics hardware nor call the driver, and thus, the
application on the CPU is always the bottleneck. By doing this test, you get an idea
on how much room for improvement there is for the GPU-based stages not run in
the application stage. That said, be aware that using a null driver can also hide any
bottleneck due to driver processing itself and communication between CPU and GPU.
The driver can often be the cause of a CPU-side bottleneck, a topic we discuss in
depth later on.
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Another more direct method is to underclock the CPU, if possible [240]. If per-
formance drops in direct proportion to the CPU rate, the application is CPU-bound
to at least some extent. This same underclocking approach can be done for GPUs. If
the GPU is slowed down and performance decreases, then at least some of the time
the application is GPU-bound. These underclocking methods can help identify a bot-
tleneck, but can sometimes cause a stage that was not a bottleneck before to become
one. The other option is to overclock, but you did not read that here.

18.2.2 Testing the Geometry Processing Stage
The geometry stage is the most difficult stage to test. This is because if the workload
on this stage is changed, then the workload on one or both of the other stages is often
changed as well. To avoid this problem, Cebenoyan [240] gives a series of tests working
from the rasterizer stages back up the pipeline.

There are two main areas where a bottleneck can occur in the geometry stage:
vertex fetching and processing. To see if the bottleneck is due to object data transfer,
increase the size of the vertex format. This can be done by sending several extra
texture coordinates per vertex, for example. If performance falls, this area is the
bottleneck.

Vertex processing is done by the vertex shader. For the vertex shader bottleneck,
testing consists of making the shader program longer. Some care has to be taken to
make sure the compiler is not optimizing away these additional instructions.

If your pipeline also uses geometry shaders, their performance is a function of
output size and program length. If you are using tessellation shaders, again program
length affects performance, as well as the tessellation factor. Varying any of these
elements, while avoiding changes in the work other stages perform, can help determine
whether any are the bottleneck.

18.2.3 Testing the Rasterization Stage

This stage consists of triangle setup and triangle traversal. Shadow map generation,
which uses extremely simple pixel shaders, can bottleneck in the rasterizer or merging
stages. Though normally rare [1961], it is possible for triangle setup and rasterization
to be the bottleneck for small triangles from tessellation or objects such as grass or
foliage. However, small triangles can also increase the use of both vertex and pixel
shaders. More vertices in a given area clearly increases vertex shader load. Pixel
shader load also increases because each triangle is rasterized by a set of 2× 2 quads,
so the number of pixels outside of each triangle increases [59]. This is sometimes
called quad overshading (Section 23.1). To find if rasterization is truly the bottleneck,
increase the execution time of both the vertex and pixel shaders by increasing their
program sizes. If the render time per frame does not increase, then the bottleneck is
in the rasterization stage.
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18.2.4 Testing the Pixel Processing Stage

The pixel shader program’s effect can be tested by changing the screen resolution. If
a lower screen resolution causes the frame rate to rise appreciably, the pixel shader
is likely to be the bottleneck, at least some of the time. Care has to be taken if a
level of detail system is in place. A smaller screen is likely to also simplify the models
displayed, lessening the load on the geometry stage.

Lowering the display resolution can also affect costs from triangle traversal, depth
testing and blending, and texture access, among other factors. To avoid these factors
and isolate the bottleneck, one approach is the same as that taken with vertex shader
programs, to add more instructions to see the effect on execution speed. Again, it
is important to determine that these additional instructions are not optimized away
by the compiler. If frame rendering time increases, the pixel shader is the bottleneck
(or at least has become the bottleneck at some point as its execution cost increased).
Alternately, the pixel shader could be simplified to a minimum number of instructions,
something often difficult to do in a vertex shader. If overall rendering time decreases,
a bottleneck has been found. Texture cache misses can also be costly. If replacing
a texture with a 1 × 1 resolution version gives considerably faster performance, then
texture memory access is a bottleneck.

Shaders are separate programs that have their own optimization techniques. Pers-
son [1383, 1385] presents several low-level shader optimizations, as well as specifics
about how graphics hardware has evolved and how best practices have changed.

18.2.5 Testing the Merging Stage

In this stage depth and stencil tests are made, blending is done, and surviving results
are written to buffers. Changing the output bit depth for these buffers is one way to
vary the bandwidth costs for this stage and see if it could be the bottleneck. Turning
alpha blending on for opaque objects or using other blending modes also affects the
amount of memory access and processing performed by raster operations.

This stage can be the bottleneck with post-processing passes, shadows, particle
system rendering, and, to a lesser extent, rendering hair and grass, where the vertex
and pixel shaders are simple and so do little work.

18.3 Performance Measurements
To optimize we need to measure. Here we discuss different measures of GPU speed.
Graphics hardware manufacturers used to present peak rates such as vertices per
second and pixels per second , which were at best hard to reach. Also, since we are
dealing with a pipelined system, true performance is not as simple as listing these kinds
of numbers. This is because the location of the bottleneck may move from one time to
another, and the different pipeline stages interact in different ways during execution.
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Because of this complexity, GPUs are marketed in part on their physical properties,
such as the number and clock rate of cores, memory size, speed, and bandwidth.

All that said, GPU counters and thread traces, if available, are important diagnos-
tic tools when used well. If the peak performance of some given part is known and the
count is lower, then this area is unlikely to be the bottleneck. Some vendors present
counter data as a utilization percentage for each stage. These values are over a given
time period during which the bottleneck can move, and so are not perfect, but help
considerably in finding the bottleneck.

More is better, but even seemingly simple physical measurements can be difficult
to compare precisely. For example, the clock rate for the same GPU can vary among
IHV partners, as each has its own cooling solution and so overclocks its GPUs to what
it considers safe. Even FPS benchmark comparisons on a single system are not always
as simple as they sound. NVIDIA’s GPU Boost [1666] and AMD’s PowerTune [31]
technology are good examples of our dictum “know your architecture.” NVIDIA’s
GPU Boost arose in part because some synthetic benchmarks worked many parts of
the GPU’s pipeline simultaneously and so pushed power usage to the limit, meaning
that NVIDIA had to lower its base clock rate to keep the chip from overheating.
Many applications do not exercise all parts of the pipeline to such an extent, so can
safely be run at a higher clock rate. The GPU Boost technology tracks GPU power
and temperature characteristics and adjusts the clock rate accordingly. AMD and
Intel have similar power/performance optimizations with their GPUs. This variability
can cause the same benchmark to run at different speeds, depending on the initial
temperature of the GPU. To avoid this problem, Microsoft provides a method in
DirectX 12 to lock the GPU core clock frequency in order to get stable timings [121].
Examining power states is possible for other APIs, but is more complex [354].

When it comes to measuring performance for CPUs, the trend has been to avoid
IPS (instructions per second), FLOPS (floating point operations per second), gigahertz,
and simple short benchmarks. Instead, the preferred method is to measure wall clock
times for a range of different, real programs [715], and then compare the running
times for these. Following this trend, most independent graphics benchmarks measure
the actual frame rate in FPS for several given scenes, and for a variety of different
screen resolutions, along with antialiasing and quality settings. Many graphics-heavy
games include a benchmarking mode or have one created by a third party, and these
benchmarks are commonly used in comparing GPUs.

While FPS is useful shorthand for comparing GPUs running benchmarks, it should
be avoided when analyzing a series of frame rates. The problem with FPS is that it is a
reciprocal measure, not linear, and so can lead to analysis errors. For example, imagine
you find the frame rate of your application at different times is 50, 50, and 20 FPS.
If you average these values you get 40 FPS. That value is misleading at best. These
frame rates translate to 20, 20, and 50 milliseconds, so the average frame time is 30 ms,
which is 33.3 FPS. Similarly, milliseconds are pretty much required when measuring
the performance of individual algorithms. For a specific benchmarking situation with
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a given test and a given machine, it is possible to say that some particular shadow
algorithm or post-process effect “costs” 7 FPS, and that the benchmark ran this
much slower. However, it is meaningless to generalize this statement, since this value
also depends on how much time it takes to process everything else in the frame and
because you cannot add together the FPS of different techniques (but you can add
times) [1378].

To be able to see the potential effects of pipeline optimization, it is important
to measure the total rendering time per frame with double buffering disabled, i.e., in
single-buffer mode by turning vertical synchronization off. This is because with double
buffering turned on, swapping of the buffers occurs only in synchronization with the
frequency of the monitor, as explained in the example in Section 2.1. De Smedt [331]
discusses analyzing frame times to find and fix frame stutter problems from spikes
in the CPU workload, as well as other useful tips for optimizing performance. Using
statistical analysis is usually necessary. It is also possible to use GPU timestamps to
learn what is happening within a frame [1167, 1422].

Raw speed is important, but for mobile devices another goal is optimizing power
consumption. Purposely lowering the frame rate but keeping the application inter-
active can significantly extend battery life and have little effect on the user’s experi-
ence [1200]. Akenine-Möller and Johnsson [25, 840] note that performance per watt is
like frames per second, with the same drawbacks as FPS. They argue a more useful
measure is joules per task, e.g., joules per pixel.

18.4 Optimization
Once a bottleneck has been located, we want to optimize that stage to boost the
performance. In this section we present optimization techniques for the application,
geometry, rasterization, and pixel processing stages.

18.4.1 Application Stage

The application stage is optimized by making the code faster and the memory accesses
of the program faster or fewer. Here we touch upon some of the key elements of code
optimization that apply to CPUs in general.

For code optimization, it is crucial to locate the place in the code where most of
the time is spent. A good code profiler is critical in finding these code hot spots,
where most time is spent. Optimization efforts are then made in these places. Such
locations in the program are often inner loops, pieces of the code that are executed
many times each frame.

The basic rule of optimization is to try a variety of tactics: Reexamine algorithms,
assumptions, and code syntax, trying variants as possible. CPU architecture and
compiler performance often limit the user’s ability to form an intuition about how to
write the fastest code, so question your assumptions and keep an open mind.
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One of the first steps is to experiment with the optimization flags for the compiler.
There are usually a number of different flags to try. Make few, if any, assumptions
about what optimization options to use. For example, setting the compiler to use
more aggressive loop optimizations could result in slower code. Also, if possible, try
different compilers, as these are optimized in different ways, and some are markedly
superior. Your profiler can tell you what effect any change has.

Memory Issues
Years ago the number of arithmetic instructions was the key measure of an algorithm’s
efficiency; now the key is memory access patterns. Processor speed has increased
much more rapidly than the data transfer rate for DRAM, which is limited by the pin
count. Between 1980 and 2005, CPU performance doubled about every two years, and
DRAM performance doubled about every six [1060]. This problem is known as the
Von Neumann bottleneck or the memory wall. Data-oriented design focuses on cache
coherency as a means of optimization.1

On modern GPUs, what matters is the distance traveled by data. Speed and
power costs are proportional to this distance. Cache access patterns can make up
to an orders-of-magnitude performance difference [1206]. A cache is a small fast-
memory area that exists because there is usually much coherence in a program, which
the cache can exploit. That is, nearby locations in memory tend to be accessed one
after another (spatial locality), and code is often accessed sequentially. Also, memory
locations tend to be accessed repeatedly (temporal locality), which the cache also
exploits [389]. Processor caches are fast to access, second only to registers for speed.
Many fast algorithms work to access data as locally (and as little) as possible.

Registers and local caches form one end of the memory hierarchy, which extends
next to dynamic random access memory (DRAM), then to storage on SSDs and hard
disks. At the top are small amounts of fast, expensive memory, at the bottom are
large amounts of slow and inexpensive storage. Between each level of the hierarchy
the speed drops by some noticeable factor. See Figure 18.1. For example, processor
registers are usually accessed in one clock cycle, while L1 cache memory is accessed in
a few cycles. Each change in level has an increase in latency in this way. As discussed
in Section 3.10, sometimes latency can be hidden by the architecture, but it is always
a factor that must be kept in mind.

Bad memory access patterns are difficult to directly detect in a profiler. Good
patterns need to be built into the design from the start [1060]. Below is a list of
pointers that should be kept in consideration when programming.

• Data that is accessed sequentially in the code should also be stored sequentially
in memory. For example, when rendering a triangle mesh, store texture coordi-
nate #0, normal #0, color #0, vertex #0, texture coordinate #1, and normal
#1, sequentially in memory if they are accessed in that order. This can also be

1This area of study should not be confused with data-driven design, which can mean any number
of things, from the AWK programming language to A/B testing.
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Figure 18.1. The memory hierarchy. Speed and cost decrease as we descend the pyramid.

important on the GPU, as with the post-transform vertex cache (Section 16.4.4).
Also see Section 16.4.5 for why storing separate streams of data can be beneficial.

• Avoid pointer indirection, jumps, and function calls (in critical parts of the
code), as these may significantly decrease CPU performance. You get pointer
indirection when you follow a pointer to another pointer and so on. Modern
CPUs try to speculatively execute instructions (branch prediction) and fetch
memory (cache prefetching) to keep all their functional units busy running code.
These techniques are highly effective when the code flow is consistent in a loop,
but fail with branching data structures such as binary trees, linked lists, and
graphs; use arrays instead, as possible. McVoy and Staelin [1194] show a code
example that follows a linked list through pointers. This causes cache misses
for data both before and after, and their example stalls the CPU more than
100 times longer than it takes to follow the pointer (if the cache could provide
the address of the pointer). Smits [1668] notes how flattening a pointer-based
tree into a list with skip pointers considerably improves hierarchy traversal.
Using a van Emde Boas layout is another way to help avoid cache misses—see
Section 19.1.4. High-branching trees are often preferable to binary trees because
they reduce the tree depth and so reduce the amount of indirection.

• Aligning frequently used data structures to multiples of the cache line size can
significantly improve overall performance. For example, 64 byte cache lines are
common on Intel and AMD processors [1206]. Compiler options can help, but it
is wise to design your data structures with alignment, called padding , in mind.
Tools such as VTune and CodeAnalyst for Windows and Linux, Instruments
for the Mac, and the open-source Valgrind for Linux can help identify caching
bottlenecks. Alignment can also affect GPU shader performance [331].
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• Try different organizations of data structures. For example, Hecker [698] shows
how a surprisingly large amount of time was saved by testing a variety of matrix
structures for a simple matrix multiplier. An array of structures,

struct Vertex {float x,y,z;};

Vertex myvertices [1000];

or a structure of arrays,

struct VertexChunk {float x[1000] ,y[1000] ,z[1000];};

VertexChunk myvertices;

may work better for a given architecture. This second structure is better for
using SIMD commands, but as the number of vertices goes up, the chance of a
cache miss increases. As the array size increases, a hybrid scheme,

struct Vertex4 {float x[4],y[4],z[4];};

Vertex4 myvertices [250];

may be the best choice.

• It is often better to allocate a large pool of memory at start-up for objects of the
same size, and then use your own allocation and free routines for handling the
memory of that pool [113, 736]. Libraries such as Boost provide pool allocation.
A set of contiguous records is more likely to be cache coherent than those created
by separate allocations. That said, for languages with garbage collection, such
as C# and Java, pools can actually reduce performance.

While not directly related to memory access patterns, it is worthwhile to avoid
allocating or freeing memory within the rendering loop. Use pools and allocate scratch
space once, and have stacks, arrays, and other structures only grow (using a variable
or flags to note which elements should be treated as deleted).

18.4.2 API Calls

Throughout this book we have given advice based on general trends in hardware. For
example, indexed vertex buffers objects are usually the fastest way to provide the
accelerator with geometric data (Section 16.4.5). This section is about how to best
call the graphics API itself. Most graphics APIs have similar architectures, and there
are well-established ways of using them efficiently.

Understanding object buffer allocation and storage is basic to efficient render-
ing [1679]. For a desktop system with a CPU and a separate, discrete GPU, each
normally has its own memory. The graphics driver is usually in control of where
objects reside, but it can be given hints of where best to store them. A common
classification is static versus dynamic buffers. If the buffer’s data are changing each
frame, using a dynamic buffer, which requires no permanent storage space on the
GPU, is preferable. Consoles, laptops with low-power integrated GPUs, and mobile
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devices usually have unified memory, where the GPU and CPU share the same phys-
ical memory. Even in these setups, allocating a resource in the right pool matters.
Correctly tagging a resource as CPU-only or GPU-only can still yield benefits. In
general, if a memory area has to be accessed by both chips, when one writes to it
the other has to invalidate its caches—an expensive operation—to be sure not to get
stale data.

If an object is not deforming, or the deformations can be carried out entirely by
shader programs (e.g., skinning), then it is profitable to store the data for the object
in GPU memory. The unchanging nature of this object can be signaled by storing it as
a static buffer. In this way, it does not have to be sent across the bus for every frame
rendered, thus avoiding any bottleneck at this stage of the pipeline. The internal
memory bandwidth on a GPU is normally much higher than the bus between CPU
and GPU.

State Changes
Calling the API has several costs associated with it. On the application side, more calls
mean more application time spent, regardless of what the calls actually do. This cost
can be minimal or noticeable, and a null driver can help identify it. Query functions
that depend on values from the GPU can potentially halve the frame rate due to
stalls from synchronization with the CPU [1167]. Here we will delve into optimizing
a common graphics operation, preparing the pipeline to draw a mesh. This operation
may involve changing the state, e.g., setting the shaders and their uniforms, attaching
textures, changing the blend state or the color buffer used, and so on.

A major way for the application to improve performance is to minimize state
changes by grouping objects with a similar rendering state. Because the GPU is an
extremely complex state machine, perhaps the most complex in computer science,
changing the state can be expensive. While a little of the cost can involve the GPU,
most of the expense is from the driver’s execution on the CPU. If the GPU maps well
to the API, the state change cost tends to be predictable, though still significant. If
the GPU has a tight power constraint or limited silicon footprint, such as with some
mobile devices, or has a hardware bug to work around, the driver may have to perform
heroics that cause unexpectedly high costs. State change costs are mostly on the CPU
side, in the driver.

One concrete example is how the PowerVR architecture supports blending. In
older APIs blending is specified using a fixed-function type of interface. PowerVR’s
blending is programmable, which means that their driver has to patch the current
blend state into the pixel shader [699]. In this case a more advanced design does
not map well to the API and so incurs a significant setup cost in the driver. While
throughout this chapter we note that hardware architecture and the software running
it can affect the importance of various optimizations, this is particularly true for state
change costs. Even the specific GPU type and driver release may have an effect.
While reading, please imagine the phrase “your mileage may vary” stamped in large
red letters over every page of this section.
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Everitt and McDonald [451] note that different types of state changes vary consid-
erably in cost, and give some rough idea as to how many times a second a few could be
performed on an NVIDIA OpenGL driver. Here is their order, from most expensive
to least, as of 2014:

• Render target (framebuffer object), ∼60k/sec.

• Shader program, ∼300k/sec.

• Blend mode (ROP), such as for transparency.

• Texture bindings, ∼1.5M/sec.

• Vertex format.

• Uniform buffer object (UBO) bindings.

• Vertex bindings.

• Uniform updates, ∼10M/sec.

This approximate cost order is borne out by others [488, 511, 741]. One even more
expensive change is switching between the GPU’s rendering mode and its compute
shader mode [1971]. Avoiding state changes can be achieved by sorting the objects to
be displayed by grouping them by shader, then by textures used, and so on down the
cost order. Sorting by state is sometimes called batching.

Another strategy is to restructure the objects’ data so that more sharing occurs.
A common way to minimize texture binding changes is to put several texture im-
ages into one large texture or, better yet, a texture array. If the API supports it,
bindless textures are another option to avoid state changes (Section 6.2.5). Chang-
ing the shader program is usually relatively expensive compared to updating uni-
forms, so variations within a class of materials may be better represented by a single
shader that uses “if” statements. You might also be able to make larger batches
by sharing a shader [1609]. Making shaders more complex can also lower perfor-
mance on the GPU, however. Measuring to see what is effective is the only foolproof
way to know.

Making fewer, more effective calls to the graphics API can yield some additional
savings. For example, often several uniforms can be defined and set as a group, so
binding a single uniform buffer object is considerably more efficient [944]. In DirectX
these are called constant buffers. Using these properly saves both time per function
and time spent error-checking inside each individual API call [331, 613].

Modern drivers often defer setting state until the first draw call encountered. If
redundant API calls are made before then, the driver will filter these out, thus avoiding
the need to perform a state change. Often a dirty flag is used to note that a state
change is needed, so going back to a base state after each draw call may become costly.
For example, you may want to assume state X is off by default when you are about
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to draw an object. One way to achieve this is “Enable(X); Draw(M1); Disable(X);”
then “Enable(X); Draw(M2); Disable(X);” thus restoring the state after each draw.
However, it is also likely to waste significant time setting the state again between the
two draw calls, even though no actual state change occurs between them.

Usually the application has higher-level knowledge of when a state change is
needed. For example, changing from a “replace” blending mode for opaque surfaces
to an “over” mode for transparent ones normally needs to be done once during the
frame. Issuing the blend mode before rendering each object can easily be avoided.
Galeano [511] shows how ignoring such filtering and issuing unneeded state calls would
have cost their WebGL application up to nearly 2 ms/frame. However, if the driver
already does such redundancy filtering efficiently, performing this same testing per
call in the application can be a waste. How much effort to spend filtering out API
calls primarily depends on the underlying driver [443, 488, 741].

Consolidating and Instancing
Using the API efficiently avoids having the CPU be the bottleneck. One other concern
with the API is the small batch problem. If ignored, this can be a significant factor
affecting performance in modern APIs. Simply put, a few triangle-filled meshes are
much more efficient to render than many small, simple ones. This is because there
is a fixed-cost overhead associated with each draw call, a cost paid for processing a
primitive, regardless of size.

Back in 2003, Wloka [1897] showed that drawing two (relatively small) triangles per
batch was a factor of 375 away from the maximum throughput for the GPU tested.2

Instead of 150 million triangles per second, the rate was 0.4 million, for a 2.7 GHz
CPU. For a scene rendered consisting of many small and simple objects, each with
only a few triangles, performance is entirely CPU-bound by the API; the GPU has
no ability to increase it. That is, the processing time on the CPU for the draw call
is greater than the amount of time the GPU takes to actually draw the mesh, so the
GPU is starved.

Wloka’s rule of thumb is that “You get X batches per frame.” This is a maximum
number of draw calls you can make per frame, purely due to the CPU being the
limiting factor. In 2003, the breakpoint where the API was the bottleneck was about
130 triangles per object. Figure 18.2 shows how the breakpoint rose in 2006 to 510
triangles per mesh. Times have changed. Much work was done to ameliorate this
draw call problem, and CPUs became faster. The recommendation back in 2003
was 300 draw calls per frame; in 2012, 16,000 draw calls per frame was one team’s
ceiling [1381]. That said, even this number is not enough for some complicated scenes.
With modern APIs such as DirectX 12, Vulkan, and Metal, the driver cost may itself
be minimized—this is one of their major advantages [946]. However, the GPU can
have its own fixed costs per mesh.

2Wloka used batch to mean a single mesh rendered with a draw call. This term has widened out
over the years, now sometimes meaning a group of separate objects to be rendered that have the
same state, as the API overhead can then be reduced.
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Figure 18.2. Batch performance benchmarks for an Intel Core 2 Duo 2.66 GHz CPU using an
NVIDIA G80 GPU, running DirectX 10. Batches of varying size were run and timed under different
conditions. The “Low” conditions are for triangles with just the position and a constant-color pixel
shader; the other set of tests is for reasonable meshes and shading. “Single” is rendering a single batch
many times. “Instancing” reuses the mesh data and puts the per-instance data in a separate stream.
“Constants” is a DirectX 10 method where instance data are put in constant memory. As can be
seen, small batches hurt all methods, but instancing gives proportionally much faster performance.
At a few hundred triangles, performance levels out, as the bottleneck becomes how fast vertices are
retrieved from the vertex buffer and caches. (Graph courtesy of NVIDIA Corporation.)

One way to reduce the number of draw calls is to consolidate several objects into a
single mesh, which needs only one draw call to render the set. For sets of objects that
use the same state and are static, at least with respect to one another, consolidation
can be done once and the batch can be reused each frame [741, 1322]. Being able to
consolidate meshes is another reason to consider avoiding state changes by using a
common shader and texture-sharing techniques. The cost savings from consolidation
are not just from avoiding API draw calls. There are also savings from the application
itself handling fewer objects. However, having batches that are considerably larger
than needed can make other algorithms, such as frustum culling, be less effective [1381].
One practice is to use a bounding volume hierarchy to help find and group static
objects that are near each other. Another concern with consolidation is selection,
since all the static objects are undifferentiated, in one mesh. A typical solution is to
store an object identifier at each vertex in the mesh.

The other approach to minimize application processing and API costs is to use
some form of instancing [232, 741, 1382]. Most APIs support the idea of having an
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object and drawing it several times in a single call. This is typically done by specifying
a base model and providing a separate data structure that holds information about
each specific instance desired. Beyond position and orientation, other attributes could
be specified per instance, such as leaf colors or curvature due to the wind, or anything
else that could be used by shader programs to affect the model. Lush jungle scenes can
be created by liberal use of instancing. See Figure 18.3. Crowd scenes are a good fit
for instancing, with each character appearing unique by selecting different body parts
from a set of choices. Further variation can be added by random coloring and decals.
Instancing can also be combined with level of detail techniques [122, 1107, 1108]. See
Figure 18.4 for an example.

A concept that combines consolidation and instancing is called merge-instancing,
where a consolidated mesh contains objects that may in turn be instanced [146, 1382].

In theory, the geometry shader can be used for instancing, as it can create duplicate
data of an incoming mesh. In practice, if many instances are needed, this method can
be slower than using instancing API commands. The intent of the geometry shader
is to perform local, small-scale amplification of data [1827]. In addition, for some
architectures, such as Mali’s tile-based renderer, the geometry shader is implemented
in software. To quote Mali’s best practices guide [69], “Find a better solution to your
problem. Geometry shaders are not your solution.”

18.4.3 Geometry Stage

The geometry stage is responsible for transforms, per-vertex lighting, clipping, projec-
tion, and screen mapping. Other chapters discuss ways to reduce the amount of data
flowing through the pipeline. Efficient triangle mesh storage, model simplification,
and vertex data compression (Chapter 16) all save both processing time and memory.
Techniques such as frustum and occlusion culling (Chapter 19) avoid sending the full
primitive itself down the pipeline. Adding such large-scale techniques on the CPU
can entirely change performance characteristics of the application and so are worth
trying early on in development. On the GPU such techniques are less common. One
notable example is how the compute shader can be used to perform various types of
culling [1883, 1884].

The effect of elements of lighting can be computed per vertex, per pixel (in the
pixel processing stage), or both. Lighting computations can be optimized in several
ways. First, the types of light sources being used should be considered. Is lighting
needed for all triangles? Sometimes a model only requires texturing, texturing with
colors at the vertices, or simply colors at the vertices.

If light sources are static with respect to geometry, then the diffuse and ambient
lighting can be precomputed and stored as colors at the vertices. Doing so is often
referred to as “baking” on the lighting. A more elaborate form of prelighting is to pre-
compute the diffuse global illumination in a scene (Section 11.5.1). Such illumination
can be stored as colors or intensities at the vertices or as light maps.
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Figure 18.3. Vegetation instancing. All objects the same color in the lower image are rendered in a
single draw call [1869]. (Image from CryEngine1, courtesy of Crytek.)
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Figure 18.4. Crowd scene. Using instancing minimizes the number of draw calls needed. Level of
detail techniques are also used, such as rendering impostors for distant models [1107, 1108]. (Image
courtesy of Jonathan Mäım, Barbara Yersin, Mireille Clavien, and Daniel Thalmann.)

For forward rendering systems the number of light sources influences the perfor-
mance of the geometry stage. More light sources means more computation. A common
way to lessen work is to disable or trim down local lighting and instead use an envi-
ronment map (Section 10.5).

18.4.4 Rasterization Stage

Rasterization can be optimized in a few ways. For closed (solid) objects and for
objects that will never show their backfaces (for example, the back side of a wall in a
room), backface culling should be turned on (Section 19.3). This reduces the number
of triangles to be rasterized by about half and so reduces the load on triangle traversal.
In addition, this can be particularly beneficial when the pixel shading computation is
expensive, as backfaces are then never shaded.

18.4.5 Pixel Processing Stage

Optimizing pixel processing is often profitable, since usually there are many more
pixels to shade than vertices. There are notable exceptions. Vertices always have to be
processed, even if a draw ends up not generating any visible pixels. Ineffective culling
in the rendering engine might make the vertex shading cost exceed pixel shading.
Too small a triangle not only causes more vertex shading evaluation than may be



18.4. Optimization 801

needed, but also can create more partial-covered quads that cause additional work.
More important, textured meshes that cover only a few pixels often have low thread
occupancy rates. As discussed in Section 3.10, there is a large time cost in sampling
a texture, which the GPU hides by switching to execute shader programs on other
fragments, returning later when the texture data has been fetched. Low occupancy
can result in poor latency hiding. Complex shaders that use a high number of registers
can also lead to low occupancy by allowing fewer threads to be available at one time
(Section 23.3). This condition is referred to as high register pressure. There are
other subtleties, e.g., frequent switching to other warps may cause more cache misses.
Wronski [1911, 1914] discusses various occupancy problems and solutions.

To begin, use native texture and pixel formats, i.e., use the formats that the graph-
ics accelerator uses internally, to avoid a possible expensive transform from one format
to another [278]. Two other texture-related techniques are loading only the mipmap
levels needed (Section 19.10.1) and using texture compression (Section 6.2.6). As
usual, smaller and fewer textures mean less memory used, which in turn means lower
transfer and access times. Texture compression also can improve cache performance,
since the same amount of cache memory is occupied by more pixels.

One level of detail technique is to use different pixel shader programs, depending
on the distance of the object from the viewer. For example, with three flying saucer
models in a scene, the closest might have an elaborate bump map for surface details
that the two farther away do not need. In addition, the farthest saucer might have
specular highlighting simplified or removed altogether, both to simplify computations
and to reduce “fireflies,” i.e., sparkle artifacts from undersampling. Using a color per
vertex on simplified models can give the additional benefit that no state change is
needed due to the texture changing.

The pixel shader is invoked only if the fragment is visible at the time the triangle is
rasterized. The GPU’s early-z test (Section 23.7) checks the z-depth of the fragment
against the z-buffer. If not visible, the fragment is discarded without any pixel shader
evaluation, saving considerable time. While the z-depth can be modified by the pixel
shader, doing so means that early-z testing cannot be performed.

To understand the behavior of a program, and especially the load on the
pixel processing stage, it is useful to visualize the depth complexity, which is
the number of surfaces that cover a pixel. Figure 18.5 shows an example. One
simple method of generating a depth complexity image is to use a call like
OpenGL’s glBlendFunc(GL ONE,GL ONE), with z-buffering disabled. First, the im-
age is cleared to black. All objects in the scene are then rendered with the color
(1/255, 1/255, 1/255). The effect of the blend function setting is that for each primi-
tive rendered, the values of the written pixels will increase by one intensity level. A
pixel with a depth complexity of 0 is then black and a pixel of depth complexity 255
is full white, (255, 255, 255).

The amount of pixel overdraw is related to how many surfaces actually were ren-
dered. The number of times the pixel shader is evaluated can be found by rendering
the scene again, but with the z-buffer enabled. Overdraw is the amount of effort
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Figure 18.5. The depth complexity of the scene on the left is shown on the right. (Images created
using NVPerfHUD from NVIDIA Corporation.)

wasted computing a shade for a surface that is then hidden by a later pixel shader in-
vocation. An advantage of deferred rendering (Section 20.1), and ray tracing for that
matter, is that shading is performed after all visibility computations are performed.

Say two triangles cover a pixel, so the depth complexity is two. If the farther
triangle is drawn first, the nearer triangle overdraws it, and the amount of overdraw
is one. If the nearer is drawn first, the farther triangle fails the depth test and is not
drawn, so there is no overdraw. For a random set of opaque triangles covering a pixel,
the average number of draws is the harmonic series [296]:

H(n) = 1 +
1

2
+

1

3
+ . . . +

1

n
. (18.1)

The logic behind this is that the first triangle rendered is one draw. The second
triangle is either in front or behind the first, a 50/50 chance. The third triangle can
have one of three positions compared to the first two, giving one chance in three of it
being frontmost. As n goes to infinity,

lim
n→∞

H(n) = ln(n) + γ, (18.2)

where γ = 0.57721 . . . is the Euler-Mascheroni constant. Overdraw rises rapidly when
depth complexity is low, but quickly tapers off. For example, a depth complexity of 4
gives an average of 2.08 draws, 11 gives 3.02 draws, but it takes a depth complexity
of 12,367 to reach an average of 10.00 draws.

So, overdraw is not necessarily as bad as it seems, but we would still like to
minimize it, without costing too much CPU time. Roughly sorting and then drawing
the opaque objects in a scene in an approximate front-to-back order (near to far) is
a common way to reduce overdraw [240, 443, 488, 511]. Occluded objects that are
drawn later will not write to the color or z-buffers (i.e., overdraw is reduced). Also,
the pixel fragment can be rejected by occlusion culling hardware before even reaching
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texture IDsshader IDsdistance field

transparency bit

Figure 18.6. Example sort key for draw order. Keys are sorted from low to high. Setting the
transparency bit means that the object is transparent, as transparent objects are to be rendered after
all opaque objects. The object’s distance from the camera is stored as an integer with low precision.
For transparent objects the distance is reversed or negated, since we want objects in a back-to-front
order. Shaders are each given a unique identification number, as are textures.

the pixel shader program (Section 23.5). Sorting can be accomplished by any number
of methods. An explicit sort based on the distance along the view direction of the
centroids of all opaque objects is one simple technique. If a bounding volume hierarchy
or other spatial structure is already in use for frustum culling, we can choose the closer
child to be traversed first, on down the hierarchy.

Another technique can be useful for surfaces with complex pixel shader programs.
Performing a z-prepass renders the geometry to just the z-buffer first, then the whole
scene is rendered normally [643]. This eliminates all overdraw shader evaluations,
but at the cost of an entire separate run through all the geometry. Pettineo [1405]
writes that the primary reason his team used a depth prepass in their video game
was to avoid overdraw. However, drawing in a rough front-to-back order may provide
much of the same benefit without the need for this extra work. A hybrid approach
is to identify and first draw just a few large, simple occluders likely to give the most
benefit [1768]. As McGuire [1177] notes, a full-draw prepass did not help performance
for his particular system. Measuring is the only way to know which technique, if any,
is most effective for your application.

Earlier we recommended grouping by shader and texture to minimize state changes;
here we talk about rendering objects sorted by distance. These two goals usually
give different object draw orders and so conflict with each other. There is always
some ideal draw order for a given scene and viewpoint, but this is difficult to find
in advance. Hybrid schemes are possible, e.g., sorting nearby objects by depth and
sorting everything else by material [1433]. A common, flexible solution [438, 488, 511,
1434, 1882] is to create a sorting key for each object that encapsulates all the relevant
criteria by assigning each a set of bits. See Figure 18.6.

We can choose to favor sorting by distance, but by limiting the number of bits
storing the depth, we can allow grouping by shader to become relevant for objects in a
given range of distances. It is not uncommon to sort draws into even as few as two or
three depth partitions. If some objects have the same depth and use the same shader,
then the texture identifier is used to sort the objects, which then groups objects with
the same texture together.

This is a simple example and is situational, e.g., the rendering engine may itself
keep opaque and transparent objects separate so that the transparency bit is not
necessary. The number of bits for the other fields certainly varies with the maximum
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Figure 18.7. Left: 4 × 2 pixels, each storing four color components (RGBA). Right: an alternative
representation where each pixel stores the luminance, Y , and either the first (Co) or the second (Cg)
chrominance component, in a checkerboard pattern.

number of shaders and textures expected. Other fields may be added or substituted in,
such as one for blend state and another for z-buffer read and write. Most important of
all is the architecture. For example, some tile-based GPU renderers on mobile devices
do not gain anything from sorting front to back, so state sorting is the only important
element to optimize [1609]. The main idea here is that putting all attributes into a
single integer key lets you perform an efficient sort, thus minimizing overdraw and
state changes as possible.

18.4.6 Framebuffer Techniques

Rendering a scene often incurs a vast amount of accesses to the framebuffer and many
pixel shader executions. To reduce the pressure on the cache hierarchy, a common
piece of advice is to reduce the storage size of each pixel of the framebuffer. While a
16-bit floating point value per color channel provides more accuracy, an 8-bit value is
half the size, which means faster accesses assuming that the accuracy is sufficient. The
chrominance is often subsampled in many image and video compression schemes, such
as JPEG and MPEG. This can often be done with negligible visual effect due to fact
that the human visual system is more sensitive to luminance than to chrominance.
For example, the Frostbite game engine [1877] uses this idea of chroma subsampling
to reduce bandwidth costs for post-processing their 16-bits-per-channel images.

Mavridis and Papaioannou [1144] propose that the lossy YCoCg transform, de-
scribed on page 197, is used to achieve a similar effect for the color buffer during
rasterization. Their pixel layout is shown in Figure 18.7. Compared to RGBA, this
halves the color buffer storage requirements (assuming A is not needed) and often in-
creases performance, depending on architecture. Since each pixel has only one of the
chrominance components, a reconstruction filter is needed to infer a full YCoCg per
pixel before converting back to RGB before display. For a pixel missing the Co-value,
for example, the average of the four closest Co-values can be used. However, this does
not reconstruct edges as well as desired. Therefore, a simple edge-aware filter is used
instead, which is implemented as

Co =
3∑

i=0

wiCo,i, where wi = 1.0− step(t− |Li − L|), (18.3)
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for a pixel that does not have Co, where Co,i and Li are the values to the left, right,
top, and bottom of the current pixel, L is the luminance of the current pixel, and t
is a threshold value for edge detection. Mavridis and Papaioannou used t = 30/255.
The step(x) function is 0 if x < 0, and 1 otherwise. Hence, the filter weights wi are
either 0 or 1, where they are zero if the luminance gradient, |Li−L|, is greater than t.
A WebGL demo with source code is available online [1144].

Because of the continuing increase in display resolutions and the shader execution
cost savings, using a checkerboard pattern for rendering has been used in several
systems [231, 415, 836, 1885]. For virtual reality applications, Vlachos [1824] uses a
checkerboard pattern for pixels around the periphery of the view, and Answer [59]
reduces each 2× 2 quad by one to three samples.

18.4.7 Merging Stage

Make sure to enable blend modes only when useful. In theory “over” compositing could
be set for every triangle, opaque or transparent, since opaque surfaces using “over”
will fully overwrite the value in the pixel. However, this is more costly than a simple
“replace” raster operation, so tracking objects with cutout texturing and materials
with transparency is worthwhile. Alternately, there are some raster operations that
cost nothing extra. For example, when the z-buffer is being used, on some systems
it costs no additional time to also access the stencil buffer. This is because the 8-bit
stencil buffer value is stored in the same word as the 24-bit z-depth value [890].

Thinking through when various buffers need to be used or cleared is worthwhile.
Since GPUs have fast clear mechanisms (Section 23.5), the recommendation is to
always clear both color and depth buffers since that increases the efficiency of memory
transfers for these buffers.

You should normally avoid reading back render targets from the GPU to the CPU
if you can help it. Any framebuffer access by the CPU causes the entire GPU pipeline
to be flushed before the rendering is returned, losing all parallelism there [1167, 1609].

If you do find that the merging stage is your bottleneck, you may need to rethink
your approach. Can you use lower-precision output targets, perhaps through compres-
sion? Is there any way to reorder your algorithm to mitigate the stress on this stage?
For shadows, are there ways to cache and reuse parts where nothing has moved?

In this section we have discussed ways of using each stage well by searching for
bottlenecks and tuning performance. That said, be aware of the dangers of repeatedly
optimizing an algorithm when you may be better served by using an entirely different
technique.

18.5 Multiprocessing
Traditional APIs have evolved toward issuing fewer calls that each do more [443, 451].
The new generation of APIs—DirectX 12, Vulkan, Metal—take a different strategy.
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For these APIs the drivers are streamlined and minimal, with much of the complexity
and responsibility for validating the state shifted to the calling application, as well as
memory allocation and other functions [249, 1438, 1826]. This redesign in good part
was done to minimize draw call and state change overhead, which comes from having
to map older APIs to modern GPUs. The other element these new APIs encourage is
using multiple CPU processors to call the API.

Around 2003 the trend of ever-rising clock speeds for CPUs flattened out at around
3.4 GHz, due to several physical issues such as heat dissipation and power consump-
tion [1725]. These limits gave rise to multiprocessing CPUs, where instead of higher
clock rates, more CPUs were put in a single chip. In fact, many small cores provide the
best performance per unit area [75], which is the major reason why GPUs themselves
are so effective. Creating efficient and reliable programs that exploit concurrency has
been the challenge ever since. In this section we will cover the basic concepts of ef-
ficient multiprocessing on CPU cores, at the end discussing how graphics APIs have
evolved to enable more concurrency within the driver itself.

Multiprocessor computers can be broadly classified into message-passing architec-
tures and shared memory multiprocessors. In message-passing designs, each processor
has its own memory area, and messages are sent between the processors to com-
municate results. These are not common in real-time rendering. Shared memory
multiprocessors are just as they sound; all processors share a logical address space of
memory among themselves. Most popular multiprocessor systems use shared memory,
and most of these have a symmetric multiprocessing (SMP) design. SMP means that
all the processors are identical. A multicore PC system is an example of a symmetric
multiprocessing architecture.

Here, we will present two general methods for using multiple processors for real-
time graphics. The first method—multiprocessor pipelining, also called temporal par-
allelism—will be covered in more detail than the second—parallel processing, also
called spatial parallelism. These two methods are illustrated in Figure 18.8. These
two types of parallelism are then brought together with task-based multiprocessing,
where the application creates jobs that can each be picked up and processed by an
individual core.

18.5.1 Multiprocessor Pipelining

As we have seen, pipelining is a method for speeding up execution by dividing a job
into certain pipeline stages that are executed in parallel. The result from one pipeline
stage is passed on to the next. The ideal speedup is n times for n pipeline stages, and
the slowest stage (the bottleneck) determines the actual speedup. Up to this point, we
have seen pipelining used with a single CPU core and a GPU to run the application,
geometry processing, rasterization, and pixel processing in parallel. Pipelining can
also be used when multiple processors are available on the host, and in these cases, it
is called multiprocess pipelining or software pipelining.
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Figure 18.8. Two different ways of using multiple processors. At the top we show how three processors
(CPUs) are used in a multiprocessor pipeline, and at the bottom we show parallel execution on three
CPUs. One of the differences between these two implementations is that lower latency can be achieved
if the configuration at the bottom is used. On the other hand, it may be easier to use a multiprocessor
pipeline. The ideal speedup for both of these configurations is linear, i.e., using n CPUs would give
a speedup of n times.

Here we describe one type of software pipelining. Endless variations are possible
and the method should be adapted to the particular application. In this example,
the application stage is divided into three stages [1508]: APP, CULL, and DRAW.
This is coarse-grained pipelining, which means that each stage is relatively long. The
APP stage is the first stage in the pipeline and therefore controls the others. It is in
this stage that the application programmer can put in additional code that does, for
example, collision detection. This stage also updates the viewpoint. The CULL stage
can perform:

• Traversal and hierarchical view frustum culling on a scene graph (Section 19.4).

• Level of detail selection (Section 19.9).

• State sorting, as discussed in Section 18.4.5.

• Finally (and always performed), generation of a simple list of all objects that
should be rendered.

The DRAW stage takes the list from the CULL stage and issues all graphics calls
in this list. This means that it simply walks through the list and feeds the GPU.
Figure 18.9 shows some examples of how this pipeline can be used.

If one processor core is available, then all three stages are run on that core. If two
CPU cores are available, then APP and CULL can be executed on one core and DRAW

on the other. Another configuration would be to execute APP on one core and CULL
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Figure 18.9. Different configurations for a multiprocessor pipeline. The thick lines represent syn-
chronization between the stages, and the subscripts represent the frame number. At the top, a single
CPU pipeline is shown. In the middle and at the bottom are shown two different pipeline subdivisions
using two CPUs. The middle has one pipeline stage for APP and CULL and one pipeline stage for
DRAW. This is a suitable subdivision if DRAW has much more work to do than the others. At the
bottom, APP has one pipeline stage and the other two have another. This is suitable if APP has
much more work than the others. Note that the bottom two configurations have more time for the
APP, CULL, and DRAW stages.

and DRAW on the other. Which is the best depends on the workloads for the different
stages. Finally, if the host has three cores available, then each stage can be executed
on a separate core. This possibility is shown in Figure 18.10.

The advantage of this technique is that the throughput, i.e., the rendering speed,
increases. The downside is that, compared to parallel processing, the latency is greater.
Latency, or temporal delay, is the time it takes from the polling of the user’s actions
to the final image [1849]. This should not be confused with frame rate, which is the
number of frames displayed per second. For example, say the user is using an unteth-

Figure 18.10. At the top, a three-stage pipeline is shown. In comparison to the configurations in
Figure 18.9, this configuration has more time for each pipeline stage. The bottom illustration shows a
way to reduce the latency: The CULL and the DRAW are overlapped with FIFO buffering in between.
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ered head-mounted display. The determination of the head’s position may take 10
milliseconds to reach the CPU, then it takes 15 milliseconds to render the frame. The
latency is then 25 milliseconds from initial input to display. Even though the frame
rate is 66.7 Hz (1/0.015 seconds), if no location prediction or other compensation is
performed, interactivity can feel sluggish because of the delay in sending the position
changes to the CPU. Ignoring any delay due to user interaction (which is a constant
under both systems), multiprocessing has more latency than parallel processing be-
cause it uses a pipeline. As is discussed in detail in the next section, parallel processing
breaks up the frame’s work into pieces that are run concurrently.

In comparison to using a single CPU on the host, multiprocessor pipelining gives a
higher frame rate and the latency is about the same or a little greater due to the cost
of synchronization. The latency increases with the number of stages in the pipeline.
For a well-balanced application the speedup is n times for n CPUs.

One technique for reducing the latency is to update the viewpoint and other
latency-critical parameters at the end of the APP stage [1508]. This reduces the
latency by (approximately) one frame. Another way to reduce latency is to execute
CULL and DRAW overlapped. This means that the result from CULL is sent over to
DRAW as soon as anything is ready for rendering. For this to work, there has to be
some buffering, typically a FIFO, between those stages. The stages are stalled on
empty and full conditions; i.e., when the buffer is full, then CULL has to stall, and
when the buffer is empty, DRAW has to starve. The disadvantage is that techniques
such as state sorting cannot be used to the same extent, since primitives have to
be rendered as soon as they have been processed by CULL. This latency reduction
technique is visualized in Figure 18.10.

The pipeline in this figure uses a maximum of three CPUs, and the stages have
certain tasks. However, this technique is in no way limited to this configuration—
rather, you can use any number of CPUs and divide the work in any way you want.
The key is to make a smart division of the entire job to be done so that the pipeline
tends to be balanced. The multiprocessor pipelining technique requires a minimum
of synchronization in that it needs to synchronize only when switching frames. Addi-
tional processors can also be used for parallel processing, which needs more frequent
synchronization.

18.5.2 Parallel Processing

A major disadvantage of using a multiprocessor pipeline technique is that the latency
tends to increase. For some applications, such as flight simulators, first person shoot-
ers, and virtual reality rendering, this is not acceptable. When moving the viewpoint,
you usually want instant (next-frame) response but when the latency is long this will
not happen. That said, it all depends. If multiprocessing raised the frame rate from
30 FPS with 1 frame latency to 60 FPS with 2 frames latency, the extra frame delay
would have no perceptible difference.
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If multiple processors are available, one can also try to run sections of the code
concurrently, which may result in shorter latency. To do this, the program’s tasks
must possess the characteristics of parallelism. There are several different meth-
ods for parallelizing an algorithm. Assume that n processors are available. Us-
ing static assignment [313], the total work package, such as the traversal of an ac-
celeration structure, is divided into n work packages. Each processor then takes
care of a work package, and all processors execute their work packages in paral-
lel. When all processors have completed their work packages, it may be necessary
to merge the results from the processors. For this to work, the workload must be
highly predictable.

When this is not the case, dynamic assignment algorithms that adapt to different
workloads may be used [313]. These use one or more work pools. When jobs are
generated, they are put into the work pools. CPUs can then fetch one or more jobs
from the queue when they have finished their current job. Care must be taken so that
only one CPU can fetch a particular job, and so that the overhead in maintaining
the queue does not damage performance. Larger jobs mean that the overhead for
maintaining the queue becomes less of a problem, but, on the other hand, if the jobs
are too large, then performance may degrade due to imbalance in the system—i.e.,
one or more CPUs may starve.

As for the multiprocessor pipeline, the ideal speedup for a parallel program running
on n processors would be n times. This is called linear speedup. Even though linear
speedup rarely happens, actual results can sometimes be close to it.

In Figure 18.8 on page 807, both a multiprocessor pipeline and a parallel processing
system with three CPUs are shown. Temporarily assume that these should do the same
amount of work for each frame and that both configurations achieve linear speedup.
This means that the execution will run three times faster in comparison to serial
execution (i.e., on a single CPU). Furthermore, we assume that the total amount of
work per frame takes 30 ms, which would mean that the maximum frame rate on a
single CPU would be 1/0.03 ≈ 33 frames per second.

The multiprocessor pipeline would (ideally) divide the work into three equal-sized
work packages and let each of the CPUs be responsible for one work package. Each
work package should then take 10 ms to complete. If we follow the work flow through
the pipeline, we will see that the first CPU in the pipeline does work for 10 ms (i.e.,
one third of the job) and then sends it on to the next CPU. The first CPU then starts
working on the first part of the next frame. When a frame is finally finished, it has
taken 30 ms for it to complete, but since the work has been done in parallel in the
pipeline, one frame will be finished every 10 ms. So, the latency is 30 ms, and the
speedup is a factor of three (30/10), resulting in 100 frames per second.

A parallel version of the same program would also divide the jobs into three work
packages, but these three packages will execute at the same time on the three CPUs.
This means that the latency will be 10 ms, and the work for one frame will also
take 10 ms. The conclusion is that the latency is much shorter when using parallel
processing than when using a multiprocessor pipeline.
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Figure 18.11. Frostbite CPU job graph, with one small zoomed-in part inset [45]. (Figure courtesy
of Johan Andersson—Electronic Arts.)

18.5.3 Task-Based Multiprocessing

Knowing about pipelining and parallel processing techniques, it is natural to combine
both in a single system. If there are only a few processors available, it might make
sense to have a simple system of explicitly assigning systems to a particular core.
However, given the large number of cores on many CPUs, the trend has been to use
task-based multiprocessing. Just as one can create several tasks (also called jobs) for
a process that can be parallelized, this idea can be broadened to include pipelining.
Any task generated by any core is put into the work pool as it is generated. Any free
processor gets a task to work on.

One way to convert to multiprocessing is to take an application’s workflow and
determine which systems are dependent on others. See Figure 18.11.
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Having a processor stall while waiting for synchronization means a task-based
version of the application could even become slower due to this cost and the overhead
for task management [1854]. However, many programs and algorithms do have a large
number of tasks that can be performed at the same time and can therefore benefit.

The next step is to determine what parts of each system can be decomposed into
tasks. Characteristics of a piece of code that is a good candidate to become a task
include [45, 1060, 1854]:

• The task has a well-defined input and output.

• The task is independent and stateless when run, and always completes.

• It is not so large a task that it often becomes the only process running.

Languages such as C++11 have facilities built into them for multithreading [1445].
On Intel-compatible systems, Intel’s open-source Threading Building Blocks (TBB) is
an efficient library that simplifies task generation, pooling, and synchronization [92].

Having the application create its own sets of tasks that are multiprocessed, such
as simulation, collision detection, occlusion testing, and path planning, is a given
when performance is critical [45, 92, 1445, 1477, 1854]. We note here again that
there are also times when the GPU cores tend to be idle. For example, these are
usually underused during shadow map generation or a depth prepass. During such
idle times, compute shaders can be applied to other tasks [1313, 1884]. Depending on
the architecture, API, and content, it is sometimes the case that the rendering pipeline
cannot keep all the shaders busy, meaning that there is always some pool available
for compute shading. We will not tackle the topic of optimizing these, as Lauritzen
makes a convincing argument that writing fast and portable compute shaders is not
possible, due to hardware differences and language limitations [993]. How to optimize
the core rendering pipeline itself is the subject of the next section.

18.5.4 Graphics API Multiprocessing Support
Parallel processing often does not map to hardware constraints. For example, DirectX
10 and earlier allow only one thread to access the graphics driver at a time, so parallel
processing for the actual draw stage is more difficult [1477].

There are two operations in a graphics driver that can potentially use multiple
processors: resource creation and render-related calls. Creating resources such as
textures and buffers can be purely CPU-side operations and so are naturally paral-
lelizable. That said, creation and deletion can also be blocking tasks, as they might
trigger operations on the GPU or need a particular device context. In any case, older
APIs were created before consumer-level multiprocessing CPUs existed, so needed to
be rewritten to support such concurrency.

A key construct used is the command buffer or command list, which harks back
to an old OpenGL concept called the display list. A command buffer (CB) is a list of
API state change and draw calls. Such lists can be created, stored, and replayed as
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Figure 18.12. Command buffers. Each processor uses its deferred context, shown in orange, to create
and populate one or more command buffers, shown in blue. Each command buffer is sent to Process
#1, which executes these as desired, using its immediate context, shown in green. Process #1 can do
other operations while waiting for command buffer N from Process #3. (After Zink et al. [1971].)

desired. They may also be combined to form longer command buffers. Only a single
CPU processor communicates with the GPU via the driver and so can send it a CB
for execution. However, every processor (including this single processor) can create or
concatenate stored command buffers in parallel.

In DirectX 11, for example, the processor that communicates with the driver sends
its render calls to what is called the immediate context. The other processors each
use a deferred context to generate command buffers. As the name implies, these are
not directly sent to the driver. Instead, these are sent to the immediate context for
rendering. See Figure 18.12. Alternately, a command buffer can be sent to another
deferred context, which inserts it into its own CB. Beyond sending a command buffer
to the driver for execution, the main operations that the immediate context can per-
form that the deferred cannot are GPU queries and readbacks. Otherwise, command
buffer management looks the same from either type of context.

An advantage of command buffers, and their predecessor, display lists, is that they
can be stored and replayed. Command buffers are not fully bound when created,
which aids in their reuse. For example, say a CB contains a view matrix. The camera
moves, so the view matrix changes. However, the view matrix is stored in a constant
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buffer. The constant buffer’s contents are not stored in the CB, only the reference
to them. The contents of the constant buffer can be changed without having to
rebuild the CB. Determining how best to maximize parallelism involves choosing a
suitable granularity—per view, per object, per material—to create, store, and combine
command buffers [1971].

Such multithreading draw systems existed for years before command buffers were
made a part of modern APIs [1152, 1349, 1552, 1554]. API support makes the process
simpler and lets more tools work with the system created. However, command lists do
have creation and memory costs associated with them. Also, the expense of mapping
an API’s state settings to the underlying GPU is still a costly operation with DirectX
11 and OpenGL, as discussed in Section 18.4.2. Within these systems command
buffers can help when the application is the bottleneck, but can be detrimental when
the driver is.

Certain semantics in these earlier APIs did not allow the driver to parallelize var-
ious operations, which helped motivate the development of Vulkan, DirectX 12, and
Metal. A thin draw submission interface that maps well to modern GPUs minimizes
the driver costs of these newer APIs. Command buffer management, memory al-
location, and synchronization decisions become the responsibility of the application
instead of the driver. In addition, command buffers with these newer APIs are vali-
dated once when formed, so repeated playback has less overhead than those used with
earlier APIs such as DirectX 11. All these elements combine to improve API efficiency,
allow multiprocessing, and lessen the chances that the driver is the bottleneck.

Further Reading and Resources

Mobile devices can have a different balance of where time is spent, especially if they
use a tile-based architecture. Merry [1200] discusses these costs and how to use this
type of GPU effectively. Pranckevičius and Zioma [1433] provide an in-depth presen-
tation on many aspects of optimizing for mobile devices. McCaffrey [1156] compares
mobile versus desktop architectures and performance characteristics. Pixel shading is
often the largest cost on mobile GPUs. Sathe [1545] and Etuaho [443] discuss shader
precision issues and optimization on mobile devices.

For the desktop, Wiesendanger [1882] gives a thorough walkthrough of a modern
game engine’s architecture. O’Donnell [1313] presents the benefits of a graph-based
rendering system. Zink et al. [1971] discuss DirectX 11 in depth. De Smedt [331]
provides guidance as to the common hotspots found in video games, including opti-
mizations for DirectX 11 and 12, for multiple-GPU configurations, and for virtual re-
ality. Coombes [291] gives a rundown of DirectX 12 best practices, and Kubisch [946]
provides a guide for when to use Vulkan. There are numerous presentations about
porting from older APIs to DirectX 12 and Vulkan [249, 536, 699, 1438]. By the time
you read this, there will undoubtedly be more. Check IHV developer sites, such as
NVIDIA, AMD, and Intel; the Khronos Group; and the web at large, as well as this
book’s website.
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Though a little dated, Cebenoyan’s article [240] is still relevant. It gives an
overview of how to find the bottleneck and techniques to improve efficiency. Some
popular optimization guides for C++ are Fog’s [476] and Isensee’s [801], free on the
web. Hughes et al. [783] provide a modern, in-depth discussion of how to use trace tools
and GPUView to analyze where bottlenecks occur. Though focused on virtual reality
systems, the techniques discussed are applicable to any Windows-based machine.

Sutter [1725] discusses how CPU clock rates leveled out and multiprocessor chipsets
arose. For more on why this change occurred and for information on how chips are
designed, see the in-depth report by Asanovic et al. [75]. Foley [478] discusses various
forms of parallelism in the context of graphics application development. Game Engine
Gems 2 [1024] has several articles on programming multithreaded elements for game
engines. Preshing [1445] explains how Ubisoft uses multithreading and gives specifics
on using C++11’s threading support. Tatarchuk [1749, 1750] gives two detailed pre-
sentations on the multithreaded architecture and shading pipeline used for the game
Destiny.
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Chapter 19

Acceleration Algorithms

“Now here, you see, it takes all the running you can do to keep
in the same place. If you want to get somewhere else, you
must run at least twice as fast as that!”

—Lewis Carroll

One of the great myths concerning computers is that one day we will have enough
processing power. Even in a relatively simple application such as word processing, we
find that additional power can be applied to all sorts of features, such as on-the-fly
spell and grammar checking, antialiased text display, and dictation.

In real-time rendering, we have at least four performance goals: more frames per
second, higher resolution and sampling rates, more realistic materials and lighting,
and increased geometrical complexity. A speed of 60–90 frames per second is generally
considered fast enough. Even with motion blurring, which can lower the frame rate
needed for image quality, a fast rate is still needed to minimize latency when interacting
with a scene [1849].

Today, we have 4k displays with 3840×2160 resolution; 8k displays with 7680×4320
resolution exist, but are not common yet. A 4k display typically has around 140–150
dots per inch (DPI), sometimes called pixels per inch (PPI). Mobile phone displays
have values ranging on up to around 400 DPI. A resolution of 1200 DPI, 64 times the
number of pixels of a 4k display, is offered by many printer companies today. Even
with a limit on screen resolution, antialiasing increases the number of samples needed
for generating high-quality images. As discussed in Section 23.6, the number of bits
per color channel can also be increased, which drives the need for higher-precision
(and therefore more costly) computations.

As previous chapters have shown, describing and evaluating an object’s material
can be computationally complex. Modeling the interplay of light and surface can soak
up an arbitrarily high amount of computing power. This is true because an image
should ultimately be formed by the contributions of light traveling down a limitless
number of paths from an illumination source to the eye.

Frame rate, resolution, and shading can always be made more complex, but there
is some sense of diminishing returns to increasing any of these. However, there is no

817
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Figure 19.1. A “reduced” Boeing model with a mere 350 million triangles rendered with ray tracing.
Sectioning is performed by using a user-defined clipping plane. (Image courtesy of Computer Graphics
Group, Saarland University. Source 3D data provided by and used with permission of the Boeing
Company.)

real upper limit on scene complexity. The rendering of a Boeing 777 includes 132,500
unique parts and over 3,000,000 fasteners, which yields a polygonal model with over
500,000,000 polygons [310]. See Figure 19.1. Even if most of those objects are not seen
due to their small size or position, some work must be done to determine that this is
the case. Neither z-buffering nor ray tracing can handle such models without the use
of techniques to reduce the sheer number of computations needed. Our conclusion:
Acceleration algorithms will always be needed.

In this chapter we offer a smörg̊asbord of algorithms for accelerating computer
graphics rendering, in particular the rendering of large amounts of geometry. The
core of many such algorithms is based on spatial data structures, which are described
in the next section. Based on that knowledge, we then continue with culling techniques.
These are algorithms that try to rapidly determine which objects are visible and need
to be treated further. Level of detail techniques reduce the complexity of rendering
the remaining objects. To close the chapter, we discuss systems for rendering huge
models, including virtual texturing, streaming, transcoding, and terrain rendering.

19.1 Spatial Data Structures
A spatial data structure is one that organizes geometry in some n-dimensional space.
Only two- and three-dimensional structures are used in this book, but the concepts
can often easily be extended to higher dimensions. These data structures can be used
to accelerate queries about whether geometric entities overlap. Such queries are used
in a wide variety of operations, such as culling algorithms, during intersection testing
and ray tracing, and for collision detection.

The organization of spatial data structures is usually hierarchical. This means,
loosely speaking, that the topmost level contains some children, each defining its own
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volume of space and which in turn contains its own children. Thus, the structure is
nested and of a recursive nature. Geometry is referenced by some of the elements in
this hierarchy. The main reason for using a hierarchy is that different types of queries
get significantly faster, typically an improvement from O(n) to O(log n). That is,
instead of searching through all n objects, we visit a small subset when performing
operations such as finding the closest object in a given direction. Construction time of
a spatial data structure can be expensive, and depends on both the amount of geometry
inside it and the desired quality of the data structure. However, major advances in
this field have reduced construction times considerably, and in some situations it can
be done in real time. With lazy evaluation and incremental updates, the construction
time can be reduced further still.

Some common types of spatial data structures are bounding volume hierarchies,
variants of binary space partitioning (BSP) trees, quadtrees, and octrees. BSP trees
and octrees are data structures based on space subdivision. This means that the
entire space of the scene is subdivided and encoded in the data structure. For ex-
ample, the union of the space of all the leaf nodes is equal to the entire space of the
scene. Normally the leaf nodes’ volumes do not overlap, with the exception of less
common structures such as loose octrees. Most variants of BSP trees are irregular,
which means that the space can be subdivided more arbitrarily. The octree is regu-
lar, meaning that space is split in a uniform fashion. Though more restrictive, this
uniformity can often be a source of efficiency. A bounding volume hierarchy, on the
other hand, is not a space subdivision structure. Rather, it encloses the regions of the
space surrounding geometrical objects, and thus the BVH need not enclose all space
at each level.

BVHs, BSP trees, and octrees are all described in the following sections, along with
the scene graph, which is a data structure more concerned with model relationships
than with efficient rendering.

19.1.1 Bounding Volume Hierarchies

A bounding volume (BV) is a volume that encloses a set of objects. The idea of a
BV is that it should be a much simpler geometrical shape than the contained objects,
so that tests using a BV can be done much faster than using the objects themselves.
Examples of BVs are spheres, axis-aligned bounding boxes (AABBs), oriented bounding
boxes (OBBs), and k-DOPs. See Section 22.2 for definitions. A BV does not contribute
visually to the rendered image. Instead, it is used as a proxy in place of the bounded
objects, to speed up rendering, selection, queries, and other computations.

For real-time rendering of three-dimensional scenes, the bounding volume hierar-
chy is often used for hierarchical view frustum culling (Section 19.4). The scene is
organized in a hierarchical tree structure, consisting of a set of connected nodes. The
topmost node is the root, which has no parents. An internal node has pointers to its
children, which are other nodes. The root is thus an internal node, unless it is the
only node in the tree. A leaf node holds the actual geometry to be rendered, and it
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bounding circle

Figure 19.2. The left part shows a simple scene with five objects, with bounding circles that are used
in the bounding volume hierarchy to the right. A single circle encloses all objects, and then smaller
circles are inside the large circle, in a recursive manner. The right part shows the bounding volume
hierarchy (tree) that is used to represent the object hierarchy on the left.

does not have any children nodes. Each node, including leaf nodes, in the tree has a
bounding volume that encloses the geometry in its entire subtree. One may also de-
cide to exclude BVs from the leaf nodes, and instead include them in an internal node
just above each leaf node. This setup is where the name bounding volume hierarchy
stems from. Each node’s BV encloses the geometry of all the leaf nodes in its subtree.
This means that the root has a BV that contains the entire scene. An example of a
BVH is shown in Figure 19.2. Note that some of the larger bounding circles could be
made tighter, as each node needs to contain only the geometry in its subtree, not the
BVs of the descendant nodes. For bounding circles (or spheres), forming such tighter
nodes can be expensive, as all geometry in its subtree would have to be examined by
each node. In practice, a node’s BV is often formed “bottom up” through the tree,
by making a BV that contains the BVs of its children.

The underlying structure of a BVH is a tree, and in the field of computer science
the literature on tree data structures is vast. Here, only a few important results
will be mentioned. For more information, see, for example, the book Introduction to
Algorithms by Cormen et al. [292].

Consider a k-ary tree, that is, a tree where each internal node has k children. A
tree with only one node (the root) is said to be of height 0. A leaf node of the root
is at height 1, and so on. A balanced tree is a tree in which all leaf nodes either
are at height h or h − 1. In general, the height, h, of a balanced tree is ⌊logk n⌋,
where n is the total number of nodes (internal and leaves) in the tree. Note that a
higher k gives a tree with a lower height, which means that it takes fewer steps to
traverse the tree, but it also requires more work at each node. The binary tree is
often the simplest choice, and one that gives reasonable performance. However, there
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is evidence that a higher k (e.g., k = 4 or k = 8) gives better performance for some
applications [980, 1829]. Using k = 2, k = 4, or k = 8 makes it simple to construct
trees; just subdivide along the longest axis for k = 2, and for the two longest axes
for k = 4, and for all axes for k = 8. It is more difficult to form good trees for other
values of k. Trees with a higher number, e.g., k = 8, of children per node are often
preferred from a performance perspective, since they reduce average tree depth and
the number of indirections (pointers from parent to child) to follow.

BVHs are excellent for performing various queries. For example, assume that a ray
should be intersected with a scene, and the first intersection found should be returned,
as would be the case for a shadow ray. To use a BVH for this, testing starts at the
root. If the ray misses its BV, then the ray misses all geometry contained in the BVH.
Otherwise, testing continues recursively, that is, the BVs of the children of the root
are tested. As soon as a BV is missed by the ray, testing can terminate on that subtree
of the BVH. If the ray hits a leaf node’s BV, the ray is tested against the geometry
at this node. The performance gains come partly from the fact that testing the ray
with the BV is fast. This is why simple objects such as spheres and boxes are used as
BVs. The other reason is the nesting of BVs, which allows us to avoid testing large
regions of space due to early termination in the tree.

Often the closest intersection, not the first found, is what is desired. The only
additional data needed are the distance and identity of the closest object found while
traversing the tree. The current closest distance is also used to cull the tree during
traversal. If a BV is intersected, but its distance is beyond the closest distance found
so far, then the BV can be discarded. When examining a parent box, we intersect all
children BVs and find the closest. If an intersection is found in this BV’s descendants,
this new closest distance is used to cull out whether the other children need to be
traversed. As will be seen, a BSP tree has an advantage over normal BVHs in that it
can guarantee front-to-back ordering, versus this rough sort that BVHs provide.

BVHs can be used for dynamic scenes as well [1465]. When an object contained in
a BV has moved, simply check whether it is still contained in its parent’s BV. If it is,
then the BVH is still valid. Otherwise, the object node is removed and the parent’s BV
recomputed. The node is then recursively inserted back into the tree from the root.
Another method is to grow the parent’s BV to hold the child recursively up the tree as
needed. With either method, the tree can become unbalanced and inefficient as more
and more edits are performed. Another approach is to put a BV around the limits of
movement of the object over some period of time. This is called a temporal bounding
volume [13]. For example, a pendulum could have a bounding box that enclosed the
entire volume swept out by its motion. One can also perform a bottom-up refit [136]
or select parts of the tree to refit or rebuild [928, 981, 1950].

To create a BVH, one must first be able to compute a tight BV around a set of
objects. This topic is treated in Section 22.3. Then, the actual hierarchy of BVs must
be created. See the collision detection chapter at realtimerendering.com for more on
BV building strategies.
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19.1.2 BSP Trees

Binary space partitioning trees, or BSP trees for short, exist as two noticeably different
variants in computer graphics, which we call axis-aligned and polygon-aligned. The
trees are created by using a plane to divide the space in two, and then sorting the
geometry into these two spaces. This division is done recursively. One worthwhile
property is that if a BSP tree is traversed in a certain way, the geometrical contents of
the tree can be sorted front to back from any point of view. This sorting is approximate
for axis-aligned and exact for polygon-aligned BSPs. Note that the axis-aligned BSP
tree is also called a k-d tree

Axis-Aligned BSP Trees (k-D Trees)
An axis-aligned BSP tree is created as follows. First, the whole scene is enclosed
in an axis-aligned bounding box (AABB). The idea is then to recursively subdivide
this box into smaller boxes. Now, consider a box at any recursion level. One axis
of the box is chosen, and a perpendicular plane is generated that divides the space
into two boxes. Some schemes fix this partitioning plane so that it divides the box
exactly in half; others allow the plane to vary in position. With varying plane position,
called nonuniform subdivision, the resulting tree can become more balanced. With a
fixed plane position, called uniform subdivision, the location in memory of a node is
implicitly given by its position in the tree.

An object intersecting the plane can be treated in any number of ways. For ex-
ample, it could be stored at this level of the tree, or made a member of both child
boxes, or truly split by the plane into two separate objects. Storing at the tree level
has the advantage that there is only one copy of the object in the tree, making object
deletion straightforward. However, small objects intersected by the splitting plane
become lodged in the upper levels of the tree, which tends to be inefficient. Placing
intersected objects into both children can give tighter bounds to larger objects, as
all objects percolate down to one or more leaf nodes, but only those they overlap.
Each child box contains some number of objects, and this plane-splitting procedure is
repeated, subdividing each AABB recursively until some criterion is fulfilled to halt
the process. See Figure 19.3 for an example of an axis-aligned BSP tree.

Rough front-to-back sorting is an example of how axis-aligned BSP trees can be
used. This is useful for occlusion culling algorithms (Sections 19.7 and 23.7), as well as
for generally reducing pixel shader costs by minimizing pixel overdraw. Assume that
a node called N is currently traversed. Here, N is the root at the start of traversal.
The splitting plane of N is examined, and tree traversal continues recursively on the
side of the plane where the viewer is located. Thus, it is only when the entire half
of the tree has been traversed that we start to traverse the other side. This traversal
does not give exact front-to-back sorting, since the contents of the leaf nodes are not
sorted, and because objects may be in many nodes of the tree. However, it gives
a rough sorting, which often is useful. By starting traversal on the other side of a
node’s plane when compared to the viewer’s position, rough back-to-front sorting can
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Figure 19.3. Axis-aligned BSP tree. In this example, the space partitions are allowed to be anywhere
along the axis, not just at its midpoint. The spatial volumes formed are labeled A through E. The
tree on the right shows the underlying BSP data structure. Each leaf node represents an area, with
that area’s contents shown beneath it. Note that the triangle is in the object list for two areas, C
and E, because it overlaps both.

be obtained. This is useful for transparency sorting. BSP traversal can also be used
to test a ray against the scene geometry. The ray’s origin is simply exchanged for the
viewer’s location.

Polygon-Aligned BSP Trees
The other type of BSP tree is the polygon-aligned form [4, 500, 501]. This data
structure is particularly useful for rendering static or rigid geometry in an exact sorted
order. This algorithm was popular for games like DOOM (2016), back when there
was no hardware z-buffer. It still has occasional use, such as for collision detection
and intersection testing.

In this scheme, a polygon is chosen as the divider, splitting space into two halves.
That is, at the root, a polygon is selected. The plane in which the polygon lies
is used to divide the rest of the polygons in the scene into two sets. Any polygon
that is intersected by the dividing plane is broken into two separate pieces along the
intersection line. Now in each half-space of the dividing plane, another polygon is
chosen as a divider, which divides only the polygons in its half-space. This is done
recursively until all polygons are in the BSP tree. Creating an efficient polygon-aligned
BSP tree is a time-consuming process, and such trees are normally computed once and
stored for reuse. This type of BSP tree is shown in Figure 19.4. It is generally best
to form a balanced tree, i.e., one where the depth of each leaf node is the same, or at
most off by one.

The polygon-aligned BSP tree has some useful properties. One is that, for a given
view, the structure can be traversed strictly from back to front (or front to back).
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splitting plane

Figure 19.4. Polygon-aligned BSP tree. Polygons A through G are shown from above. Space is first
split by polygon A, then each half-space is split separately by B and C. The splitting plane formed
by polygon B intersects the polygon in the lower left corner, splitting it into separate polygons D and
E. The BSP tree formed is shown on the right.

This is in comparison to the axis-aligned BSP tree, which normally gives only a rough
sorted order. Determine on which side of the root plane the camera is located. The
set of polygons on the far side of this plane is then beyond the near side’s set. Now
with the far side’s set, take the next level’s dividing plane and determine which side
the camera is on. The subset on the far side is again the subset farthest away from the
camera. By continuing recursively, this process establishes a strict back-to-front order,
and a painter’s algorithm can be used to render the scene. The painter’s algorithm
does not need a z-buffer. If all objects are drawn in a back-to-front order, each closer
object is drawn in front of whatever is behind it, and so no z-depth comparisons are
required.

For example, consider what is seen by a viewer v in Figure 19.4. Regardless of the
viewing direction and frustum, v is to the left of the splitting plane formed by A, so
C, F, and G are behind B, D, and E. Comparing v to the splitting plane of C, we find
G to be on the opposite side of this plane, so it is displayed first. A test of B’s plane
determines that E should be displayed before D. The back-to-front order is then G, C,
F, A, E, B, D. Note that this order does not guarantee that one object is closer to the
viewer than another. Rather, it provides a strict occlusion order, a subtle difference.
For example, polygon F is closer to v than polygon E, even though it is farther back
in occlusion order.

19.1.3 Octrees

The octree is similar to the axis-aligned BSP tree. A box is split simultaneously along
all three axes, and the split point must be the center of the box. This creates eight
new boxes—hence the name octree. This makes the structure regular, which can make
some queries more efficient.
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Figure 19.5. The construction of a quadtree. The construction starts from the left by enclosing all
objects in a bounding box. Then the boxes are recursively divided into four equal-sized boxes until
each box (in this case) is empty or contains one object.

An octree is constructed by enclosing the entire scene in a minimal axis-aligned
box. The rest of the procedure is recursive in nature and ends when a stopping
criterion is fulfilled. As with axis-aligned BSP trees, these criteria can include reach-
ing a maximum recursion depth, or obtaining a certain number of primitives in a
box [1535, 1536]. If a criterion is met, the algorithm binds the primitives to the box
and terminates the recursion. Otherwise, it subdivides the box along its main axes
using three planes, thereby forming eight equal-sized boxes. Each new box is tested
and possibly subdivided again into 2× 2× 2 smaller boxes. This is illustrated in two
dimensions, where the data structure is called a quadtree, in Figure 19.5. Quadtrees
are the two-dimensional equivalent of octrees, with a third axis being ignored. They
can be useful in situations where there is little advantage to categorizing the data
along all three axes.

Octrees can be used in the same manner as axis-aligned BSP trees, and thus, can
handle the same types of queries. A BSP tree can, in fact, give the same partitioning
of space as an octree. If a cell is first split along the middle of, say, the x-axis, then
the two children are split along the middle of, say, y, and finally those children are
split in the middle along z, eight equal-sized cells are formed that are the same as
those created by one application of an octree division. One source of efficiency for
the octree is that it does not need to store information needed by more flexible BSP
tree structures. For example, the splitting plane locations are known and so do not
have to be described explicitly. This more compact storage scheme also saves time by
accessing fewer memory locations during traversal. Axis-aligned BSP trees can still be
more efficient, as the additional memory cost and traversal time due to the need for
retrieving the splitting plane’s location can be outweighed by the savings from better
plane placement. There is no overall best efficiency scheme; it depends on the nature
of the underlying geometry, the usage pattern of how the structure is accessed, and
the architecture of the hardware running the code, to name a few factors. Often the
locality and level of cache-friendliness of the memory layout is the most important
factor. This is the focus of the next section.
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Figure 19.6. An ordinary octree compared to a loose octree. The dots indicate the center points of
the boxes (in the first subdivision). To the left, the star pierces through one splitting plane of the
ordinary octree. Thus, one choice is to put the star in the largest box (that of the root). To the right,
a loose octree with k = 1.5 (that is, boxes are 50% larger) is shown. The boxes are slightly displaced,
so that they can be discerned. The star can now be placed fully in the red box to the upper left.

In the above description, objects are always stored in leaf nodes. Therefore, certain
objects have to be stored in more than one leaf node. Another option is to place the
object in the box that is the smallest that contains the entire object. For example, the
star-shaped object in the figure should be placed in the upper right box in the second
illustration from the left. This has a significant disadvantage in that, for example, a
(small) object that is located at the center of the octree will be placed in the topmost
(largest) node. This is not efficient, since a tiny object is then bounded by the box
that encloses the entire scene. One solution is to split the objects, but that introduces
more primitives. Another is to put a pointer to the object in each leaf box it is in,
losing efficiency and making octree editing more difficult.

Ulrich presents a third solution, loose octrees [1796]. The basic idea of loose octrees
is the same as for ordinary octrees, but the choice of the size of each box is relaxed.
If the side length of an ordinary box is l, then kl is used instead, where k > 1. This is
illustrated for k = 1.5, and compared to an ordinary octree, in Figure 19.6. Note that
the boxes’ center points are the same. By using larger boxes, the number of objects
that cross a splitting plane is reduced, so that the object can be placed deeper down
in the octree. An object is always inserted into only one octree node, so deletion from
the octree is trivial. Some advantages accrue by using k = 2. First, insertion and
deletion of objects is O(1). Knowing the object’s size means immediately knowing the
level of the octree it can successfully be inserted in, fully fitting into one loose box.
In practice, it is sometimes possible to push the object to a deeper box in the octree.
Also, if k < 2, the object may have to be pushed up the tree if it does not fit.

The object’s centroid determines into which loose octree box it is put. Because of
these properties, this structure lends itself well to bounding dynamic objects, at the
expense of some BV efficiency, and the loss of a strong sort order when traversing the
structure. Also, often an object moves only slightly from frame to frame, so that the
previous box still is valid in the next frame. Therefore, only a fraction of animated



19.1. Spatial Data Structures 827

objects in the loose octree need updating each frame. Cozzi [302] notes that after each
object/primitive has been assigned to the loose octree, one may compute a minimal
AABB around the objects in each node, which essentially becomes a BVH at that
point. This approach avoids splitting objects across nodes.

19.1.4 Cache-Oblivious and Cache-Aware
Representations

Since the gap between the bandwidth of the memory system and the computing power
of CPUs increases every year, it is critical to design algorithms and spatial data struc-
ture representations with caching in mind. In this section, we will give an introduction
to cache-aware (or cache-conscious) and cache-oblivious spatial data structures. A
cache-aware representation assumes that the size of cache blocks is known, and hence
we optimize for a particular architecture. In contrast, a cache-oblivious algorithm is
designed to work well for all types of cache sizes, and are hence platform-independent.

To create a cache-aware data structure, you must first find out what the size of a
cache block is for your architecture. This may be 64 bytes, for example. Then try to
minimize the size of your data structure. For example, Ericson [435] shows how it is
sufficient to use only 32 bits for a k-d tree node. This is done in part by appropriating
the two least significant bits of the node’s 32-bit value. These 2 bits can represent
four types: a leaf node, or the internal node split on one of the three axes. For leaf
nodes, the upper 30 bits hold a pointer to a list of objects; for internal nodes, these
represent a (slightly lower-precision) floating point split value. Hence, it is possible
to store a four-level deep binary tree of 15 nodes in a single cache block of 64 bytes.
The sixteenth node indicates which children exist and where they are located. See
his book for details. The key concept is that data access is considerably improved by
ensuring that structures pack cleanly to cache boundaries.

One popular and simple cache-oblivious ordering for trees is the van Emde Boas
layout [68, 422, 435]. Assume we have a tree, T , with height h. The goal is to compute
a cache-oblivious layout, or ordering, of the nodes in the tree. The key idea is that,
by recursively breaking a hierarchy into smaller and smaller chunks, at some level a
set of chunks will fit in the cache. These chunks are near each other in the tree, so
the cached data will be valid for a longer time than if, for example, we simply listed
all nodes from the top level on down. A naive listing such as that would lead to large
jumps between memory locations.

Let us denote the van Emde Boas layout of T as v(T ). This structure is defined
recursively, and the layout of a single node in a tree is just the node itself. If there
are more than one node in T , the tree is split at half the height, ⌊h/2⌋. The topmost
⌊h/2⌋ levels are put in a tree denoted T0, and the children subtree starting at the leaf
nodes of T0 are denoted T1, . . . , Tn. The recursive nature of the tree is described as
follows:

v(T ) =

{
{T }, if there is single node in T ,
{T0, T1, . . . , Tn}, else.

(19.1)
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Figure 19.7. The van Emde Boas layout of a tree, T , is created by splitting the height, h, of the tree
in two. This creates the subtrees, T0, T1, . . . , Tn, and each subtree is split recursively in the same
manner until only one node per subtree remains.

Note that all the subtrees Ti, 0 ≤ i ≤ n, are also defined by the recursion above.
This means, for example, that T1 has to be split at half its height, and so on. See
Figure 19.7 for an example.

In general, creating a cache-oblivious layout consists of two steps: clustering and
ordering of the clusters. For the van Emde Boas layout, the clustering is given by
the subtrees, and the ordering is implicit in the creation order. Yoon et al. [1948,
1949] develop techniques that are specifically designed for efficient bounding volume
hierarchies and BSP trees. They develop a probabilistic model that takes into account
both the locality between a parent and its children, and the spatial locality. The idea
is to minimize cache misses when a parent has been accessed, by making sure that the
children are inexpensive to access. Furthermore, nodes that are close to each other are
grouped closer together in the ordering. A greedy algorithm is developed that clusters
nodes with the highest probabilities. Generous increases in performance are obtained
without altering the underlying algorithm—it is only the ordering of the nodes in the
BVH that is different.

19.1.5 Scene Graphs

BVHs, BSP trees, and octrees all use some sort of tree as their basic data structure. It
is in how they partition the space and store the geometry that they differ. They also
store geometrical objects, and nothing else, in a hierarchical fashion. However, ren-
dering a three-dimensional scene is about so much more than just geometry. Control
of animation, visibility, and other elements are usually performed using a scene graph,
which is called a node hierarchy in glTF. This is a user-oriented tree structure that is
augmented with textures, transforms, levels of detail, render states (material proper-
ties, for example), light sources, and whatever else is found suitable. It is represented
by a tree, and this tree is traversed in some order to render the scene. For example,
a light source can be put at an internal node, which affects only the contents of its
subtree. Another example is when a material is encountered in the tree. The material
can be applied to all the geometry in that node’s subtree, or possibly be overridden by
a child’s settings. See also Figure 19.34 on page 861 on how different levels of detail
can be supported in a scene graph. In a sense, every graphics application uses some
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Figure 19.8. A scene graph with different transforms M and N applied to internal nodes, and their
respective subtrees. Note that these two internal nodes also point to the same object, but since they
have different transforms, two different objects appear (one is rotated and scaled).

form of scene graph, even if the graph is just a root node with a list of children to
display.

One way of animating objects is to vary transforms of internal nodes in the tree.
Scene graph implementations then transform the entire contents of that node’s subtree.
Since a transform can be put in any internal node, hierarchical animation can be done.
For example, the wheels of a car can spin, and the car as a whole can move forward.

When several nodes may point to the same child node, the tree structure is called
a directed acyclic graph (DAG) [292]. The term acyclic means that it must not contain
any loops or cycles. By directed, we mean that as two nodes are connected by an edge,
they are also connected in a certain order, e.g., from parent to child. Scene graphs are
often DAGs because they allow for instantiation, i.e., when we want to make several
copies (instances) of an object without replicating its geometry. An example is shown
in Figure 19.8, where two internal nodes have different transforms applied to their
subtrees. Using instances saves memory, and GPUs can render multiple copies of an
instance rapidly via API calls (Section 18.4.2).

When objects are to move in the scene, the scene graph has to be updated. This
can be done with a recursive call on the tree structure. Transforms are updated on
the way from the root toward the leaves. The matrices are multiplied in this traversal
and stored in relevant nodes. However, when transforms have been updated, any BVs
attached are obsolete. Therefore, the BVs are updated on the way back from the leaves
toward the root. A too relaxed tree structure complicates these tasks enormously, so
DAGs are often avoided, or a limited form of DAGs is used, where only the leaf nodes
are shared. See Eberly’s book [404] for more information on this topic. Note also
that when JavaScript-based APIs, such as WebGL, are used, then it is of extreme
importance to move over as much work as possible to the GPU with as little feedback
to the CPU as possible [876].

Scene graphs themselves can be used to provide some computational efficiency. A
node in the scene graph often has a bounding volume, and is thus quite similar to
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a BVH. A leaf in the scene graph stores geometry. It is important to realize that
entirely unrelated efficiency schemes can be used alongside a scene graph. This is the
idea of spatialization, in which the user’s scene graph is augmented with a separate
data structure (e.g., BSP tree or BVH) created for a different task, such as faster
culling or picking. The leaf nodes, where most models are located, are shared, so the
expense of an additional spatial efficiency structure is relatively low.

19.2 Culling Techniques
To cull means to “remove from a flock,” and in the context of computer graphics, this
is exactly what culling techniques do. The flock is the whole scene that we want to
render, and the removal is limited to those portions of the scene that are not con-
sidered to contribute to the final image. The rest of the scene is sent through the
rendering pipeline. Thus, the term visibility culling is also often used in the context
of rendering. However, culling can also be done for other parts of a program. Exam-
ples include collision detection (by doing less accurate computations for offscreen or
hidden objects), physics computations, and AI. Here, only culling techniques related
to rendering will be presented. Examples of such techniques are backface culling, view
frustum culling, and occlusion culling. These are illustrated in Figure 19.9. Back-
face culling eliminates triangles facing away from the viewer. View frustum culling
eliminates groups of triangles outside the view frustum. Occlusion culling eliminates
objects hidden by groups of other objects. It is the most complex culling technique,
as it requires computing how objects affect each other.

The actual culling can theoretically take place at any stage of the rendering
pipeline, and for some occlusion culling algorithms, it can even be precomputed. For
culling algorithms that are implemented on the GPU, we can sometimes only en-
able/disable, or set some parameters for, the culling function. The fastest triangle

eye

view frustum

view frustum

backface occlusion

Figure 19.9. Different culling techniques. Culled geometry is dashed. (Illustration after Cohen-Or
et al. [277].)
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to render is the one never sent to the GPU. Next to that, the earlier in the pipeline
culling can occur, the better. Culling is often achieved by using geometric calcula-
tions, but is in no way limited to these. For example, an algorithm may also use the
contents of the frame buffer.

The ideal culling algorithm would send only the exact visible set (EVS) of primitives
through the pipeline. In this book, the EVS is defined as all primitives that are
partially or fully visible. One such data structure that allows for ideal culling is the
aspect graph, from which the EVS can be extracted, given any point of view [532].
Creating such data structures is possible in theory, but not in practice, since worst-
time complexity can be as bad as O(n9) [277]. Instead, practical algorithms attempt
to find a set, called the potentially visible set (PVS), that is a prediction of the EVS. If
the PVS fully includes the EVS, so that only invisible geometry is discarded, the PVS
is said to be conservative. A PVS may also be approximate, in which the EVS is not
fully included. This type of PVS may therefore generate incorrect images. The goal is
to make these errors as small as possible. Since a conservative PVS always generates
correct images, it is often considered more useful. By overestimating or approximating
the EVS, the idea is that the PVS can be computed much faster. The difficulty lies in
how these estimations should be done to gain overall performance. For example, an
algorithm may treat geometry at different granularities, i.e., triangles, whole objects,
or groups of objects. When a PVS has been found, it is rendered using the z-buffer,
which resolves the final per-pixel visibility.

Note that there are algorithms that reorder the triangles in a mesh in order to
provide better occlusion culling, i.e., reduced overdraw, and improved vertex cache
locality at the same time. While these are somewhat related to culling, we refer the
interested reader to the references [256, 659].

In Sections 19.3–19.8, we treat backface culling, view frustum culling, portal
culling, detail culling, occlusion culling, and culling systems.

19.3 Backface Culling
Imagine that you are looking at an opaque sphere in a scene. Approximately half of
the sphere will not be visible. The conclusion from this observation is that what is
invisible need not be rendered since it does not contribute to the image. Therefore,
the back side of the sphere need not be processed, and that is the idea behind backface
culling. This type of culling can also be done for whole groups at a time, and so is
called clustered backface culling.

All backfacing triangles that are part of a solid opaque object can be culled away
from further processing, assuming the camera is outside of, and does not penetrate
(i.e., near clip into), the object. A consistently oriented triangle (Section 16.3) is
backfacing if the projected triangle is known to be oriented in, say, a clockwise fashion
in screen space. This test can be implemented by computing the signed area of the
triangle in two-dimensional screen space. A negative signed area means that the
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Figure 19.10. Two different tests for determining whether a triangle is backfacing. The left figure
shows how the test is done in screen space. The two triangles to the left are frontfacing, while the
right triangle is backfacing and can be omitted from further processing. The right figure shows how
the backface test is done in view space. Triangles A and B are frontfacing, while C is backfacing.

triangle should be culled. This can be implemented immediately after the screen-
mapping procedure has taken place.

Another way to determine whether a triangle is backfacing is to create a vector
from an arbitrary point on the plane in which the triangle lies (one of the vertices is the
simplest choice) to the viewer’s position. For orthographic projections, the vector to
the eye position is replaced with the negative view direction, which is constant for the
scene. Compute the dot product of this vector and the triangle’s normal. A negative
dot product means that the angle between the two vectors is greater than π/2 radians,
so the triangle is not facing the viewer. This test is equivalent to computing the signed
distance from the viewer’s position to the plane of the triangle. If the sign is positive,
the triangle is frontfacing. Note that the distance is obtained only if the normal is
normalized, but this is unimportant here, as only the sign is of interest. Alternatively,
after the projection matrix has been applied, form vertices v = (vx, vy, vw) in clip
space and compute the determinant d = |v0,v1,v2| [1317]. If d ≤ 0, the triangle can
be culled. These culling techniques are illustrated in Figure 19.10.

Blinn points out that these two tests are geometrically the same [165]. In theory,
what differentiates these tests is the space where the tests are computed—nothing
else. In practice, the screen-space test is often safer, because edge-on triangles that
appear to face slightly backward in view space can become slightly forward in screen
space. This happens because the view-space coordinates get rounded off to screen-
space subpixel coordinates.

Using an API such as OpenGL or DirectX, backface culling is normally controlled
with a few functions that either enable backface or frontface culling or disable all
culling. Be aware that a mirroring transform (i.e., a negative scaling operation) turns
backfacing triangles into frontfacing ones and vice versa [165] (Section 4.1.3). Fi-
nally, it is possible to find out in the pixel shader whether a triangle is frontfac-
ing. In OpenGL, this is done by testing gl FrontFacing and in DirectX it is called
SV IsFrontFace. Prior to this addition the main way to display two-sided objects
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c c

Figure 19.11. Left: a set of triangles and their normals. Middle left: the normals are collected
(top), and a minimal cone (bottom), defined by one normal n, and a half-angle, α, is constructed.
Middle right: the cone is anchored at a point c, and truncated so that it also contains all points on
the triangles. Right: a cross section of a truncated cone. The light gray region on the top is the
frontfacing cone, and the light gray region at the bottom is the backfacing cone. The points f and b
are respectively the apexes of the front- and backfacing cones.

properly was to render them twice, first culling backfaces then culling frontfaces and
reversing the normals.

A common misconception about standard backface culling is that it cuts the num-
ber of triangles rendered by about half. While backface culling will remove about half
of the triangles in many objects, it will provide little gain for some types of models. For
example, the walls, floor, and ceiling of interior scenes are usually facing the viewer,
so there are relatively few backfaces of these types to cull in such scenes. Similarly,
with terrain rendering often most of the triangles are visible, and only those on the
back sides of hills or ravines benefit from this technique.

While backface culling is a simple technique for avoiding rasterizing individual
triangles, it would be even faster if one could decide with a single test if a whole
set of triangles could be culled. Such techniques are called clustered backface culling
algorithms, and some of these will be reviewed here. The basic concept that many such
algorithms use is the normal cone [1630]. For some section of a surface, a truncated
cone is created that contains all the normal directions and all the points. Note that
two distances along the normal are needed to truncate the cone. See Figure 19.11 for
an example. As can be seen, a cone is defined by a normal, n, and half-angle, α, and
an anchor point, c, and some offset distances along the normal that truncates the cone.
In the right part of Figure 19.11, a cross section of a normal cone is shown. Shirman
and Abi-Ezzi [1630] prove that if the viewer is located in the frontfacing cone, then
all faces in the cone are frontfacing, and similarly for the backfacing cone. Engel [433]
uses a similar concept called the exclusion volume for GPU culling.

For static meshes, Haar and Aaltonen [625] suggest that a minimal cube is com-
puted around n triangles, and each cube face is split into r×r “pixels,” each encoding
an n-bit mask that indicates whether the corresponding triangle is visible over that
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Figure 19.12. A set of five static triangles, viewed edge on, surrounded by a square in two dimensions.
The square face to the left has been split into 4 “pixels,” and we focus on the one second from the
top, whose frustum outside the box has been colored blue. The positive half-space formed by the
triangle’s plane is indicated with a half-circle (red and green). All triangles that do not have any
part of the blue frustum in its positive half-space are conservatively backfacing (marked red) from
all points in the frustum. Green indicates those that are frontfacing.

“pixel.” This is illustrated in Figure 19.12. If the camera is outside the cube, one
finds the corresponding frustum in which the camera is located and can immediately
look up its bitmask and know which triangles are backfacing (conservatively). If the
camera is inside the cube, all triangles are considered visible (unless one wants to
perform further computations). Haar and Aaltonen use only one bitmask per cube
face and encode n = 64 triangles at a time. By counting the number of bits that are
set in the bitmask, one can allocate memory for the non-culled triangles in an efficient
manner. This work has been used in Assassin’s Creed Unity.

Next, we will use a non-truncated normal cone, in contrast to the one in Fig-
ure 19.11, and so it is defined by only a center point c, normal n, and an angle α.
To compute such a normal cone of a number of triangles, take all the normals of the
triangle planes, put them in the same position, and compute a minimal circle on the
unit sphere surface that includes all the normals [101]. As a first step, assume that
from a point e we want to backface-test all normals, sharing the same origin c, in the
cone. A normal cone is backfacing from e if the following is true [1883, 1884]:

n · (e− c) < cos
(

α+
π

2

)

︸ ︷︷ ︸

− sinα

⇐⇒ n · (c− e) < sinα. (19.2)

However, this test only works if all the geometry is located at c. Next, we assume
that all geometry is inside a sphere with center point c and radius r. The test then
becomes

n · (e− c) < cos
(

α+ β +
π

2

)

︸ ︷︷ ︸

− sin(α+β)

⇐⇒ n · (c− e) < sin(α+ β), (19.3)
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Figure 19.13. This situation shows the limit when the normal cone, defined by c, n, and α, is just
about to become visible to e from the most critical point inside the circle with radius r and center
point c. This happens when the angle between the vector from e to a point on the circle such that
the vector is tangent to the circle, and the side of the normal cone is π/2 radians. Note that the
normal cone has been translated down from c so its origin coincides with the sphere border.

where sinβ = r/||c − e||. The geometry involved in deriving this test is shown in
Figure 19.13. Quantized normals can be stored in 8× 4 bits, which may be sufficient
for some applications.

To conclude this section, we note that backface culling for motion blurred triangles,
where each vertex has a linear motion over a frame, is not as simple as one may think.
A triangle with linearly moving vertices over time can be backfacing at the start of
a frame, turn frontfacing, and then turn backfacing again, all within the same frame.
Hence, incorrect results will be generated if a triangle is culled due to the motion
blurred triangle being backfacing at the start and end of a frame. Munkberg and
Akenine-Möller [1246] present a method where the vertices in the standard backface
test are replaced with linearly moving triangles vertices. The test is rewritten in
Bernstein form, and the convex property of Bézier curves is used as a conservative
test. For depth of field, if the entire lens is in the negative half-space of the triangle
(in other words, behind it), the triangle can be culled safely.

19.4 View Frustum Culling
As seen in Section 2.3.3, only primitives that are entirely or partially inside the view
frustum need to be rendered. One way to speed up the rendering process is to compare
the bounding volume of each object to the view frustum. If the BV is outside the
frustum, then the geometry it encloses can be omitted from rendering. If instead the
BV is inside or intersecting the frustum, then the contents of that BV may be visible
and must be sent through the rendering pipeline. See Section 22.14 for methods of
testing for intersection between various bounding volumes and the view frustum.

By using a spatial data structure, this kind of culling can be applied hierarchi-
cally [272]. For a bounding volume hierarchy, a preorder traversal [292] from the root
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Figure 19.14. A set of geometry and its bounding volumes (spheres) are shown on the left. This scene
is rendered with view frustum culling from the point of the eye. The BVH is shown on the right.
The BV of the root intersects the frustum, and the traversal continues with testing its children’s
BVs. The BV of the left subtree intersects, and one of that subtree’s children intersects (and thus
is rendered), and the BV of the other child is outside and therefore is not sent through the pipeline.
The BV of the middle subtree of the root is entirely inside and is rendered immediately. The BV
of the right subtree of the root is also fully inside, and the entire subtree can therefore be rendered
without further tests.

does the job. Each node with a bounding volume is tested against the frustum. If the
BV of the node is outside the frustum, then that node is not processed further. The
tree is pruned, since the BV’s contents and children are outside the view. If the BV is
fully inside the frustum, its contents must all be inside the frustum. Traversal contin-
ues, but no further frustum testing is needed for the rest of such a subtree. If the BV
intersects the frustum, then the traversal continues and its children are tested. When
a leaf node is found to intersect, its contents (i.e., its geometry) is sent through the
pipeline. The primitives of the leaf are not guaranteed to be inside the view frustum.
An example of view frustum culling is shown in Figure 19.14. It is also possible to use
multiple BV tests for an object or cell. For example, if a sphere BV around a cell is
found to overlap the frustum, it may be worthwhile to also perform the more accurate
(though more expensive) OBB-versus-frustum test if this box is known to be much
smaller than the sphere [1600].

A useful optimization for the “intersects frustum” case is to keep track of which
frustum planes the BV is fully inside [148]. This information, usually stored as a
bitmask, can then be passed with the intersector for testing children of this BV. This
technique is sometimes called plane masking, as only those planes that intersected the
BV need to be tested against the children. The root BV will initially be tested against
all 6 frustum planes, but with successive tests the number of plane/BV tests done at
each child will go down. Assarsson and Möller [83] note that temporal coherence can
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also be used. The frustum plane that rejects a BV could be stored with the BV and
then be the first plane tested for rejection in the next frame. Wihlidal [1883, 1884]
notes that if view frustum culling is done on a per-object level on the CPU, then
it suffices to perform view frustum culling against the left, right, bottom, and top
planes when finer-grained culling is done on the GPU. Also, to improve performance,
a construction called the apex point map can be used to provide tighter bounding
volumes. This is described in more detail in Section 22.13.4. Sometimes fog is used in
the distance to avoid the effect of objects suddenly disappearing at the far plane.

For large scenes or certain camera views, only a fraction of the scene might be
visible, and it is only this fraction that needs to be sent through the rendering pipeline.
In such cases a large gain in speed can be expected. View frustum culling techniques
exploit the spatial coherence in a scene, since objects that are located near each other
can be enclosed in a BV, and nearby BVs may be clustered hierarchically.

It should be noted that some game engines do not use hierarchical BVHs, but
rather just a linear list of BVs, one for each object in the scene [283]. The main
motivation is that it is simpler to implement algorithms using SIMD and multiple
threads, so giving better performance. However, for some applications, such as CAD,
most or all of the geometry is inside the frustum, in which case one should avoid using
these types of algorithms. Hierarchical view frustum culling may still be applied, since
if a node is inside the frustum, its geometry can immediately be drawn.

19.5 Portal Culling
For architectural models, there is a set of algorithms that goes under the name of
portal culling. The first of these were introduced by Airey et al. [17, 18]. Later, Teller
and Séquin [1755, 1756] and Teller and Hanrahan [1757] constructed more efficient
and more complex algorithms for portal culling. The rationale for all portal-culling
algorithms is that walls often act as large occluders in indoor scenes. Portal culling is
thus a type of occlusion culling, discussed in the next section. This occlusion algorithm
uses a view frustum culling mechanism through each portal (e.g., door or window).
When traversing a portal, the frustum is diminished to fit closely around the portal.
Therefore, this algorithm can be seen as an extension of view frustum culling as well.
Portals that are outside the view frustum are discarded.

Portal-culling methods preprocess the scene in some way. The scene is divided
into cells that usually correspond to rooms and hallways in a building. The doors
and windows that connect adjacent rooms are called portals. Every object in a cell
and the walls of the cell are stored in a data structure that is associated with the
cell. We also store information on adjacent cells and the portals that connect them
in an adjacency graph. Teller presents algorithms for computing this graph [1756].
While this technique worked back in 1992 when it was introduced, for modern complex
scenes automating the process is extremely difficult. For that reason defining cells and
creating the graph is currently done by hand.
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eye

Figure 19.15. Portal culling: Cells are enumerated from A to H, and portals are openings that
connect the cells. Only geometry seen through the portals is rendered. For example, the star in cell
F is culled.

Luebke and Georges [1090] use a simple method that requires just a small amount
of preprocessing. The only information that is needed is the data structure associated
with each cell, as described above. The key idea is that each portal defines the view
into its room and beyond. Imagine that you are looking through a doorway to a room
with three windows. The doorway defines a frustum, which you use to cull out the
objects not visible in the room, and you render those that can be seen. You cannot see
two of the windows through the doorway, so the cells visible through those windows
can be ignored. The third window is visible but partially blocked by the doorframe.
Only the contents in the cell visible through both the doorway and this window needs
to be sent down the pipeline. The cell rendering process depends on tracking this
visibility, in a recursive manner.

The portal culling algorithm is illustrated in Figure 19.15 with an example. The
viewer or eye is located in cell E and therefore rendered together with its contents.
The neighboring cells are C, D, and F . The original frustum cannot see the portal
to cell D and is therefore omitted from further processing. Cell F is visible, and the
view frustum is therefore diminished so that it goes through the portal that connects
to F . The contents of F are then rendered with that diminished frustum. Then, the
neighboring cells of F are examined—G is not visible from the diminished frustum and
so is omitted, while H is visible. Again, the frustum is diminished with the portal of
H, and thereafter the contents of H are rendered. H does not have any neighbors that
have not been visited, so traversal ends there. Now, recursion falls back to the portal
into cell C. The frustum is diminished to fit the portal of C, and then rendering of the
objects in C follows, with frustum culling. No more portals are visible, so rendering
is complete.

Each object may be tagged when it has been rendered, to avoid rendering objects
more than once. For example, if there were two windows into a room, the contents
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Figure 19.16. Portal culling. The left image is an overhead view of the Brooks House. The right
image is a view from the master bedroom. Cull boxes for portals are in white and for mirrors are in
red. (Images courtesy of David Luebke and Chris Georges, UNC-Chapel Hill.)

of the room are culled against each frustum separately. Without tagging, an object
visible through both windows would be rendered twice. This is both inefficient and
can lead to rendering errors, such as when an object is transparent. To avoid having
to clear this list of tags each frame, each object is tagged with the frame number when
visited. Only objects that store the current frame number have already been visited.

An optimization that can well be worth implementing is to use the stencil buffer
for more accurate culling. In practice, portals are overestimated with an AABB;
the real portal will most likely be smaller. The stencil buffer can be used to mask
away rendering outside that real portal. Similarly, a scissor rectangle around the
portal can be set for the GPU to increase performance [13]. Using stencil and scissor
functionality also obviates the need to perform tagging, as transparent objects may
be rendered twice but will affect visible pixels in each portal only once.

See Figure 19.16 for another view of the use of portals. This form of portal culling
can also be used to trim content for planar reflections (Section 11.6.2). The left image
shows a building viewed from the top; the white lines indicate the way in which the
frustum is diminished with each portal. The red lines are created by reflecting the
frustum at a mirror. The actual view is shown in the image on the right side, where
the white rectangles are the portals and the mirror is red. Note that it is only the
objects inside any of the frusta that are rendered. Other transformations can be used
to create other effects, such as simple refractions.

19.6 Detail and Small Triangle Culling
Detail culling is a technique that sacrifices quality for speed. The rationale for detail
culling is that small details in the scene contribute little or nothing to the rendered
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Figure 19.17. Small triangle culling using any(round(min) == round(max)). Red triangles are culled,
while green triangles need to be rendered. Left: the green triangle overlaps with a sample, so cannot
be culled. The red triangles both round all AABB coordinates to the same pixel corners. Right: the
red triangles can be culled because one of AABB coordinates is rounded to the same integer. The
green triangle does not overlap any samples, but cannot be culled by this test.

images when the viewer is in motion. When the viewer stops, detail culling is usually
disabled. Consider an object with a bounding volume, and project this BV onto the
projection plane. The area of the projection is then estimated in pixels, and if the
number of pixels is below a user-defined threshold, the object is omitted from further
processing. For this reason, detail culling is sometimes called screen-size culling. De-
tail culling can also be done hierarchically on a scene graph. These types of techniques
are often used in game engines [283].

With one sample at the center of each pixel, small triangles are rather likely to fall
between the samples. In addition, small triangles are rather inefficient to rasterize.
Some graphics hardware actually cull triangles falling between samples, but when
culling is done using code on the GPU (Section 19.8), it may be beneficial to add
some code to cull small triangles. Wihlidal [1883, 1884] presents a simple method,
where the AABB of the triangle is first computed. The triangle can be culled in a
shader if the following is true:

any(round(min) == round(max)), (19.4)

where min and max represent the two-dimensional AABB around the triangle. The
function any returns true if any of the vector components are true. Recall also that
pixel centers are located at (x+0.5, y+0.5), which means that Equation 19.4 is true if
either the x- or y-coordinates, or both, round to the same coordinates. Some examples
are shown in Figure 19.17.

19.7 Occlusion Culling
As we have seen, visibility may be solved via the z-buffer. Even though it solves
visibility correctly, the z-buffer is relatively simple and brute-force, and so not always
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10 spheres

depth complexity rendered image

viewer

Figure 19.18. An illustration of how occlusion culling can be useful. Ten spheres are placed in a
line, and the viewer is looking along this line (left) with perspective. The depth complexity image in
the middle shows that some pixels are written to several times, even though the final image (on the
right) only shows one sphere.

the most efficient solution. For example, imagine that the viewer is looking along
a line where 10 spheres are placed. This is illustrated in Figure 19.18. An image
rendered from this viewpoint will show but one sphere, even though all 10 spheres
will be rasterized and compared to the z-buffer, and then potentially written to the
color buffer and z-buffer. The middle part of Figure 19.18 shows the depth complexity
for this scene from the given viewpoint. Depth complexity is the number of surfaces
covered by a pixel. In the case of the 10 spheres, the depth complexity is 10 for the
pixel in the middle as all 10 spheres are located there, assuming backface culling is
on. If the scene is rendered back to front, the pixel in the middle will be pixel shaded
10 times, i.e., there are 9 unnecessary pixel shader executions. Even if the scene is
rendered front to back, the triangles for all 10 spheres will still be rasterized, and depth
will be computed and compared to the depth in the z-buffer, even though an image
of a single sphere is generated. This uninteresting scene is not likely to be found in
reality, but it describes (from the given viewpoint) a densely populated model. These
sorts of configurations are found in real scenes such as those of a rain forest, an engine,
a city, and the inside of a skyscraper. See Figure 19.19 for an example.

Given the examples in the previous paragraph, it seems plausible that an algo-
rithmic approach to avoid this kind of inefficiency may pay off in performance. Such
approaches go under the name of occlusion culling algorithms, since they try to cull
away objects that are occluded, that is, hidden by other objects in the scene. The
optimal occlusion culling algorithm would select only the objects that are visible. In a
sense, the z-buffer selects and renders only those objects that are visible, but not with-
out having to send all objects inside the view frustum through most of the pipeline.
The idea behind efficient occlusion culling algorithms is to perform some simple tests
early on to cull sets of hidden objects. In a sense, backface culling is a simple form of
occlusion culling. If we know in advance that an object is solid and is opaque, then
the backfaces are occluded by the frontfaces and so do not need to be rendered.
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Figure 19.19. A Minecraft scene, called Neu Rungholt, with occlusion culling visualized where
the viewer is located in the lower right corner. Lightly shaded geometry is culled, while darker is
rendered. The final image is shown to the lower left. (Reprinted by permission of Jon Hasselgren,
Magnus Andersson, and Tomas Akenine-Möller and Intel Corporation, copyright Intel Corporation,
2016. Neu Rungholt map is courtesy of kescha.)

There are two major forms of occlusion culling algorithms, namely point-based and
cell-based. These are illustrated in Figure 19.20. Point-based visibility is just what is
normally used in rendering, that is, what is seen from a single viewing location. Cell-
based visibility, on the other hand, is done for a cell, which is a region of the space
containing a set of viewing locations, normally a box or a sphere. An invisible object
in cell-based visibility must be invisible from all points within the cell. The advantage

Figure 19.20. The left figure shows point-based visibility, while the right shows cell-based visibility,
where the cell is a box. As can be seen, the circles are occluded to the left from the viewpoint. To
the right, however, the circles are visible, since rays can be drawn from somewhere within the cell to
the circles without intersecting any occluder.
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OcclusionCullingAlgorithm(G)
1: OR =empty
2: P =empty
3: for each object g ∈ G
4: if(isOccluded(g,OR))
5: Skip(g)
6: else

7: Render(g)
8: Add(g, P )
9: if(LargeEnough(P ))
10: Update(OR, P )
11: P =empty
12: end

13: end

14: end

Figure 19.21. Pseudocode for a general occlusion culling algorithm. G contains all the objects in the
scene, and OR is the occlusion representation. P is a set of potential occluders, that are merged into
OR when it contains sufficiently many objects. (After Zhang [1965].)

of cell-based visibility is that once it is computed for a cell, it can usually be used for
a few frames, as long as the viewer is inside the cell. However, it is usually more time
consuming to compute than point-based visibility. Therefore, it is often done as a
preprocessing step. Point-based and cell-based visibility are similar in nature to point
and area light sources, where the light can be thought of as viewing the scene. For an
object to be invisible, this is equivalent to it being in the umbra region, i.e., fully in
shadow.

One can also categorize occlusion culling algorithms into those that operate in
image space, object space, or ray space. Image-space algorithms do visibility testing in
two dimensions after some projection, while object-space algorithms use the original
three-dimensional objects. Ray-space methods [150, 151, 923] perform their tests in
a dual space. Each point of interest, often two-dimensional, is converted to a ray in
this dual space. For real-time graphics, of the three, image-space occlusion culling
algorithms are the most widely used.

Pseudocode for one type of occlusion culling algorithm is shown in Figure 19.21,
where the function isOccluded, often called the visibility test, checks whether an
object is occluded. G is the set of geometrical objects to be rendered, OR is the
occlusion representation, and P is a set of potential occluders that can be merged
with OR. Depending on the particular algorithm, OR represents some kind of occlusion
information. OR is set to be empty at the beginning. After that, all objects (that
pass the view frustum culling test) are processed.

Consider a particular object. First, we test whether the object is occluded with
respect to the occlusion representation OR. If it is occluded, then it is not processed
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further, since we then know that it will not contribute to the image. If the object
cannot be determined to be occluded, then that object has to be rendered, since it
probably contributes to the image (at that point in the rendering). Then the object
is added to P , and if the number of objects in P is large enough, then we can afford
to merge the occluding power of these objects into OR. Each object in P can thus be
used as an occluder.

Note that for most occlusion culling algorithms, the performance is dependent on
the order in which objects are drawn. As an example, consider a car with a motor
inside it. If the hood of the car is drawn first, then the motor will (probably) be
culled away. On the other hand, if the motor is drawn first, then nothing will be
culled. Sorting and rendering in rough front-to-back order can give a considerable
performance gain. Also, it is worth noting that small objects potentially can be
excellent occluders, since the distance to the occluder determines how much it can
occlude. As an example, a matchbox can occlude the Golden Gate Bridge if the
viewer is sufficiently close to the matchbox.

19.7.1 Occlusion Queries

GPUs support occlusion culling by using a special rendering mode. The user can
query the GPU to find out whether a set of triangles is visible when compared to the
current contents of the z-buffer. The triangles most often form the bounding volume
(for example, a box or k-DOP) of a more complex object. If none of these triangles are
visible, then the object can be culled. The GPU rasterizes the triangles of the query
and compares their depths to the z-buffer, i.e., it operates in image space. A count
of the number of pixels n in which these triangles are visible is generated, though no
pixels nor any depths are actually modified. If n is zero, all triangles are occluded or
clipped.

However, a count of zero is not quite enough to determine if a bounding volume
is not visible. More precisely, no part of the camera frustum’s visible near plane
should be inside the bounding volume. Assuming this condition is met, then the
entire bounding volume is completely occluded, and the contained objects can safely
be discarded. If n > 0, then a fraction of the pixels failed the test. If n is smaller
than a threshold number of pixels, the object could be discarded as being unlikely
to contribute much to the final image [1894]. In this way, speed can be traded for
possible loss of quality. Another use is to let n help determine the LOD (Section 19.9)
of an object. If n is small, then a smaller fraction of the object is (potentially) visible,
and so a less-detailed LOD can be used.

When the bounding volume is found to be obscured, we gain performance by avoid-
ing sending a potentially complex object through the rendering pipeline. However, if
the test fails, we actually lose a bit of performance, as we spent additional time testing
this bounding volume to no benefit.

There are variants of this test. For culling purposes, the exact number of visi-
ble fragments is not needed—it suffices with a boolean indicating whether at least
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one fragment passes the depth test. OpenGL 3.3 and DirectX 11 and later support
this type of occlusion query, enumerated as ANY SAMPLES PASSED in OpenGL [1598].
These tests can be faster since they can terminate the query as soon as one fragment
is visible. OpenGL 4.3 and later also allows a faster variant of this query, called
ANY SAMPLES PASSED CONSERVATIVE. The implementation may choose to provide a
less-precise test as long as it is conservative and errs on the correct side. A hardware
vendor could implement this by performing the depth test against only the coarse
depth buffer (Section 23.7) instead of the per-pixel depths, for example.

The latency of a query is often a relatively long time. Usually, hundreds or thou-
sands of triangles can be rendered within this time—see Section 23.3 for more about
latency. Hence, this GPU-based occlusion culling method is worthwhile when the
bounding boxes contain a large number of objects and a relatively large amount of
occlusion is occurring. GPUs use an occlusion query model in which the CPU can
send off any number of queries to the GPU, then it periodically checks to see if
any results are available, that is, the query model is asynchronous. For its part,
the GPU performs each query and puts the result in a queue. The queue check
by the CPU is extremely fast, and the CPU can continue to send down queries
or actual renderable objects without having to stall. Both DirectX and OpenGL
support predicated/conditional occlusion queries, where both the query and an ID
to the corresponding draw call are submitted at the same time. The correspond-
ing draw call is automatically processed by the GPU only if it is indicated that
the geometry of the occlusion query is visible. This makes the model substantially
more useful.

In general, queries should be performed on objects most likely to be occluded.
Kovalè́ık and Sochor [932] collect running statistics on queries over several frames
for each object while the application is running. The number of frames in which an
object was found to be hidden affects how often it is tested for occlusion in the future.
That is, objects that are visible are likely to stay visible, and so can be tested less
frequently. Hidden objects get tested every frame, if possible, since these objects are
most likely to benefit from occlusion queries. Mattausch et al. [1136] present several
optimizations for occlusion queries (OCs) without predicated/conditional rendering.
They use batching of OCs, combining a few OCs into a single OC, use several bounding
boxes instead of a single larger one, and use temporally jittered sampling for scheduling
of previously visible objects.

The schemes discussed here give a flavor of the potential and problems with occlu-
sion culling methods. When to use occlusion queries, or use most occlusion schemes in
general, is not often clear. If everything is visible, an occlusion algorithm can only cost
additional time, never save it. One challenge is rapidly determining that the algorithm
is not helping, and so cutting back on its fruitless attempts to save time. Another
problem is deciding what set of objects to use as occluders. The first objects that are
inside the frustum must be visible, so spending queries on these is wasteful. Deciding
in what order to render and when to test for occlusion is a struggle in implementing
most occlusion-culling algorithms.
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19.7.2 Hierarchical Z-Buffering

Hierarchical z-buffering (HZB) [591, 593] has had significant influence on occlusion
culling research. Though the original CPU-side form is rarely used, the algorithm is
the basis for the GPU hardware method of z-culling (Section 23.7) and for custom
occlusion culling using software running on the GPU or on the CPU. We first de-
scribe the basic algorithm, followed by how the technique has been adopted in various
rendering engines.

The algorithm maintains the scene model in an octree, and a frame’s z-buffer as
an image pyramid, which we call a z-pyramid. The algorithm thus operates in image
space. The octree enables hierarchical culling of occluded regions of the scene, and
the z-pyramid enables hierarchical z-buffering of primitives. The z-pyramid is thus
the occlusion representation of this algorithm. Examples of these data structures are
shown in Figure 19.22.

The finest (highest-resolution) level of the z-pyramid is simply a standard z-buffer.
At all other levels, each z-value is the farthest z in the corresponding 2× 2 window of
the adjacent finer level. Therefore, each z-value represents the farthest z for a square
region of the screen. Whenever a z-value is overwritten in the z-buffer, it is propagated
through the coarser levels of the z-pyramid. This is done recursively until the top of
the image pyramid is reached, where only one z-value remains. Pyramid formation is
illustrated in Figure 19.23.

Hierarchical culling of octree nodes is done as follows. Traverse the octree nodes
in a rough front-to-back order. A bounding box of the octree is tested against the
z-pyramid using an extended occlusion query (Section 19.7.1). We begin testing at the
coarsest z-pyramid cell that encloses the box’s screen projection. The box’s nearest
depth within the cell (znear) is then compared to the z-pyramid value, and if znear
is farther, the box is known to be occluded. This testing continues recursively down
the z-pyramid until the box is found to be occluded, or until the bottom level of the
z-pyramid is reached, at which point the box is known to be visible. For visible octree
boxes, testing continues recursively down in the octree, and finally potentially visible
geometry is rendered into the hierarchical z-buffer. This is done so that subsequent
tests can use the occluding power of previously rendered objects.

The full HZB algorithm is not used these days, but it has been simplified and
adapted to work well with compute passes using custom culling on the GPU or using
software rasterization on the CPU. In general, most occlusion culling algorithms based
on HZB work like this:

1. Generate a full hierarchical z-pyramid using some occluder representation.

2. To test if an object is occluded, project its bounding volume to screen space and
estimate the mip level in the z-pyramid.

3. Test occlusion against the selected mip level. Optionally continue testing using
a finer mip level if results are ambiguous.
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Figure 19.22. Example of occlusion culling with the HZB algorithm [591, 593], showing a scene
with high depth complexity (lower right) with the corresponding z-pyramid (on the left), and octree
subdivision (upper right). By traversing the octree from front to back and culling occluded octree
nodes as they are encountered, this algorithm visits only visible octree nodes and their children (the
nodes portrayed at the upper right) and renders only the triangles in visible boxes. In this example,
culling of occluded octree nodes reduces the depth complexity from 84 to 2.5. (Images courtesy of
Ned Greene/Apple Computer.)

Figure 19.23. On the left, a 4× 4 piece of the z-buffer is shown. The numerical values are the actual
z-values. This is downsampled to a 2 × 2 region where each value is the farthest (largest) of the four
2×2 regions on the left. Finally, the farthest value of the remaining four z-values is computed. These
three maps compose an image pyramid that is called the hierarchical z-buffer.
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Most implementations do not use an octree or any BVH, nor do they update the z-
pyramid after an object has been rendered since this is considered too expensive to
perform.

Step 1 can be done using the “best” occluders [1637], which could be selected as
the closest set of n objects [625], using simplified artist-generated occluder primitives,
or using statistics concerning the set of objects that were visible the previous frame.
Alternatively, one may use the z-buffer from the previous frame [856], however this is
not conservative in that objects may sometimes just pop up due to incorrect culling,
especially under quick camera or object movement. Haar and Aaltonen [625] both
render the best occluders and combine them with a reprojection of 1/16 low resolu-
tion of the previous frame’s depth. The z-pyramid is then constructed, as shown in
Figure 19.23, using the GPU. Some use the HTILE of the AMD GCN architecture
(Section 23.10.3) to speed up z-pyramid generation [625].

In step 2, the bounding volume of an object is projected to screen space. Common
choices for BVs are spheres, AABBs, and OBBs. The longest side, l (in pixels), of the
projected BV is used to compute the mip level, λ, as [738, 1637, 1883, 1884]

λ = min
(⌈
log2 (max(l, 1))

⌉
, n− 1

)
, (19.5)

where n is the maximum number of mip levels in the z-pyramid. The max operator
is there to avoid getting negative mip levels, and the min avoids accessing mip levels
that do not exist. Equation 19.5 selects the lowest integer mip level such that the
projected BV covers at most 2 × 2 depth values. The reason for this choice is that
it makes the cost predictable—at most four depth values need to be read and tested.
Also, Hill and Collin [738] argue that this test can be seen as “probabilistic” in the
sense that large objects are more likely to be visible than small ones, so there is no
reason to read more depth values in those cases.

When reaching step 3, we know that the projected BV is bounded by a certain
set of, at most, 2 × 2 depth values at that mip level. For a given-sized BV, it may
fall entirely inside one depth texel on the mip level. However, depending on how it
falls on the grid, it may cover up to all four texels. The minimum depth of the BV is
computed, either exactly or conservatively. With an AABB in view space, this depth
is simply the minimum depth of the box, and for an OBB, one may project all vertices
onto the view vector and select the smallest distance. For spheres, Shopf et al. [1637]
compute the closest point on the sphere as c − rc/||c||, where c is the sphere center
in view space and r is the sphere radius. Note that if the camera is inside a BV, then
the BV covers the entire screen and the object is then rendered. The minimum depth,
zmin, of the BV is compared to the (at most) 2× 2 depths in the hierarchical z-buffer,
and if zmin is always larger, then the BV is occluded. It is possible to stop testing
here and just render the object if it was not detected as occluded.

One may also continue testing against the next deeper (higher-resolution) level in
the pyramid. We can see if such testing is warranted by using another z-pyramid
that stores the minimum depths. We test the maximum distance, zmax, to the BV
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against the corresponding depths in this new buffer. If zmax is smaller than all these
depths, then the BV is definitely visible and can be rendered immediately. Otherwise,
the zmin and zmax of the BV overlap the depth of the two hierarchical z-buffers, in
which case Kaplanyan [856] suggests testing be continued on a higher-resolution mip
level. Note that testing 2× 2 texels in the hierarchical z-buffer against a single depth
is quite similar to percentage-closer filtering (Section 7.5). In fact, the test can be
done using bilinear filtering with percentage-closer filtering, and if the test returns a
positive value, then at least one texel is visible.

Haar and Altonen [625] also present a two-pass method that always renders at
least all visible objects. First, occlusion culling for all objects is done against the
previous frame’s z-pyramid, and the “visible” objects are rendered. Alternatively, one
can use the last frame’s visibility list to directly render the z-pyramid. While this is
an approximation, all the objects that were rendered serve as an excellent guess for
the “best” occluders for the current frame, especially in scenarios with high frame-
to-frame coherency. The second pass takes the depth buffer of these rendered objects
and creates a new z-pyramid. Then, the objects that were occlusion culled in the first
pass are tested for occlusion, and rendered if not culled. This method generates a
fully correct image even if the camera moves quickly or objects move rapidly over the
screen. Kubisch and Tavenrath [944] use a similar method.

Doghramachi and Bucci [363] rasterize oriented bounding boxes of the occludees
against the previous frame’s depth buffer, which has been downsampled and repro-
jected. They force the shader to use early-z (Section 23.7), and for each box the visible
fragments mark the object as visible in a buffer location, which is uniquely determined
from the object ID [944]. This provides higher culling rates since oriented boxes are
used and since per-pixel testing is done, instead of using a custom test against a mip
level using Equation 19.5.

Collin [283] uses a 256× 144 float z-buffer (not hierarchical) and rasterizes artist-
generated occluders with low complexity. This is done in software either using the
CPU or using the SPUs (on PLAYSTATION 3) with highly optimized SIMD code.
To perform occlusion testing, the screen-space AABB of an object is computed and
its zmin is compared against all relevant depths in the small z-buffer. Only objects
that survive culling are sent to the GPU. This approach works but is not conserva-
tively correct, since a lower resolution than the final framebuffer’s resolution is used.
Wihlidal [1883] suggests that the low-resolution z-buffer also be used to load zmax-
values into the HiZ (Section 23.7) of the GPU, e.g., priming the HTILE structure on
AMD GCN. Alternatively, if HZB is used for compute-pass culling, then the software
z-buffer can be used to generate the z-pyramid. In this way, the algorithms exploit
all information generated in software.

Hasselgren et al. [683] present a different approach, where each 8× 4 tile has one
bit per pixel and two zmax-values [50], resulting in an overall cost of 3 bits per pixel.
By using zmax-values, it is possible to handle depth discontinuities better, since a
background object can use one of the zmax-values and a foreground object uses the
other. This representation, called a masked hierarchical depth buffer (MHDB), is con-
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servative and can also be used for zmax-culling. Only coverage masks and a single
maximum depth value are generated per tile during software triangle rasterization,
which makes rasterization to the MHDB quick and efficient. During rasterization of
triangles to the MDHB, occlusion testing of the triangles can be done to the MDHB as
well, which optimizes the rasterizer. The MDHB is updated for each triangle, which is
a strength that few of the other methods have. Two usage modes are evaluated. The
first is to use special occlusion meshes and render these using the software rasterizer
to the MDHB. After that, an AABB tree over the occludees is traversed and hier-
archically tested against the MDHB. This can be highly effective, especially if there
are many small objects in a scene. For the second approach, the entire scene is stored
in an AABB tree and traversal of the scene is done in roughly front-to-back order
using a heap. At each step, frustum culling and occlusion queries are done against
the MDHB. The MDHB is also updated whenever an object is rendered. The scene
in Figure 19.19 was rendered using this method. The open-source code is heavily
optimized for AVX2 [683].

There are also middleware packages specifically for culling and for occlusion culling
in particular. Umbra is one such framework, which has been integrated extensively
with various game engines [13, 1789].

19.8 Culling Systems
Culling systems have evolved considerably over the years, and continue to do so. In
this section, we describe some overarching ideas and point to the literature for details.
Some systems execute effectively all culling in the GPU’s compute shader, while others
combine coarse culling on the CPU with a later finer culling on the GPU.

A typical culling system works on many granularities, as shown in Figure 19.24. A
cluster or chunk of an object is simply a subset of the triangles of the object. One may
use triangle strips with 64 vertices [625], or groups of 256 triangles [1884], for example.
At each step, a combination of culling techniques can be used. El Mansouri [415] uses
small triangle culling, detail culling, view frustum culling, and occlusion culling on
objects. Since a cluster is geometrically smaller than an object, it makes sense to use
the same culling techniques even for clusters since they are more likely to be culled.
One may use, for example, detail, frustum, clustered backface, and occlusion culling
on clusters.

object/instance

culling

cluster/chunk

culling

triangle

culling

Figure 19.24. An example culling system that works on three different granularities. First, culling is
done on a per-object level. Surviving objects are then culled on a per-cluster level. Finally, triangle
culling is done, which is further described in Figure 19.25.
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Figure 19.25. Triangle culling system, where a battery of culling algorithms first is applied to all
individual triangles. To be able to use indirect drawing, i.e., without a GPU/CPU round trip, the
surviving triangles are then compacted into a shorter list. This list is rendered by the GPU using
indirect drawing.

After culling has been done on a per-cluster level, one can perform an additional
step where culling is done on a per-triangle level. To make this occur entirely on the
GPU, the approach illustrated in Figure 19.25 can be used. Culling techniques for
triangles include frustum culling after division by w, i.e., comparing the extents of
the triangle against ±1, backface testing, degenerate triangle culling, small triangle
culling, and possibly occlusion culling as well. The triangles that remain after all the
culling tests are then compacted into a minimal list, which is done in order to process
only surviving triangles in the next step [1884]. The idea is to instruct the culling
compute shader to send a draw command from the GPU to itself in this step. This is
done using an indirect draw command. These calls are called “multi-draw indirect” in
OpenGL and “execute indirect” in DirectX [433]. The number of triangles is written
to a location in a GPU buffer, which together with the compacted list can be used by
the GPU to render the list of triangles.

There are many ways to combine culling algorithms together with where they are
executed, i.e., either on the CPU or on the GPU, and there are many flavors of each
culling algorithm as well. The ultimate combination has yet to be found, but it is
safe to say that the best approach depends on the target architecture and the content
to be rendered. Next, we point to some important work in the field of CPU/GPU
culling systems that has influenced the field substantially. Shopf et al. [1637] did all
AI simulations for characters on the GPU, and as a consequence, the position of each
character was only available in GPU memory. This led them to explore culling and
LOD management using the compute shader, and most of the systems that followed
have been heavily influenced by their work. Haar and Aaltonen [625] describe the
system they developed for Assassin’s Creed Unity. Wihlidal [1883, 1884] explains the
culling system used in the Frostbite engine. Engel [433] presents a system for culling
that helps improve a pipeline using a visibility buffer (Section 20.5). Kubisch and
Tavenrath [944] describe methods for rendering massive models with a large number
of parts and optimize using different culling methods and API calls. One noteworthy
method they use to occlusion-cull boxes is to create the visible sides of a bounding
box using the geometry shader and then let early-z quickly cull occluded geometry.
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Figure 19.26. Here, we show three different levels of detail for models of C4 explosives (top) and a
Hunter (bottom). Elements are simplified or removed altogether at lower levels of detail. The small
inset images show the simplified models at the relative sizes at which they might be used. (Top row
of images courtesy of Crytek; bottom row courtesy of Valve Corp.)

19.9 Level of Detail
The basic idea of levels of detail (LODs) is to use simpler versions of an object as it
makes less and less of a contribution to the rendered image. For example, consider a
detailed car that may consist of a million triangles. This representation can be used
when the viewer is close to the car. When the object is farther away, say covering only
200 pixels, we do not need all one million triangles. Instead, we can use a simplified
model that has only, say, 1000 triangles. Due to the distance, the simplified version
looks approximately the same as the more detailed version. See Figure 19.26. In
this way, a significant performance increase can be expected. In order to reduce the
total work involved in applying LOD techniques, they are best applied after culling
techniques. For example, LOD selection is computed only for objects inside the view
frustum.

LOD techniques can also be used in order to make an application work at the
desired frame rates on a range of devices with different performance. On systems
with lower speeds, less-detailed LODs can be used to increase performance. Note that
while LOD techniques help first and foremost with a reduction in vertex processing,
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they also reduce pixel-shading costs. This occurs because the sum of all triangle edge
lengths for a model will be lower, which means that quad overshading is reduced
(Sections 18.2 and 23.1).

Fog and other participating media, described in Chapter 14, can be used together
with LODs. This allows us to completely skip the rendering of an object as it enters
fully opaque fog, for example. Also, the fogging mechanism can be used to implement
time-critical rendering (Section 19.9.3). By moving the far plane closer to the viewer,
more objects can be culled early on, increasing the frame rate. In addition, a lower
LOD can often be used in the fog.

Some objects, such as spheres, Bézier surfaces, and subdivision surfaces, have levels
of detail as part of their geometrical description. The underlying geometry is curved,
and a separate LOD control determines how it is tessellated into displayable triangles.
See Section 17.6.2 for algorithms that adapt the quality of tessellations for parametric
surfaces and subdivision surfaces.

In general, LOD algorithms consist of three major parts, namely, generation, se-
lection, and switching. LOD generation is the part where different representations of
a model are generated with varying amounts of detail. The simplification methods
discussed in Section 16.5 can be used to generate the desired number of LODs. An-
other approach is to make models with different numbers of triangles by hand. The
selection mechanism chooses a level of detail model based on some criteria, such as
estimated area on the screen. Finally, we need to change from one level of detail to
another, and this process is termed LOD switching. Different LOD switching and
selection mechanisms are presented in this section.

While the focus in this section is on choosing among different geometric represen-
tations, the ideas behind LODs can also be applied to other aspects of the model,
or even to the rendering method used. Lower level of detail models can also use
lower-resolution textures, thereby further saving memory as well as possibly improv-
ing cache access [240]. Shaders themselves can be simplified depending on distance,
importance, or other factors [688, 1318, 1365, 1842]. Kajiya [845] presents a hierarchy
of scale showing how surface lighting models overlap texture mapping methods, which
in turn overlap geometric details. Another technique is that fewer bones can be used
for skinning operations for distant objects.

When static objects are relatively far away, billboards and impostors (Sec-
tion 13.6.4) are a natural way to represent them at little cost [1097]. Other sur-
face rendering methods, such as bump or relief mapping, can be used to simplify the
representation of a model. Figure 19.27 gives an example. Teixeira [1754] discusses
how to bake normal maps onto surfaces using the GPU. The most noticeable flaw
with this simplification technique is that the silhouettes lose their curvature. Lovis-
cach [1085] presents a method of extruding fins along silhouette edges to create curved
silhouettes.

An example of the range of techniques that can be used to represent an object
comes from Lengyel et al. [1030, 1031]. In this research, fur is represented by geometry
when extremely close up, by alpha-blended polylines when farther away, then by a
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Figure 19.27. On the left, the original model consists of 1.5 million triangles. On the right, the
model has 1100 triangles, with surface details stored as heightfield textures and rendered using relief
mapping. (Image courtesy of Natalya Tatarchuk, ATI Research, Inc.)

blend with volume texture “shells,” and finally by a texture map when far away. See
Figure 19.28. Knowing when and how best to switch from one set of modeling and
rendering techniques to another and so maximize frame rate and quality is still an art
and an open area for exploration.

19.9.1 LOD Switching

When switching from one LOD to another, an abrupt model substitution is often
noticeable and distracting. This difference is called popping. Several different ways to
perform this switching will be described here, and they each have different popping
traits.

Discrete Geometry LODs
In the simplest type of LOD algorithm, the various representations are models of
the same object containing different numbers of primitives. This algorithm is well
suited for modern graphics hardware [1092], because these separate static meshes can
be stored in GPU memory and reused (Section 16.4.5). A more detailed LOD has
a higher number of primitives. Three LODs of objects are shown in Figures 19.26
and 19.29. The first figure also shows the LODs at different distances from the viewer.
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Figure 19.28. From a distance, the bunny’s fur is rendered with volumetric textures. When the
bunny comes closer, the hair is rendered with alpha-blended polylines. When close up, the fur along
the silhouette is rendered with graftal fins. (Image courtesy of Jed Lengyel and Michael Cohen,
Microsoft Research.)

Figure 19.29. A part of a cliff at three different levels of detail, with 72,200, 13,719, and 7,713
triangles from left to right. (Images courtesy of Quixel Megascans.)
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The switching from one LOD to another is sudden. That is, on the current frame a
certain LOD is used, then on the next frame, the selection mechanism selects another
LOD and immediately uses that for rendering. Popping is typically the worst for this
type of LOD method, but it can work well if switching occurs at distances when the
difference in the rendered LODs is barely visible. Better alternatives are described
next.

Blend LODs
Conceptually, a simple way to switch is to do a linear blend between the two LODs
over a short period of time. Doing so will certainly make for a smoother switch.
Rendering two LODs for one object is naturally more expensive than just rendering
one LOD, so this somewhat defeats the purpose of LODs. However, LOD switch-
ing usually takes place during only a short amount of time, and often not for all
objects in a scene at the same time, so the quality improvement may well be worth
the cost.

Assume a transition between two LODs—say LOD1 and LOD2—is desired, and
that LOD1 is the current LOD being rendered. The problem is in how to render and
blend both LODs in a reasonable fashion. Making both LODs semitransparent will
result in a semitransparent (though somewhat more opaque) object being rendered to
the screen, which looks strange.

Giegl and Wimmer [528] propose a blending method that works well in practice
and is simple to implement. First draw LOD1 opaquely to the framebuffer (both
color and z). Then fade in LOD2 by increasing its alpha value from 0 to 1 and
using the “over” blend mode. When LOD2 has faded in so it is completely opaque,
it is turned into the current LOD, and LOD1 is then faded out. The LOD that
is being faded (in or out) should be rendered with the z-test enabled and z-writes
disabled. To avoid distant objects that are drawn later drawing over the results
of rendering the faded LOD, simply draw all faded LODs in sorted order after all
opaque content, as is normally done for transparent objects. Note that in the middle
of the transition, both LODs are rendered opaquely, one on top of the other. This
technique works best if the transition intervals are kept short, which also helps keep
the rendering overhead small. Mittring [1227] discusses a similar method, except that
screen-door transparency (potentially at the subpixel level) is used to dissolve between
versions.

Scherzer and Wimmer [1557] avoid rendering both LODs by only updating one of
the LODs on each frame and reuse the other LOD from the previous frame. Back-
projection of the previous frame is performed together with a combination pass us-
ing visibility textures. Faster rendering and better-behaved transitions are the main
results.

Some objects lend themselves to other switching techniques. For example, the
SpeedTree package [887] smoothly shifts or scales parts of their tree LOD models
to avoid pops. See Figure 19.30 for one example. A set of LODs are shown in
Figure 19.31, along with a billboard LOD technique used for distant trees.
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Figure 19.30. Tree branches (and their leaves, not shown) are shrunk and then removed as the viewer
moves away from the tree model. (Images courtesy of SpeedTree.)

Alpha LODs
A simple method that avoids popping altogether is to use what we call alpha LODs.
This technique can be used by itself or combined with other LOD switching techniques.
It is used on the simplest visible LOD, which can be the original model if only one
LOD is available. As the metric used for LOD selection (e.g., distance to this object)
increases, the overall transparency of the object is increased (α is decreased), and the
object finally disappears when it reaches full transparency (α = 0.0). This happens

16,000 triangles 9,000 triangles 5,000 triangles billboards

Figure 19.31. Tree LOD models, near to far. When the tree is in the distance, it is represented by one
of a set of billboards, shown on the right. Each billboard is a rendering of the tree from a different
view, and consists of a color and normal map. The billboard most facing the viewer is selected. In
practice 8 to 12 billboards are formed (6 are shown here), and the transparent sections are trimmed
away to avoid spending time discarding fully transparent pixels (Section 13.6.2). (Images courtesy
of SpeedTree.)
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Figure 19.32. The cone in the middle is rendered using an alpha LOD. The transparency of the
cone is increased when the distance to it increases, and it finally disappears. The images on the left
are shown from the same distance for viewing purposes, while the images to the right of the line are
shown at different sizes.

when the metric value is larger than a user-defined invisibility threshold. When the
invisibility threshold has been reached, the object need not be sent through the ren-
dering pipeline at all as long as the metric value remains above the threshold. When
an object has been invisible and its metric falls below the invisibility threshold, then
it decreases its transparency and starts to be visible again. An alternative is to use
the hysteresis method described in Section 19.9.2.

The advantage of using this technique standalone is that it is experienced as much
more continuous than the discrete geometry LOD method, and so avoids popping.
Also, since the object finally disappears altogether and need not be rendered, a sig-
nificant speedup can be expected. The disadvantage is that the object entirely disap-
pears, and it is only at this point that a performance increase is obtained. Figure 19.32
shows an example of alpha LODs.

One problem with using alpha transparency is that sorting by depth needs to be
done to ensure transparent objects blend correctly. To fade out distant vegetation,
Whatley [1876] discusses how a noise texture can be used for screen-door transparency.
This has the effect of a dissolve, with more texels on the object disappearing as the
distance increases. While the quality is not as good as a true alpha fade, screen-door
transparency means that no sorting or blending is necessary.
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CLODs and Geomorph LODs
The process of mesh simplification can be used to create various LOD models from
a single complex object. Algorithms for performing this simplification are discussed
in Section 16.5.1. One approach is to create a set of discrete LODs and use these
as discussed previously. However, edge collapse methods have a property that allows
other ways of making a transition between LODs. Here, we present two methods that
exploit such information. These are useful as background, but are currently rarely
used in practice.

A model has two fewer triangles after each edge collapse operation is performed.
What happens in an edge collapse is that an edge is shrunk until its two endpoints
meet and it disappears. If this process is animated, a smooth transition occurs between
the original model and its slightly simplified version. For each edge collapse, a single
vertex is joined with another. Over a series of edge collapses, a set of vertices move to
join other vertices. By storing the series of edge collapses, this process can be reversed,
so that a simplified model can be made more complex over time. The reversal of an
edge collapse is called a vertex split. So, one way to change the level of detail of an
object is to precisely base the number of triangles visible on the LOD selection value.
At 100 meters away, the model might consist of 1000 triangles, and moving to 101
meters, it might drop to 998 triangles. Such a scheme is called a continuous level of
detail (CLOD) technique. There is not, then, a discrete set of models, but rather a
huge set of models available for display, each one with two less triangles than its more
complex neighbor.

While appealing, using such a scheme in practice has some drawbacks. Not all
models in the CLOD stream look good. Triangle meshes, which can be rendered much
more rapidly than single triangles, are more difficult to use with CLOD techniques
than with static models. If there are several instances of the same object in the scene,
then each CLOD object needs to specify its own specific set of triangles, since it does
not match any others. Forsyth [481] discuss solutions to these and other problems.
While most CLOD techniques are rather serial in nature, they are not automatically a
good fit for implementation on GPUs. Therefore, Hu et al. [780] present a modification
of CLOD that better fits the parallel nature of the GPU. Their technique is also view-
dependent in that if an object intersects, say, the left side of the view frustum, fewer
triangles can be used outside the frustum, connecting to a higher-density mesh inside.

In a vertex split, one vertex becomes two. What this means is that every vertex on
a complex model comes from some vertex on a simpler version. Geomorph LODs [768]
are a set of discrete models created by simplification, with the connectivity between
vertices maintained. When switching from a complex model to a simple one, the com-
plex model’s vertices are interpolated between their original positions and those of the
simpler version. When the transition is complete, the simpler level of detail model is
used to represent the object. See Figure 19.33 for an example of a transition. There
are several advantages to geomorphs. The individual static models can be selected
in advance to be of high quality, and easily can be turned into triangle meshes. Like
CLOD, popping is also avoided by smooth transitions. The main drawback is that
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Figure 19.33. The left and right images show a low-detail model and a higher-detail model. The
image in the middle shows a geomorph model interpolated approximately halfway between the left
and right models. Note that the cow in the middle has equally many vertices and triangles as the
model to the right. (Images generated using Melax’s “Polychop” simplification demo [1196].)

each vertex needs to be interpolated; CLOD techniques usually do not use interpo-
lation, so the set of vertex positions themselves never changes. Another drawback is
that the objects always appear to be changing, which may be distracting. This is
especially true for textured objects. Sander and Mitchell [1543] describe a system in
which geomorphing is used in conjunction with static, GPU-resident vertex and index
buffers. It is also possible to combine the screen-door transparency of Mittring [1227]
(described above) with geomorphs for an even smoother transition.

A related idea called fractional tessellation is supported by GPUs. In such schemes,
the tessellation factor for a curved surface can be set to any floating point number,
and so popping can be avoided. Fractional tessellation can be used for Bézier patches
and displacement mapping primitives, for example. See Section 17.6.1 for more on
these techniques.

19.9.2 LOD Selection

Given that different levels of detail of an object exist, a choice must be made for which
one of them to render, or which ones to blend. This is the task of LOD selection, and
a few different techniques for this will be presented here. These techniques can also
be used to select good occluders for occlusion culling algorithms.

In general, a metric, also called the benefit function, is evaluated for the current
viewpoint and the location of the object, and the value of this metric picks an ap-
propriate LOD. This metric may be based on, for example, the projected area of the
bounding volume of the object or the distance from the viewpoint to the object. The
value of the benefit function is denoted r here. See also Section 17.6.2 on how to
rapidly estimate the projection of a line onto the screen.

Range-Based
A common way of selecting a LOD is to associate the different LODs of an object
with different distance ranges. The most detailed LOD has a range from zero to some
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Figure 19.34. The left part of this illustration shows how range-based LODs work. Note that the
fourth LOD is an empty object, so when the object is farther away than r3, nothing is drawn, because
the object is not contributing enough to the image to be worth the effort. The right part shows a
LOD node in a scene graph. Only one of the children of a LOD node is descended based on r.

user-defined value r1, which means that this LOD is visible when the distance to the
object is less than r1. The next LOD has a range from r1 to r2 where r2 > r1. If
the distance to the object is greater than or equal to r1 and less than r2, then this
LOD is used, and so on. Examples of four different LODs with their ranges, and their
corresponding LOD node used in a scene graph, are illustrated in Figure 19.34.

Unnecessary popping can occur if the metric used to determine which LOD to use
varies from frame to frame around some value, ri. A rapid cycling back and forth
between levels can occur. This can be solved by introducing some hysteresis around
the ri value [898, 1508]. This is illustrated in Figure 19.35 for a range-based LOD,
but applies to any type. Here, the upper row of LOD ranges are used only when r is
increasing. When r is decreasing, the bottom row of ranges is used.

Blending two LODs in the transition ranges is illustrated in Figure 19.36. However,
this is not ideal, since the distance to an object may reside in the transition range for a
long time, which increases the rendering burden due to blending two LODs. Instead,
Mittring [1227] performs LOD switching during a finite amount of time, when the
object reaches a certain transition range. For best results, this should be combined
with the hysteresis approach above.

Projected Area-Based
Another common metric for LOD selection is the projected area of the bounding
volume, or an estimation of it. Here, we will show how the number of pixels of that

Figure 19.35. The colored areas illustrate the hysteresis regions for the LOD technique.
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LOD0 LOD1 LOD2 LOD3b01 b12 b23

Figure 19.36. The colored areas illustrate ranges where blending is done between the two closest
LODs, where b01 means blend between LOD0 and LOD1, for example, and LODk means that only
LODk is rendered in the corresponding range.

area, called the screen-space coverage, can be estimated for spheres and boxes with
perspective viewing.

Starting with spheres, the estimation is based on the fact that the size of the
projection of an object diminishes with the distance from the viewer along the view
direction. This is shown in Figure 19.37, which illustrates how the size of the projection
is halved if the distance from the viewer is doubled, which holds for planar objects
facing the viewer. We define a sphere by its center point c and a radius r. The viewer
is located at v looking along the normalized direction vector d. The distance from c
to v along the view direction is simply the projection of the sphere’s center onto the
view vector: d · (v− c). We also assume that the distance from the viewer to the near
plane of the view frustum is n. The near plane is used in the estimation so that an
object that is located on the near plane returns its original size. The estimation of
the radius of the projected sphere is then

p =
nr

d · (v − c)
. (19.6)

The area of the projection in pixels is thus πp2wh, where w×h is the screen resolution.
A higher value selects a more detailed LOD. This is an approximation. In fact,

Figure 19.37. This illustration shows how the size of the projection of objects, without any thickness,
is halved when the distance is doubled.



19.9. Level of Detail 863

Figure 19.38. Three cases of projection of a cube, showing (from left to right) one, two, and three
frontfaces. The outlines consist of four, six, and six vertices, respectively, and the area of each outline
is computed for each polygon formed. (Illustration after Schmalstieg and Tobler [1569].)

the projection of a three-dimensional sphere is an ellipse, as shown by Mara and
McGuire [1122]. They also derive a method for computing conservative bounding
polygons even in the case when the sphere intersects the near plane.

It is common practice to simply use a bounding sphere around an object’s bounding
box. Another estimate is to use the screen bounds of the bounding box. However,
thin or flat objects can vary considerably in the amount of projected area actually
covered. For example, imagine a strand of spaghetti that has one end at the upper
left corner of the screen, the other at the lower right. Its bounding sphere will cover
the screen, as do the minimum and maximum two-dimensional screen bounds of its
bounding box.

Schmalstieg and Tobler [1569] present a rapid routine for calculating the projected
area of a box. The idea is to classify the viewpoint of the camera with respect to the
box, and to use this classification to determine which projected vertices are included
in the silhouette of the projected box. This process is done via a lookup table. Using
these vertices, the area in view can be computed. The classification is categorized into
three major cases, shown in Figure 19.38. Practically, this classification is done by
determining on which side of the planes of the bounding box the viewpoint is located.
For efficiency, the viewpoint is transformed into the coordinate system of the box, so
that only comparisons are needed for classification. The result of the comparisons are
put into a bitmask, which is used as an index into the LUT. This LUT determines how
many vertices there are in the silhouette as seen from the viewpoint. Then, another
lookup is used to actually find the silhouette vertices. After they have been projected
to the screen, the area of the outline is computed. To avoid (sometimes drastic)
estimation errors, it is worthwhile to clip the polygon formed to the view frustum’s
sides. Source code is available on the web. Lengyel [1026] presents an optimization to
this scheme, where a more compact LUT can be used.

It is not always a good idea to base the LOD selection on range or projection
alone. For example, if an object has a certain AABB with some large and some small
triangles in it, then the small triangles may alias badly and decrease performance due
to quad overshading. If another object has the exact same AABB but with medium
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and large triangles in it, then both range-based and projection-based selection methods
will select the same LOD. To avoid this, Schulz and Mader [1590] use the geometric
mean, g, to help select the LOD:

g = n
√

t0t1 · · · tn−1, (19.7)

where ti are the sizes of the triangles of the object. The reason to use a geometric
mean instead of an arithmetic mean (average) is that many small triangles will make
g smaller even if there are a few large triangles. This value is computed offline for
the highest-resolution model, and is used to precompute a distance where the first
switch should occur. The subsequent switch distances are simple functions of the first
distance. This allows their system to use lower LODs more often, which increases
performance.

Another approach is to compute the geometric error of each discrete LOD, i.e.,
an estimation of how many meters that simplified model deviates at most from the
original model. This distance can then be projected to determine what the effect is
in screen space to use that LOD. The lowest LOD, that also meets a user-defined
screen-space error, is then selected.

Other Selection Methods
Range-based and projected area-based LOD selection are typically the most common
metrics used. However, many others are possible, and we will mention a few here. Be-
sides projected area, Funkhouser and Séquin [508] also suggest using the importance of
an object (e.g., walls are more important than a clock on the wall), motion, hysteresis
(when switching LODs, the benefit is lowered), and focus. This last, the viewer’s focus
of attention, can be an important factor. For example, in a sports game, the figure
controlling the ball is where the user will be paying the most attention, so the other
characters can have relatively lower levels of detail [898]. Similarly, when eye tracking
is used in a virtual reality application, higher LODs should be used where the viewer
looks.

Depending on the application, other strategies may be fruitful. Overall visibility
can be used, e.g., a nearby object seen through dense foliage can be rendered with
a lower LOD. More global metrics are possible, such as limiting the overall number
of highly detailed LODs used in order to stay within a given triangle budget [898].
See the next section for more on this topic. Other factors are visibility, colors, and
textures. Perceptual metrics can also be used to choose a LOD [1468].

McAuley [1154] presents a vegetation system, where trunk and leaf clusters have
three LODs before they become impostors. He preprocesses visibility, from different
viewpoints and from different distances, between clusters for each object. Since a
cluster in the back of the tree may be quite hidden by closer clusters, it is possible to
select lower LODs for such clusters even if the tree is up close. For grass rendering,
it is common to use geometry close to the viewer, billboards a bit farther away, and a
simple ground texture at significant distances [1352].
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19.9.3 Time-Critical LOD Rendering

It is often a desirable feature of a rendering system to have a constant frame rate. In
fact, this is what often is referred to as “hard real-time” or time-critical rendering..
Such a system is given a specific amount of time, say 16 ms, and must complete its
task (e.g., render the image) within that time. When time is up, the system has to
stop processing. A hard real-time rendering system will be able to show the user more
or all of the scene each frame if the objects in a scene are represented by LODs, versus
drawing only a few highly detailed models in the time allotted.

Funkhouser and Séquin [508] have presented a heuristic algorithm that adapts the
selection of the level of detail for all visible objects in a scene to meet the requirement
of constant frame rate. This algorithm is predictive in the sense that it selects the LOD
of the visible objects based on desired frame rate and on which objects are visible.
Such an algorithm contrasts with a reactive algorithm, which bases its selection on
the time it took to render the previous frame.

An object is called O and is rendered at a level of detail called L, which gives (O,L)
for each LOD of an object. Two heuristics are then defined. One heuristic estimates
the cost of rendering an object at a certain level of detail: Cost(O,L). Another
estimates the benefit of an object rendered at a certain level of detail: Benefit(O,L).
The benefit function estimates the contribution to the image of an object at a certain
LOD.

Assume the objects inside or intersecting the view frustum are called S. The main
idea behind the algorithm is then to optimize the selection of the LODs for the objects
S using the heuristically chosen functions. Specifically, we want to maximize

∑

S

Benefit(O,L) (19.8)

under the constraint ∑

S

Cost(O,L) ≤ T, (19.9)

where T is the target frame time.
In other words, we want to select the level of detail for the objects that gives us

“the best image” within the desired frame rate. Next we describe how the cost and
benefit functions can be estimated, and then we present an optimization algorithm for
the above equations.

Both the cost function and the benefit function are hard to define so that they work
under all circumstances. The cost function can be estimated by timing the rendering
of a LOD several times with different viewing parameters. See Section 19.9.2 for
different benefit functions. In practice, the projected area of the BV of the object
may suffice as a benefit function.

Finally, we will discuss how to choose the level of detail for the objects in a scene.
First, we note the following: For some viewpoints, a scene may be too complex to be
able to keep up with the desired frame rate. To solve this, we can define a LOD for
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each object at its lowest detail level, which is simply an object with no primitives—
i.e., we avoid rendering the object [508]. Using this trick, we render only the most
important objects and skip the unimportant ones.

To select the “best” LODs for a scene, Equation 19.8 has to be optimized un-
der the constraint shown in Equation 19.9. This is an NP-complete problem, which
means that to solve it correctly, the only thing to do is to test all different combi-
nations and select the best. This is clearly infeasible for any kind of algorithm. A
simpler, more feasible approach is to use a greedy algorithm that tries to maximize
the Value = Benefit(O,L)/Cost(O,L) for each object. This algorithm treats all the
objects inside the view frustum and chooses to render the objects in descending order,
i.e., the one with the highest value first. If an object has the same value for more
than one LOD, then the LOD with the highest benefit is selected and rendered. This
approach gives the most “bang for the buck.” For n objects inside the view frustum,
the algorithm runs in O(n log n) time, and it produces a solution that is at least half
as good as the best [507, 508]. It is also possible to exploit frame-to-frame coherence
to speed up the sorting of the values.

More information about LOD management and the combination of LOD manage-
ment and portal culling can be found in Funkhouser’s PhD thesis [507]. Maciel and
Shirley [1097] combine LODs with impostors and present an approximately constant-
time algorithm for rendering outdoor scenes. The general idea is that a hierarchy of
different representations (e.g., a set of LODs and hierarchical impostors) of an object
is used. Then the tree is traversed in some fashion to give the best image given a
certain amount of time. Mason and Blake [1134] present an incremental hierarchical
LOD selection algorithm. Again, the different representations of an object can be
arbitrary. Eriksson et al. [441] present hierarchical levels of detail (HLODs). Using
these, a scene can be rendered with constant frame rate as well, or rendered such
that the rendering error is bounded. Related to this is rendering on a power budget.
Wang et al. [1843] present an optimization framework that selects good parameters
for reducing power usage, which is important for mobile phones and tablets.

Related to time-critical rendering is another set of techniques that apply to static
models. When the camera is not moving, the full model is rendered and accumulation
buffering can be used for antialiasing, depth of field, and soft shadows, with a progres-
sive update. However, when the camera moves, the levels of detail of all objects can
be lowered and detail culling can be used to completely cull small objects in order to
meet a certain frame rate.

19.10 Rendering Large Scenes
So far it has been implied that the scene to be rendered fits into the main memory
of the computer. This may not always be the case. Some consoles only have 8 GB
of internal memory, for example, while some game worlds can consist of hundreds of
gigabytes of data. Therefore, we present methods for streaming and transcoding of
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textures, some general streaming techniques, and finally terrain rendering algorithms.
Note that these methods are almost always combined with culling techniques and level
of detail methods, described earlier in this chapter.

19.10.1 Virtual Texturing and Streaming

Imagine that you want to use a texture with an incredibly large resolution in order to be
able to render a huge terrain data set, and that this texture is so large that it does not
fit into GPU memory. As an example, some virtual textures in the game RAGE have a
resolution of 128k×128k, which would consume 64 GB of GPU memory [1309]. When
memory is limited on the CPU, operating systems use virtual memory for memory
management, swapping in data from the drive to CPU memory as needed [715]. This
functionality is what sparse textures [109, 248] provide, making it possible to allocate
a huge virtual texture, also known as a megatexture. These sets of techniques are
sometimes called virtual texturing or partially resident texturing. The application
determines which regions (tiles) of each mipmap level should be resident in GPU
memory. A tile is typically 64 kB and its texture resolution depends on the texture
format. Here, we present virtual texturing and streaming techniques.

The key observation about an efficient texturing system using mipmapping is that
the number of texels needed should ideally be proportional to the resolution of the
final image being rendered, independent of the resolutions of the textures themselves.
As a consequence, we only require the texels that are visible to be located in physical
GPU memory, which is a rather limited set compared to all texels in an entire game
world. The main concept is illustrated in Figure 19.39, where the entire mipmap
chain is divided into tiles in both virtual and physical memory. These structures are
sometimes called virtual mipmaps or clipmaps [1739], where the latter term refers
to a smaller part of the larger mipmap being clipped out for use. Since the size
of physical memory is much smaller than virtual memory, only a small set of the
virtual texture tiles can fit into the physical memory. The geometry uses a global
uv-parameterization into the virtual texture, and before such uv-coordinates are used
in a pixel shader, they need to be translated into texture coordinates that point into
physical texture memory. This is done using either a GPU-supported page table
(shown in Figure 19.39) or an indirection texture, if done in software on the GPU.
The GPU in the Nintendo GameCube has virtual texture support. More recently,
the PLAYSTATION 4, Xbox One, and many other GPUs have support for hardware
virtual texturing. The indirection texture needs to be updated with correct offsets as
tiles are mapped and unmapped to physical memory. Using a huge virtual texture
and a small physical texture works well because distant geometry only needs to load
a few higher-level mipmap tiles into physical memory, while geometry close to the
camera can load a few lower-level mipmap tiles. Note that virtual texturing can be
used for streaming huge textures from disk but also for sparse shadow mapping [241],
for example.
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Figure 19.39. In virtual texturing, a large virtual texture with its mipmap hierarchy is divided into
tiles (left) of, say, 128×128 pixels each. Only a small set (3×3 tiles in this case) can fit into physical
memory (right). To find the location of a virtual texture tile, a translation from a virtual address
to physical address is required, which here is done via a page table. Note that, in order to reduce
clutter, not all tiles in physical memory have arrows from the virtual texture. (Image texture of the
Bazman volcano, Iran. From NASA’s “Visible Earth” project.)

Since physical memory is limited, all engines using virtual texturing need a way
to determine which tiles should be resident, i.e., located in physical memory, and
which should not. There are several such methods. Sugden and Iwanicki [1721] use a
feedback rendering approach, where a first render pass writes out all the information
required to know which texture tile a fragment will access. When that pass is done,
the texture is read back to the CPU and analyzed to find which tiles are needed.
The tiles that are not resident are read and mapped to physical memory, and tiles in
physical memory that are not needed are unmapped. Their approach does not work for
shadows, reflections, and transparency. However, screen-door techniques (Section 5.5)
can be used for transparent effects, which work reasonably well. Feedback rendering
is also used by van Waveren and Hart [1855]. Note that such a pass could either be
a separate rendering pass or be combined with a z-prepass. When a separate pass is
used, a resolution of only 80× 60 pixels can be used, as an approximation, to reduce
processing time. Hollemeersch et al. [761] use a compute pass instead of reading back
the feedback buffer to the CPU. The result is a compact list of tile identifiers created
on the GPU, and sent back to the CPU for mapping.

With GPU-supported virtual texturing, it is the responsibility of the driver to
create and destroy resources, to map and unmap tiles, and to make sure that physi-
cal allocations are backed by virtual allocations [1605]. With GPU-hardware virtual
texturing, a sparseTexture lookup returns a code indicating whether the correspond-
ing tile is resident, in addition to the filtered value (for resident tiles) [1605]. With
software-supported virtual texturing, all these tasks fall back on the developer. We
refer to van Waveren’s report for more information on this topic [1856].
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Figure 19.40. High-resolution texture mapping accessing a huge image database using texture stream-
ing in DOOM (2016). (Image from the game “DOOM,” courtesy of id Software.)

To make sure everything fits into physical memory, van Waveren adjusts a global
texture LOD bias until the working set fits [1854]. In addition, when only a higher-level
mipmap tile is available than what is desired, that higher-level mipmap tile needs to
be used until the lower-level mipmap tile becomes available. In such cases, the higher-
level mipmap tile can be upscaled immediately and used, and then the new tile can
be blended in over time to make for a smooth transition when it becomes available.

Barb [99] instead always loads all textures that are smaller than or equal to 64 kB,
and hence, some texturing can always be done, albeit at lower quality if the higher-
resolution mipmap levels have not yet been loaded. He uses offline feedback rendering
to precompute, for various locations, how much solid angle around the player each
mipmap level covers for each material at a nominal texture and screen resolution. At
runtime this information is streamed in and adjusted for both the resolution of each
texture with that material and the final screen resolution. This yields an importance
value per texture, per mipmap. Each importance value is then divided by the number
of texels in the corresponding mipmap level, which generates a reasonable final metric
since it is invariant even if a texture is subdivided into smaller, identically mapped
textures. See Barb’s presentation for more information [99]. An example rendering is
shown in Figure 19.40.

Widmark [1881] describes how streaming can be combined with procedural texture
generation for a more varied and detailed texture. Chen extends Widmark’s scheme
to handle textures an order of magnitude larger [259].
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Figure 19.41. A texture streaming system using virtual texturing with transcoding. (Illustration
after van Waveren and Hart [1855].)

19.10.2 Texture Transcoding

To make a virtual texturing system work even better, it can be combined with transcod-
ing. This is the process of reading an image compressed with, typically, a variable-rate
compression scheme, such as JPEG, from disk, decoding it, and then encoding it us-
ing one of the GPU-supported texture compression schemes (Section 6.2.6). One such
system is illustrated in Figure 19.41. The purpose of the feedback rendering pass is to
determine which tiles are needed for the current frame, and either of the methods de-
scribed in Section 19.10.1 can be used here. The fetch step acquires the data through
a hierarchy of storage, from optical storage or hard disk drive (HDD), through an
optional disk cache, and then via a memory cache managed by software. Unmapping
refers to deallocating a resident tile. When new data has been read, it is transcoded
and finally mapped to a new resident tile.

The advantages of using transcoding are that a higher compression ratio can be
used when the texture data are stored on disk, and that a GPU-supported texture
compression format is used when accessing the texture data through the texture sam-
pler. This requires both fast decompression of the variable-rate compression format
and fast compression to the GPU-supported format [1851]. It is also possible to com-
press an already-compressed texture to reduce file size further [1717]. The advantage
with such an approach is that when the texture is read from disk and decompressed, it
is already in the texture compression format that can be consumed by the GPU. The
crunch library [523], with free source code, uses a similar approach and reaches results
of 1–2 bits per texel. See Figure 19.42 for an example. The successor, called basis, is a
proprietary format with variable-bit compression for blocks, which transcodes quickly
to texture compression formats [792]. Rapid methods for compression on the GPU
are available for BC1/BC4 [1376], BC6H/BC7 [933, 935, 1259], and PVRTC [934].
Sugden and Iwanicki [1721] use a variant of Malvar’s compression scheme [1113] for a
variable rate compression scheme on disk. For normals they achieve a 40 : 1 compres-
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Figure 19.42. Illustration of transcoding quality. Left to right: original partial parrot image, zoom-in
on the eye for the original (24 bits per pixel), ETC compressed image (4 bits per pixel), and crunched
ETC image (1.21 bits per pixel). (Images compressed by Unity.)

sion ratio, and for albedo textures 60 : 1 using the YCoCg transform (described in
Equation 6.6 on page 197). Khronos is working on a standard universal compressed
file format for textures.

When high texture quality is desired and texture loading times need to be small,
Olano et al. [1321] use a variable-rate compression algorithm to store compressed
textures on disk. The textures are also compressed in GPU memory until they are
needed, at which time the GPU decompresses them using its own algorithm, and after
that, they are used in uncompressed form.

19.10.3 General Streaming

In a game or other real-time rendering application with models larger than physical
memory, a streaming system is also needed for actual geometry, scripts, particles,
and AIs, for example. A plane can be tiled by regular convex polygons using either
triangles, squares, or hexagons. Hence, these are also common building blocks for
streaming systems, where each polygon is associated with all the assets in that polygon.
This is illustrated in Figure 19.43. It should be noted that squares and hexagons are
most commonly used [134, 1522], likely because these have fewer immediate neighbors
than triangles. The viewer is located in the dark blue polygons in Figure 19.43, and
the streaming system ensures that the immediate neighbors (light blue and green) are
loaded into memory. This is to make sure that the surrounding geometry is available
for rendering and to guarantee that the data are there when the viewer moves into
a neighboring polygon. Note that triangles and squares have two types of neighbors:
one that shares an edge and one that shares only a vertex.

Ruskin [1522] uses hexagons, each having a low- and a high-resolution geometrical
LOD. Due to the small memory footprint of the low-resolution LODs, the entire
world’s low-resolution LODs are loaded at all times. Hence, only high-resolution LODs
and textures are streamed in and out of memory. Bentley [134] uses squares, where
each square covers 100 × 100 m2. High-resolution mipmaps are streamed separately
from the rest of the assets. This system uses 1–3 LODs for near- to mid-range viewing,
and then baked impostors for far viewing. For a car-racing game, Tector [1753] instead



872 19. Acceleration Algorithms

Figure 19.43. Tilings of the two-dimensional plane by regular polygons using triangles (left), squares
(middle), and hexagons (right). The tiling is typically overlaid on a game world seen from above, and
all assets inside a polygon are associated with that polygon. Assuming that the viewer is located in
the dark blue polygons, the neighboring polygons’ assets are loaded as well.

loads data along the race track as the car advances. He stores data compressed using
the zip format on disk and loads blocks into a compressed software cache. The blocks
are then decompressed as needed and used by the memory hierarchies of the CPU
and GPU.

In some applications, it may be necessary to tile the three-dimensional space,
instead of just using a two-dimensional tiling as described above. Note that the cube
is the only regular polyhedron that also tiles three-dimensional space, so it is the
natural choice for such applications.

19.10.4 Terrain Rendering

Terrain rendering is an important part of many games and applications, e.g., Google
Earth and the Cesium open-source engine for large world rendering [299, 300]. An
example is shown in Figure 19.44. We describe several popular methods that perform
well on current GPUs. It should be noted that any of these can add on fractal noise
in order to provide high levels of detail when zooming in on the terrain. Also, many
systems procedurally generate the terrain on the fly when the game or a level is loaded.

One such method is the geometry clipmap [1078]. It is similar to texture
clipmaps [1739] in that it uses a hierarchical structure related to mipmapping, i.e.,
the geometry is filtered into a pyramid of coarser and coarser levels toward the top.
This is illustrated in Figure 19.45. When rendering huge terrain data sets, only n× n
samples, i.e., heights, are cached in memory for each level around the viewer. When
the viewer moves, the windows in Figure 19.45 move accordingly, and new data are
loaded and old possibly evicted. To avoid cracks between levels, a transition region
between every two successive levels is used. In such a transition level, both geometry
and textures are smoothly interpolated into the next coarser level. This is imple-
mented in vertex and pixel shaders. Asirvatham and Hoppe [82] present an efficient
GPU implementation where the terrain data are stored as vertex textures. The vertex
shader accesses these in order to obtain the height of the terrain. Normal maps can
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Figure 19.44. A 50 cm terrain and 25 cm imagery of Mount Chamberlin captured by airborne
photogrammetry. (Image courtesy of Cesium and Fairbanks Fodar.)

be used to augment the visual detail on the terrain, and when zooming in closely,
Losasso and Hoppe [1078] also add fractal noise displacement for further details. See
Figure 19.46 for an example. Gollent uses a variant of geometry clipmaps in The
Witcher 3 [555]. Pangerl [1348] and Torchelsen et al. [1777] give related methods for
geometry clipmaps that also fit well with the GPU’s capabilities.

coarsest level 0

finest level

Figure 19.45. Left: the geometry clipmap structure, where an equal-size square window is cached
in each resolution level. Right: a top view of the geometry, where the viewer is in the middle
purple region. Note that the finest level renders its entire square, while the others are hollow inside.
(Illustration after Asirvatham and Hoppe [82].)
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Figure 19.46. Geometry clipmapping. Left: wireframe rendering where the different mipmap levels
clearly are visible. Right: the blue transition regions indicate where interpolation between levels
occurs. (Images generated using Microsoft’s “Rendering of Terrains Using Geometry Clipmaps”
program.)

Several schemes focus on creating tiles and rendering them. One approach is that
the heightfield array is broken up into tiles of, say, 17× 17 vertices each. For a highly
detailed view, a single tile can be rendered instead of sending individual triangles or
small fans to the GPU. A tile can have multiple levels of detail. For example, by
using only every other vertex in each direction, a 9×9 tile can be formed. Using every
fourth vertex gives a 5 × 5 tile, every eighth a 2 × 2, and finally the four corners a
1× 1 tile of two triangles. Note that the original 17× 17 vertex buffer can be stored
on the GPU and reused; only a different index buffer needs to be provided to change
the number of triangles rendered. A method using this data layout is presented next.

Another method for rendering large terrain rapidly on the GPU is called chunked
LOD [1797]. The idea is to represent the terrain using n discrete levels of detail, where
each finer LOD is split 4× compared to its parent, as illustrated in Figure 19.47. This
structure is then encoded in a quadtree and traversed from the root for rendering.
When a node is visited, it will be rendered if its screen-space error (which is described
next) is below a certain pixel-error threshold, τ . Otherwise, each of the four children
are visited recursively. This results in better resolution where needed, for example,
close to the viewer. In a more advanced variant, terrain quads are loaded from disk as
needed [1605, 1797]. The traversal is similar to the method described above, except
that the children are only visited recursively if they are already loaded into memory
(from disk). If they are not loaded, they are queued for loading, and the current node
is rendered.

Ulrich [1797] computes the screen-space error as

s =
ǫw

2d tan θ
2

, (19.10)
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Figure 19.47. Chunked LOD representation of terrain. (Images courtesy of Thatcher Ulrich.)

where w is the width of the screen, d is the distance from the camera to the terrain
tile, θ is the horizontal field of view in radians, and ǫ is a geometric error in the same
units as d. For the geometric error term, the Hausdorff distance between two meshes
is often used [906, 1605]. For each point on the original mesh, find its closest point
on the simplified mesh, and call the smallest of these distances d1. Now perform
the same procedure for each point on the simplified mesh, finding the closest point
on the original, and call the smallest of the distances d2. The Hausdorff distance is
ǫ = max(d1, d2). This is illustrated in Figure 19.48. Note that the closest point to the
simplified mesh from o is s, while the closest point to the original mesh from s is a,
which is the reason why the measurement must be done in both combinations, from
the original to the simplified mesh and vice versa. Intuitively, the Hausdorff distance is
the error when using a simplified mesh instead of the original. If an application cannot
afford to compute the Hausdorff distance, one may use constants that are manually
adjusted for each simplification, or find the errors during simplification [1605].

To avoid popping effects when switching from one LOD to another, Ulrich [1797]
proposes a simple morphing technique, where a vertex (x, y, z) from a high-resolution
tile is linearly interpolated with a vertex (x, y′, z), which is approximated from the
parent tile (e.g., using bilinear interpolation). The linear interpolation factor is com-
puted as 2sτ − 1, which is clamped to [0, 1]. Note that only the higher-resolution tile
is needed during morphing, since the next-lower-resolution tile’s vertices are also in
the higher-resolution tile.

s

ooriginal mesh

simplified mesh
Hausdorff

distance

a

Figure 19.48. The Hausdorff distance between an original mesh and a simplified mesh. (Illustration
after Sellers et al. [1605].)
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Figure 19.49. Crack avoidance using the chunked LOD system by Strugar [1720]. The top left shows a
higher-resolution tile that is morphed into a lower-resolution terrain tile at the top right. In between,
we show two interpolated and morphed variants. In reality, this occurs in a smooth way as the LOD
is changed, which is shown in the screen shot at the bottom. (Bottom image generated by a program
by Filip Strugar [1720].)

Heuristics, such as the one in Equation 19.10, can be used to determine the level
of detail used for each tile. The main challenge for a tiling scheme is crack repair.
For example, if one tile is at 33 × 33 resolution and its neighbor is at 9 × 9, there
will be cracking along the edge where they meet. One corrective measure is to remove
the highly detailed triangles along the edge and then form sets of triangles that prop-
erly bridge the gap between the two tiles [324, 1670]. Cracks will appear when two
neighboring areas have different levels of detail. Ulrich describes a method using extra
ribbon geometry, which is a reasonable solution if τ is set to less than 5 pixels. Cozzi
and Bagnell [300] instead fill the cracks using a screen-space post-process pass, where
the fragments around the crack, but not in the crack, are weighted using a Gaussian
kernel. Strugar [1720] has an elegant way of avoiding cracks without screen-space
methods or extra geometry. This is shown in Figure 19.49 and can be implemented
with a simple vertex shader.

For improved performance, Sellers et al. [1605] combine chunked LOD with view
frustum culling and horizon culling. Kang et al. [852] present a scheme similar to
chunked LOD, with the largest difference being that they use GPU-based tessellation
to tessellate a node and make sure that the edge tessellation factors match up to avoid
cracks. They also show how geometry images with feature-preserving maps can be
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Figure 19.50. A restricted quadtree of terrain tiles, in which each tile can neighbor tiles at most one
level higher or lower in level of detail. Each tile has 5 × 5 vertices, except in the upper left corner,
where there are 2× 2 higher-resolution tiles. The rest of the terrain is filled by three lower-resolution
tiles. On the left, there are vertices on the edges of the upper left tile that do not match ones on the
adjacent lower-resolution tiles, which would result in cracking. On the right, the more-detailed tile’s
edges are modified to avoid the problem. Each tile is rendered in a single draw call. (Illustration
after Andersson [40].)

used to render terrain with overhangs, which heightfield-based terrain cannot handle.
Strugar [1720] presents an extension of the chunked LOD scheme, with better and
more flexible distribution of the triangles. In contrast to Ulrich’s method, which uses
a per-node LOD, Strugar uses morphing per vertex with individual levels of detail.
While he uses only distance as a measure for determining LOD, other factors can be
used as well, e.g., how much depth variation there is in the vicinity, which can generate
better silhouettes.

The source terrain data are typically represented by uniform heightfield grids.
View-independent methods of simplification can be used on these data, as seen in
Figure 16.16 on page 705. The model is simplified until some limiting criterion is
met [514]. Small surface details can be captured by color or bump map textures. The
resulting static mesh, often called a triangulated irregular network (TIN), is a useful
representation when the terrain area is small and relatively flat in various areas [1818].

Andersson [40] uses a restricted quadtree to bridge the gaps and lower the total
number of draw calls needed for large terrains. Instead of a uniform grid of tiles
rendered at different resolutions, he uses a quadtree of tiles. Each tile has the same
base resolution of 33 × 33, but each can cover a different amount of area. The idea
of a restricted quadtree is that each tile’s neighbors can be no more than one level
of detail different. See Figure 19.50. This restriction means that there are a limited
number of situations in which the resolutions of the neighboring tiles differ. Instead
of creating gaps and having additional index buffers rendered to fill these gaps, the
idea is to store all the possible permutations of index buffers that create a tile that
also include the gap transition triangles. Each index buffer is formed by full-resolution
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Figure 19.51. Terrain rendering at many levels of detail in action. (Courtesy of DICE, c© 2016
Electronic Arts Inc.)

edges (33 vertices on an edge) and lower level of detail edges (17 vertices only, since
the quadtree is restricted). An example of this modern terrain rendering is shown in
Figure 19.51. Widmark [1881] describes a complete terrain rendering system, which
is used in the Frostbite 2 engine. It has useful features, such as decals, water, ter-
rain decoration, composition of different material shaders using artist-generated or
procedurally generated masks [40], and procedural terrain displacement.

A simple technique that can be used for ocean rendering is to employ a uniform
grid, transformed to camera space each frame [749]. This is shown in Figure 19.52.
Bowles [186] provides many tricks on how to overcome certain quality problems.

In addition to the terrain techniques above, which tend to reduce the size of the
data set that needs to be kept in memory at any time, one can also use compression

viewer

Figure 19.52. Left: a uniform grid. Right: the grid transformed to camera space. Note how the
transformed grid allows higher detail closer to the viewer.
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techniques. Yusov [1956] compresses the vertices using the quadtree data structure,
with a simple prediction scheme, where only the differences are encoded (using few
bits). Schneider and Westermann [1573] use a compressed format that is decoded by
the vertex shader and explore geomorphing between levels of detail, while maximiz-
ing cache coherency. Lindstrom and Cohen [1051] use a streaming codec with linear
prediction and residual encoding for lossless compression. In addition, they use quan-
tization to provide further improved compression rates, though the results are then
lossy. Decompression can be done using the GPU, with compression rates from 3 : 1
up to 12 : 1.

There are many other approaches to terrain rendering. Kloetzli [909] uses a custom
compute shader in Civilization V to create an adaptive tessellation for terrain, which is
then fed to the GPU for rendering. Another technique is to use the GPU’s tessellator
to handle the tessellation [466] per patch. Note that many of the techniques used
for terrain rendering can also be used for water rendering. For example, Gonzalez-
Ochoa and Holder [560] used a variant of geometry clipmaps in Uncharted 3 , adapted
for water. They avoid T-junctions by dynamically adding triangles between levels.
Research on this topic will continue as the GPU evolves.

Further Reading and Resources

Though the focus is collision detection, Ericson’s book [435] has relevant material
about forming and using various space subdivision schemes.

There is a wealth of literature about occlusion culling. Two good starting places
for early work on algorithms are the visibility surveys by Cohen-Or et al. [277] and
Durand [398]. Aila and Miettinen [13] describe the architecture of a commercial culling
system for dynamic scenes. Nießner et al. [1283] present a survey of existing methods
for backfacing-patch, view frustum, and occlusion culling of displaced subdivision
surfaces. A worthwhile resource for information on the use of LODs is the book Level
of Detail for 3D Graphics by Luebke et al. [1092].

Dietrich et al. [352] present an overview of research in the area of rendering massive
models. Another nice overview of massive model rendering is provided by Gobbetti
et al. [547]. The SIGGRAPH course by Sellers et al. [1605] is a more recent resource
with excellent material. Cozzi and Ring’s book [299] presents techniques for terrain
rendering and large-scale data set management, along with methods dealing with
precision issues. The Cesium blog [244] provides many implementation details and
further acceleration techniques for large world and terrain rendering.
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Chapter 20

Efficient Shading

“Never put off till to-morrow what you can
do the day after to-morrow just as well.”

—Mark Twain

For simple scenes—relatively little geometry, basic materials, a few lights—we can
use the standard GPU pipeline to render images without concerns about maintaining
frame rate. Only when one or more elements become expensive do we need to use
more involved techniques to rein in costs. In the previous chapter we focused on
culling triangles and meshes from processing further downstream. Here we concentrate
on techniques for reducing costs when evaluating materials and lights. For many of
these methods, there is an additional processing cost, with the hope being that this
expense is made up by the savings obtained. Others trade off between bandwidth and
computation, often shifting the bottleneck. As with all such schemes, which is best
depends on your hardware, scene structure, and many other factors.

Evaluating a pixel shader for a material can be expensive. This cost can be reduced
by various shader level of detail simplification techniques, as noted in Section 19.9.
When there are several light sources affecting a surface, two different strategies can
be used. One is to build a shader that supports multiple light sources, so that only
a single pass is needed. Another is multi-pass shading, where we create a simple one-
light pixel shader for a light and evaluate it, adding each result to the framebuffer.
So, for three lights, we would draw the primitive three times, changing the light for
each evaluation. This second method might be more efficient overall than a single-
pass system, because each shader used is simpler and faster. If a renderer has many
different types of lights, a one-pass pixel shader must include them all and test for
whether each is used, making for a complex shader.

In Section 18.4.5 we discussed avoiding unnecessary pixel shader evaluations by
minimizing or eliminating overdraw. If we can efficiently determine that a surface
does not contribute to the final image, then we can save the time spent shading it.
One technique performs a z-prepass, where the opaque geometry is rendered and only
z-depths are written. The geometry is then rendered again fully shaded, and the z-
buffer from the first pass culls away all fragments that are not visible. This type of

881



882 20. Efficient Shading

pass is an attempt to decouple the process of finding what geometry is visible from
the operation of subsequently shading that geometry. This idea of separating these
two processes is an important concept used throughout this chapter, and is employed
by several alternative rendering schemes.

For example, a problem with using a z-prepass is that you have to render the geom-
etry twice. This is an additional expense compared to standard rendering, and could
cost more time than it saves. If the meshes are formed via tessellation, skinning, or
some other involved process, the cost of this added pass can be considerable [992, 1177].
Objects with cutout alpha values need to have their texture’s alpha retrieved each pass,
adding to the expense, or must be ignored altogether and rendered only in the second
pass, risking wasted pixel shader evaluations. For these reasons, sometimes only large
occluders (in screen or world space) are drawn in this initial pass. Performing a full
prepass may also be needed by other screen-space effects, such as ambient occlusion or
reflection [1393]. Some of the acceleration techniques presented in this chapter require
an accurate z-prepass that is then used to help cull lists of lights.

Even with no overdraw, a significant expense can arise from a large number of
dynamic lights evaluated for a visible surface. Say you have 50 light sources in a
scene. A multi-pass system can render the scene successfully, but at the cost of 50
vertex and shader passes per object. One technique to reduce costs is to limit the
effect of each local light to a sphere of some radius, cone of some height, or other
limited shape [668, 669, 1762, 1809]. The assumption is that each light’s contribution
becomes insignificant past a certain distance. For the rest of this chapter, we will refer
to lights’ volumes as spheres, with the understanding that other shapes can be used.
Often the light’s intensity is used as the sole factor determining its radius. Karis [860]
discusses how the presence of glossy specular materials will increase this radius, since
such surfaces are more noticeably affected by lights. For extremely smooth surfaces
this distance may go to infinity, such that environment maps or other techniques may
need to be used instead.

A simple preprocess is to create for each mesh a list of lights that affects it. We
can think of this process as performing collision detection between a mesh and the
lights, finding those that may overlap [992]. When shading the mesh, we use this list
of lights, thus reducing the number of lights applied. There are problems with this
type of approach. If objects or lights move, these changes affect the composition of the
lists. For performance, geometry sharing the same material is often consolidated into
larger meshes (Section 18.4.2), which could cause a single mesh to have some or all
of the lights in a scene in its list [1327, 1330]. That said, meshes can be consolidated
and then split spatially to provide shorter lists [1393].

Another approach is to bake static lights into world-space data structures. For
example, in the lighting system for Just Cause 2, a world-space top-down grid stores
light information for a scene. A grid cell represents a 4 meter × 4 meter area. Each
cell is stored as a texel in an RGBα texture, thus holding a list of up to four lights.
When a pixel is rendered, the list in its area is retrieved and the relevant lights are
applied [1379]. A drawback is that there is a fixed storage limit to the number of
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Figure 20.1. A complicated lighting situation. Note that the small light on the shoulder and every
bright dot on the building structure are light sources. The lights in the far distance in the upper right
are light sources, which are rendered as point sprites at that distance. (Image from “Just Cause 3,”
courtesy of Avalanche Studios [1387].)

lights affecting a given area. While potentially useful for carefully designed outdoor
scenes, buildings with a number of stories can quickly overwhelm this storage scheme.

Our goal is to handle dynamic meshes and lights in an efficient way. Also important
is predictable performance, where a small change in the view or scene does not cause a
large change in the cost of rendering it. Some levels in DOOM (2016) have 300 visible
lights [1682]; some scenes in Ashes of the Singularity have 10,000. See Figure 20.1 and
Figure 20.15 on page 913. In some renderers a large number of particles can each be
treated as small light sources. Other techniques use light probes (Section 11.5.4) to
illuminate nearby surfaces, which can be thought of as short-range light sources.

20.1 Deferred Shading
So far throughout this book we have described forward shading, where each trian-
gle is sent down the pipeline and, at the end of its travels, the image on the screen
is updated with its shaded values. The idea behind deferred shading is to perform
all visibility testing and surface property evaluations before performing any material
lighting computations. The concept was first introduced in a hardware architecture
in 1988 [339], later included as a part of the experimental PixelFlow system [1235],
and used as an offline software solution to help produce non-photoreal styles via im-
age processing [1528]. Calver’s extensive article [222] in mid-2003 lays out the basic
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ideas of using deferred shading on the GPU. Hargreaves and Harris [668, 669] and
Thibieroz [1762] promoted its use the following year, at a time when the ability to
write to multiple render targets was becoming more widely available.

In forward shading we perform a single pass using a shader and a mesh represent-
ing the object to compute the final image. The pass fetches material properties—
constants, interpolated parameters, or values in textures—then applies a set of lights
to these values. The z-prepass method for forward rendering can be seen as a mild
decoupling of geometry rendering and shading, in that a first geometry pass aims at
only determining visibility, while all shading work, including material parameter re-
trieval, is deferred to a second geometry pass performed to shade all visible pixels. For
interactive rendering, deferred shading specifically means that all material parameters
associated with the visible objects are generated and stored by an initial geometry
pass, then lights are applied to these stored surface values using a post-process. Val-
ues saved in this first pass include the position (stored as z-depth), normal, texture
coordinates, and various material parameters. This pass establishes all geometry and
material information for the pixel, so the objects are no longer needed, i.e., the contri-
bution of the models’ geometry has been fully decoupled from lighting computations.
Note that overdraw can happen in this initial pass, the difference being that the
shader’s execution is considerably less—transferring values to buffers—than that of
evaluating the effect of a set of lights on the material. There is also less of the addi-
tional cost found in forward shading, where sometimes not all the pixels in a 2×2 quad
are inside a triangle’s boundaries but all must be fully shaded [1393] (Section 23.8).
This sounds like a minor effect, but imagine a mesh where each triangle covers a single
pixel. Four fully shaded samples will be generated and three of these discarded with
forward shading. Using deferred shading, each shader invocation is less expensive, so
discarded samples have a considerably lower impact.

The buffers used to store surface properties are commonly called G-buffers [1528],
short for “geometric buffers.” Such buffers are also occasionally called deep buffers,
though this term can also mean a buffer storing multiple surfaces (fragments) per
pixel, so we avoid it here. Figure 20.2 shows the typical contents of some G-buffers.
A G-buffer can store anything a programmer wants it to contain, i.e., whatever is
needed to complete the required subsequent lighting computations. Each G-buffer is a
separate render target. Typically three to five render targets are used as G-buffers, but
systems have gone as high as eight [134]. Having more targets uses more bandwidth,
which increases the chance that this buffer is the bottleneck.

After the pass creating the G-buffers, a separate process is used to compute the
effect of illumination. One method is to apply each light one by one, using the G-
buffers to compute its effect. For each light we draw a screen-filling quadrilateral
(Section 12.1) and access the G-buffers as textures [222, 1762]. At each pixel we can
determine the location of the closest surface and whether it is in range of the light. If
it is, we compute the effect of the light and place the result in an output buffer. We
do this for each light in turn, adding its contribution via blending. At the end, we
have all lights’ contributions applied.
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Figure 20.2. Geometric buffers for deferred shading, in some cases converted to colors for visualization.
Left column, top to bottom: depth map, normal buffer, roughness buffer, and sunlight occlusion.
Right column: texture color (a.k.a. albedo texture), light intensity, specular intensity, and near-final
image (without motion blur). (Images from “Killzone 2,” courtesy of Guerrilla BV [1809].)

This process is about the most inefficient way to use G-buffers, since every stored
pixel is accessed for every light, similar to how basic forward rendering applies all
lights to all surface fragments. Such an approach can end up being slower than forward
shading, due to the extra cost of writing and reading the G-buffers [471]. As a start
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on improving performance, we could determine the screen bounds of a light volume (a
sphere) and use them to draw a screen-space quadrilateral that covers a smaller part of
the image [222, 1420, 1766]. In this way, pixel processing is reduced, often significantly.
Drawing an ellipse representing the sphere can further trim pixel processing that is
outside the light’s volume [1122]. We can also use the third screen dimension, z-depth.
By drawing a rough sphere mesh encompassing the volume, we can trim the sphere’s
area of effect further still [222]. For example, if the sphere is hidden by the depth buffer,
the light’s volume is behind the closest surface and so has no effect. To generalize, if a
sphere’s minimum and maximum depths at a pixel do not overlap the closest surface,
the light cannot affect this pixel. Hargreaves [668] and Valient [1809] discuss various
options and caveats for efficiently and correctly determining this overlap, along with
other optimizations. We will see this idea of testing for depth overlap between the
surface and the light used in several of the algorithms ahead. Which is most efficient
depends on the circumstances.

For traditional forward rendering, the vertex and pixel shader programs retrieve
each light’s and material’s parameters and compute the effect of one on the other.
Forward shading needs either one complex vertex and pixel shader that covers all pos-
sible combinations of materials and lights, or shorter, specialized shaders that handle
specific combinations. Long shaders with dynamic branches often run considerably
more slowly [414], so a large number of smaller shaders can be more efficient, but
also require more work to generate and manage. Since all shading functions are done
in a single pass with forward shading, it is more likely that the shader will need to
change when the next object is rendered, leading to inefficiency from swapping shaders
(Section 18.4.2).

The deferred shading method of rendering allows a strong separation between
lighting and material definition. Each shader is focused on parameter extraction or
lighting, but not both. Shorter shaders run faster, both due to length and the ability
to optimize them. The number of registers used in a shader determines occupancy
(Section 23.3), a key factor in how many shader instances can be run in parallel.
This decoupling of lighting and material also simplifies shader system management.
For example, this split makes experimentation easy, as only one new shader needs
to be added to the system for a new light or material type, instead of one for each
combination [222, 927]. This is possible since material evaluations are done in the
first pass, and lighting is then applied to this stored set of surface parameters in the
second pass.

For single-pass forward rendering, all shadow maps usually must be available at
the same time, since all lights are evaluated at once. With each light handled fully
in a single pass, deferred shading permits having only one shadow map in memory
at a time [1809]. However, this advantage disappears with the more complex light
assignment schemes we cover later, as lights are evaluated in groups [1332, 1387].

Basic deferred shading supports just a single material shader with a fixed set of
parameters, which constrains what material models can be portrayed. One way to
support different material descriptions is to store a material ID or mask per pixel in
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Figure 20.3. An example of a possible G-buffer layout, used in Rainbow Six Siege. In addition to
depth and stencil buffers, four render targets (RTs) are used as well. As can be seen, anything can
be put into these buffers. The “GI” field in RT0 is “GI normal bias (A2).” (Illustration after El
Mansouri [415].)

some given field. The shader can then perform different computations based on the
G-buffer contents. This approach could also modify what is stored in the G-buffers,
based on this ID or mask value [414, 667, 992, 1064]. For example, one material might
use 32 bits to store a second layer color and blend factor in a G-buffer, while another
may use these same bits to store two tangent vectors that it requires. These schemes
entail using more complex shaders, which can have performance implications.

Basic deferred shading has some other drawbacks. G-buffer video memory require-
ments can be significant, as can the related bandwidth costs in repeatedly accessing
these buffers [856, 927, 1766]. We can mitigate these costs by storing lower-precision
values or compressing the data [1680, 1809]. An example is shown in Figure 20.3.
In Section 16.6 we discussed compression of world-space data for meshes. G-buffers
can contain values that are in world-space or screen-space coordinates, depending on
the needs of the rendering engine. Pesce [1394] discusses the trade-offs in compressing
screen-space versus world-space normals for G-buffers and provides pointers to related
resources. A world-space octahedral mapping for normals is a common solution, due
to its high precision and quick encoding and decoding times.

Two important technical limitations of deferred shading involve transparency and
antialiasing. Transparency is not supported in a basic deferred shading system, since
we can store only one surface per pixel. One solution is to use forward rendering for
transparent objects after the opaque surfaces are rendered with deferred shading. For
early deferred systems this meant that all lights in a scene had to be applied to each
transparent object, a costly process, or other simplifications had to be performed.
As we will explore in the sections ahead, improved GPU capabilities have led to the
development of methods that cull lights for both deferred and forward shading. While
it is possible to now store lists of transparent surfaces for pixels [1575] and use a pure
deferred approach, the norm is to mix deferred and forward shading as desired for
transparency and other effects [1680].

An advantage of forward methods is that antialiasing schemes such as MSAA are
easily supported. Forward techniques need to store only N depth and color samples
per pixel for N× MSAA. Deferred shading could store all N samples per element
in the G-buffers to perform antialiasing, but the increases in memory cost, fill rate,
and computation make this approach expensive [1420]. To overcome this limitation,
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Shishkovtsov [1631] uses an edge detection method for approximating edge coverage
computations. Other morphological post-processing methods for antialiasing (Sec-
tion 5.4.2) can also be used [1387], as well as temporal antialiasing. Several deferred
MSAA methods avoid computing the shade for every sample by detecting which pixels
or tiles have edges in them [43, 990, 1064, 1299, 1764]. Only those with edges need to
have multiple samples evaluated. Sousa [1681] builds on this type of approach, using
stenciling to identify pixels with multiple samples that need more complex processing.
Pettineo [1407] describes a newer way to track such pixels, using a compute shader to
move edge pixels to a list in thread group memory for efficient stream processing.

Antialiasing research by Crassin et al. [309] focuses on high-quality results and
summarizes other research in this area. Their technique performs a depth and normal
geometry prepass and groups similar subsamples together. They then generate G-
buffers and perform a statistical analysis of the best value to use for each group of
subsamples. These depth-bounds values are then used to shade each group and the
results are blended together. While as of this writing such processing at interactive
rates is impractical for most applications, this approach gives a sense of the amount
of computational power that can and will be brought to bear on improving image
quality.

Even with these limitations, deferred shading is a practical rendering method used
in commercial programs. It naturally separates geometry from shading, and lighting
from materials, meaning that each element can be optimized on its own. One area of
particular interest is decal rendering, which has implications for any rendering pipeline.

20.2 Decal Rendering
A decal is some design element, such as a picture or other texture, applied on top of a
surface. Decals are often seen in video games in such forms as tire marks, bullet holes,
or player tags sprayed onto surfaces. Decals are used in other applications for applying
logos, annotations, or other content. For terrain systems or cities, for example, decals
can allow artists to avoid obvious repetition by layering on detailed textures, or by
recombining various patterns in different ways.

A decal can blend with the underlying material in a variety of ways. It might
modify the underlying color but not the bump map, like a tattoo. Alternately, it
might replace just the bump mapping, such as an embossed logo does. It could define
a different material entirely, for example, placing a sticker on a car window. Multiple
decals might be applied to the same geometry, such as footprints on a path. A single
decal might span multiple models, such as graffiti on a subway car’s surfaces. These
variations have implications for how forward and deferred shading systems store and
process decals.

To begin, the decal must be mapped to the surface, like any other texture. Since
multiple texture coordinates can be stored at each vertex, it is possible to bind a few
decals to a single surface. This approach is limited, since the number of values that
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can be saved per vertex is relatively low. Each decal needs its own set of texture
coordinates. A large number of small decals applied to a surface would mean saving
these texture coordinates at every vertex, even though each decal affects only a few
triangles in the mesh.

To render decals attached to a mesh, one approach is to have the pixel shader
sample every decal and blend one atop the next. This complicates the shader, and
if the number of decals varies over time, frequent recompilation or other measures
may be required. Another approach that keeps the shader independent from the
decal system is to render the mesh again for each decal, layering and blending each
pass over the previous one. If a decal spans just a few triangles, a separate, shorter
index buffer can be created to render just this decal’s sub-mesh. One other decal
method is to modify the material’s texture. If used on just one mesh, as in a terrain
system, modifying this texture provides a simple “set it and forget it” solution [447].
If the material texture is used on a few objects, we need to create a new texture
with the material and decal composited together. This baked solution avoids shader
complexity and wasted overdraw, but at the cost of texture management and memory
use [893, 1393]. Rendering the decals separately is the norm, as different resolutions
can then be applied to the same surface, and the base texture can be reused and
repeated without needing additional modified copies in memory.

These solutions can be reasonable for a computer-aided design package, where
the user may add a single logo and little else. They are also used for decals applied
to animated models, where the decal needs to be projected before the deformation
so it stretches as the object does. However, such techniques become inefficient and
cumbersome for more than a few decals.

A popular solution for static or rigid objects is to treat the decal as a texture
orthographically projected through a limited volume [447, 893, 936, 1391, 1920]. An
oriented box is placed in the scene, with the decal projected from one of the box
faces to its opposite face, like a film projector. See Figure 20.4. The faces of the box
are rasterized, as a way to drive the pixel shader’s execution. Any geometry found
inside this volume has the decal applied over its material. This is done by converting
the surface’s depth and screen position into a location in the volume, which then
gives a (u, v) texture coordinate for the decal. Alternately, the decal could be a true
volume texture [888, 1380]. Decals can affect only certain objects in the volume by
assigning IDs [900], assigning a stencil bit [1778], or relying on the rendering order.
They are also often faded or clamped to the angle of the surface and the projection
direction, to avoid having a decal stretch or distort wherever the surface becomes more
edge-on [893].

Deferred shading excels at rendering such decals. Instead of needing to illuminate
and shade each decal, as with standard forward shading, the decal’s effect can be
applied to the G-buffers. For example, if a decal of a tire’s tread mark replaces the
shading normals on a surface, these changes are made directly to the appropriate G-
buffer. Each pixel is later shaded by lights with only the data found in the G-buffers,
so avoiding the shading overdraw that occurs with forward shading [1680]. Since
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Figure 20.4. A box defines a decal projection, and a surface inside that box has the decal applied to
it. The box is shown with exaggerated thickness to display the projector and its effect. In practice
the box is made as thin and tight to the surface as possible, to minimize the number of pixels that
are tested during decal application.

the decal’s effect can be captured entirely by G-buffer storage, the decal is then not
needed during shading. This integration also avoids a problem with multi-pass forward
shading, that the surface parameters of one pass may need to affect the lighting or
shading of another pass [1380]. This simplicity was a major factor in the decision to
switch from forward to deferred shading for the Frostbite 2 engine, for example [43].
Decals can be thought of as the same as lights, in that both are applied by rendering
a volume of space to determine its effect on the surfaces enclosed. As we will see in
Section 20.4, by using this fact, a modified form of forward shading can capitalize on
similar efficiencies, along with other advantages.

Lagarde and de Rousiers [960] describe several problems with decals in a deferred
setting. Blending is limited to what operations are available during the merge stage
in the pipeline [1680]. If the material and decal both have normal maps, achieving a
properly blended result can be difficult, and harder still if some bump texture filtering
technique is in use [106, 888]. Black or white fringing artifacts can occur, as described
in Section 6.5. Techniques such as signed distance fields can be used to sharply divide
such materials [263, 580], though doing so can cause aliasing problems. Another
concern is fringing along silhouette edges of decals, caused by gradient errors due to
using screen-space information projected back into world space. One solution is to
restrict or ignore mipmapping for such decals; more elaborate solutions are discussed
by Wronski [1920].

Decals can be used for dynamic elements, such as skid marks or bullet holes, but
are also useful for giving different locations some variation. Figure 20.5 shows a scene
with decals applied to building walls and elsewhere. The wall textures can be reused,
while the decals provide customized details that give each building a unique character.
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Figure 20.5. In the top image the areas where color and bump decals are overlaid are shown with
checkerboards. The middle shows the building with no decals applied. The bottom image shows the
scene with about 200 decals applied. (Images courtesy of IO Interactive.)
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20.3 Tiled Shading
In basic deferred shading, each light is evaluated separately and the result is added
to the output buffer. This was a feature for early GPUs, where evaluating more than
a few lights could be impossible, due to limitations on shader complexity. Deferred
shading could handle any number of lights, at the cost of accessing the G-buffers
each time. With hundreds or thousands of lights, basic deferred shading becomes
expensive, since all lights need to be processed for each overlapped pixel, and each
light evaluated at a pixel involves a separate shader invocation. Evaluating several
lights in a single shader invocation is more efficient. In the sections that follow, we
discuss several algorithms for rapidly processing large numbers of lights at interactive
rates, for both deferred and forward shading.

Various hybrid G-buffer systems have been developed over the years, balancing
between material and light storage. For example, imagine a simple shading model
with diffuse and specular terms, where the material’s texture affects only the diffuse
term. Instead of retrieving the texture’s color from a G-buffer for each light, we
could first compute each light’s diffuse and specular terms separately and store these
results. These accumulated terms are added together in light-based G-buffers, some-
times called L-buffers. At the end, we retrieve the texture’s color once, multiply it by
the diffuse term, and then add in the specular. The texture’s effect is factored out of
the equation, as it is used only a single time for all lights. In this way, fewer G-buffer
data points are accessed per light, saving on bandwidth. A typical storage scheme is to
accumulate the diffuse color and the specular intensity, meaning four values can be out-
put via additive blending to a single buffer. Engel [431, 432] discusses several of these
early deferred lighting techniques, also known as pre-lighting or light prepass methods.
Kaplanyan [856] compares different approaches, aiming to minimize G-buffer storage
and access. Thibieroz [1766] also stresses shallower G-buffers, contrasting several al-
gorithms’ pros and cons. Kircher [900] describes using lower-resolution G-buffers and
L-buffers for lighting, which are upsampled and bilateral-filtered during a final forward
shading pass. This approach works well for some materials, but can cause artifacts if
the lighting’s effect changes rapidly, e.g., a roughness or normal map is applied to a
reflective surface. Sousa et al. [1681] use the idea of subsampling alongside Y’CbCr
color encoding of the albedo texture to help reduce storage costs. Albedo affects the
diffuse component, which is less prone to high-frequency changes.

There are many more such schemes [892, 1011, 1351, 1747], each varying such
elements as which components are stored and factored, what passes are performed,
and how shadows, transparency, antialiasing, and other phenomena are rendered. A
major goal of all these is the same—the efficient rendering of light sources—and such
techniques are still in use today [539]. One limitation of some schemes is that they
can require even more restricted material and lighting models [1332]. For example,
Shulz [1589] notes that moving to a physically based material model meant that the
specular reflectance then needed to be stored to compute the Fresnel term from the
lighting. This increase in the light prepass requirements helped push his group to
move from a light prepass to a fully deferred shading system.
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Accessing even a small number of G-buffers per light can have significant band-
width costs. Faster still would be to evaluate only the lights that affect each pixel,
in a single pass. Zioma [1973] was one of the first to explore creating lists of lights
for forward shading. In his scheme, light volumes are rendered and the light’s relative
location, color, and attenuation factor are stored for each pixel overlapped. Depth
peeling is used to handle storing the information for light sources that overlap the
same pixels. The scene’s geometry is then rendered, using the stored light representa-
tion. While viable, this scheme is limited by how many lights can overlap any pixel.
Trebilco [1785] takes the idea of creating light lists per pixel further. He performs a
z-prepass to avoid overdraw and to cull hidden light sources. The light volumes are
rendered and stored as ID values per pixel, which are then accessed during the forward
rendering pass. He gives several methods for storing multiple lights in a single buffer,
including a bit-shifting and blending technique that allows four lights to be stored
without the need for multiple depth-peeling passes.

Tiled shading was first presented by Balestra and Engstad [97] in 2008 for the
game Uncharted: Drake’s Fortune, soon followed by presentations about its use in the
Frostbite engine [42] and PhyreEngine [1727], among others. The core idea of tiled
shading is to assign light sources to tiles of pixels, so limiting both the number of
lights that need to be evaluated at each surface, and the amount of work and storage
required. These per-tile light lists are then accessed in a single shader invocation,
instead of deferred shading’s method of calling a shader for each light [990].

A tile for light classification is a square set of pixels on the screen, for example,
32 × 32 pixels in size. Note that there are other ways tiling the screen is used for
interactive rendering; for instance, mobile processors render an image by processing
tiles [145], and GPU architectures use screen tiles for a variety of tasks (Chapter 23).
Here the tiles are a construct chosen by the developer and often have relatively little to
do with the underlying hardware. A tiled rendering of the light volumes is something
like a low-resolution rendering of the scene, a task that can be performed on the CPU
or in, say, a compute shader on the GPU [42, 43, 139, 140, 1589].

Lights that potentially affect a tile are recorded in a list. When rendering is
performed, a pixel shader in a given tile uses the tile’s corresponding list of lights
to shade the surface. This is illustrated on the left side of Figure 20.6. As can be
seen, not all lights overlap with every tile. The screen-space bounds of the tile form
an asymmetrical frustum, which is used to determine overlap. Each light’s spherical
volume of effect can quickly be tested on the CPU or in a compute shader for overlap
with each tile’s frustum. Only if there is an overlap do we need to process that light
further for the pixels in the tile. By storing light lists per tile instead of per pixel,
we err on the side of being conservative—a light’s volume may not overlap the whole
tile—in exchange for much reduced processing, storage, and bandwidth costs [1332].

To determine whether a light overlaps with a tile, we can use frustum testing
against a sphere, which is described in Section 22.14. The test there assumes a large,
wide frustum and relatively small spheres. However, since the frustum here originates
from a screen-space tile, it is often long, thin, and asymmetrical. This decreases the
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Figure 20.6. Illustration of tiling. Left: the screen has been divided into 6 × 6 tiles, and three lights
sources, 1–3, are lighting this scene. Looking at tiles A–C, we see that tile A is potentially affected
by lights 1 and 2, tile B by lights 1–3, and tile C by light 3. Right: the black outlined row of tiles
on the left is visualized as seen from above. For tile B, the depth bounds are indicated by red lines.
On the screen, tile B appears to be overlapped by all lights, but only lights 1 and 2 overlap with the
depth bounds as well.

efficiency of the cull, since the number of reported intersections can increase (i.e., false
positives). See the left part of Figure 20.7. Instead one can add a sphere/box test
(Section 22.13.2) after testing against the planes of the frustum [1701, 1768], which
is illustrated on the right in Figure 20.7. Mara and McGuire [1122] run through
alternative tests for a projected sphere, including their own GPU-efficient version.
Zhdan [1968] notes that this approach does not work well for spotlights, and discusses
optimization techniques using hierarchical culling, rasterization, and proxy geometry.

This light classification process can be used with deferred shading or forward ren-
dering, and is described in detail by Olsson and Assarsson [1327]. For tiled deferred
shading, the G-buffers are established as usual, the volume of each light is recorded in
the tiles it overlaps, and then these lists are applied to the G-buffers to compute the
final result. In basic deferred shading each light is applied by rendering a proxy object
such as a quadrilateral to force the pixel shader to be evaluated for that light. With
tiled shading, a compute shader or a quad rendered for the screen or per tile is used to
drive shader evaluation for each pixel. When a fragment is then evaluated, all lights
in the list for that tile are applied. Applying lists of lights has several advantages,
including:

• For each pixel the G-buffers are read at most one time total, instead of one time
per overlapping light.

• The output image buffer is written to only one time, instead of accumulating
the results of each light.
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Figure 20.7. Left: with a naive sphere/frustum test, this circle would be reported as intersecting
since it overlaps with the bottom and right planes of the frustum. Middle: an illustration of the test
to the left, where the frustum has grown and the origin (plus sign) of the circle is tested against just
the thick black planes. False intersections are reported in the green regions. Right: a box, shown
with dotted lines, is placed around the frustum, and a sphere/box test is added after the plane test
in the middle, forming the thick-outlined shape shown. Note how this test would produce other false
intersections in its green areas, but with both tests applied these areas are reduced. Since the origin
of the sphere is outside the shape, the sphere is correctly reported as not overlapping the frustum.

• Shader code can factor out any common terms in the rendering equation and
compute these once, instead of per light [990].

• Each fragment in a tile evaluates the same list of lights, ensuring coherent exe-
cution of the GPU warps.

• After all opaque objects are rendered, transparent objects can be handled using
forward shading, using the same light lists.

• Since the effects of all lights are computed in a single pass, framebuffer precision
can be low, if desired.

This last item, framebuffer precision, can be important in a traditional deferred shad-
ing engine [1680]. Each light is applied in a separate pass, so the final result can suffer
from banding and other artifacts if the results are accumulated in a framebuffer with
only 8 bits per color channel. That said, being able to use a lower precision is not
relevant for many modern rendering systems, since these need higher-precision output
for performing tone mapping and other operations.

Tiled light classification can also be used with forward rendering. This type of
system is called tiled forward shading [144, 1327] or forward+ [665, 667]. First a z-
prepass of the geometry is performed, both to avoid overdraw in the final pass and to
permit further light culling. A compute shader classifies the lights by tiles. A second
geometry pass then performs forward shading, with each shader accessing the light
lists based on the fragment’s screen-space location.
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Tiled forward shading has been used in such games as The Order: 1886 [1267,
1405]. Pettineo [1401] provides an open-source test suite to compare implementations
of deferred [990] and forward classification of tiled shading. For antialiasing each
sample was stored when using deferred shading. Results were mixed, with each scheme
outperforming the other under various test conditions. With no antialiasing, deferred
tended to win out on many GPUs as the number of lights increased up to 1024, and
forward did better as the antialiasing level was increased. Stewart and Thomas [1700]
analyze one GPU model with a wider range of tests, finding similar results.

The z-prepass can also be used for another purpose, culling lights by depth. The
idea is shown on the right in Figure 20.6. The first step is finding the minimum and
maximum z-depths of objects in a tile, zmin and zmax. Each of these is determined by
performing a reduce operation, in which a shader is applied to the tile’s data and the
zmin and zmax values are computed by sampling in one or more passes [43, 1701, 1768].
As an example, Harada et al. [667] use a compute shader and unordered access views
to efficiently perform frustum culling and reduction of the tiles. These values can then
be used to quickly cull any lights that do not overlap this range in the tile. Empty
tiles, e.g., where only the sky is visible, can also be ignored [1877]. The type of scene
and the application affect whether it is worthwhile to compute and use the minimums,
maximums, or both [144]. Culling in this way can also be applied to tiled deferred
shading, since the depths are present in the G-buffers.

Since the depth bounds are found from opaque surfaces, transparency must be
considered separately. To handle transparent surfaces, Neubelt and Pettineo [1267]
render an additional set of passes to create per-tile lights, used to light and shade
only transparent surfaces. First, the transparent surfaces are rendered on top of the
opaque geometry’s z-prepass buffer. The zmin of the transparent surfaces are kept,
while the zmax of the opaque surfaces are used to cap the far end of the frustum.
The second pass performs a separate light classification pass, where new per-tile light
lists are generated. The third pass sends only the transparent surfaces through the
renderer, in a similar fashion as tiled forward shading. All such surfaces are shaded
and lit with the new light lists.

For scenes with a large number of lights, a range of valid z-values is critical in culling
most of these out from further processing. However, this optimization provides little
benefit for a common case, depth discontinuities. Say a tile contains a nearby character
framed against a distant mountain. The z range between the two is enormous, so is
mostly useless for culling lights. This depth range problem can affect a large percentage
of a scene, as illustrated in Figure 20.8. This example is not an extreme case. A scene
in a forest or with tall grass or other vegetation can contain discontinuities in a higher
percentage of tiles [1387].

One solution is to make a single split, halfway between zmin and zmax. Called
bimodal clusters [992] or HalfZ [1701, 1768], this test categorizes an intersected light
as overlapping the closer, farther, or full range, compared to the midpoint. Doing so
directly attacks the case of two objects in a tile, one near and one far. It does not
address all concerns, e.g., the case of a light volume overlapping neither object, or
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Figure 20.8. A visualization of tiles where large depth discontinuities exist. (Image from “Just
Cause 3,” courtesy of Avalanche Studios [1387].)

more than two objects overlapping at different depths. Nonetheless, it can provide a
noticeable reduction in lighting calculations overall.

Harada et al. [666, 667] present a more elaborate algorithm called 2.5D culling,
where each tile’s depth range, zmin and zmax, is split into n cells along the depth
direction. This process is illustrated in Figure 20.9. A geometry bitmask of n bits
is created, and each bit is set to 1 where there is geometry. For efficiency, they use
n = 32. Iteration over all lights follows, and a light bitmask is created for every light
that overlaps the tile frustum. The light bitmask indicates in which cells the light is
located. The geometry bitmask is AND:ed with the light mask. If the result is zero,
then that light does not affect any geometry in that tile. This is shown on the right
in Figure 20.9. Otherwise, the light is appended to the tile’s light list. For one GPU
architecture, Stewart and Thomas [1700] found that when the number of lights rose
to be over 512, HalfZ began outperforming basic tiled deferred, and when the number
rose beyond 2300, 2.5D culling began to dominate, though not significantly so.

Mikkelsen [1210] prunes the light lists further by using the pixel locations of the
opaque objects. A list for each 16 × 16 pixel tile is generated with a screen-space
bounding rectangle for each light, along with the zmin and zmax geometry bounds for
culling. This list is then culled further by having each of 64 compute-shader threads
compare four pixels in the tile against each light. If none of the pixels’ world-space
locations in a tile are found to be inside a light’s volume, the light is culled from the
list. The resulting set of lights can be quite accurate, since only those lights guaranteed
to affect at least one pixel are saved. Mikkelsen found that, for his scenes, further
culling procedures using the z-axis decreased overall performance.
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Figure 20.9. Left: a frustum for a tile in blue, some geometry in black, and set of circular yellow light
sources. Middle: with tiled culling the zmin and zmax values in red are used to cull light sources that
do not overlap with the gray area. Right: with clustered culling, the region between zmin and zmax

is split into n cells, where n = 8 in this example. A geometry bitmask (10000001) is computed using
the depths of the pixels, and a light bitmask is computed for each light. If the bitwise AND between
these is 0, then that light is not considered further for that tile. The topmost light has 11000000 and
so is the only light that will be processed for lighting computations, since 11000000 AND 10000001

gives 10000000, which is nonzero.

With lights placed into lists and evaluated as a set, shader complexity for a deferred
system can become quite complex. A single shader must be able to handle all materials
and all light types. Tiles can help reduce this complexity. The idea is to store a
bitmask in every pixel, with each bit associated with a shader feature the material
uses in that pixel. For each tile, these bitmasks are OR:ed together to determine the
smallest number of features used in that tile. The bitmasks can also be AND:ed together
to find features that are used by all pixels, meaning that the shader does not need an
“if” test to check whether to execute this code. A shader fulfilling these requirements
is then used for all pixels in the tile [273, 414, 1877]. This shader specialization is
important not only because less instructions need to be executed, but also because
the resulting shaders might achieve higher occupancy (Section 23.3), as otherwise the
shader has to allocate registers for the worst-case code path. Attributes other than
materials and lights can be tracked and used to affect the shader. For example, for
the game Split/Second, Knight et al. [911] classify 4 × 4 tiles by whether they are
fully or partially in shadow, if they contain polygon edges that need antialiasing, and
other tests.

20.4 Clustered Shading
Tiled light classification uses the two-dimensional spatial extents of a tile and, option-
ally, the depth bounds of the geometry. Clustered shading divides the view frustum
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Figure 20.10. Tiled and clustered shading, shown in two dimensions. The view frustum is subdivided
and a scene’s light volumes are categorized by which regions they overlap. Tiled shading subdivides
in screen space, while clustered also divides by z-depth slices. Each volume contains a list of lights;
values are shown for lists of length two or more. If zmin and zmax are not computed for tiled shading
from the scene’s geometry (not shown), light lists could contain large numbers of unneeded lights.
Clustered shading does not need rendered geometry to cull its lists, though such a pass can help.
(Figure after Persson [1387].)

into a set of three-dimensional cells, called clusters. Unlike the z-depth approaches
for tiled shading, this subdivision is performed on the whole view frustum, indepen-
dent of the geometry in the scene. The resulting algorithms have less performance
variability with camera position [1328], and behave better when a tile contains depth
discontinuities [1387]. Clustered shading can be applied to both forward and deferred
shading systems.

Due to perspective, a tile’s cross-section area increases with distance from the
camera. Uniform subdivision schemes will create squashed or long and thin voxels for
the tile’s frustum, which are not optimal. To compensate, Olsson et al. [1328, 1329]
cluster geometry exponentially in view space, without any dependency on geometry’s
zmin and zmax, to make clusters be more cubical. As an example, the developers
for Just Cause 3 use 64 × 64 pixel tiles with 16 depth slices, and have experimented
with larger resolutions along each axis, as well as using a fixed number of screen tiles
regardless of resolution [1387]. The Unreal Engine uses the same size tiles and typically
32 depth slices [38]. See Figure 20.10.

Lights are categorized by the clusters they overlap, and lists are formed. By not
depending on the scene geometry’s z-depths, the clusters can be computed from just
the view and the set of lights [1387]. Each surface, opaque or transparent, then uses
its location to retrieve the relevant light list. Clustering provides an efficient, unified
lighting solution that works for all objects in the scene, including transparent and
volumetric ones.

Like tiled approaches, algorithms using clustering can be combined with forward
or deferred shading. For example, Forza Horizon 2 computes its clusters on the GPU,
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and then uses forward shading because this provides MSAA support without any
additional work [344, 1002, 1387]. While overdraw is possible when forward shading
in a single pass, other methods, such as rough front-to-back sorting [892, 1766] or
performing a prepass for only a subset of objects [145, 1768], can avoid much overdraw
without a second full geometry pass. That said, Pettineo [1407] finds that, even using
such optimizations, using a separate z-prepass is faster. Alternately, deferred shading
can be performed for opaque surfaces, with the same light list structure then used for
forward shading on transparent surfaces. This approach is used in Just Cause 3, which
creates the light lists on the CPU [1387]. Dufresne [390] also generates cluster light
lists in parallel on the CPU, since this process has no dependence on the geometry in
the scene.

Clustered light assignment gives fewer lights per list, and has less view dependence
than tiled methods [1328, 1332]. The long, thin frusta defined by tiles can have
considerable changes in their contents from just small movements of the camera. A
straight line of streetlights, for example, can align to fill one tile [1387]. Even with
z-depth subdivision methods, the near and far distances found from surfaces in each
tile can radically shift due to a single pixel change. Clustering is less susceptible to
such problems.

Several optimizations for clustered shading are explored by Olsson et al. [1328,
1329] and others, as noted. One technique is to form a BVH for the lights, which
is then used to rapidly determine which light volumes overlap a given cluster. This
BVH needs to be rebuilt as soon as at least one light moves. One option, usable with
deferred shading, is to cull using quantized normal directions for the surfaces in a
cluster. Olsson et al. categorize surface normals by direction into a structure holding
3× 3 direction sets per face on a cube, 54 locations in total, in order to form a normal
cone (Section 19.3). This structure can then be used to further cull out light sources
when creating the cluster’s list, i.e., those behind all surfaces in the cluster. Sorting
can become expensive for a large number of lights, and van Oosten [1334] explores
various strategies and optimizations.

When the visible geometry locations are available, as with deferred shading or from
a z-prepass, other optimizations are possible. Clusters containing no geometry can
be eliminated from processing, giving a sparse grid that requires less processing and
storage. Doing so means that the scene must first be processed to find which clusters
are occupied. Because this requires access to the depth buffer data, cluster formation
must then be performed on the GPU. The geometry overlapping a cluster may have
a small extent compared to the cluster’s volume. More lights may be culled by using
these samples to form a tight AABB to test against [1332]. An optimized system can
handle upward of a million light sources and scales well as this number increases, while
also being efficient for just a few lights.

There is no requirement to subdivide the screen z-axis using an exponential func-
tion, and such a subdivision may have a negative effect for scenes with many distant
lights. With an exponential distribution, cluster volume increases with depth, which
can result in a distant cluster’s light list being excessively long. Limiting the cluster
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set’s maximum distance, the “far plane” for light clustering, is one solution, with more
distant lights faded out, represented as particles or glares, or baked in [293, 432, 1768].
Simpler shaders, lightcuts [1832], or other level of detail techniques can also be used.
Conversely, the volume closest to the viewer may be relatively unpopulated but heav-
ily subdivided. One approach is to force the classifying frustum’s “near plane” to
some reasonable distance and categorize lights closer than this depth to fall into the
first depth slice [1387].

In DOOM (2016), the developers [294, 1682] implemented their forward shad-
ing system using a combination of clustering methods from Olsson et al. [1328] and
Persson [1387]. They first perform a z-prepass, which takes about 0.5 ms. Their
list-building scheme can be thought of as clip-space voxelization. Light sources, envi-
ronment light probes, and decals are inserted by testing each for intersection with an
AABB representing each cell. The addition of decals is a significant improvement, as
the clustered forward system gains the advantages that deferred shading has for these
entities. During forward shading the engine loops through all decals found in a cell. If
a decal overlaps the surface location, its texture values are retrieved and blended in.
Decals can be blended with the underlying surface in any way desired, instead of being
limited to only the operations available in the blending stage, as done with deferred
shading. With clustered forward shading decals can also be rendered on transparent
surfaces. All relevant lights in the cell are then applied.

The CPU can be used to build light lists because the scene’s geometry is not
necessary, and because analytically testing light volume spheres and cluster boxes for
overlap is inexpensive. However, if a spotlight or other light volume shape is involved,
using a spherical bounding volume around it can result in adding such a light to
many clusters where it has no effect, and the precise analytic intersection test can be
expensive. Along these lines, Persson [1387] provides a rapid method for voxelizing a
sphere into a set of clusters.

The GPU’s rasterization pipeline can be used to categorize light volumes to avoid
these problems. Örtegren and Persson [1340] describe a two-pass process to build the
light lists. In the shell pass, each light is represented by a low-resolution mesh that
encompasses it. Conservative rasterization (Section 23.1.2) is used to render each of
these shells into the cluster grid, recording the minimum and maximum cluster each
overlaps. In the fill pass, a compute shader adds the light to a linked list for each
cluster between these bounds. Using meshes instead of bounding spheres gives tighter
bounds for spotlights, and geometry can directly occlude light visibility, culling the
lists further still. When conservative rasterization is not available, Pettineo [1407]
describes a method that employs surface gradients to conservatively estimate the z
bounds of a triangle at each pixel. For example, if the farthest distance is needed at
a pixel, the x- and y-depth gradients are used to select which corner of the pixel is
farthest away and to compute the depth at that point. Because such points may be off
the triangle, he also clamps to the z-depth range of the light as a whole, to avoid having
a triangle that is nearly edge-on throw the estimated z-depth far off. Wronski [1922]
explores a variety of solutions, landing on the idea of putting a bounding sphere around
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Figure 20.11. Using z-binning, each light is given an ID based on its z-depth. A list for each tile is
generated. Each z-bin stores a minimum and maximum ID, a conservative range of lights that may
overlap the slice. For any pixels in the marked cell, we retrieve both lists and find the overlap.

a grid cell and performing an intersection test against the cone. This test is quick to
evaluate and works well when the cells are nearly cubic, less so when elongated.

Drobot [385] describes how meshes were used for inserting lights in Call of Duty:
Infinite Warfare. Think of a static spotlight. It forms a volume in space, such as a
cone. Without further processing, that cone could extend some considerable distance,
either to the extents of the scene or to some maximum distance defined for the light.
Now imagine a shadow map for this spotlight, generated using static geometry in the
scene. This map defines a maximum distance for each direction in which the light
shines. In a baking process, this shadow map is turned into a low-resolution mesh
that then serves as the light’s effective volume. The mesh is conservative, formed
using the maximum depths in each shadow map area, so that it fully encompasses the
volume of space that is illuminated by the light. This representation of the spotlight
will likely overlap fewer clusters than the original cone’s volume.

Independent of this process, the light list storage and access method, called z-
binning, takes considerably less memory than clustered shading. In it, the lights are
sorted by screen z-depth and given IDs based on these depths. A set of z-slices, each
of the same depth thickness instead of exponential, is then used to classify these lights.
Each z-slice stores just the minimum and maximum ID of the lights overlapping it.
See Figure 20.11. Tiled shading lists are also generated, with geometry culling being
optional. Each surface location then accesses this two-dimensional tiling structure
and the one-dimensional z-bin ID range per slice. The tiling list gives all lights in a
tile that may affect the pixel. The pixel’s depth retrieves the range of IDs that may
overlap that z-slice. The overlap of these two is computed on the fly and gives the
valid light list for the cluster.

Instead of creating and storing a list for every cluster in a three-dimensional grid,
this algorithm needs only a list per two-dimensional tile and a small fixed-sized array
for the set of z-slices. Less storage, bandwidth use, and precomputing are needed,
at the cost of a bit more work to determine the relevant lights at each pixel. Using



20.4. Clustered Shading 903

z-binning may lead to some lights being miscategorized, but Drobot found that for
man-made environments there was often little overlap between lights in both the xy
screen coordinates and the z-depths. Using pixel and compute shaders, this scheme
is able to give near-perfect culling in tiles with depth discontinuities.

Three-dimensional data structures for accessing objects often can be categorized as
volume-related, where a grid or octree is imposed on the space; object-related, where
a bounding volume hierarchy is formed; or hybrid, such as using a bounding volume
around the contents in a grid cell. Bezrati [139, 140] performs tiled shading in a
compute shader to form an enhanced light list, where each light includes its minimum
and maximum z-depth. In this way, a fragment can quickly reject any lights that
do not overlap it. O’Donnell and Chajdas [1312] present tiled light trees, which they
form on the CPU side. They use tiled light lists with depth bounds for each light
and form a bounding interval hierarchy. That is, instead of forming a separate three-
dimensional hierarchy of all lights, as done by Olsson et al. [1328], they create a simpler
one-dimensional hierarchy from the z extents of each light in a tile. This structure
maps well to the GPU’s architecture, and is better able to handle cases where a large
number of lights fall into a single tile. They also provide a hybrid algorithm that
chooses between dividing the tile into cells—the normal clustered shading approach—
or using light trees. Light trees work best in situations where the average overlap
between a cell and its lights is low.

The idea of local light lists can be used on mobile devices, but there are differ-
ent limitations and opportunities. For example, rendering one light at a time in a
traditional deferred fashion can be the most efficient method on mobile, because of
the unique property that mobile keeps the G-buffer in local memory. Tiled forward
shading can be implemented on devices that support OpenGL ES 2.0, which is al-
most a given on mobile GPUs. With OpenGL ES 3.0 and an extension called pixel
local storage, the tile-based rendering system available in ARM GPUs can be used
to efficiently generate and apply light lists. See Billeter’s presentation [145] for more
information. Nummelin [1292] discusses conversion of the Frostbite engine from the
desktop to mobile, including trade-offs with light classification schemes because com-
pute shaders have less support on mobile hardware. Due to mobile devices using
tile-based rendering, G-buffer data generated for deferred shading can be maintained
in local memory. Smith and Einig [1664] describe using framebuffer fetch and pixel
local storage to do so, finding that these mechanisms reduce overall bandwidth costs
by more than half.

In summary, tiled, clustered, or other light-list culling techniques can be used
with deferred or forward shading, and each can also be applied to decals. Algorithms
for light-volume culling focus on minimizing the number of lights that are evaluated
for each fragment, while the idea of decoupling geometry and shading can be used
to balance processing and bandwidth costs to maximize efficiency. Just as frustum
culling will cost additional time with no benefit if all objects are always in view, so
will some techniques provide little benefit under various conditions. If the sun is the
only light source, a light culling preprocess is not necessary. If there is little surface
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Trad. forward Trad. deferred Tiled/clust. defer. Tiled/clust. fwd.
Geometry passes 1 1 1 1–2
Light passes 0 1 per light 1 1
Light culling per mesh per pixel per volume per volume
Transparency easy no w/fwd→ easy
MSAA built-in hard hard built-in
Bandwidth low high medium low
Vary shading models simple hard involved simple
Small triangles slow fast fast slow
Register pressure poss. high low poss. low poss. high
Shadow map reuse no yes no no
Decals expensive cheap cheap expensive

Table 20.1. For a typical desktop GPU, comparison of traditional single-pass forward, deferred, and
tiled/clustered light classification using deferred and forward shading. (After Olsson [1332].)

overdraw and few lights, deferred shading may cost more time overall. For scenes with
many limited-effect sources of illumination, spending time to create localized light
lists is worth the effort, whether using forward or deferred shading. When geometry
is complex to process or surfaces are expensive to render, deferred shading provides
a way to avoid overdraw, minimize driver costs such as program and state switches,
and use fewer calls to render larger consolidated meshes. Keep in mind that several of
these methods can be used in rendering a single frame. What makes for the best mix
of techniques is not only dependent on the scene, but can also vary on a per-object or
per-light basis [1589].

To conclude this section, we summarize the main differences among approaches in
Table 20.1. The right arrow in the “Transparency” row means that deferred shading is
applied to opaque surfaces, with forward shading needed for transparent ones. “Small
triangles” notes an advantage of deferred shading, that quad shading (Section 23.1) can
be inefficient when forward rendering, due to all four samples being fully evaluated.
“Register pressure” refers to the overall complexity of the shaders involved. Using
many registers in a shader can mean fewer threads formed, leading to the GPU’s warps
being underused [134]. It can become low for tiled and clustered deferred techniques
if shader streamlining methods are employed [273, 414, 1877]. Shadow map reuse is
often not as critical as it once was, when GPU memory was more limited [1589].

Shadows are a challenge when a large number of light sources are present. One
response is to ignore shadow computations for all but the closest and brightest lights,
and the sun, at the risk of light leaks from the lesser sources. Harada et al. [667] discuss
how they use ray casting in a tiled forward system, spawning a ray for each visible
surface pixel to each nearby light source. Olsson et al. [1330, 1331] discuss generating
shadow maps using occupied grid cells as proxies for geometry, with samples created
as needed. They also present a hybrid system, combining these limited shadow maps
with ray casting.

Using world space instead of screen space for generating light lists is another way
to structure space for clustered shading. This approach can be reasonable in some
situations, though might be worth avoiding for large scenes because of memory con-
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straints [385] and because distant clusters will be pixel-sized, hurting performance.
Persson [1386] provides code for a basic clustered forward system where static lights
are stored in a three-dimensional world-space grid.

20.5 Deferred Texturing
Deferred shading avoids overdraw and its costs of computing a fragment’s shade and
then having these results discarded. However, when forming G-buffers, overdraw still
occurs. One object is rasterized and all its parameters are retrieved, performing several
texture accesses along the way. If another object is drawn later that occludes these
stored samples, all the bandwidth spent for rendering the first object was wasted.
Some deferred shading systems perform a partial or full z-prepass to avoid texture ac-
cess for a surface that is later drawn over by another object [38, 892, 1401]. However,
an additional geometry pass is something many systems avoid if possible. Bandwidth
is used by texture fetches, but also by vertex data access and other data. For de-
tailed geometry, an extra pass can use more bandwidth than it might save in texture
access costs.

The higher the number of G-buffers formed and accessed, the higher the memory
and bandwidth costs. In some systems bandwidth may not be a concern, as the
bottleneck could be predominantly within the GPU’s processor. As discussed at length
in Chapter 18, there is always a bottleneck, and it can and will change from moment
to moment. A major reason why there are so many efficiency schemes is that each
is developed for a given platform and type of scene. Other factors, such as how hard
it is to implement and optimize a system, the ease of authoring content, and a wide
variety of other human factors, can also determine what is built.

While both computational and bandwidth capabilities of GPUs have risen over
time, they have increased at different rates, with compute rising faster. This trend,
combined with new functionality on the GPU, has meant that a way to future-proof
your system is by aiming for the bottleneck to be GPU computation instead of buffer
access [217, 1332].

A few different schemes have been developed that use a single geometry pass and
avoid retrieving textures until needed. Haar and Aaltonen [625] describe how virtual
deferred texturing is used in Assassin’s Creed Unity. Their system manages a local
8192× 8192 texture atlas of visible textures, each with 128× 128 resolution, selected
from a much larger set. This atlas size permits storing (u, v) texture coordinates
that can be used to access any texel in the atlas. There are 16 bits used to store
a coordinate; with 13 bits needed for 8192 locations, this leaves 3 bits, i.e., 8 levels,
for sub-texel precision. A 32-bit tangent basis is also stored, encoded as a quater-
nion [498] (Section 16.6). Doing so means only a single 64-bit G-buffer is needed.
With no texture accesses performed in the geometry pass, overdraw can be extremely
inexpensive. After this G-buffer is established, the virtual texture is then accessed
during shading. Gradients are needed for mipmapping, but are not stored. Rather,
each pixel’s neighbors are examined and those with the closest (u, v) values are used
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Figure 20.12. In the first pass of the visibility buffer [217], just triangle and instance IDs are rendered
and stored in a single G-buffer, here visualized with a different color per triangle. (Image courtesy
of Graham Wihlidal—Electronic Arts [1885].)

to compute the gradients on the fly. The material ID is also derived from determining
which texture atlas tile is accessed, done by dividing the texture coordinate values by
128, i.e., the texture resolution.

Another technique used in this game to reduce shading costs is to render at a
quarter resolution and use a special form of MSAA. On consoles using AMD GCN,
or systems using OpenGL 4.5, OpenGL ES 3.2, or other extensions [2, 1406], the
MSAA sampling pattern can be set as desired. Haar and Aaltonen set a grid pattern
for 4× MSAA, so that each grid sample corresponds directly to the center of a full-
screen pixel. By rendering at a quarter resolution, they can take advantage of the
multisampling nature of MSAA. The (u, v) and tangent bases can be interpolated
across the surface with no loss, and 8× MSAA (equivalent to 2× MSAA per pixel)
is also possible. When rendering scenes with considerable overdraw, such as foliage
and trees, their technique significantly reduces the number of shader invocations and
bandwidth costs for the G-buffers.

Storing just the texture coordinates and basis is pretty minimal, but other schemes
are possible. Burns and Hunt [217] describe what they call the visibility buffer, in which
they store two pieces of data, a triangle ID and an instance ID. See Figure 20.12. The
geometry pass shader is extremely quick, having no texture accesses and needing to
store just these two ID values. All triangle and vertex data—positions, normals, color,
material, and so on—are stored in global buffers. During the deferred shading pass,
the triangle and instance IDs stored for each pixel are used to retrieve these data.
The view ray for the pixel is intersected against the triangle to find the barycentric
coordinates, which are used to interpolate among the triangle’s vertex data. Other



20.5. Deferred Texturing 907

computations that are normally done less frequently must also be performed per pixel,
such as vertex shader calculations. Texture gradient values are also computed from
scratch for each pixel, instead of being interpolated. All these data are then used to
shade the pixel, applying lights using any classification scheme desired.

While this all sounds expensive, remember that computational power is growing
faster than bandwidth capabilities. This research favors a compute-heavy pipeline
that minimizes bandwidth losses due to overdraw. If there are less than 64k meshes in
the scene, and each mesh has less than 64k triangles, each ID is then 16 bits in length
and the G-buffer can be as small as 32 bits per pixel. Larger scenes push this to 48
or 64 bits.

Stachowiak [1685] describes a variant of the visibility buffer that uses some capa-
bilities available on the GCN architecture. During the initial pass, the barycentric
coordinates for the location on the triangle are also computed and stored per pixel.
A GCN fragment (i.e., pixel) shader can compute the barycentric coordinates inex-
pensively, compared to later performing an individual ray/triangle intersection per
pixel. While costing additional storage, this approach has an important advantage.
With animated meshes the original visibility buffer scheme needs to have any modified
mesh data streamed out to a buffer, so that the modified vertex locations can be re-
trieved during deferred shading. Saving the transformed mesh coordinates consumes
additional bandwidth. By storing the barycentric coordinates in the first pass, we are
done with the vertex positions, which do not have to be fetched again, a disadvantage
of the original visibility buffer. However, if the distance from the camera is needed,
this value must also be stored in the first pass, since it cannot later be reconstructed.

This pipeline lends itself to decoupling geometry and shading frequency, similar
to previous schemes. Aaltonen [2] notes that the MSAA grid sampling method can
be applied to each, leading to further reductions in the average amount of memory
required. He also discusses variations in storage layout and differences in compute
costs and capabilities for these three schemes. Schied and Dachsbacher [1561, 1562] go
the other direction, building on the visibility buffer and using MSAA functionality to
reduce memory consumption and shading computations for high-quality antialiasing.

Pettineo [1407] notes that the availability of bindless texture functionality (Sec-
tion 6.2.5) makes implementing deferred texturing simpler still. His deferred texturing
system creates a larger G-buffer, storing the depth, a separate material ID, and depth
gradients. Rendering the Sponza model, this system’s performance was compared
against a clustered forward approach, with and without z-prepass. Deferred texturing
was always faster than forward shading when MSAA was off, slowing when MSAA was
applied. As noted in Section 5.4.2, most video games have moved away from MSAA
as screen resolutions have increased, instead relying on temporal antialiasing, so in
practical terms such support is not all that important.

Engel [433] notes that the visibility buffer concept has become more attractive
due to API features exposed in DirectX 12 and Vulkan. Culling sets of triangles
(Section 19.8) and other removal techniques performed using compute shaders reduce
the number of triangles rasterized. DirectX 12’s ExecuteIndirect command can be
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used to create the equivalent of an optimized index buffer that displays only those
triangles that were not culled. When used with an advanced culling system [1883,
1884], his analysis determined that the visibility buffer outperformed deferred shading
at all resolutions and antialiasing settings on the San Miguel scene. As the screen
resolution rose, the performance gap increased. Future changes to the GPU’s API
and capabilities are likely to further improve performance. Lauritzen [993] discusses
the visibility buffer and how there is a need to evolve the GPU to improve the way
material shaders are accessed and processed in a deferred setting.

Doghramachi and Bucci [363] discuss their deferred texturing system in detail,
which they call deferred+. Their system integrates aggressive culling techniques early
on. For example, the previous frame’s depth buffer is downsampled and reprojected
in a way that provides a conservative culling depth for each pixel in the current scene.
These depths help test occlusion for rendering bounding volumes of all meshes visible
in the frustum, as briefly discussed in Section 19.7.2. They note that the alpha cutout
texture, if present, must be accessed in any initial pass (or any z-prepass, for that
matter), so that objects behind cutouts are not hidden. The result of their culling and
rasterization process is a set of G-buffers that include the depth, texture coordinates,
tangent space, gradients, and material ID, which are used to shade the pixels. While
its number of G-buffers is higher than in other deferred texturing schemes, it does
avoid unneeded texture accesses. For two simplified scene models from Deus Ex:
Mankind Divided, they found that deferred+ ran faster than clustered forward shading,
and believe that more complex materials and lighting would further widen the gap.
They also noted that warp usage was significantly better, meaning that tiny triangles
caused fewer problems, so GPU tessellation performed better. Their implementation
of deferred texturing has several other advantages over deferred shading, such as being
able to handle a wider range of materials more efficiently. The main drawbacks are
those common to most deferred schemes, relating to transparency and antialiasing.

20.6 Object- and Texture-Space Shading
The idea of decoupling the rate at which the geometry is sampled from the rate at
which shading values are computed is a recurring theme in this chapter. Here we cover
several alternate approaches that do not easily fit in the categories covered so far. In
particular, we discuss hybrids that draw upon concepts first seen in the Reyes1 batch
renderer [289], used for many years by Pixar and others to make their films. Now
studios primarily use some form of ray or path tracing for rendering, but for its day,
Reyes solved several rendering problems in an innovative and efficient way.

The key concept of Reyes is the idea of micropolygons. Every surface is diced
into an extremely fine mesh of quadrilaterals. In the original system, dicing is done

1The name “Reyes” was inspired by Point Reyes peninsula, and is sometimes capitalized as
“REYES,” an acronym meaning “Renders Everything You Ever Saw.”
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Figure 20.13. Reyes rendering pipeline. Each object is tessellated into micropolygons, which are
then individually shaded. A set of jittered samples for each pixel (in red) are compared to the
micropolygons and the results are used to render the image.

with respect to the eye, with the goal of having each micropolygon be about half the
width and height of a pixel, so that the Nyquist limit (Section 5.4.1) is maintained.
Quadrilaterals outside the frustum or facing away from the eye are culled. In this
system, the micropolygon was shaded and assigned a single color. This technique
evolved to shading the vertices in the micropolygon grid [63]. Our discussion here
focuses on the original system, for the ideas it explored.

Each micropolygon is inserted into a jittered 4 × 4 sample grid in a pixel—a su-
persampled z-buffer. Jittering is done to avoid aliasing by producing noise instead.
Because shading happens with respect to a micropolygon’s coverage, before rasteri-
zation, this type of technique is called object-based shading. Compare this to forward
shading, where shading takes place in screen space during rasterization, and deferred
shading, where it takes place after. See Figure 20.13.

One advantage of shading in object space is that material textures are often directly
related to their micropolygons. That is, the geometric object can be subdivided such
that there is a power-of-two number of texels in each micropolygon. During shading
the exact filtered mipmap sample can then be retrieved for the micropolygon, since it
directly correlates to the surface area shaded. The original Reyes system also meant
that cache coherent access of a texture occurs, since micropolygons are accessed in
order. This advantage does not hold for all textures, e.g., environment textures used
as reflection maps must be sampled and filtered in traditional ways.

Motion blur and depth-of-field effects can also work well with this type of arrange-
ment. For motion blur each micropolygon is assigned a position along its path at a
jittered time during the frame interval. So, each micropolygon will have a different
location along the direction of movement, giving a blur. Depth of field is achieved in
a similar fashion, distributing the micropolygons based on the circle of confusion.

There are some disadvantages to the Reyes algorithm. All objects must be able
to be tessellated, and must be diced to a fine degree. Shading occurs before occlusion
testing in the z-buffer, so can be wasted due to overdraw. Sampling at the Nyquist
limit does not mean that high-frequency phenomena such as sharp specular highlights
are captured, but rather that sampling is sufficient to reconstruct lower frequencies.

Generally, every object must be “chartable,” in other words, must have (u, v)
texture values for the vertices that give a unique texel for each different area on the
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model. See Figure 2.9 on page 23 and Figure 6.6 on page 173 for examples. Object-
based shading can be thought of as first baking in the shading, with the camera used to
determine view-dependent effects and possibly limit the amount of effort expended for
each surface area. One simple method of performing object-based shading on the GPU
is to tessellate the object to a fine subpixel level, then shade each vertex on the mesh.
Doing so can be costly because the setup costs for each triangle are not amortized over
a number of pixels. The expense is made worse still because a single-pixel triangle
generates four pixel shader invocations, due to quad rendering (Section 23.1). GPUs
are optimized to render triangles that cover a fair number of pixels, e.g., 16 or more
(Section 23.10.3).

Burns et al. [216] explore object-space shading by performing it after establishing
which object locations are visible. They determine these with a “polygon grid” for
an object that is diced, culled as possible, and then rasterized. An independent
object-space “shading grid” is then used to shade the visible areas, with each texel
corresponding to an area of the surface. The shading grid can be a different resolution
than the polygon grid. They found that a finely tessellated geometric surface provided
little benefit, so decoupling the two led to more efficient use of the resources. They
implemented their work only in a simulator, but their techniques have influenced newer
research and development.

Considerable research that draws inspiration from Reyes has examined faster shad-
ing methods on the GPU for various phenomena. Ragan-Kelley et al. [1455] propose a
hardware extension based on decoupled sampling, applying their idea to motion blur
and depth of field. Samples have five dimensions: two for the subpixel location, two
for the lens location, and one for time. Visibility and shading are sampled separately.
A “decoupling mapping” determines the shading sample needed for a given visibility
sample. Liktor and Dachsbacher [1042, 1043] present a deferred shading system in
a similar vein, where shading samples are cached when computed and used during
stochastic rasterization. Effects such as motion blur and depth of field do not require
high sampling rates, so shading computations can be reused. Clarberg et al. [271]
present hardware extensions for computing shading in texture space. These eliminate
the quad overshading problem and hence allow for smaller triangles. Since shading is
computed in texture space, the pixel shader can use a bilinear filter or a more com-
plex one, when looking up the shading from the texture. This allows reducing shading
costs by turning down the texture resolution. For low-frequency terms, this technique
usually works well, since filtering can be used.

Andersson et al. [48] take a different approach, called texture-space shading. Each
triangle is tested for frustum and backface culling, then its charted surface is applied
to a corresponding area of an output target, shading this triangle based on its (u, v)
parameterization. At the same time, using a geometry shader, each visible triangle’s
size in the camera’s view is computed. This size value is used to determine in which
mipmap-like level the triangle is inserted. In this way, the amount of shading per-
formed for an object is related to its screen coverage. See Figure 20.14. They use
stochastic rasterization to render the final image. Each fragment generated looks up
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Figure 20.14. Object-space texture shading. On the left is the final rendering, including motion blur.
In the middle the visible triangles in the chart are shown. On the right each triangle is inserted at its
proper mipmap level based on screen coverage of the triangle, for use during the final camera-based
rasterization pass. (Reprinted by permission of M. Andersson [48] and Intel Corporation, copyright
Intel Corporation, 2014.)

its shaded color from the texture. Again, computed shading values can be reused for
motion blur and depth-of-field effects.

Hillesland and Yang [747, 748] build upon the texture-space shading concept, along
with caching concepts similar to Liktor and Dachsbacher’s. They draw geometry to
the final view, use a compute shader to populate a mipmap-like structure of object-
based shading results, and render the geometry again to access this texture and display
the final shade. A triangle ID visibility buffer is also saved in the first pass, so that
their compute shader can later access vertex attributes for interpolation. Their system
includes coherence over time. Since the shading is in object space, the same area is
associated with the same output texture location for each frame. If a surface area’s
shade at a given mipmap level was computed previously and is not too old, it is reused
instead of being recomputed. Results will vary with the material, lighting, and other
factors, but they found that reusing a shading sample every other frame at 60 FPS
led to negligible errors. They also determined that the mipmap level could be selected
not only by screen size, but also by variation in other factors, such as the change
in normal direction over an area. A higher mipmap level means that less shading is
computed per screen fragment, which they found could lead to considerable savings.

Baker [94] describes Oxide Games’ renderer for the game Ashes of the Singularity.
It is inspired by Reyes, though the implementation details are considerably different,
and uses texture-space shading for each model as a whole. Objects may have any
number of materials covering their surfaces, which are differentiated by using masks.
Their process is:

• Several large—4k × 4k, 16 bits per channel—“master” textures are allocated for
shading.

• All objects are evaluated. If in view, an object’s estimated area on the screen is
computed.
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• This area is used to assign a proportion of a master texture to each object. If
the total requested area is larger than the texture space, proportions are scaled
down to make the requests fit.

• Texture-based shading is performed in a compute shader, with each material at-
tached to the model applied in turn. Results from each material are accumulated
in the assigned master texture.

• Mipmap levels are computed for the master textures as needed.

• Objects are then rasterized, with the master textures used to shade them.

Using multiple materials per object allows such effects as having a single terrain
model include dirt, roads, ground cover, water, snow, and ice, each with its own
material BRDF. Antialiasing works on both a pixel level and a shader level, if desired,
as the full information about an object’s surface area and its relationship to the master
texture is accessible during shading. This ability allows the system to stably handle
models with extremely high specular powers, for example. Because shaded results are
attached to objects as a whole, regardless of visibility, shading can also be computed at
a different frame rate than rasterization. Shading at 30 FPS was found to be adequate,
with rasterization occurring at 60 FPS, or 90 FPS for virtual reality systems. Having
asynchronous shading means that the frame rate for the geometry can be maintained
even if the shader load becomes too high.

There are several challenges in implementing such a system. About twice as many
batches are sent overall, compared to a typical game engine, since each object’s “ma-
terial quadrilateral” is processed with a compute shader during the object-shading
step, then the object is drawn during rasterization. Most batches are simple, however,
and APIs such as DirectX 12 and Vulkan help remove overhead. How the master
textures are allocated to objects based on their size makes a significant difference in
image quality. Objects that are large on the screen, or otherwise vary in texel density,
such as terrain, can have issues. Performing an additional stitching process is used to
maintain a smooth transition among terrain tiles of different resolutions in the mas-
ter texture. Screen-space techniques, such as ambient occlusion, are a challenge to
implement. Like the original visibility buffer, animation affecting object shape must
be done twice, for shading and for rasterization. Objects are shaded, then occluded,
which is a source of waste. For an application with low depth complexity, such as
a real-time strategy game, this cost can be relatively low. Each material is simple
to evaluate, unlike complex deferred shaders, and shading is done on a chart for the
whole object. Objects with simple shaders, such as particles and trees, receive little
benefit from this technique. For performance, these effects can instead be rendered
with forward shading. As can be seen in Figure 20.15, being able to handle many
lights gives a richness to the rendered scene.

We end our discussion of efficient shading here. We have only touched upon a
panoply of specialized techniques to improve speed and quality of results used in
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Figure 20.15. A scene from Ashes of the Singularity lit by approximately a thousand lights. These
include at least one light source for each vehicle and each bullet. (Image courtesy of Oxide Games
and Stardock Entertainment.)

different applications. Our goal here is to present popular algorithms used to accelerate
shading and explain how and why they arose. As graphics hardware capabilities and
APIs evolve, and as screen resolutions, art workflows, and other elements change over
time, efficient shading techniques will continue to be researched and developed in new
and, likely, unanticipated ways.

If you have read the book through to this point, you now have working knowledge
of the major algorithms that go into a modern interactive rendering engine. One of
our goals is to get you up to speed so that you can comprehend current articles and
presentations in the field. If you wish to see how these elements work together, we
highly recommend you read the excellent articles on different commercial renderers
by Courrèges [293, 294] and Anagnostou [38]. After this point, the chapters that
follow delve deeper into several fields, such as rendering for virtual and augmented
reality, algorithms for intersection and collision detection, and architectural features
of graphics hardware.

Further Reading and Resources

So, of the various mixes of these approaches—deferred, forward, tiled, clustered,
visibility—which is better? Each has its own strengths, and the answer is “it de-
pends.” Factors such as platform, scene characteristics, illumination model, and de-
sign goals can all play a part. As a starting spot, we recommend Pesce’s extensive
discussions [1393, 1397] about the effectiveness and trade-offs of various schemes.
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The SIGGRAPH course “Real-Time Many-Light Management and Shadows with
Clustered Shading” [145, 1331, 1332, 1387] presents a thorough run-through of tiled
and clustered shading techniques and their use with deferred and forward shading,
along with related topics such as shadow mapping and implementing light classification
on mobile devices. An earlier presentation by Stewart and Thomas [1700] explains
tiled shading and presents copious timing results showing how various factors affect
performance. Pettineo’s open-source framework [1401] compares tiled forward and
deferred systems, and includes results for a wide range of GPUs.

For implementation details, the book on DirectX 11 by Zink et al. [1971] has about
50 pages on the subject of deferred shading and includes numerous code samples. The
NVIDIA GameWorks code samples [1299] include an implementation of MSAA for
deferred shading. The articles by Mikkelsen [1210] and Örtegren and Persson [1340]
in the book GPU Pro 7 describe modern GPU-based systems for tiled and clustered
shading. Billeter et al. [144] give coding details on implementing tiled forward shading,
and Stewart [1701] walks through code for performing tiled culling in a compute
shader. Lauritzen [990] provides a full implementation for tiled deferred shading, and
Pettineo [1401] builds a framework to compare it to tiled forward. Dufresne [390] has
demo code for clustered forward shading. Persson [1386] provides code for a basic
world-space clustered forward rendering solution. Finally, van Oosten [1334] discusses
various optimizations and gives a demo system with code that implements different
forms of clustered, tiled, and vanilla forward rendering, showing the performance
differences.



Chapter 21

Virtual and Augmented Reality

“Reality is that which, when you stop believing in it, doesn’t go away.”
—Philip K. Dick

Virtual reality (VR) and augmented reality (AR) are technologies that attempt to
stimulate your senses in the same way the real world does. Within the field of computer
graphics, augmented reality integrates synthetic objects with the world around us;
virtual reality replaces the world completely. See Figure 21.1. This chapter focuses on
rendering techniques specific to these two technologies, which are sometimes grouped
together using the umbrella term “XR,” where the X can stand for any letter. Much
of the focus here will be on virtual reality techniques, since this technology is more
widespread as of this writing.

Rendering is but a small part of these fields. From a hardware standpoint, some
type of GPU is used, which is a well-understood piece of the system. Creating accurate
and comfortable head-tracking sensors [994, 995], effective input devices (possibly with
haptic feedback or eye-tracking control), and comfortable headgear and optics, along
with convincing audio, are among the challenges system creators face. Balancing
performance, comfort, freedom of movement, price, and other factors make this a
demanding design space.

Figure 21.1. The first three authors using various VR systems. Tomas using an HTC Vive; Eric in
the Birdly fly-like-a-bird simulator; Naty using an Oculus Rift.

915
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We concentrate on interactive rendering and the ways these technologies influ-
ence how images are generated, starting with a brief survey of various virtual and
augmented reality systems currently available. The capabilities and goals of some
systems’ SDKs and APIs are then discussed. We end with specific computer graphics
techniques that should be avoided or modified to give the best user experience.

21.1 Equipment and Systems Overview
Aside from CPUs and GPUs, virtual and augmented reality equipment for graphics
can be categorized as either sensors or displays. Sensors include trackers that detect
the rotation and position of the user, along with a myriad of input methods and
devices. For display, some systems rely on using a mobile phone’s screen, which is
logically split into two halves. Dedicated systems often have two separate displays.
The display is all the user sees in a virtual reality system. For augmented reality, the
virtual is combined with a view of the real world by use of specially designed optics.

Virtual and augmented reality are old fields that have undergone a recent explosion
in new, lower-cost systems, in good part directly or indirectly due to the availability
of various mobile and console technologies [995]. Phones can be used for immersive
experiences, sometimes surprisingly well. A mobile phone can be placed inside a head-
mounted display (HMD), ranging from a simple viewer, such as Google Cardboard, to
those that are hands-free and provide additional input devices, such as GearVR. The
phone’s orientation sensors for gravity, magnetic north, and other mechanisms allow
the orientation of the display to be determined. The orientation, also called attitude,
has three degrees of freedom, e.g., yaw, pitch, and roll, as discussed in Section 4.2.1.1

APIs can return the orientation as a set of Euler angles, a rotation matrix, or a
quaternion. Real-world content such as fixed-view panoramas and videos can work
well with these devices, as the costs of presenting the correct two-dimensional view
for the user’s orientation are reasonably low.

Mobile devices’ relatively modest computational capabilities, as well as the power
requirements for extended use of GPU and CPU hardware, limit what can be done
with them. Tethered virtual reality devices, in which the user’s headset is connected
by a set of wires to a stationary computer, limit mobility, but allow more powerful
processors to be used.

We will briefly describe the sensors for just two systems, the Oculus Rift and the
HTC Vive. Both provide six degrees of freedom (6-DOF) tracking: orientation and
position. The Rift tracks the location of the HMD and controllers by up to three
separate infrared cameras. When the headset’s position is determined by stationary
external sensors, this is called outside-in tracking. An array of infrared LEDs on the
outside of the headset allow it to be tracked. The Vive uses a pair of “lighthouses” that
shine non-visible light into a room at rapid intervals, which sensors in the headset and

1Many phones’ inertial measurement units have six degrees of freedom, but positional tracking
errors can accumulate rapidly.
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controllers detect in order to triangulate their positions. This is a form of inside-out
tracking, where the sensors are part of the HMD.

Hand controllers are a standard piece of equipment, being trackable and able to
move with the user, unlike mice and keyboards. Many other types of input devices have
been developed for VR, based on a wide range of technologies. Devices include gloves
or other limb or body tracking devices, eye tracking, and those simulating in-place
movement, such as pressure pads, single- or omni-directional treadmills, stationary
bicycles, and human-sized hamster balls, to name but a few. Aside from optical
systems, tracking methods based on magnetic, inertia, mechanical, depth detection,
and acoustic phenomena have been explored.

Augmented reality is defined as computer-generated content combined with a user’s
real-world view. Any application providing a heads-up display (HUD) with text data
overlaid on an image is a basic form of augmented reality. Yelp Monocle, introduced
in 2009, overlays business user ratings and distances on the camera’s view. The mobile
version of Google Translate can replace signs with translated equivalents. Games such
as Pokémon GO overlay imaginary creatures in real environments. Snapchat can
detect facial features and add costume elements or animations.

Of more interest for synthetic rendering, mixed reality (MR) is a subset of aug-
mented reality in which real-world and three-dimensional virtual content blend and
interact in real time [1570]. A classic use case for mixed reality is in surgery, where
scanned data for a patient’s organs are merged with the camera view of the external
body. This scenario assumes a tethered system with considerable computing power
and precision. Another example is playing “tag” with a virtual kangaroo, where the
real-world walls of the house can hide your opponent. In this case, mobility is more
important, with registration or other factors affecting quality being less critical.

One technology used in this field is to mount a video camera on the front of an
HMD. For example, every HTC Vive has a front-mounted camera that the developer
can access. This view of the world is sent to the eyes, and synthetic imagery can
be composited with it. This is sometimes called pass-through AR or VR, or mediated
reality [489], in which the user is not directly viewing the environment. One advantage
of using such a video stream is that it allows more control of merging the virtual
objects with the real. The downside is that the real world is perceived with some
lag. Vrvana’s Totem and Occipital’s Bridge are examples of AR systems using a
head-mounted display with this type of arrangement.

Microsoft’s HoloLens is the most well-known mixed-reality system as of this book’s
writing. It is an untethered system, with CPU, GPU, and what Microsoft terms an
HPU (holographic processing unit) all built into the headset. The HPU is a custom
chip consisting of 24 digital signal processing cores that draws less than 10 watts.
These cores are used to process world data from a Kinect-like camera that views
the environment. This view, along with other sensors such as accelerometers, per-
form inside-out tracking, with the additional advantage that no lighthouses, QR codes
(a.k.a. fiducials), or other external elements are needed. The HPU is used to identify
a limited set of hand gestures, meaning that no additional input device is necessary
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for basic interactions. While scanning the environment, the HPU also extracts depths
and derives geometry data, such as planes and polygons representing surfaces in the
world. This geometry can then be used for collision detection, e.g., having virtual
objects sit on a real-world tabletop.

Tracking using the HPU allows a wider range of motion, effectively anywhere in
the world, by creating real-world waypoints, called spatial anchors. A virtual object’s
position is then set relative to a particular spatial anchor [1207]. The device’s estimates
of these anchor positions can also improve over time. Such data can be shared, meaning
that a few users can see the same content in the same location. Anchors can also be
defined so that users at different locations can collaborate on the same model.

A pair of transparent screens allow the user to see the world along with whatever
is projected onto these screens. Note that this is unlike a phone’s use of augmented
reality, where the view of the world is captured by camera. One advantage of using
transparent screens is that the world itself never has latency or display problems, and
consumes no processing power. A disadvantage of this type of display system is that
virtual content can only add luminance to the user’s view of the world. For example,
a dark virtual object will not occlude brighter real world objects behind it, since light
can only be increased. This can give virtual objects a translucent feel. The HoloLens
also has an LCD dimmer that can help avoid this effect. With proper adjustment,
the system can be effective in showing three-dimensional virtual objects merged with
reality.

Apple’s ARKit and Google’s ARCore help developers create augmented reality
apps for phones and tablets. The norm is to display a single (not stereoscopic) view,
with the device held some distance from the eyes. Objects can be fully opaque, since
they are overlaid on the video camera’s view of the world. See Figure 21.2. For ARKit,
inside-out tracking is performed by using the device’s motion-sensing hardware along
with a set of notable features visible to the camera. Tracking these feature points from
frame to frame helps precisely determine the device’s current position and orientation.
Like the HoloLens, horizontal and vertical surfaces are discovered and the extents
determined, with this information then made available to the developer [65].

Intel’s Project Alloy is an untethered head-mounted display that, like the HoloLens,
has a sensor array to detect large objects and walls in the room. Unlike the HoloLens,
the HMD does not let the user directly view the world. However, its ability to sense
its surroundings gives what Intel calls “merged reality,” where real-world objects can
have a convincing presence in a virtual world. For example, the user could reach out
to a control console in the virtual world and touch a table in the real world.

Virtual and augmented reality sensors and controllers are undergoing rapid evo-
lution, with fascinating technologies arising at a breakneck pace. These offer the
promise of less-intrusive headsets, more mobility, and better experiences. For exam-
ple, Google’s Daydream VR and Qualcomm’s Snapdragon VR headsets are untethered
and use inside-out positional tracking that does not need external sensors or devices.
Systems from HP, Zotac, and MSI, where the computer is mounted on your back,
make for untethered systems that provide more compute power. Intel’s WiGig wire-
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Figure 21.2. An image from ARKit. The ground plane is detected and displayed as a blue grid. The
closest beanbag chair is a virtual object added on the ground plane. It is missing shadows, though
these could be added for the object and blended over the scene. (Image courtesy of Autodesk, Inc.)

less networking technology uses a short-range 90 GHz radio to send images from a
PC to a headset. Another approach is to compute expensive lighting computations
on the cloud, then send this compressed information to be rendered by a lighter, less
powerful GPU in a headset [1187]. Software methods such as acquiring point clouds,
voxelizing these, and rendering the voxelized representations at interactive rates [930]
open up new ways for the virtual and real to merge.

Our focus for most of this chapter is on the display and its use in VR and AR. We
first run through some of the physical mechanics of how images are displayed on the
screen and some of the issues involved. The chapter continues with what the SDKs and
hardware systems provide to simplify programming and enhance the user’s perception
of the scene. This section is followed by information about how these various factors
affect image generation, with a discussion of how some graphical techniques need to
be modified or possibly avoided altogether. We end with a discussion of rendering
methods and hardware enhancements that improve efficiency and the participant’s
experience.

21.2 Physical Elements
This section is about the various components and characteristics of modern VR and
AR systems, in particular those related to image display. This information gives a
framework for understanding the logic behind the tools provided by vendors.
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21.2.1 Latency

Mitigating the effects of latency is particularly important in VR and AR systems,
often the most critical concern [5, 228]. We discussed how the GPU hides memory
latency in Chapter 3. That type of latency, caused by operations such as texture
fetches, is specific to a small portion of the entire system. What we mean here is
the “motion-to-photon” latency of the system as a whole. That is, say you begin to
turn your head to the left. How much time elapses between your head coming to face
in a particular direction and the view generated from that direction being displayed?
Processing and communication costs for each piece of hardware in the chain, from the
detection of a user input (e.g., your head orientation) to the response (the new image
being displayed), all add up to tens of milliseconds of latency.

Latency in a system with a regular display monitor (i.e., one not attached to
your face) is annoying at worst, breaking the sense of interactivity and connection.
For augmented and mixed reality applications, lower latency will help increase “pixel
stick,” or how well the virtual objects in the scene stay affixed to the real world. The
more latency in the system, the more the virtual objects will appear to swim or float
relative to their real-world counterparts. With immersive virtual reality, where the
display is the only visual input, latency can create a much more drastic set of effects.
Though not a true illness or disease, it is called simulation sickness and can cause
sweating, dizziness, nausea, and worse. If you begin to feel unwell, immediately take
off the HMD—you are not able to “power through” this discomfort, and will just
become more ill [1183]. To quote Carmack [650], “Don’t push it. We don’t need to be
cleaning up sick in the demo room.” In reality, actual vomiting is rare, but the effects
can nonetheless be severe and debilitating, and can be felt for up to a day.

Simulation sickness in VR arises when the display images do not match the user’s
expectations or perceptions through other senses, such as the inner ears’ vestibular
system for balance and motion. The lower the lag between head motion and the
proper matching displayed image, the better. Some research points to 15 ms being
imperceptible. A lag of more than 20 ms can definitely be perceived and has a delete-
rious effect [5, 994, 1311]. As a comparison, from mouse move to display, video games
generally have a latency of 50 ms or more, 30 ms with vsync off (Section 23.6.2). A
display rate of 90 FPS is common among VR systems, which gives a frame time of
11.1 ms. On a typical desktop system it takes about 11 ms to scan the frame over a
cable to the display, so even if you could render in 1 ms, you would still have 12 ms
of latency.

There are a wide variety of application-based techniques that can prevent or ame-
liorate discomfort [1089, 1183, 1311, 1802]. These can range from minimizing visual
flow, such as not tempting the user to look sideways while traveling forward and
avoiding going up staircases, to more psychological approaches, such as playing am-
bient music or rendering a virtual object representing the user’s nose [1880]. More
muted colors and dimmer lighting can also help avoid simulator sickness. Making the
system’s response match the user’s actions and expectations is the key to providing an
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enjoyable VR experience. Have all objects respond to head movements, do not zoom
the camera or otherwise change the field of view, properly scale the virtual world,
and do not take control of the camera away from the user, to name a few guidelines.
Having a fixed visual reference around the user, such as a car or airplane cockpit,
can also diminish simulator sickness. Visual accelerations applied to a user can cause
discomfort, so using a constant velocity is preferable. Hardware solutions may also
prove useful. For example, Samsung’s Entrim 4D headphones emit tiny electrical im-
pulses that affect the vestibular system, making it possible to match what the user
sees to what their sense of balance tells them. Time will tell as to the efficacy of this
technique, but it is a sign of how much research and development is being done to
mitigate the effects of simulator sickness.

The tracking pose, or simply the pose, is the orientation and, if available, position
of the viewer’s head in the real world. The pose is used to form the camera matrices
needed for rendering. A rough prediction of the pose may be used at the start of a
frame to perform simulation, such as collision detection of a character and elements
in the environment. When rendering is about to start, a newer pose prediction can
be retrieved at that moment and used to update the camera’s view. This prediction
will be more accurate, since it is retrieved later and is for a shorter duration. When
the image is about to be displayed, another pose prediction that is more accurate
still can be retrieved and used to warp this image to better match the user’s position.
Each later prediction cannot fully compensate for computations based on an earlier,
inaccurate prediction, but using them as possible can considerably improve the overall
experience. Hardware enhancements in various rigs provide the ability to rapidly query
and obtain updated head poses at the moment they are needed.

There are elements other than visuals that make interaction with a virtual envi-
ronment convincing, but getting the graphics wrong dooms the user to an unpleasant
experience at best. Minimizing latency and improving realism in an application can
help achieve immersion or presence, where the interface falls away and the participant
feels physically a part of the virtual world.

21.2.2 Optics

Designing precise physical optics that map a head-mounted display’s contents to the
corresponding locations on the retina is an expensive proposition. What makes virtual
reality display systems affordable is that the images produced by the GPU are then
distorted in a separate post-process so that they properly reach our eyes.

A VR system’s lenses present the user with a wide field-of-view image that has
pincushion distortion, where the edges of the image appear to curve inward. This
effect is canceled out by warping each generated image using barrel distortion, as
seen on the right in Figure 21.3. Optical systems usually also suffer from chromatic
aberration, where the lenses cause the colors to separate, like a prism does. This
problem can also be compensated for by the vendor’s software, by generating images
that have an inverted chromatic separation. It is chromatic aberration “in the other
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Figure 21.3. The original rendered targets (left) and their distorted versions (right) for display on an
HTC Vive [1823]. (Images courtesy of Valve.)

direction.” These separate colors combine properly when displayed through the VR
system’s optics. This correction can be seen in the orange fringing around the edges
of the images in the distorted pair.

There are two types of displays, rolling and global [6]. For both types of display,
the image is sent in a serial stream. In a rolling display, this stream is immediately
displayed as received, scanline by scanline. In a global display, once the whole image
is received, it is then displayed in a single, short burst. Each type of display is used
in virtual reality systems, and each has its own advantages. In comparison to a global
display, which must wait for the entire image to be present before display, a rolling
display can minimize latency, in that the results are shown as soon as available. For
example, if images are generated in strips, each strip could be sent as rendered, just
before display, “racing the beam” [1104]. A drawback is that different pixels are
illuminated at different times, so images can be perceived as wobbly, depending on
the relative movement between the retinas and the display. Such mismatches can be
particularly disconcerting for augmented reality systems. The good news is that the
compositor usually compensates by interpolating the predicted head poses across a
block of scan lines. This mostly addresses wobble or shearing that would otherwise
happen with fast head rotation, though cannot correct for objects moving in the scene.

Global displays do not have this type of timing problem, as the image must be fully
formed before it is shown. Instead, the challenge is technological, as a single short
timed burst rules out several display options. Organic light-emitting diode (OLED)
displays are currently the best option for global displays, as they are fast enough to
keep up with the 90 FPS display rates popular for VR use.

21.2.3 Stereopsis

As can be seen in Figure 21.3, two images are offset, with a different view for each eye.
Doing so stimulates stereopsis, the perception of depth from having two eyes.While
an important effect, stereopsis weakens with distance, and is not our only way of
perceiving depth.We do not use it at all, for example, when looking at an image on a
standard monitor. Object size, texture pattern changes, shadows, relative movement
(parallax), and other visual depth cues work with just one eye.
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Figure 21.4. How much two eyes rotate to see an object is the vergence. Convergence is the motion
of the eyes inward to focus on an object, as on the left. Divergence is the outward motion when they
change to look at objects in the distance, off the right edge of the page. The lines of sight for viewing
distant objects are effectively parallel.

How much the eyes must adjust shape to bring something into focus is known
as accommodative demand. For example, the Oculus Rift’s optics are equivalent to
looking at a screen located about 1.3 meters from the user. How much the eyes need
to turn inward to focus on an object is called vergence demand. See Figure 21.4. In
the real world the eyes change lens shape and turn inward in unison, a phenomenon
known as the accommodation-convergence reflex. With a display, the accommodative
demand is a constant, but the vergence demand changes as the eyes focus on objects at
different perceived depths. This mismatch can cause eye strain, so Oculus recommends
that any objects the user is going to see for an extended period of time be placed about
0.75 to 3.5 meters away [1311, 1802]. This mismatch can also have perceptual effects
in some AR systems, for example, where the user may focus on a distant object in the
real world, but then must refocus on an associated virtual billboard that is at a fixed
depth near the eye. Hardware that can adjust the perceived focal distance based on
the user’s eye movements, sometimes called an adaptive focus or varifocal display, is
under research and development by a number of groups [976, 1186, 1875].

The rules for generating stereo pairs for VR and AR are different than those for
single-display systems where some technology (polarized lens, shutter glasses, multi-
view display optics) presents separate images to each eye from the same screen. In
VR each eye has a separate display, meaning that each must be positioned in a way
that the images projected onto the retinas will closely match reality. The distance
from eye to eye is called the interpupillary distance (IPD). In one study of 4000 U.S.
Army soldiers, the IPD was found to range from 52 mm to 78 mm, with an average
of 63.5 mm [1311]. VR and AR systems have calibration methods to determine and
adjust to the user’s IPD, thus improving image quality and comfort. The system’s
API controls a camera model that includes this IPD. It is best to avoid modifying a
user’s perceived IPD to achieve an effect. For example, increasing the eye-separation
distance could enhance the perception of depth, but can also lead to eye strain.
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Stereo rendering for head-mounted displays is challenging to perform properly from
scratch. The good news is that much of the process of setting up and using the proper
camera transform for each eye is handled by the API, the subject of the next section.

21.3 APIs and Hardware
Let us say this from the start: Always use the VR software development kit (SDK)
and application programming interface (API) provided by the system provider, unless
you have an excellent reason to do otherwise. For example, you might believe your
own distortion shader is faster and looks about right. In practice, however, it may
well cause serious user discomfort—you will not necessarily know whether this is true
without extensive testing. For this and other reasons, application-controlled distortion
has been removed from all major APIs; getting VR display right is a system-level task.
There is much careful engineering done on your behalf to optimize performance and
maintain quality. This section discusses what support various vendors’ SDKs and
APIs provide.

The process for sending rendered images of a three-dimensional scene to a headset
is straightforward. Here we will talk about it using elements common to most virtual
and augmented reality APIs, noting vendor-specific functionality along the way. First,
the time when the frame about to be rendered will be displayed is determined. There
is usually support for helping you estimate this time delay. This value is needed so
that the SDK can compute an estimate of where and in which direction the eyes will
be located at the moment the frame is seen. Given this estimated latency, the API is
queried for the pose, which contains information about the camera settings for each
eye. At a minimum this consists of the head’s orientation, along with the position, if
sensors also track this information. The OpenVR API also needs to know if the user is
standing or seated, which can affect what location is used as the origin, e.g., the center
of the tracked area or the position of the user’s head. If the prediction is perfect, then
the rendered image will be displayed at the moment the head reaches the predicted
location and orientation. In this way, the effect of latency can be minimized.

Given the predicted pose for each eye, you generally render the scene to two sep-
arate targets.2 These targets are sent as textures to the SDK’s compositor. The
compositor takes care of converting these images into a form best viewed on the head-
set. The compositor can also composite various layers together. For example, if a
monoscopic heads-up display is needed, one where the view is the same for both eyes,
a single texture containing this element can be provided as a separate layer that is
composited atop each eye’s view. Textures can be different resolutions and formats,
with the compositor taking care of conversion to the final eye buffers. Doing so can al-
low optimizations such as dynamically lowering the resolution of the three-dimensional
scene’s layer to save time on rendering [619, 1357, 1805], while maintaining high res-
olution and quality for the other layers [1311]. Once images are composed for each

2Some APIs instead accept a single target split into two views.
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Figure 21.5. On the left, the red areas in the display image show pixels that are rendered and then
warped, but that are not visible to the HMD user. Note that the black areas are outside the bounds
of the transformed rendered image. On the right, these red areas are instead masked out in advance
with the red-edged mesh at the start of rendering, resulting in this rendered (pre-warped) image
needing fewer pixels to be shaded [1823]. Compare the right image with the original, on the left in
Figure 21.3. (Images courtesy of Valve.)

eye, distortion, chromatic aberration, and any other processes needed are performed
by the SDK and the results are then displayed.

If you rely on the API, you do not need to fully understand the algorithms be-
hind some of these steps, since the vendor does much of the work for you. However,
knowing a bit about this area is still worthwhile, if only to realize that the most ob-
vious solution is not always the best one. To start, consider compositing. The most
efficient way is to first composite all the layers together, and then to apply the var-
ious corrective measures on this single image. Instead, Oculus first performs these
corrections separately to each layer, then composites these distorted layers to form
the final, displayed image. One advantage is that each layer’s image is warped at its
own resolution, which can improve text quality, for example, because treating the text
separately means that resampling and filtering during the distortion process is focused
on just the text’s content [1311].

The field of view a user perceives is approximately circular. What this means is
that we do not need to render some of the pixels on the periphery of each image, near
the corners. While these pixels will appear on the display, they are nearly undetectable
by the viewer. To avoid wasting time generating these, we can first render a mesh
to hide these pixels in the original images we generate. This mesh is rendered into
the stencil buffer as a mask, or into the z-buffer at the front. Subsequent rendered
fragments in these areas are then discarded before being evaluated. Vlachos [1823]
reports that this reduces the fill rate by about 17% on the HTC Vive. See Figure 21.5.
Valve’s OpenVR API calls this pre-render mask the “hidden area mesh.”

Once we have our rendered image, it needs to be warped to compensate for the
distortion from the system’s optics. The concept is to define a remapping of the
original image to the desired shape for the display, as shown in Figure 21.3. In other
words, given a pixel sample on the incoming rendered image, to where does this sample
move in the displayed image? A ray casting approach can give the precise answer and
adjust by wavelength [1423], but is impractical for most hardware. One method is
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Figure 21.6. On the left, the mesh for the final, displayed image is shown. In practice, this mesh can
be trimmed back to the culled version on the right, since drawing black triangles adds nothing to the
final image [1823]. (Images courtesy of Valve.)

to treat the rendered image as a texture and draw a screen-filling quadrilateral to
run a post-process. The pixel shader computes the exact location on this texture
that corresponds to the output display pixel [1430]. However, this method can be
expensive, as this shader has to evaluate distortion equations at every pixel.

Applying the texture to a mesh of triangles is more efficient. This mesh’s shape
can be modified by the distortion equation and rendered. Warping the mesh just once
will not correct for chromatic aberration. Three separate sets of (u, v)-coordinates
are used to distort the image, one for each color channel [1423, 1823]. That is, each
triangle in the mesh is rendered once, but for each pixel the rendered image is sampled
three times in slightly different locations. These red, green, and blue channel values
then form the output pixel’s color.

We can apply a regularly spaced mesh to the rendered image and warp to the
displayed image, or vice versa. An advantage of applying the gridded mesh to the
displayed image and warping back to the rendered image is that fewer 2 × 2 quads
are likely to be generated, as no thin triangles will be displayed. In this case the
mesh locations are not warped but rendered as a grid, and only the vertices’ texture
coordinates are adjusted in order to distort the image applied to the mesh. A typical
mesh is 48 × 48 quadrilaterals per eye. See Figure 21.6. The texture coordinates are
computed once for this mesh by using per-channel display-to-render image transforms.
By storing these values in the mesh, no complex transforms are needed during shader
execution. GPU support for anisotropic sampling and filtering of a texture can be
used to produce a sharp displayable image.

The rendered stereo pair on the right in Figure 21.5 gets distorted by the display
mesh. The slice removed in the center of this image corresponds to how the warping
transform generates the displayable images—note how this slice is missing from where
the images meet in the displayed version on the left in Figure 21.5. By trimming back
the displayed warping mesh to only visible areas, as shown on the right in Figure 21.6,
we can reduce the cost for the final distortion pass by about 15%.

To sum up the optimizations described, we first draw a hidden area mesh to avoid
evaluating fragments in areas we know will be undetectable or unused (such as the
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middle slice). We render the scene for both eyes. We then apply this rendered image
to a gridded mesh that has been trimmed to encompass only the relevant rendered
areas. Rendering this mesh to a new target gives us the image to display. Some or
all of these optimizations are built in to virtual and augmented reality systems’ API
support.

21.3.1 Stereo Rendering

Rendering two separate views seems like it would be twice the work of rendering a
single view. However, as Wilson notes [1891], this is not true for even a naive imple-
mentation. Shadow map generation, simulation and animation, and other elements are
view-independent. The number of pixel shader invocations does not double, because
the display itself is split in half between the two views. Similarly, post-processing
effects are resolution-dependent, so those costs do not change either. View-dependent
vertex processing is doubled, however, and so many have explored ways to reduce
this cost.

Frustum culling is often performed before any meshes are sent down the GPU’s
pipeline. A single frustum can be used to encompass both eye frusta [453, 684, 1453].
Since culling happens before rendering, the exact rendered views to use may be re-
trieved after culling occurs. However, this means that a safety margin is needed during
culling, since this retrieved pair of views could otherwise view models removed by the
frustum. Vlachos [1823] recommends adding about 5 degrees to the field of view for
predictive culling. Johansson [838] discusses how frustum culling and other strategies,
such as instancing and occlusion cull queries, can be combined for VR display of large
building models.

One method of rendering the two stereo views is to do so in a series, rendering one
view completely and then the other. Trivial to implement, this has the decided disad-
vantage that state changes are also then doubled, something to avoid (Section 18.4.2).
For tile-based renderers, changing your view and render target (or scissor rectangle)
frequently will result in terrible performance. A better alternative is to render each
object twice as you go, switching the camera transform in between. However, the
number of API draw calls is still doubled, causing additional work. One approach
that comes to mind is using the geometry shader to duplicate the geometry, creating
triangles for each view. DirectX 11, for example, has support for the geometry shader
sending its generated triangles to separate targets. Unfortunately, this technique has
been found to lower geometry throughput by a factor of three or more, and so is not
used in practice. A better solution is to use instancing, where each object’s geometry
is drawn twice by a single draw call [838, 1453]. User-defined clip planes are set to
keep each eye’s view separate. Using instancing is much faster than using geometry
shaders, and is a good solution barring any additional GPU support [1823, 1891]. An-
other approach is to form a command list (Section 18.5.4) when rendering one eye’s
image, shift referenced constant buffers to the other eye’s transform, and then replay
this list to render the second eye’s image [453, 1473].
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There are several extensions that avoid sending geometry twice (or more) down
the pipeline. On some mobile phones, an OpenGL ES 3.0 extension called multi-view
adds support for sending the geometry only once and rendering it to two or more
views, making adjustments to screen vertex positions and any view-dependent vari-
ables [453, 1311]. The extension gives more much freedom in implementing a stereo
renderer. For example, the simplest extension is likely to use instancing in the driver,
issuing the geometry twice, while an implementation requiring GPU support could
send each triangle to each of the views. Different implementations have various ad-
vantages, but since API costs always are reduced, any of these methods can help CPU-
bound applications. The more complex implementations can increase texture cache
efficiency [678] and perform vertex shading of view-independent attributes only once,
for example. Ideally, the entire matrix can be set for each view and any per-vertex
attributes can also be shaded for each view. To make a hardware implementation use
less transistors, a GPU can implement a subset of these features.

Multi-GPU solutions tuned for VR stereo rendering are available from AMD and
NVIDIA. For two GPUs, each renders a separate eye’s view. Using an affinity mask,
the CPU sets a bit for all GPUs that are to receive particular API calls. In this
way, calls can be sent to one or more GPUs [1104, 1453, 1473, 1495]. With affinity
masks the API still needs to be called twice if a call differs between the right and left
eye’s view.

Another style of rendering provided by vendors is what NVIDIA calls broadcasting,
where rendering to both eyes is provided using a single draw call, i.e., it is broadcast
to all GPUs. Constant buffers are used to send different data, e.g., eye positions, to
the different GPUs. Broadcasting creates both eyes’ images with hardly any more
CPU overhead than a single view, as the only cost is setting a second constant buffer.

Separate GPUs mean separate targets, but the compositor often needs a single
rendered image. There is a special sub-rectangle transfer command that shifts ren-
der target data from one GPU to the other in a millisecond or less [1471]. It is
asynchronous, meaning that the transfer can happen while the GPU does other work.
With two GPUs running in parallel, both may also separately create the shadow buffer
needed for rendering. This is duplicated effort, but is simpler and usually faster than
attempting to parallelize the process and transfer between GPUs. This entire two-
GPU setup results in about a 30 to 35% rendering speedup [1824]. For applications
that are already tuned for single GPUs, multiple GPUs can instead apply their extra
compute on additional samples for a better antialiased result.

Parallax from stereo viewing is important for nearby models, but is negligible for
distant objects. Palandri and Green [1346] take advantage of this fact on the mobile
GearVR platform by using a separating plane perpendicular to the view direction.
They found a plane distance of about 10 meters was a good default. Opaque objects
closer than this are rendered in stereo, and those beyond with a monoscopic camera
placed between the two stereo cameras. To minimize overdraw, the stereo views are
drawn first, then the intersection of their depth buffers is used to initialize the z-buffer
for the single monoscopic render. This image of distant objects is then composited
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Figure 21.7. On the left is the rendered image for one eye. On the right is the warped image for
display. Note how the green oval in the center maintains about the same area. On the periphery,
a larger area (red outline) in the rendered image is associated with a smaller displayed area [1473].
(Images courtesy of NVIDIA Corporation.)

with each stereo view. Transparent content is rendered last for each view. While more
involved, and with objects spanning the separating plane needing an additional pass,
this method produced consistent overall savings of about 25%, with no loss in quality
or depth perception.

As can be seen in Figure 21.7, a higher density of pixels is generated in the pe-
riphery of each eye’s image, due to distortion needed by the optics. In addition, the
periphery is usually less important, as the user looks toward the center of the screen
a considerable amount of the time. For these reasons, various techniques have been
developed for applying less effort to pixels on the periphery of each eye’s view.

One method to lower the resolution along the periphery is called multi-resolution
shading by NVIDIA and variable rate shading by AMD. The idea is to divide the
screen into, e.g., 3× 3 sections and render areas around the periphery at lower resolu-
tions [1473], as shown in Figure 21.8. NVIDIA has had support for this partitioning
scheme since their Maxwell architecture, but with Pascal on, a more general type
of projection is supported. This is called simultaneous multi-projection (SMP). Ge-
ometry can be processed by up to 16 individual projections times 2 separate eye
locations, allowing a mesh to be replicated up to 32 times without additional cost on
the application side. The second eye location must be equal to the first eye location
offset along the x-axis. Each projection can be independently tilted or rotated around
an axis [1297].

Using SMP, one can implement lens matched shading, where the goal is to better
match the rendered resolution to what is displayed. See Figure 21.7. Four frusta



930 21. Virtual and Augmented Reality

Figure 21.8. Assume that we want to render the view on the left with lower resolution at the
periphery. We can reduce the resolution of any area as desired, but it is usually better to keep the
same resolution along shared edges. On the right, we show how the blue regions are reduced in
number of pixels by 50% and the red regions by 75%. The field of view remains the same, but the
resolution used for the peripheral areas is reduced.

with tilted planes are rendered, as shown on the left in Figure 21.9. These modified
projections provide more pixel density at the center of the image and less around the
periphery. This gives a smoother transition between sections than multi-resolution
shading. There are a few drawbacks, e.g., effects such as blooms need to be reworked
to display properly. Unity and Unreal Engine 4 have integrated this technique into
their systems [1055]. Toth et al. [1782] formally compare and contrast these and
other multi-view projection algorithms, and use up to 3 × 3 views per eye to reduce
pixel shading further. Note that SMP can be applied to both eyes simultaneously, as
illustrated on the right in Figure 21.9.

To save on fragment processing, an application-level method, called radial density
masking, renders the periphery pixels in a checkerboard pattern of quads. In other
words, every other 2×2 quad of fragments is not rendered. A post-process pass is then
used to reconstruct the missing pixels from their neighbors [1824]. This technique can

Figure 21.9. Left: simultaneous multi-projection (SMP) using four projection planes for one eye.
Right: SMP using four projection planes for each of the two eyes.
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be particularly valuable for a system with a single, low-end GPU. Rendering using
this method will cut down on pixel shader invocations, though may not gain you
anything if the costs of skipping and then performing a reconstruction filter are too
high. Sony’s London studio goes a step further with this process, dropping one, two,
or three quads out of the set of 2 × 2, with the number dropped increasing near the
edge of the image. Missing quads are filled in a similar way, and the dither pattern
is changed each frame. Applying temporal antialiasing also helps hide stair-stepping
artifacts. Sony’s system saves about 25% GPU time [59].

Another method is to render two separate images per eye, one of a central circular
area and the other of the ring forming the periphery. These two images can then be
composited and warped to form the displayed image for that eye. The periphery’s
image can be generated at a lower resolution to save on pixel shader invocations, at
the expense of sending the geometry to form four different images. This technique
dovetails well with GPU support for sending geometry to multiple views, as well as
providing a natural division of work for systems with two or four GPUs. Though meant
to reduce the excessive pixel shading on the periphery due to the optics involved in
the HMD, Vlachos calls this technique fixed foveated rendering [1824]. This term is a
reference to a more advanced concept, foveated rendering.

21.3.2 Foveated Rendering

To understand this rendering technique, we must know a bit more about our eyes.
The fovea is a small depression on each of our eyes’ retinas that is packed with a high
density of cones, the photoreceptors associated with color vision. Our visual acuity is
highest in this area, and we rotate our eyes to take advantage of this capability, such
as tracking a bird in flight, or reading text on a page. Visual acuity drops off rapidly,
about 50% for every 2.5 degrees from the fovea’s center for the first 30 degrees, and
more steeply farther out. Our eyes have a field of view for binocular vision (where both
eyes can see the same object) of 114 horizontal degrees. First-generation consumer
headsets have a somewhat smaller field of view, around 80 to 100 horizontal degrees
for both eyes, with this likely to rise. The area in the central 20 degrees of view cover
about 3.6% of the display for HMDs from 2016, dropping to 2% for those expected
around 2020 [1357]. Display resolutions are likely to rise by an order of magnitude
during this time [8].

With the vast preponderance of the display’s pixels being seen by the eye in areas of
low visual acuity, this provides an opportunity to perform less work by using foveated
rendering [619, 1358]. The idea is to render the area at which the eyes are pointed with
high resolution and quality, with less effort expended on everything else. The problem
is that the eyes move, so knowing which area to render will change. For example,
when studying an object, the eyes perform a series of rapid shifts called saccades,
moving as rapidly as a speed of 900 degrees a second, i.e., possibly 10 degrees per
frame in a 90 FPS system. Precise eye-tracking hardware could potentially provide
a large performance boost by performing less rendering work outside the foveal area,



932 21. Virtual and Augmented Reality

but such sensors are a technical challenge [8]. In addition, rendering “larger” pixels in
the periphery tends to increase the problem of aliasing. The rendering of peripheral
areas with a lower resolution can potentially be improved by attempting to maintain
contrast and avoiding large changes over time, making such areas more perceptually
acceptable [1357]. Stengel et al. [1697] discuss previous methods of foveated rendering
to reduce the number of shader invocations and present their own.

21.4 Rendering Techniques
What works for a single view of the world does not necessarily work for two. Even
within stereo, there is a considerable difference between what techniques work on
a single, fixed screen compared to a screen that moves with the viewer. Here we
discuss specific algorithms that may work fine on a single screen, but are problematic
for VR and AR. We have drawn on the expertise of Oculus, Valve, Epic Games,
Microsoft, and others. Research by these companies continues to be folded into user
manuals and discussed in blogs, so we recommend visiting their sites for current best
practices [1207, 1311, 1802].

As the previous section emphasizes, vendors expect you to understand their SDKs
and APIs and use them appropriately. The view is critical, so follow the head model
provided by the vendor and get the camera projection matrix exactly right. Effects
such as strobe lights should be avoided, as flicker can lead to headaches and eye strain.
Flickering near the edge of the field of view can cause simulator sickness. Both flicker
effects and high-frequency textures, such as thin stripes, can also trigger seizures in
some people.

Monitor-based video games often use a heads-up display with overlaid data about
health, ammo, or fuel remaining. However, for VR and AR, binocular vision means
that objects closer to the viewer have a larger shift between the two eyes—vergence
(Section 21.2.3). If the HUD is placed on the same portion of the screen for both
eyes, the perceptual cue is that the HUD must be far away, as shown in Figure 21.4
on page 923. However, the HUD is drawn in front of everything. This perceptual
mismatch makes it hard for users to fuse the two images and understand what they
are seeing, and it can cause discomfort [684, 1089, 1311]. Shifting the HUD content to
be rendered with a nearby depth to the eyes solves this, but still at the cost of screen
real estate. See Figure 21.10. There is also still a risk of a depth conflict if, say, a
nearby wall is closer than a cross-hair, since the cross-hair icon is still rendered on top
at a given depth. Casting a ray and finding the nearest surface’s depth for a given
direction can be used in various ways to adjust this depth, either using it directly or
smoothly moving it closer if need be [1089, 1679].

Bump mapping works poorly with any stereo viewing system in some circum-
stances, as it is seen for what it is, shading painted onto a flat surface. It can work
for fine surface details and distant objects, but the illusion rapidly breaks down for
normal maps that represent larger geometric shapes and that the user can approach.
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Figure 21.10. A busy heads-up display that dominates the view. Note how HUD elements must be
shifted for each eye in order to avoid confusing depth cues. A better solution is to consider putting
such information into devices or displays that are part of the virtual world itself or on the player’s
avatar, since the user can tilt or turn their head [1311]. To see the stereo effect here, get close and
place a small, stiff piece of paper perpendicular to the page between the images so that one eye looks
at each. (Image courtesy of Oculus VR, LLC.)

See Figure 21.11. Basic parallax mapping’s swimming problem is more noticeable in
stereo, but can be improved by a simple correction factor [1171]. In some circum-
stances more costly techniques, such as steep parallax mapping, parallax occlusion
mapping (Section 6.8.1), or displacement mapping [1731], may be needed to produce
a convincing effect.

Figure 21.11. Normal maps for smaller surface features, such as the two textures on the left and in
the middle, can work reasonably well in VR. Bump textures representing sizable geometric features,
such as the image on the right, will be unconvincing up close when viewed in stereo [1823]. (Image
courtesy of Valve.)
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Billboards and impostors can sometimes be unconvincing when viewed in stereo,
since these lack surface z-depths. Volumetric techniques or meshes may be more ap-
propriate [1191, 1802]. Skyboxes need to be sized such that they are rendered “at
infinity” or thereabouts, i.e., the difference in eye positions should not affect their ren-
dering. If tone mapping is used, it should be applied to both rendered images equally,
to avoid eye strain [684]. Screen-space ambient occlusion and reflection techniques can
create incorrect stereo disparities [344]. In a similar vein, post-processing effects such
as blooms or flares need to be generated in a way that respects the z-depth for each
eye’s view so that the images fuse properly. Underwater or heat-haze distortion effects
can also need rework. Screen-space reflection techniques produce reflections that could
have problems matching up, so reflection probes may be more effective [1802]. Even
specular highlighting may need modification, as stereo vision can affect how glossy
materials are perceived. There can be large differences in highlight locations between
the two eye images. Researchers have found that modifying this disparity can make
the images easier to fuse and be more convincing. In other words, the eye locations
may be moved a bit closer to each other when computing the glossy component. Con-
versely, differences in highlights from objects in the distance may be imperceptible
between the images, possibly leading to sharing shading computations [1781]. Sharing
shading between the eye’s images can be done if the computations are completed and
stored in texture space [1248].

The demands on display technology for VR are extremely high. Instead of, say,
using a monitor with a 50 degree horizontal field of view, resulting in perhaps around
50 pixels per degree, the 110 degree field of view on a VR display results in about
15 pixels per degree [1823] for the Vive’s 1080× 1200 pixel display for each eye. The
transform from a rendered image to a displayed image also complicates the process of
resampling and filtering properly. The user’s head is constantly moving, even if just a
small bit, resulting in increased temporal aliasing. For these reasons, high-quality anti-
aliasing is practically a requirement to improve quality and fusion of images. Temporal
antialiasing is often recommended against [344], due to potential blurring, though at
least one team at Sony has used it successfully [59]. They found there are trade-offs,
but that it was more important to remove flickering pixels than to provide a sharper
image. However, for most VR applications the sharper visuals provided by MSAA are
preferred [344]. Note that 4× MSAA is good, 8× is better, and jittered supersampling
better still, if you can afford it. This preference for MSAA works against using various
deferred rendering approaches, which are costly for multiple samples per pixel.

Banding from a color slowly changing over a shaded surface (Section 23.6) can be
particularly noticeable on VR displays. This artifact can be masked by adding in a
little dithered noise [1823].

Motion blur effects should not be used, as they muddy the image, beyond whatever
artifacts occur due to eye movement. Such effects are at odds with the low-persistence
nature of VR displays that run at 90 FPS. Because our eyes do move to take in
the wide field of view, often rapidly (saccades), depth-of-field techniques should be
avoided. Such methods make the content in the periphery of the scene look blurry for
no real reason, and can cause simulator sickness [1802, 1878].
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Figure 21.12. Judder. Four frames are shown in a row, with the CPU and GPU attempting to
compute an image for each. The image for the first frame, shown in pink, is computed in time to
send it to the compositor for this frame. The next image, in blue, is not finished in time for display
in the second frame, so the first image must be displayed again. The green third image is again not
ready in time, so the (now-completed) second image is sent to the compositor for the third frame.
The orange fourth image is completed in time, so is displayed. Note the results of the third frame’s
rendering computations never get displayed. (Illustration after Oculus [1311].)

Mixed reality systems pose additional challenges, such as applying similar illumi-
nation to virtual objects as what is present in the real-world environment. In some
situations the real-world lighting can be controlled and converted to virtual lighting in
advance. When this is not possible, you can use various light estimation techniques to
capture and approximate the environment’s lighting conditions on the fly. Kronander
et al. [942] provide an in-depth survey of various lighting capture and representation
methods.

21.4.1 Judder
Even with perfect tracking and properly maintained correspondence between the vir-
tual and real worlds, latency is still a problem. A finite amount of time is needed
to generate an image at 45 to 120 FPS, the update rates for a range of VR equip-
ment [125].

A dropped frame occurs when an image is not generated in time to be sent to the
compositor and displayed. An examination of early launch titles for the Oculus Rift
showed they dropping about 5% of their frames [125]. Dropped frames can increase
the perception of judder, a smearing and strobing artifact in VR headsets that is most
visible when the eye is moving relative to the display. See Figure 21.12. If pixels are
illuminated for the duration of the frame, smears are received on the eyes’ retinas.
Lowering the persistence, the length of time the pixels are lit by the display during
a frame, gives less smearing. However, it can instead lead to strobing, where if there
is a large change between frames, multiple separate images are perceived. Abrash [7]
discusses judder in depth and how it relates to display technologies.

Vendors provide methods that can help minimize latency and judder effects. One
set of techniques, which Oculus calls timewarp and spacewarp, take the generated
image and warp or modify it to better match the user’s orientation and position. To
start, imagine that we are not dropping frames and we detect the user is rotating their
head. We use the detected rotation to predict the location and direction of view for
each eye. With perfect prediction, the images we generate are exactly as needed.
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Say instead that the user is rotating their head and is slowing down. For this
scenario our prediction will overshoot, with the images generated being a bit ahead
of where they should be at display time. Estimating the rotational acceleration in
addition to the velocity can help improve prediction [994, 995].

A more serious case occurs when a frame is dropped. Here, we must use the
previous frame’s image, as something needs to be put on the screen. Given our best
prediction of the user’s view, we can modify this image to approximate the missing
frame’s image. One operation we can perform is a two-dimensional image warp, what
Oculus calls a timewarp. It compensates for only the rotation of the head pose. This
warp operation is a quick corrective measure that is much better than doing nothing.
Van Waveren [1857] discusses the trade-offs for various timewarp implementations,
including those run on CPUs and digital signal processors (DSPs), concluding that
GPUs are by far the fastest for this task. Most GPUs can perform this image warp
process in less than half a millisecond [1471]. Rotating the previously displayed image
can cause the black border of the displayed image to become visible in the user’s
peripheral vision. Rendering a larger image than is needed for the current frame
is one way to avoid this problem. In practice, however, this fringe area is almost
unnoticeable [228, 1824, 1857].

Beyond speed, an advantage of purely rotational warping is that the other elements
in the scene are all consistent. The user is effectively at the center of an environmental
skybox (Section 13.3), changing only view direction and orientation. The technique is
fast and works well for what it does. Missing frames is bad enough, but variable and
unpredictable lag due to intermittent dropped frames appears to bring on simulator
sickness more rapidly [59, 1311]. To provide a smoother frame rate, Valve has its
interleaved reprojection system kick in when frame drops are detected, dropping the
rendering rate to 45 FPS and warping every other frame. Similarly, one version of VR
on the PLAYSTATION has a 120-Hz refresh rate, in which rendering is performed at
60 Hz and reprojection is done to fill in the alternating frames [59].

Correcting just for rotation is not always sufficient. Even if the user does not move
or shift their position, when the head rotates or tilts, the eyes do change locations.
For example, the distance between eyes will appear to narrow when using just image
warping, since the new image is generated using eye separation for eyes pointing in
a different direction [1824]. This is a minor effect, but not compensating properly
for positional changes can lead to user disorientation and sickness if there are objects
near the viewer, or if the viewer is looking down at a textured ground plane. To
adjust for positional changes, you can perform a full three-dimensional reprojection
(Section 12.2). All pixels in the image have a depth associated with them, so the
process can be thought of as projecting these pixels into their locations in the world,
moving the eye location, and then reprojecting these points back to the screen. Oculus
calls this process positional timewarp [62]. Such a process has several drawbacks,
beyond its sheer expense. One problem is that when the eye moves, some surfaces
can come into or go out of view. This can happen in different ways, e.g., the face
of a cube could become visible, or parallax can cause an object in the foreground
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to shift relative to the background and so hide or reveal details there. Reprojection
algorithms attempt to identify objects at different depths and use local image warping
to fill in any gaps found [1679]. Such techniques can cause disocclusion trails, where
the warping makes distant details appear to shift and animate as an object passes in
front of them. Transparency cannot be handled by basic reprojection, since only one
surface’s depth is known. For example, this limitation can affect the appearance of
particle systems [652, 1824].

A problem with both image warp and reprojection techniques is that the frag-
ments’ colors are computed with respect to the old locations. We can shift the posi-
tions and visibility of these fragments, but any specular highlights or reflections will
not change. Dropped frames can show judder from these surface highlights, even if
the surfaces themselves are shifted perfectly. Even without any head movement, the
basic versions of these methods cannot compensate for object movement or animation
within a scene [62]. Only the positions of the surfaces are known, not their veloci-
ties. As such, objects will not appear to move on their own from frame to frame for
an extrapolated image. Objects’ movements can be captured in a velocity buffer, as
discussed in Section 12.5. Doing so allows reprojection techniques to also adjust for
such changes.

Both rotational and positional compensation techniques are often run in a sepa-
rate, asynchronous process, as a form of insurance against frame drops. Valve calls
this asynchronous reprojection, and Oculus asynchronous timewarp and asynchronous
spacewarp. Spacewarp extrapolates the missed frame by analyzing previous frames,
taking into account camera and head translation as well as animation and controller
movement. The depth buffer is not used in spacewarp. Along with normal ren-
dering, an extrapolated image is computed independently at the same time. Being
image-based, this process takes a fairly predictable amount of time, meaning that a
reprojected image is usually available if rendering cannot be completed in time. So,
instead of deciding whether to keep trying to finish the frame or instead use timewarp
or spacewarp reprojection, both are done. The spacewarp result is then available if
the frame is not completed in time. Hardware requirements are modest, and these
warping techniques are meant primarily as an aid for less-capable systems. Reed and
Beeler [1471] discuss different ways GPU sharing can be accomplished and how to use
asynchronous warps effectively, as do Hughes et al. [783].

Rotational and positional techniques are complementary, each providing its own
improvement. Rotational warping can be perfect for accommodating head rotation
when viewing distant static scenes or images. Positional reprojection is good for nearby
animated objects [126]. Changes in orientation generally cause much more significant
registration problems than positional shifts, so even just rotational correction alone
offers a considerable improvement [1857].

Our discussion here touches on the basic ideas behind these compensating pro-
cesses. There is certainly much more written about the technical challenges and
limitations of these methods, and we refer the interested reader to relevant refer-
ences [62, 125, 126, 228, 1311, 1824].
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21.4.2 Timing

While asynchronous timewarp and spacewarp techniques can help avoid judder, the
best advice for maintaining quality is for the application itself to avoid dropping frames
as best it can [59, 1824]. Even without judder, we noted that the user’s actual pose
at the time of display may differ from the predicted pose. As such, a technique called
late orientation warping may be useful to better match what the user should see. The
idea is to get the pose and generate the frame as usual, then later on in the frame to
retrieve an updated prediction for the pose. If this new pose differs from the original
pose used to render the scene, then rotational warping (timewarp) is performed on this
frame. Since warping usually takes less than half a millisecond, this investment is often
worthwhile. In practice, this technique is often the responsibility of the compositor
itself.

The time spent getting this later orientation data can be minimized by making
this process run on a separate CPU thread, using a technique called late latching [147,
1471]. This CPU thread periodically sends the predicted pose to a private buffer for
the GPU, which grabs the latest setting at the last possible moment before warping
the image. Late latching can be used to provide all head pose data directly to the
GPU. Doing so has the limitation that the view matrix for each eye is not available
to the application at that moment, since only the GPU is provided this information.
AMD has an improved version called latest data latch, which allows the GPU to grab
the latest pose at the moment it needs these data [1104].

You may have noticed in Figure 21.12 that there is considerable downtime for the
CPU and GPU, as the CPU does not start processing until the compositor is done.
This is a simplified view for a single CPU system, where all work happens in a single
frame. As discussed in Section 18.5, most systems have multiple CPUs that can be
kept working in a variety of ways. In practice, the CPUs often work on collision
detection, path planning, or other tasks, and prepare data for the GPU to render in
the next frame. Pipelining is done, where the GPU works on whatever the CPUs
have set up in the previous frame [783]. To be effective, the CPU and GPU work per
frame should each take less than a single frame. See Figure 21.13. The compositor
often uses a method to know when the GPU is done. Called a fence, it is issued as
a command by the application, and becomes signaled when all the GPU calls made
before it have been fully executed. Fences are useful for knowing when the GPU is
finished with various resources.

The GPU durations shown in the figure represent the time spent rendering the
images. Once the compositor is done creating and displaying the final frame, the GPU
is ready to start rendering the next frame. The CPU needs to wait until compositing is
done before it can issue commands to the GPU for the next frame. However, if we wait
until the image is displayed, there is then time spent while the application generates
new commands on the CPU, which are interpreted by the driver, and commands
are finally issued to the GPU. During this time, which can be as high as 2 ms,
the GPU is idle. Valve and Oculus avoid this downtime by providing support called
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CPUs

GPU

compositor

Figure 21.13. Pipelining. To maximize use of resources, the CPUs perform tasks during one frame,
and the GPU is used for rendering in the next. By using running start/adaptive queue ahead, the
gaps shown at the bottom could instead be added to the GPU’s execution time for each frame.

running start and adaptive queue ahead, respectively. This type of technique can be
implemented on any system. The intent is to have the GPU immediately start working
after it is done with the previous frame, by timing when the previous frame is expected
to complete and issuing commands just before then. Most VR APIs provide some
implicit or explicit mechanism for releasing the application to work on the next frame
at a regular cadence, and with enough time to maximize throughput. We provide a
simplified view in this section of pipelining and this gap, to give a sense of the benefit
of this optimization. See Vlachos’ [1823] and Mah’s [1104] presentations for in-depth
discussions of pipelining and timing strategies.

We end our discussion of virtual and augmented reality systems here. Given the
lag between writing and publication, we expect any number of new technologies to
arise and supersede those presented here. Our primary goal has been to provide
a sense of the rendering issues and solutions involved in this rapidly evolving field.
One fascinating direction that recent research has explored is using ray casting for
rendering. For example, Hunt [790] discusses the possibilities and provides an open-
source CPU/GPU hybrid ray caster that evaluates over ten billion rays per second.
Ray casting directly addresses many of the issues facing rasterizer-based systems,
such as wide field of view and lens distortion, while also working well with foveated
rendering. McGuire [1186] notes how rays can be cast at pixels just before a rolling
display shows them, reducing the latency of that part of the system to next to nothing.
This, along with many other research initiatives, leads him to conclude that we will
use VR in the future but not call it VR, as it will simply be everyone’s interface for
computing.

Further Reading and Resources

Abrash’s blog [5] has worthwhile articles about the basics of virtual reality displays,
latency, judder, and other relevant topics. For effective application design and render-
ing techniques, the Oculus best practices site [1311] and blog [994] have much useful
information, as does Epic Games’ Unreal VR page [1802]. You may wish to study
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OpenXR as a representative API and architecture for cross-platform virtual reality
development. Ludwig’s case study of converting Team Fortress 2 to VR [1089] covers
a range of user-experience issues and solutions.

McGuire [1186, 1187] gives an overview of NVIDIA’s research efforts into a number
of areas for VR and AR. Weier et al. [1864] provide a comprehensive state-of-the-art
report that discusses human visual perception and how its limitations can be exploited
in computer graphics. The SIGGRAPH 2017 course organized by Patney [1358] in-
cludes presentations on virtual and augmented reality research related to visual per-
ception. Vlachos’ GDC presentations [1823, 1824] discuss specific strategies for ef-
ficient rendering, and give more details for several techniques that we covered only
briefly. NVIDIA’s GameWorks blog [1055] includes worthwhile articles about GPU
improvements for VR and how best to use them. Hughes et al. [783] provide an
in-depth tutorial on using the tools XPerf, ETW, and GPUView to tune your VR
rendering system to perform well. Schmalstieg and Hollerer’s recent book Augmented
Reality [1570] covers a wide range of concepts, methods, and technologies relate to
this field.



Chapter 22

Intersection Test Methods

“I’ll sit and see if that small sailing cloud
Will hit or miss the moon.”

—Robert Frost

Intersection testing is often used in computer graphics. We may wish to determine
whether two objects collide, or to find the distance to the ground so we can keep
the camera at a constant height. Another important use is finding whether an ob-
ject should be sent down the pipeline at all. All these operations can be performed
with intersection tests. In this chapter, we cover the most common ray/object and
object/object intersection tests.

In collision detection algorithms, which are also built upon hierarchies, the sys-
tem must decide whether or not two primitive objects collide. These objects include
triangles, spheres, axis-aligned bounding boxes (AABBs), oriented bounding boxes
(OBBs), and discrete oriented polytopes (k-DOPs).

As we have seen in Section 19.4, view frustum culling is a means for efficiently
discarding geometry that is outside the view frustum. Tests that decide whether a
bounding volume (BV) is fully outside, fully inside, or partially inside a frustum are
needed to use this method.

In all these cases we have encountered a certain class of problems that require
intersection tests. An intersection test determines whether two objects, A and B,
intersect, which may mean that A is fully inside B (or vice versa), that the boundaries
of A and B intersect, or that they are disjoint. However, sometimes more information
may be needed, such as the closest intersection point to some location, or the amount
and direction of penetration.

In this chapter we focus on fast intersection test methods. We not only present the
basic algorithms, but also give advice on how to construct new and efficient intersection
test methods. Naturally, the methods presented in this chapter are also of use in
offline computer graphics applications. For example, the ray intersection algorithms
presented in Sections 22.6 through 22.9 are used in ray tracing programs.

After briefly covering hardware-accelerated picking methods, this chapter contin-
ues with some useful definitions, followed by algorithms for forming bounding volumes
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around primitives. Rules of thumb for constructing efficient intersection test meth-
ods are presented next. Finally, the bulk of the chapter consists of a cookbook of
intersection test methods.

22.1 GPU-Accelerated Picking
It is often desirable to let the user select a certain object by picking (clicking) on it
with the mouse or any other input device. Naturally, the performance of such an
operation needs to be high.

If you need all the objects at a point or larger area on the screen, regardless of
visibility, a CPU-side picking solution may be warranted. This type of picking is
sometimes seen in modeling or CAD software packages. It can be solved efficiently
on the CPU by using a bounding volume hierarchy (Section 19.1.1). A ray is formed
at the pixel’s location, passing from the near to the far plane of the view frustum.
This ray is then tested for intersection with the bounding volume hierarchy as needed,
similar to what is done to accelerate tracing rays in global illumination algorithms.
For a rectangular area formed by the user defining a rectangle on the screen, we would
create a frustum instead of a ray and test it against the hierarchy.

Intersection testing on the CPU has several drawbacks, depending on the require-
ments. Meshes with thousands of triangles can become expensive to test triangle by
triangle unless some acceleration structure such as a hierarchy or grid is imposed on
the mesh itself. If accuracy is important, geometry generated by displacement map-
ping or GPU tessellation needs to be matched by the CPU. For alpha-mapped objects
such as tree foliage, the user should not be able to select fully transparent texels. A
considerable amount of work on the CPU is needed to emulate texture access, along
with any other shaders that discard texels for any reason.

Often we need only what is visible at a pixel or in an area of the screen. For
this type of selection, use the GPU pipeline itself. One method was first presented
by Hanrahan and Haeberli [661]. To support picking, the scene is rendered with
each triangle, polygon, or mesh object having a unique identifier value, which can be
thought of as a color. This idea is similar in intent to the visibility buffer, forming
an image similar to that in Figure 20.12 on page 906. The image formed is stored
offscreen and is then used for extremely rapid picking. When the user clicks on a
pixel, the color identifier is looked up in this image and the object is immediately
identified. These identifier values can be rendered to a separate render target while
performing standard rendering using simple shaders, so the cost is relatively low. The
main expense may be that from reading pixels back from the GPU to CPU.

Any other type of information that the pixel shader receives or computes can also
be stored in an offscreen target. For example, the normal or texture coordinates are
obvious candidates. It is also possible to find the relative location of a point inside a
triangle using such a system [971] by taking advantage of interpolation. In a separate
render target each triangle is rendered with the colors of the triangle vertices as red
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(255, 0, 0), green (0, 255, 0), and blue (0, 0, 255). Say that the interpolated color of the
selected pixel is (23, 192, 40), This means that the red vertex contributes with a factor
23/255, the green with 192/255, and the red with 40/255. The values are barycentric
coordinates, which are discussed further in Section 22.8.1.

Picking using the GPU was originally presented as part of a three-dimensional paint
system. Such picking is particularly well adapted for such systems, where the camera
and the objects are not moving, as the entire picking buffer can be generated once and
reused. For picking when the camera is moving, another approach is to render the
scene again to a tiny target, e.g., 3× 3, using an off-axis camera focusing on a minute
part of the screen. CPU-side frustum culling should eliminate almost all geometry
and only a few pixels are shaded, making this pass relatively quick. For picking all
objects (not just visible ones), this tiny window method could be performed several
times, using depth peeling or simply not rendering previously selected objects [298].

22.2 Definitions and Tools
This section introduces notation and definitions useful for this entire chapter.

A ray, r(t), is defined by an origin point, o, and a direction vector, d (which, for
convenience, is usually normalized, so ||d|| = 1). Its mathematical formula is shown
in Equation 22.1, and an illustration of a ray is shown in Figure 22.1:

r(t) = o+ td. (22.1)

The scalar t is a variable that is used to generate different points on the ray, where
t-values of less than zero are said to lie behind the ray origin (and so are not part
of the ray), and the positive t-values lie in front of it. Also, since the ray direction
is normalized, a t-value generates a point on the ray that is situated t distance units
from the ray origin.

In practice, we often also store a current distance l, which is the maximum distance
we want to search along the ray. For example, while picking, we usually want the clos-
est intersection along the ray; objects beyond this intersection can safely be ignored.

r(t) = o + td

o

d

Figure 22.1. A simple ray and its parameters: o (the ray origin), d (the ray direction), and t, which
generates different points on the ray, r(t) = o + td.



944 22. Intersection Test Methods

The distance l starts at ∞. As objects are successfully intersected, l is updated with
the intersection distance. Once l is set, the ray becomes a line segment for testing. In
the ray/object intersection tests we will be discussing, we will normally not include
l in the discussion. If you wish to use l, all you have to do is perform the ordinary
ray/object test, then check l against the intersection distance computed and take the
appropriate action.

When talking about surfaces, we distinguish implicit surfaces from explicit surfaces.
An implicit surface is defined by Equation 22.2:

f(p) = f(px, py, pz) = 0. (22.2)

Here, p is any point on the surface. This means that if you have a point that lies
on the surface and you plug this point into f , then the result will be 0. Otherwise, the
result from f will be nonzero. An example of an implicit surface is p2x + p2y + p2z = r2,
which describes a sphere located at the origin with radius r. It is easy to see that
this can be rewritten as f(p) = p2x + p2y + p2z − r2 = 0, which means that it is indeed
implicit. Implicit surfaces are briefly covered in Section 17.3, while modeling and
rendering with a wide variety of implicit surface types is well covered in Gomes et
al. [558] and de Araújo et al. [67].

An explicit surface, on the other hand, is defined by a vector function f and some
parameters (ρ, φ), rather than a point on the surface. These parameters yield points,
p, on the surface. Equation 22.3 below shows the general idea:

p =





px
py
pz



 = f(ρ, φ) =





fx(ρ, φ)
fy(ρ, φ)
fz(ρ, φ)



 . (22.3)

An example of an explicit surface is again the sphere, this time expressed in spher-
ical coordinates, where ρ is the latitude and φ longitude, as shown in Equation 22.4:

f(ρ, φ) =





r sin ρ cosφ
r sin ρ sinφ

r cos ρ



 . (22.4)

As another example, a triangle, △v0v1v2, can be described in explicit form like this:
t(u, v) = (1− u− v)v0 + uv1 + vv2, where u ≥ 0, v ≥ 0 and u+ v ≤ 1 must hold.

Finally, we shall give definitions of some common bounding volumes other than
the sphere.

Definition. An axis-aligned bounding box (also called a rectangular box), AABB for
short, is a box whose faces have normals that coincide with the standard basis axes.
For example, an AABB A is described by two diagonally opposite points, amin and
amax, where amin

i ≤ amax
i , ∀i ∈ {x, y, z}.

Figure 22.2 contains an illustration of a three-dimensional AABB together with
notation.
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x

y
z

amin

amax

Figure 22.2. A three-dimensional AABB, A, with its extreme points, amin and amax, and the axes
of the standard basis.

Definition. An oriented bounding box, OBB for short, is a box whose faces have normals
that are all pairwise orthogonal—i.e., it is an AABB that is arbitrarily rotated. An
OBB, B, can be described by the center point of the box, bc, and three normalized
vectors, bu, bv, and bw, that describe the side directions of the box. Their respective
positive half-lengths are denoted hB

u , h
B
v , and hB

w , which is the distance from bc to
the center of the respective face.

A three-dimensional OBB and its notation are depicted in Figure 22.3.

Definition. A k-DOP (discrete oriented polytope) is defined by k/2 (where k is even)
normalized normals (orientations), ni, 1 ≤ i ≤ k/2, and with each ni two associated
scalar values dmin

i and dmax
i , where dmin

i < dmax
i . Each triple (ni, d

min
i , dmax

i ) describes
a slab, Si, which is the volume between the two planes, πmin

i : ni · x + dmin
i = 0 and

πmax
i : ni · x + dmax

i = 0, and where the intersection of all slabs,
⋂

1≤l≤k/2 Sl, is the
actual k-DOP volume. The k-DOP is defined as the tightest set of slabs that bound

Figure 22.3. A three-dimensional OBB, B, with its center point, bc, and its normalized, positively
oriented side vectors, bu, bv , and bw. The half-lengths of the sides, hB

u , hB
v , and hB

w , are the
distances from the center of the box to the center of the faces, as shown.
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min max

Figure 22.4. An example of a two-dimensional 8-DOP for a tea cup, with all normals, ni, shown
along with the first slab, S1, and the “size” of the slab: dmin

1 and dmax
1 .

the object [435]. AABBs and OBBs can be represented as 6-DOPs, as each has six
planes defined by three slabs. Figure 22.4 depicts an 8-DOP in two dimensions.

For the definition of a convex polyhedron, it is useful to use the concept of half-
spaces of a plane. The positive half-space includes all points x where n · x + d ≥ 0,
and the negative half-space is n · x+ d ≤ 0.

Definition. A convex polyhedron is a finite volume defined by the intersection of the
negative half-spaces of p planes, where the normal of each plane points away from the
polyhedron.

AABBs, OBBs, and k-DOPs, as well as any view frustum, are all particular forms of
convex polyhedra. More complex k-DOPs and convex polyhedra are used primarily for
collision detection algorithms, where computing precise intersection of the underlying
meshes can be costly. The extra planes used to form these bounding volumes can trim
additional volume from the object and so justify the additional cost involved.

Two other bounding volumes of interest are line swept spheres and rectangle swept
spheres. These are also more commonly called capsules and lozenges, respectively, and
examples are shown in Figure 22.5.

A separating axis specifies a line in which two objects that do not overlap (are
disjoint) have projections onto that line that also do not overlap. Similarly, where
a plane can be inserted between two three-dimensional objects, that plane’s normal
defines a separating axis. An important tool for intersection testing [576, 592] follows,
one that works for convex polyhedra such as AABBs, OBBs, and k-DOPs. It is an
aspect of the separating hyperplane theorem [189].1

1This test is sometimes known as the “separating axis theorem” in computer graphics, a misnomer
we helped promulgate in previous editions. It is not a theorem itself, but is rather a special case of
the separating hyperplane theorem.
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Figure 22.5. A line swept sphere and rectangle swept sphere, a.k.a. capsule and lozenge.

Separating Axis Test (SAT). For any two arbitrary, convex, disjoint polyhedra, A and
B, there exists at least one separating axis where the projections of the polyhedra,
which form intervals on the axis, are also disjoint. This does not hold if one object
is concave. For example, the walls of a well and a bucket inside may not touch, but
no plane can divide them. Furthermore, if A and B are disjoint, then they can be
separated by an axis that is orthogonal (i.e., by a plane that is parallel) to one of the
following [577]:

1. A face of A.

2. A face of B.

3. An edge from each polyhedron (e.g., a cross product).

The first two tests say that if one object is entirely on the far side of any face of the
other object, they cannot overlap. With the faces handled by the first two tests, the
last test is based on the edges of the objects. To separate the objects with the third
test, we want to squeeze in a plane (whose normal is the separating axis) as close to
both objects as possible, and such a plane cannot lie any closer to an object than on
one of its edges. So, the separating axes to test are each formed by the cross product
of an edge from each of the two objects. This test is illustrated for two boxes in
Figure 22.6.

Note that the definition of a convex polyhedron is liberal here. A line segment and
a convex polygon such as a triangle are also convex polyhedra (though degenerate,
since they enclose no volume). A line segment A does not have a face, so the first test
disappears. This test is used in deriving the triangle/box overlap test in Section 22.12
and the OBB/OBB overlap test in Section 22.13.5. Gregorius [597] notes an important
optimization for any intersection test using the separating axis: temporal coherence.
If a separating axis was found in this frame, store this axis as the first to test for the
pair of objects in the next frame.
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Figure 22.6. Separating axis. Call the blue box A and the yellow box B. The first image shows B
fully to the right of the right face of A, the second shows A fully below the lower left face of B. In
the third no face forms a plane that excludes the other box, so an axis formed from the cross product
of the upper right edge of A and lower left of B defines the normal of a plane separating the two
objects.

To return to the discussion of methods that can be brought to bear, a common
technique for optimizing intersection tests is to make some simple calculations early
on that can determine whether the ray or object misses the other object. Such a test
is called a rejection test, and if the test succeeds, the intersection is said to be rejected.

Another approach often used in this chapter is to project the three-dimensional
objects onto the “best” orthogonal plane (xy, xz, or yz), and solve the problem in
two dimensions instead.

Finally, due to numerical imprecision, we often use a minuscule number in the
intersection tests. This number is denoted ǫ (epsilon), and its value will vary from test
to test. However, often an epsilon is chosen that works for the programmer’s problem
cases (what Press et al. [1446] call a “convenient fiction”), as opposed to doing careful
roundoff error analysis and epsilon adjustment. Such code used in another setting
may well break because of differing conditions. Ericson’s book [435] discusses the
area of numerical robustness in depth in the context of geometric computation. This
caveat firmly in place, we sometimes do attempt to provide epsilons that are at least
reasonable starting values for “normal” data, small scale (say less than 100, more than
0.1) and near the origin.

22.3 Bounding Volume Creation
Given a collection of objects, finding a tight fitting bounding volume is important to
minimizing intersection costs. The chance that an arbitrary ray will hit any convex
object is proportional to that object’s surface area (Section 22.4). Minimizing this area
increases the efficiency of any intersection algorithm, as a rejection is never slower to
compute than an intersection. In contrast, it is often better to minimize the volume
of each BV for collision detection algorithms. This section briefly covers methods of
finding optimal or near-optimal bounding volumes given a collection of polygons.
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Figure 22.7. Bounding spheres. At its simplest, on the left, an object can have a bounding sphere
around its bounding box. If the object does not extend to any corner of the bounding box, the sphere
can be improved by using the box’s center and running through all the vertices to find the most
distant for setting the sphere’s radius, as in the middle image. A smaller radius is possible by moving
the sphere’s center, as shown on the right.

22.3.1 AABB and k-DOP Creation

The simplest bounding volume to create is an AABB. Take the minimum and maxi-
mum extents of the set of polygon vertices along each axis and the AABB is formed.
The k-DOP is an extension of the AABB: Project the vertices onto each normal, ni,
of the k-DOP, and the extreme values (min,max) of these projections are stored in
dimin and dimax. These two values define the tightest slab for that direction. Together,
all such values define a minimal k-DOP.

22.3.2 Sphere Creation

Bounding sphere formation is not as straightforward as determining slab extents.
There are a number of algorithms that perform this task, and these have speed versus
quality trade-offs. A fast, constant-time single pass algorithm is to form an AABB
for the polygon set and then use the center and the diagonal of this box to form the
sphere. This sometimes gives a poor fit, which can possibly be improved by another
pass: Starting with the center of the AABB as the center of the sphere BV, go through
all vertices once again and find the one that is farthest from this center (comparing
against the square of the distance, to avoid taking the square root). This is then the
new radius. See Figure 22.7.

These two techniques need only slight modification if you are nesting child spheres
inside a parent sphere. If all the child spheres have the same radius, the centers
can be treated as vertices and this child radius is added to the parent sphere’s ra-
dius at the end of either process. If the radii vary, the AABB bounds can be found
by including these radii in the bounds calculations to find a reasonable center. If
the second pass is performed, add each radius to the distance of the point from the
parent’s center.
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Ritter [1500] presents a simple algorithm that creates a near-optimal bounding
sphere. The idea is to find the vertex that is at the minimum and the vertex at the
maximum along each of the x-, y-, and z-axes. For these three pairs of vertices, find
the pair with the largest distance between them. Use this pair to form a sphere with its
center at the midpoint between them and a radius equal to the distance to them. Go
through all the other vertices and check their distance d to the center of the sphere. If
the vertex is outside the sphere’s radius r, move the sphere’s center toward the vertex
by (d − r)/2, set the radius to (d + r)/2, and continue. This step has the effect of
enclosing the vertex and the existing sphere in a new sphere. After this second time
through the list, the bounding sphere is guaranteed to enclose all vertices.

Welzl [1867] presents a more complex algorithm, which is implemented by
Eberly [404, 1574] and Ericson [435] among others, with code on the web. The idea is
to find a supporting set of points defining a sphere. A sphere can be defined by a set
of two, three, or four points on its surface. When a vertex is found to be outside the
current sphere, its location is added to the supporting set (and possibly old support
vertices removed from the set), the new sphere is computed, and the entire list is
run through again. This process repeats until the sphere contains all vertices. While
more complex than the previous methods, this algorithm guarantees that an optimal
bounding sphere is found.

Ohlarik [1315] compares the speed of variants of both Ritter’s and Welzl’s algo-
rithms. A simplified form of Ritter’s can cost only 20% more than the basic version,
however it can sometimes give worse results, so running both is worthwhile. Eberly’s
implementation of Welzl’s algorithm is expected to be linear for a randomized list of
points, but runs slower by an order of magnitude or so.

22.3.3 Convex Polyhedron Creation

One general form of bounding volume is the convex polyhedron. Convex objects can
be used with the separating axis test. AABBs, k-DOPs, and OBBs are all convex
polyhedra, but tighter bounds can be found. Just as k-DOPs can be thought of as
trimming off more volume from an object by adding additional pairs of planes, a
convex polyhedron can be defined by an arbitrary set of planes. By trimming off
additional volume, more expensive tests involving the whole mesh of the enclosed
polygonal object can be avoided. We want to “shrink-wrap” our polygonal object and
find this set of planes, which form the convex hull. Figure 22.8 shows an example.
The convex hull can be found with, for example, the Quickhull algorithm [100, 596].
Despite the name, the process is slower than linear time, and so generally is performed
as an offline preprocess for complex models.

As can be seen, this process may result in a large number of planes, each defined
by a polygon on the convex hull. In practice we may not need this level of precision.
First creating a simplified version of the original mesh, possibly expanded outward to
fully encompass the original, will yield a less accurate but simpler convex hull. Also
note that for k-DOPs, as k increases, the BV increasingly resembles the convex hull.
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Figure 22.8. The convex hull of a teapot computed using Quickhull [596]. (Image courtesy of Dirk
Gregorius, Valve Corporation.)

22.3.4 OBB Creation

An object may have a natural OBB, in that it starts with an AABB and then undergoes
a rotation that thus makes the AABB into an OBB. However, the OBB then used may
not be optimal. Imagine a flagpole modeled to extend from a building at an angle.
An AABB around it is not as tight as an OBB extending along its length. For models
without obvious best axes, OBB formation, with its arbitrary basis orientation, is even
more involved than finding a reasonable bounding sphere.

A noticeable amount of work has been done on creating algorithms for this problem.
An exact solution by O’Rourke [1338] from 1985 runs in O(n3) time. Gottschalk [577]
presents a faster, simpler method that gives an approximation for the best OBB. It
first computes the convex hull of the polygonal mesh, to avoid model vertices inside
this volume that could bias the results. Principle component analysis (PCA), which
runs in linear time, is then used to find reasonable OBB axes. A drawback of this
method is that the boxes are sometimes loose-fitting [984]. Eberly describes a method
for computing a minimum-volume OBB using a minimization technique. He samples
a set of possible directions for the box, and uses the axes whose OBB is smallest as
a starting point for the numeric minimizer. Powell’s direction set method [1446] is
then used to find the minimum volume box. Eberly has code for this operation on
the web [404]. There are yet other algorithms; Chang et al. [254] give a reasonable
overview of previous work and present their own minimization technique that uses a
genetic algorithm to help search the solution space.
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Figure 22.9. Near-optimal OBB formation; keep in mind that all the points are in three dimensions.
For each k-DOP’s slab (marked by a pair of colored lines), there is a pair of points at its limits,
marked in black; the two vertices at the bottom are each at the extreme for two slab planes. The
other vertices, marked in gray, are not used in the following steps. Of the four pairs, the two vertices
farthest apart are used to form an edge. The extremal point farthest from this edge’s line is used to
form a triangle with the edge. Three boxes are formed, each using a triangle edge to define its axes
and the remaining extremal points to define its boundaries. Of these three, the best box is saved.

Here we present an algorithm from Larsson and Källberg [984], a near-optimal
method that does not need the convex hull and executes in linear time. It usually
provides better quality than Gottschalk’s PCA-based method, is considerably faster
to execute, lends itself to SIMD parallelization, and has code provided by the authors.
First a k-DOP is formed for the object, and a pair (any pair) of vertices touching
the opposite sides of each k-DOP slab is saved. All these pairs of vertices together
are called the extremal points of the object. So, for example, a 26-DOP generates
13 pairs of points, and some of these points may specify the same vertex, possibly
giving a smaller overall set. The “best OBB” is initialized to the AABB surrounding
the object. The algorithm then proceeds by finding OBB orientations that are likely
to provide a better fit. A large base triangle is constructed, and two tetrahedra are
extended from its face. These create a set of seven triangles that yield potentially
near-optimal OBBs.

The pair of points that are farthest away from each other form one edge of the
base triangle. The vertex from the remaining extremal points that is farthest from
this edge’s line forms the third point of the triangle. Each triangle edge and the
normal to the edge in the triangle’s plane are used to form two axes for a potential
new OBB. The remaining extremal points are projected onto these axes to find the
two-dimensional bounds in the plane for each of the three OBBs. See Figure 22.9.
The smallest surrounding two-dimensional rectangle is used to choose the best OBB
from the three. Since the height, the distance along the triangle’s normal, of any of
these three OBBs will be the same, the two-dimensional bounding box around each is
sufficient to decide which is the best.

The remaining extremal points are then used to find the extents of this OBB in
three dimensions by projection against the triangle’s normal. This fully formed OBB
is checked against the initial AABB to see which is better. The two extremal points
found during this process, one at the maximum and one at the minimum height,
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are then used to form two tetrahedra, with the original large triangle as the base
of each. Each tetrahedron in turn forms three additional triangles, and the process
of evaluating the triangle’s three candidate OBBs is performed for each as done for
the original triangle. The best two-dimensional OBB for each triangle is similarly
extended along its height, as before, but only to get the final size of the candidate
OBB, not to form yet more triangles. A total of seven triangles is formed, and one
full OBB is generated and compared from each.

Once the best OBB is found, all points in the original object are projected onto
its axes to increase its size as needed. A final check is made against the original
AABB to see if this OBB actually gives a better fit. This whole process is faster than
previous techniques and benefits from using a small set of extremal points for most
steps. Notably, the authors prefer optimizing the bounding box based on surface area,
not volume, for reasons we cover in the next section.

22.4 Geometric Probability
Common geometric operations include whether a plane or ray intersects an object,
and whether a point is inside it. A related question is what is the relative probability
that a point, ray, or plane intersects an object. The relative probability of a random
point in space being inside an object is fairly obvious: It is directly proportional to
the volume of the object. So, a 1×2×3 box is 6 times as likely to contain a randomly
chosen point as is a 1× 1× 1 box.

For an arbitrary ray in space, what is the relative chance of a ray intersecting
one object versus another? This question is related to another question: What is
the average number of pixels covered by an arbitrarily oriented object when using an
orthographic projection? An orthographic projection can be thought of as a set of
parallel rays in the view volume, with a ray traveling through each pixel. Given a
randomly oriented object, the number of pixels covered is equal to the number of rays
intersecting the object.

The answer is surprisingly simple: The average projected area of any convex solid
object is one fourth of its surface area. This is clearly true for a sphere on the screen,
where its orthographic projection is always a circle with area πr2 and its surface area is
4πr2. This same ratio holds as the average projected for any other arbitrarily oriented
convex object, such as a box or k-DOP. See Nienhuys’ article [1278] for an informal
proof.

A sphere, box, or other convex object always has a front and a back at each pixel,
so the depth complexity is two. The probability measure can be extended to any
polygon, as a (two-sided) polygon always has a depth complexity of one. As such, the
average projected area of any polygon is one half its surface area.

This metric is referred to as the surface area heuristic (SAH) [71, 1096, 1828] in
the ray tracing literature, and it is important in forming efficient visibility structures
for data sets. One use is in comparing bounding volume efficiency. For example, a
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sphere has a relative probability of 1.57 (π/2) of being hit by a ray, compared to an
inscribed cube (i.e., a cube with its corners touching the sphere). Similarly, a cube
has a relative probability of 1.91 (6/π) of being hit, versus a sphere inscribed inside it.

This type of probability measurement can be useful in areas such as level of detail
computation. For example, imagine a long and thin object that covers many fewer
pixels than a rounder object, yet both have the same bounding sphere size. Knowing
the hit ratio in advance from the area of its bounding box, the long and thin object
may be considered relatively less important in visual impact.

We now have a point’s probability of enclosure as being related to volume, and
a ray’s probability of intersection as being related to surface area. The chance of a
plane intersecting a box is directly proportional to the sum of the extents of the box
in three dimensions [1580]. This sum is called the object’s mean width. For example,
a cube with an edge length of 1 has a mean width of 1 + 1 + 1 = 3. A box’s mean
width is proportional to its chance of being hit by a plane. So, a 1 × 1 × 1 box has
a measure of 3, and a 1 × 2 × 3 box a measure of 6, meaning that the second box is
twice as likely to be intersected by an arbitrary plane.

However, this sum is larger than the true geometric mean width, which is the
average projected length of an object along a fixed axis over the set of all possible ori-
entations. There is no easy relationship (such as surface area) among different convex
object types for mean width computation. A sphere of diameter d has a geometric
mean width of d, since the sphere spans this same length for any orientation. We
will leave this topic by simply stating that multiplying the sum of a box’s dimensions
(i.e., its mean width) by 0.5 gives its geometric mean width, which can be compared
directly to a sphere’s diameter. So, the 1 × 1 × 1 box with measure 3 has a geo-
metric mean width of 3 × 0.5 = 1.5. A sphere bounding this box has a diameter of√
3 = 1.732. Therefore a sphere surrounding a cube is 1.732/1.5 = 1.155 times as

likely to be intersected by an arbitrary plane.
These relationships are useful for determining the benefits of various algorithms.

Frustum culling is a prime candidate, as it involves intersecting planes with bound-
ing volumes. Another use is for determining whether and where to best split a BSP
node containing objects, so that frustum culling performance becomes better (Sec-
tion 19.1.2).

22.5 Rules of Thumb
Before we begin studying the specific intersection methods, here are some rules of
thumb that can lead to faster, more robust, and more exact intersection tests. These
should be kept in mind when designing, inventing, and implementing an intersection
routine:

• Perform computations and comparisons early on that might trivially reject or
accept various types of intersections to obtain an early escape from further com-
putations.
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• If possible, exploit the results from previous tests.

• If more than one rejection or acceptance test is used, then try changing their
internal order (if possible), since a more efficient test may result. Do not assume
that what appears to be a minor change will have no effect.

• Postpone expensive calculations (especially trigonometric functions, square
roots, and divisions) until they are truly needed (Section 22.8 for an example of
delaying an expensive division).

• The intersection problem can often be simplified considerably by reducing the
dimension of the problem (for example, from three dimensions to two dimensions
or even to one dimension). See Section 22.9 for an example.

• If a single ray or object is being compared to many other objects at a time, look
for precalculations that can be done just once before the testing begins.

• Whenever an intersection test is expensive, it is often good to start with a sphere
or other simple BV around the object to give a first level of quick rejection.

• Make it a habit always to perform timing comparisons on your computer, and
use real data and testing situations for the timings.

• Exploit results from the previous frame, e.g., if a certain axis was found to be
separating two objects the previous frame, it might be a good idea to try that
axis first on the next frame.

• Finally, try to make your code robust. This means it should work for all special
cases and that it will be insensitive to as many floating point precision errors as
possible. Be aware of any limitations it may have. For more information about
numerical and geometrical robustness, we refer to Ericson’s book [435].

Finally, we emphasize on the fact that it is hard to determine whether there is a “best”
algorithm for a particular test. For evaluation, random data with a set of different,
predetermined hit rates are often used, but this shows only part of the truth. The
algorithm will get used in real scenarios, e.g., in a game, and it is best evaluated in
that context. The more test scenes used, the better understanding of performance
issues you get. Some architectures, such as GPUs and wide-SIMD implementations,
may lose performance due to multiple rejection branches needing execution. It is best
to avoid making assumptions and instead create a solid test plan.

22.6 Ray/Sphere Intersection
Let us start with a mathematically simple intersection test—namely, that between a
ray and a sphere. As we will see later, the straightforward mathematical solution can
be made faster if we begin thinking of the geometry involved [640].
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Figure 22.10. The left image shows a ray that misses a sphere and consequently b2 − c < 0. The
middle image shows a ray that intersects a sphere at two points (b2 − c > 0) determined by the
scalars t1 and t2. The right image illustrates the case where b2 − c = 0, which means that the two
intersection points coincide.

22.6.1 Mathematical Solution

A sphere can be defined by a center point, c, and a radius, r. A more compact implicit
formula (compared to the one previously introduced) for the sphere is then

f(p) = ||p− c|| − r = 0, (22.5)

where p is any point on the sphere’s surface. To solve for the intersections between a
ray and a sphere, the ray r(t) simply replaces p in Equation 22.5 to yield

f(r(t)) = ||r(t)− c|| − r = 0. (22.6)

Using Equation 22.1, that r(t) = o+ td, Equation 22.6 is simplified as follows:

||r(t)− c|| − r = 0
⇐⇒

||o+ td− c|| = r
⇐⇒

(o+ td− c) · (o+ td− c) = r2

⇐⇒
t2(d · d) + 2t(d · (o− c)) + (o− c) · (o− c)− r2 = 0

⇐⇒
t2 + 2t(d · (o− c)) + (o− c) · (o− c)− r2 = 0.

(22.7)

The last step comes from the fact that d is assumed to be normalized, i.e., d ·d =
||d||2 = 1. Not surprisingly, the resulting equation is a polynomial of the second order,
which means that if the ray intersects the sphere, it does so at up to two points. See
Figure 22.10. If the solutions to the equation are imaginary, then the ray misses the
sphere. If not, the two solutions t1 and t2 can be inserted into the ray equation to
compute the intersection points on the sphere.
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The resulting Equation 22.7 can be written as a quadratic equation:

t2 + 2bt+ c = 0, (22.8)

where b = d · (o− c) and c = (o− c) · (o− c)− r2. The solutions of the second-order
equation are shown below:

t = −b±
√

b2 − c. (22.9)

Note that if b2 − c < 0, then the ray misses the sphere and the intersection can be
rejected and calculations avoided (e.g., the square root and some additions). If this
test is passed, both t0 = −b −

√
b2 − c and t1 = −b +

√
b2 − c can be computed. An

additional comparison needs to be done to find the smallest positive value of t0 and
t1. See the collision detection chapter at realtimerendering.com for an alternate way
of solving this quadratic equation that is more numerically stable [1446].

If these computations are instead viewed from a geometric point of view, then
better rejection tests can be discovered. The next subsection describes such a routine.

22.6.2 Optimized Solution

For the ray/sphere intersection problem, we begin by observing that intersections
behind the ray origin are not needed. For example, this is normally the case in
picking. To check for this condition early on, we first compute a vector l = c − o,
which is the vector from the ray origin to the center of the sphere. All notation that is
used is depicted in Figure 22.11. Also, the squared length of this vector is computed,
l2 = l · l. Now if l2 < r2, this implies that the ray origin is inside the sphere, which, in
turn, means that the ray is guaranteed to hit the sphere and we can exit if we want
to detect only whether or not the ray hits the sphere; otherwise, we proceed. Next,
the projection of l onto the ray direction, d, is computed: s = l · d.

Now, here comes the first rejection test: If s < 0 and the ray origin is outside the
sphere, then the sphere is behind the ray origin and we can reject the intersection.
Otherwise, the squared distance from the sphere center to the projection is computed
using the Pythagorean theorem: m2 = l2 − s2. The second rejection test is even
simpler than the first: If m2 > r2 the ray will definitely miss the sphere and the rest
of the calculations can safely be omitted. If the sphere and ray pass this last test,
then the ray is guaranteed to hit the sphere and we can exit if that was all we were
interested in finding out.

To find the real intersection points, a little more work has to be done. First, the
squared distance q2 = r2 −m2 is calculated.2 See Figure 22.11. Since m2 ≤ r2, q2 is
greater than or equal to zero, and this means that q =

√

q2 can be computed. Finally,
the distances to the intersections are t = s± q, whose solution is quite similar to that
of the second-order equation obtained in the previous mathematical solution section.

2The scalar r2 could be computed once and stored within the data structure of the sphere in an
attempt to gain further efficiency. In practice such an “optimization” may be slower, as more memory
is then accessed, a major factor for algorithm performance.
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Figure 22.11. The notation for the geometry of the optimized ray/sphere intersection. In the left
figure, the ray intersects the sphere in two points, where the distances are t = s ± q along the ray.
The middle case demonstrates a rejection made when the sphere is behind the ray origin. Finally, at
the right, the ray origin is inside the sphere, in which case the ray always hits the sphere.

If we are interested in only the first, positive intersection point, then we should use
t1 = s − q for the case where the ray origin is outside the sphere and t2 = s + q
when the ray origin is inside. The true intersection point(s) are found by inserting the
t-value(s) into the ray equation (Equation 22.1).

Pseudocode for the optimized version is shown in the box below. The routine
returns a boolean value that is REJECT if the ray misses the sphere and INTERSECT

otherwise. If the ray intersects the sphere, then the distance, t, from the ray origin to
the intersection point, along with the intersection point, p, are also returned.

RaySphereIntersect(o,d, c, r)
returns ({REJECT, INTERSECT}, t,p)

1 : l = c− o
2 : s = l · d
3 : l2 = l · l
4 : if(s < 0 and l2 > r2) return (REJECT, 0,0);
5 : m2 = l2 − s2

6 : if(m2 > r2) return (REJECT, 0,0);

7 : q =
√
r2 −m2

8 : if(l2 > r2) t = s− q
9 : else t = s+ q
10 : return (INTERSECT, t,o+ td);

Note that after line 3, we can test whether p is inside the sphere and, if all we
want to know is whether the ray and sphere intersect, the routine can terminate if
they do so. Also, after line 6, the ray is guaranteed to hit the sphere. If we do an
operation count (counting adds, multiplies, compares, and similar), we find that the
geometric solution, when followed to completion, is approximately equivalent to the
algebraic solution presented earlier. The important difference is that the rejection
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tests are done much earlier in the process, making the overall cost of this algorithm
lower on average.

Optimized geometric algorithms exist for computing the intersection between a ray
and some other quadrics and hybrid objects. For example, there are methods for the
cylinder [318, 713, 1621], cone [713, 1622], ellipsoid, capsule, and lozenge [404].

22.7 Ray/Box Intersection
Three methods for determining whether a ray intersects a solid box are given below.
The first handles both AABBs and OBBs. The second is a variant that is often faster,
but deal with only the simpler AABB. The third is based on the separating axis
test on page 947, and handles only line segments versus AABBs. Here, we use the
definitions and notation of the BVs from Section 22.2.

22.7.1 Slabs Method

One scheme for ray/AABB intersection is based on Kay and Kajiya’s slab method [640,
877], which in turn is inspired by the Cyrus-Beck line clipping algorithm [319].

We extend this scheme to handle the more general OBB volume. It returns the
closest positive t-value (i.e., the distance from the ray origin o to the point of inter-
section, if any exists). Optimizations for the AABB will be treated after we present
the general case. The problem is approached by computing all t-values for the ray
and all planes belonging to the faces of the OBB. The box is considered as a set of
three slabs, as illustrated in two dimensions in the left part of Figure 22.12. For each
slab, there is a minimum and a maximum t-value, and these are called tmin

i and tmax
i ,

max

max

min
min

max

min

max

min
OBB

slabs

Figure 22.12. The left figure shows a two-dimensional OBB formed by two slabs, while the right
shows two rays that are tested for intersection with the OBB. All t-values are shown, and they are
subscripted with u for the green slab and with v for the orange. The extreme t-values are marked
with boxes. The left ray hits the OBB since tmin < tmax, and the right ray misses since tmax < tmin.
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∀i ∈ {u, v, w}. The next step is to compute the variables in Equation 22.10:

tmin = max(tmin
u , tmin

v , tmin
w ),

tmax = min(tmax
u , tmax

v , tmax
w ).

(22.10)

Now, the clever test: If tmin ≤ tmax, then the line defined by the ray intersects the
box; otherwise it misses. In other words, we find the near and far intersection distances
for each slab. If the farthest “near” distance found is less than or equal to the nearest
“far” distance, then the line defined by the ray hits the box. You should convince
yourself of this by inspecting the illustration on the right side of Figure 22.12. These
two distances define intersection points for the line, so if the nearest “far” distance is
not negative, the ray itself hits the box, i.e., the box is not behind the ray.

Pseudocode for the ray/OBB intersection test, between an OBB (A) and a ray
(described by Equation 22.1) follows. The code returns a boolean indicating whether
or not the ray intersects the OBB (INTERSECT or REJECT), and the distance to the
intersection point (if it exists). Recall that for an OBB A, the center is denoted ac,
and au, av, and aw are the normalized side directions of the box; hu, hv, and hw are
the positive half-lengths (from the center to a box face).

RayOBBIntersect(o,d, A)
returns ({REJECT, INTERSECT}, t);

1 : tmin = −∞
2 : tmax = ∞
3 : p = ac − o
4 : for each i ∈ {u, v, w}
5 : e = ai · p
6 : f = ai · d
7 : if(|f | > ǫ)
8 : t1 = (e+ hi)/f
9 : t2 = (e− hi)/f
10 : if(t1 > t2) swap(t1, t2);
11 : if(t1 > tmin) tmin = t1
12 : if(t2 < tmax) tmax = t2
13 : if(tmin > tmax) return (REJECT, 0);
14 : if(tmax < 0) return (REJECT, 0);
15 : else if(− e− hi > 0 or − e+ hi < 0) return (REJECT, 0);
16 : if(tmin > 0) return (INTERSECT, tmin);
17 : else return (INTERSECT, tmax);

Line 7 checks whether the ray direction is not perpendicular to the normal direction of
the slab currently being tested. In other words, it tests whether the ray is not parallel
to the slab planes and so can intersect them. Note that ǫ is a minuscule number here,
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on the order of 10−20, simply to avoid overflow when the division occurs. Lines 8 and 9
show a division by f ; in practice, it is usually faster to compute 1/f once and multiply
by this value, since division is often expensive. Line 10 ensures that the minimum of
t1 and t2 is stored in t1, and consequently, the maximum of these is stored in t2. In
practice, the swap does not have to be made; instead lines 11 and 12 can be repeated
for the branch, and t1 and t2 can change positions there. Should line 13 return, then
the ray misses the box, and similarly, if line 14 returns, then the box is behind the ray
origin. Line 15 is executed if the ray is parallel to the slab (and so cannot intersect
it); it tests if the ray is outside the slab. If so, then the ray misses the box and the
test terminates. For even faster code, Haines discusses a way of unwinding the loop
and thereby avoiding some code [640].

There is an additional test not shown in the pseudocode that is worth adding in
actual code. As mentioned when we defined the ray, we usually want to find the closest
object. So, after line 15, we could also test whether tmin ≥ l, where l is the current
ray length. This effectively treats the ray as a line segment. If the new intersection
is not closer, the intersection is rejected. This test could be deferred until after the
entire ray/OBB test has been completed, but it is usually more efficient to try for an
early rejection inside the loop.

There are other optimizations for the special case of an OBB that is an AABB.
Lines 5 and 6 change to e = pi and f = di, which makes the test faster. Normally
the amin and amax corners of the AABB are used on lines 8 and 9, so the addition
and subtraction is avoided. Kay and Kajiya [877] and Smits [1668] note that line
7 can be avoided by allowing division by 0 and interpreting the processor’s results
correctly. Kensler [1629] gives code for a minimal version of this test. Williams et
al. [1887] provide implementation details to handle division by 0 correctly, along with
other optimizations. Aila et al. [16] show how the maximum of minimums test, or vice
versa, can be performed in a single GPU operation on some NVIDIA architectures. It
is also possible to derive a test using SAT for the ray and box, but then the intersection
distance is not part of the result, which is often useful.

A generalization of the slabs method can be used to compute the intersection of
a ray with a k-DOP, frustum, or any convex polyhedron; code is available on the
web [641].

22.7.2 Ray Slope Method

In 2007 Eisemann et al. [410] presented a method of intersecting boxes that appears
to be faster than previous methods. Instead of a three-dimensional test, the ray is
tested against three projections of the box in two dimensions. The key idea is that for
each two-dimensional test, there are two box corners that define the extreme extents
of what the ray “sees,” akin to the silhouette edges of a model. To intersect this
projection of the box, the slope of the ray must be between the two slopes defined by
the ray’s origin and these two points. If this test passes for all three projections, the
ray must hit the box. The method is extremely fast because some of the comparison
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terms rely entirely on the ray’s values. By computing these terms once, the ray can
then efficiently be compared against a large number of boxes. This method can return
just whether the box was hit, or can also return the intersection distance, at a little
additional cost.

22.8 Ray/Triangle Intersection
In real-time graphics libraries and APIs, triangle geometry is usually stored as a set
of vertices with associated shading normals, and each triangle is defined by three such
vertices. The normal of the plane in which the triangle lies is often not stored, in which
case it must be computed if needed. There exist many different ray/triangle inter-
section tests, and many of them first compute the intersection point between the ray
and the triangle’s plane. Thereafter, the intersection point and the triangle vertices
are projected on the axis-aligned plane (xy, yz, or xz) where the area of the trian-
gle is maximized. By doing this, we reduce the problem to two dimensions, and we
need only decide whether the (two-dimensional) point is inside the (two-dimensional)
triangle. Several such methods exist, and they have been reviewed and compared by
Haines [642], with code available on the web. See Section 22.9 for one popular algo-
rithm using this technique. A wealth of algorithms have been evaluated for different
CPU architectures, compilers, and hit ratios [1065], and it could not be concluded
that there is a single best test in all cases.

Here, the focus will be on an algorithm that does not presume that normals are
precomputed. For triangle meshes, this can amount to significant memory savings.
For dynamic geometry we do not need to recompute the plane equation of the triangle
every frame. Instead of testing a ray against the triangle’s plane and then checking
the intersection point for inclusion inside a two-dimensional version of the triangle,
the check is performed against just the triangle’s vertices. This algorithm, along with
optimizations, was discussed by Möller and Trumbore [1231], and their presentation
is used here. Kensler and Shirley [882] noted that most ray/triangle tests operating
directly in three dimensions are computationally equivalent. They develop new tests
using SSE to test four rays against a triangle, and use a genetic algorithm to find
the best order of the operations in this equivalent test. Code for the best-performing
test is in their paper. Note that there is a wealth of different methods for this. For
example, Baldwin and Weber [96] provide a method with a different space-speed trade-
off. One potential problem with this class of tests is that a ray exactly intersecting
a triangle’s edge or vertex may be judged to miss the triangle. This means that a
ray could potentially pass through a mesh by hitting an edge shared by two triangles.
Woop et al. [1906] present a ray/triangle intersection test that is watertight on both
edges and vertices. Performance is a bit lower depending on which type of traversal
is used.

The ray from Equation 22.1 is used to test for intersection with a triangle defined
by three vertices, p1, p2, and p3—i.e., △p1p2p3.
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Figure 22.13. Barycentric coordinates for a triangle, along with example point values. The values
u, v, and w all vary from 0 to 1 inside the triangle, and the sum of these three is always 1 over the
entire plane. These values can be used as weights for how data at each of the three vertices influence
any point on the triangle. Note how at each vertex, one value is 1 and the others 0, and along edges,
one value is always 0.

22.8.1 Intersection Algorithm

A point, f(u, v), on a triangle is given by the explicit formula

f(u, v) = (1− u− v)p0 + up1 + vp2, (22.11)

where (u, v) are two of the barycentric coordinates, which must fulfill u ≥ 0, v ≥ 0, and
u + v ≤ 1. Note that (u, v) can be used for operations such as texture mapping and
normal or color interpolation. That is, u and v are the amounts by which to weight
each vertex’s contribution to a particular location, with w = (1 − u − v) being the
third weight. These coordinates are often denoted in other works as α, β, and γ. We
use u, v, and w here for readability and consistency of notation. See Figure 22.13.

Computing the intersection between the ray, r(t), and the triangle, f(u, v), is
equivalent to r(t) = f(u, v), which yields

o+ td = (1− u− v)p0 + up1 + vp2. (22.12)

Rearranging the terms gives



 −d p1 − p0 p2 − p0









t
u
v



 = o− p0. (22.13)

This means the barycentric coordinates (u, v) and the distance t from the ray origin
to the intersection point can be found by solving this linear system of equations.
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Figure 22.14. Translation and change of base of the ray origin.

This manipulation can be thought of geometrically as translating the triangle to
the origin and transforming it to a unit triangle in y and z with the ray direction
aligned with x. This is illustrated in Figure 22.14. If M = (−d p1 − p0 p2 − p0) is
the matrix in Equation 22.13, then the solution is found by multiplying Equation 22.13
with M−1.

Denoting e1 = p1−p0, e2 = p2−p0, and s = o−p0, the solution to Equation 22.13
is obtained by using Cramer’s rule:





t
u
v



 =
1

det(−d, e1, e2)





det(s, e1, e2)
det(−d, s, e2)
det(−d, e1, s)



 . (22.14)

From linear algebra, we know that det(a,b, c) = |a b c| = −(a×c)·b = −(c×b)·a.
Equation 22.14 can therefore be rewritten as





t
u
v



 =
1

(d× e2) · e1





(s× e1) · e2
(d× e2) · s
(s× e1) · d



 =
1

q · e1





r · e2
q · s
r · d



 , (22.15)

where q = d × e2 and r = s × e1. These factors can be used to speed up the
computations.

If you can afford some extra storage, this test can be reformulated in order to
reduce the number of computations. Equation 22.15 can be rewritten as





t
u
v



 =
1

(d× e2) · e1





(s× e1) · e2
(d× e2) · s
(s× e1) · d





=
1

−(e1 × e2) · d





(e1 × e2) · s
(s× d) · e2
−(s× d) · e1



 =
1

−n · d





n · s
m · e2
−m · e1



 , (22.16)
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where n = e1×e2 is the unnormalized normal of the triangle, and hence constant (for
static geometry), and m = s × d. If we store p0, e1, e2, and n for each triangle, we
can avoid many ray triangle intersection computations. Most of the gain comes from
avoiding a cross product. It should be noted that this defies the original idea of the
algorithm, namely to store minimal information with the triangle. However, if speed
is of utmost concern, this may a reasonable alternative. The trade-off is whether the
savings in computation is outweighed by the additional memory accesses. Only careful
testing can ultimately show what is fastest.

22.8.2 Implementation

The algorithm is summarized in the pseudocode below. Besides returning whether or
not the ray intersects the triangle, the algorithm also returns the previously described
triple (u, v, t). The code does not cull backfacing triangles, and it returns intersections
for negative t-values, but these can be culled too, if desired.

RayTriIntersect(o,d,p0,p1,p2)
returns ({REJECT, INTERSECT}, u, v, t);

1 : e1 = p1 − p0

2 : e2 = p2 − p0

3 : q = d× e2
4 : a = e1 · q
5 : if(a > −ǫ and a < ǫ) return (REJECT, 0, 0, 0);
6 : f = 1/a
7 : s = o− p0

8 : u = f(s · q)
9 : if(u < 0.0) return (REJECT, 0, 0, 0);
10 : r = s× e1
11 : v = f(d · r)
12 : if(v < 0.0 or u+ v > 1.0) return (REJECT, 0, 0, 0);
13 : t = f(e2 · r)
14 : return (INTERSECT, u, v, t);

A few lines may require some explanation. Line 4 computes a, which is the determinant
of the matrix M. This is followed by a test that avoids determinants close to zero.
With a properly adjusted value of ǫ, this algorithm is extremely robust. For floating
point precision and “normal” conditions, ǫ = 10−5 works fine. In line 9, the value of
u is compared to an edge of the triangle (u = 0).

C-code for this algorithm, including both culling and nonculling versions, is avail-
able on the web [1231]. The C-code has two branches: one that efficiently culls all
backfacing triangles, and one that performs intersection tests on two-sided triangles.
All computations are delayed until they are required. For example, the value of v is
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not computed until the value of u is found to be within the allowable range (this can
be seen in the pseudocode as well).

The one-sided intersection routine eliminates all triangles where the value of the
determinant is negative. This procedure allows the routine’s only division operation
to be delayed until an intersection has been confirmed.

22.9 Ray/Polygon Intersection
Even though triangles are the most common rendering primitive, a routine that com-
putes the intersection between a ray and a polygon is useful to have. A polygon of n
vertices is defined by an ordered vertex list {v0,v1, . . . ,vn−1}, where vertex vi forms
an edge with vi+1 for 0 ≤ i < n− 1 and the polygon is closed by the edge from vn−1

to v0. The plane of the polygon is denoted πp : np · x+ dp = 0.
We first compute the intersection between the ray (Equation 22.1) and πp, which

is easily done by replacing x by the ray. The solution is presented below:

np · (o+ td) + dp = 0 ⇐⇒ t =
−dp − np · o

np · d
. (22.17)

If the denominator |np · d| < ǫ, where ǫ is a minuscule number, then the ray is
considered parallel to the polygon plane and no intersection occurs. In this computa-
tion an epsilon of 10−20 or smaller can work, as the goal is to avoid overflowing when
dividing. We ignore the case where the ray is in the polygon’s plane.

Otherwise, the intersection point, p, of the ray and the polygon plane is computed:
p = o+ td, where the t-value is that from Equation 22.17. Thereafter, the problem of
deciding whether p is inside the polygon is reduced from three to two dimensions. This
is done by projecting all vertices and p to one of the xy-, xz-, or yz-planes where the
area of the projected polygon is maximized. In other words, the coordinate component
that corresponds to max(|np,x|, |np,y|, |np,z|) can be skipped and the others kept as
two-dimensional coordinates. For example, given a normal (0.6,−0.692, 0.4), the y-
component has the largest magnitude, so all y-coordinates are ignored. The largest
magnitude is chosen to avoid projecting onto a plane that might create a degenerate,
zero-area triangle. Note that this component information could be precomputed once
and stored within the polygon for efficiency. The topology of the polygon and the
intersection point is conserved during this projection (assuming the polygon is indeed
flat; see Section 16.2 for more on this topic). The projection procedure is shown in
Figure 22.15.

The question left is whether the two-dimensional ray/plane intersection point p is
contained in the two-dimensional polygon. Here, we will review just one of the more
useful algorithms—the “crossings” test. Haines [642] and Schneider and Eberly [1574]
provide extensive surveys of two-dimensional, point-in-polygon strategies. A more
formal treatment can be found in the computational geometry literature [135, 1339,
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Figure 22.15. Orthographic projection of polygon vertices and intersection point p onto the xy-
plane, where the area of the projected polygon is maximized. This is an example of using dimension
reduction to obtain simpler calculations.

1444]. Lagae and Dutré [955] provide a fast method for ray/quadrilateral intersection
based on the Möller and Trumbore ray/triangle test. Walker [1830] provides a method
for rapid testing of polygons with more than 10 vertices. Nishita et al. [1284] discuss
point inclusion testing for shapes with curved edges.

22.9.1 The Crossings Test

The crossings test is based on the Jordan Curve Theorem, a result from topology.
From it, a point is inside a polygon if a ray from this point in an arbitrary direction
in the plane crosses an odd number of polygon edges. The Jordan Curve Theorem
actually limits itself to non-self-intersecting loops. For self-intersecting loops, this ray
test causes some areas visibly inside the polygon to be considered outside. This is
shown in Figure 22.16. This test is also known as the parity or the even-odd test.

The crossings algorithm works by shooting a ray from the projection of the point
p in the positive x-direction (or in any direction; the x-direction is simply efficient
to code). Then the number of crossings between the polygon edges and this ray is
computed. As the Jordan Curve Theorem proves, an odd number of crossings indicates
that the point is inside the polygon.

The test point p can also be thought of as being at the origin, and the (translated)
edges are tested against the positive x-axis instead. This option is depicted in Fig-
ure 22.17. If the y-coordinates of a polygon edge have the same sign, then that edge
cannot cross the x-axis. Otherwise, it can, and then the x-coordinates are checked. If
both are positive, then the number of crossings is incremented, since the test ray must
hit this edge. If they differ in sign, the x-coordinate of the intersection between the
edge and the x-axis must be computed, and if it is positive, the number of crossings
is incremented.
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Figure 22.16. A general polygon that is self-intersecting and concave, yet all its enclosed areas are not
considered inside (only brown areas are inside). Vertices are marked with large, black dots. Three
points being tested are shown, along with their test rays. According to the Jordan Curve Theorem,
a point is inside if the number of crossings with the edges of the polygon is odd. Therefore, the
uppermost and the bottommost points are inside (one and three crossings, respectively). The two
middle points each cross two edges and are thus considered outside the polygon.

In Figure 22.17 all enclosed areas could be categorized as inside as well. This
variant test finds the winding number, the number of times the polygon loop goes
around the test point. See Haines’ article [642] for treatment.

p

Figure 22.17. The polygon has been translated by −p (p is the point to be tested for containment in
the polygon), and so the number of crossings with the positive x-axis determines whether p is inside
the polygon. Edges e0, e2, e3, and e4 do not cross the x-axis. The intersection between edge e1
and the x-axis must be computed, but will not yield a crossing, since the intersection has a negative
x-component. Edges e7 and e8 will each increase the number of crossings, since the two vertices of
each edge have positive x-components and one negative and one positive y-component. Finally, the
edges e5 and e6 share a vertex where y = 0 and x > 0, and they will together increase the number of
crossings by one. By considering vertices on the x-axis as above the ray, e5 is classified as crossing
the ray, e6 as above the ray.
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Problems might occur when the test ray intersects a vertex, since two crossings
might be detected. These problems are solved by considering the vertex infinitesimally
above the ray, which, in practice, is done by interpreting the vertices with y ≥ 0 as
also lying above the x-axis (the ray). The code becomes simpler and speedier, as then
no vertices are intersected [640].

The pseudocode for an efficient form of the crossings test follows. It was inspired
by the work of Joseph Samosky [1537] and Mark Haigh-Hutchinson, and the code is
available on the web [642]. A two-dimensional test point t and polygon P with vertices
v0 through vn−1 are compared.

bool PointInPolygon(t, P )
returns ({TRUE, FALSE});

1 : bool inside = FALSE

2 : e0 = vn−1

3 : bool y0 = (e0y ≥ ty)
4 : for i = 0 to n− 1
5 : e1 = vi

6 : bool y1 = (e1y ≥ ty)
7 : if(y0 6= y1)
8 : if(((e1y − ty)(e0x − e1x) ≥ (e1x − tx)(e0y − e1y)) == y1)
9 : inside = ¬inside
10 : y0 = y1
11 : e0 = e1
12 : return inside;

Line 3 checks whether the y-value of the last vertex in the polygon is greater than
or equal to the y-value of the test point t, and stores the result in the boolean y0. In
other words, it tests whether the first endpoint of the first edge we will test is above or
below the x-axis. Line 7 tests whether the endpoints e0 and e1 are on different sides
of the x-axis formed by the test point. If so, then line 8 tests whether the x-intercept
is positive. Actually, it is a bit faster than that: To avoid the divide normally needed
for computing the intercept, we perform a sign-canceling operation here. By inverting
inside, line 9 records that a crossing took place. Lines 10 through 12 move on to the
next vertex.

In the pseudocode we do not perform a test after line 7 to see whether both
endpoints have larger or smaller x-coordinates compared to the test point. Although
we presented the algorithm with using a quick accept or reject of these types of edges,
code based on the pseudocode presented often runs faster without this test. A major
factor is the number of vertices in the polygons tested—with more vertices, checking
the x-coordinate differences first can be more efficient.

The advantages of the crossings test is that it is relatively fast and robust, and
requires no additional information or preprocessing for the polygon. A disadvantage
of this method is that it does not yield anything beyond the indication of whether



970 22. Intersection Test Methods

a point is inside or outside the polygon. Other methods, such as the ray/triangle
test in Section 22.8.1, can also compute barycentric coordinates that can be used to
interpolate additional information about the test point [642]. Note that barycentric
coordinates can be extended to handle convex and concave polygons with more than
three vertices [474, 773]. Jiménez et al. [826] provide an optimized algorithm based on
barycentric coordinates that aims to include all points along the edges of the polygon
and is competitive with the crossings test.

The more general problem of determining whether a point is inside a closed outline
formed of line segments and Bézier curvescurves!Bézier can be performed in a simi-
lar fashion, counting ray crossings. Lengyel [1028] gives a robust algorithm for this
process, using it in a pixel shader for rendering text.

22.10 Plane/Box Intersection
We can know the distance of a point to a plane by inserting the point into the plane’s
equation, π : n · x + d = 0. The absolute value of the result is the distance to the
plane. Plane/sphere testing is then simple: Insert the sphere’s center into the plane
equation and see if the absolute value is less than or equal to the sphere’s radius.

One way to determine whether a box intersects a plane is to insert all the vertices
of the box into the plane equation. If both a positive and a negative result (or a
zero) is obtained, then vertices are located on both sides of (or on) the plane, and
therefore, an intersection has been detected. There are smarter, faster ways to do this
test, which are presented in the next two sections, one for the AABB, and one for
the OBB.

The idea behind both methods is that only two of the eight corners need to be
inserted into the plane equation. For an arbitrarily oriented box, intersecting a plane
or not, there are two diagonally opposite corners on the box that are the maximum
distance apart, when measured along the plane’s normal. Every box has four diagonals,
formed by its corners. Taking the dot product of each diagonal’s direction with the
plane’s normal, the largest value identifies the diagonal with these two furthest points.
By testing just these two corners, the box as a whole is tested against a plane.

22.10.1 AABB

Assume we have an AABB, B, defined by a center point, c, and a positive half diagonal
vector, h. Note that c and h can easily be derived from the minimum and maximum
corners, bmin and bmax of B, that is, c = (bmax +bmin)/2, and h = (bmax −bmin)/2.

Now, we want to test B against a plane n · x + d = 0. There is a surprisingly
fast way of performing this test. The idea is to compute the “extent,” here denoted
e, of the box when projected onto the plane normal, n. In theory, this can be done
by projecting all the eight different half diagonals of the box onto the normal, and
picking the longest one. In practice, however, this can be implemented rapidly as

e = hx|nx|+ hy|ny|+ hz|nz|. (22.18)
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Figure 22.18. An axis-aligned box with center, c, and positive half diagonal, h, is tested against a
plane, π. The idea is to compute the signed distance, s, from the center of the box to the plane, and
compare that to the “extent,” e, of the box. The vectors gi are the different possible diagonals of the
two-dimensional box, where h is equal to g1 in this example. Note also that the signed distance s is
negative, and its magnitude is larger than e, indicating that the box is inside the plane (s + e < 0).

Why is this equivalent to finding the maximum of the eight different half diagonals
projections? These eight half diagonals are the combinations: gi = (±hx,±hy,±hz),
and we want to compute gi · n for all eight i. The dot product gi · n will reach
its maximum when each term in the dot product is positive. For the x-term, this
will happen when nx has the same sign as hi

x, but since we know that hx is positive
already, we can compute the max term as hx|nx|. Doing this for y and z as well gives
us Equation 22.18.

Next, we compute the signed distance, s, from the center point, c, to the plane.
This is done with: s = c · n + d. Both s and e are illustrated in Figure 22.18.
Assuming that the “outside” of the plane is the positive half-space, we can simply test
if s − e > 0, which then indicates that the box is fully outside the plane. Similarly,
s+e < 0 indicates that the box is fully inside. Otherwise, the box intersects the plane.
This technique is based on ideas by Ville Miettinen and his clever implementation.
Pseudocode is below:

PlaneAABBIntersect(B, π)
returns({OUTSIDE, INSIDE, INTERSECTING});

1 : c = (bmax + bmin)/2
2 : h = (bmax − bmin)/2
3 : e = hx|nx|+ hy|ny|+ hz|nz|
4 : s = c · n+ d
5 : if(s− e > 0) return (OUTSIDE);
9 : if(s+ e < 0) return (INSIDE);
10 : return (INTERSECTING);
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22.10.2 OBB

Testing an OBB against a plane differs only slightly from the AABB/plane test from
the previous section. It is only the computation of the “extent” of the box that needs
to be changed, which is done as

e = hB
u |n · bu|+ hB

v |n · bv|+ hB
w |n · bw|. (22.19)

Recall that (bu,bv,bw) are the coordinate system axes (see the definition of the
OBB in Section 22.2) of the OBB, and (hB

u , h
B
v , h

B
w) are the lengths of the box along

these axes.

22.11 Triangle/Triangle Intersection
Since graphics hardware uses the triangle as its most important (and optimized) draw-
ing primitive, it is only natural to perform collision detection tests on this kind of data
as well. So, the deepest levels of a collision detection algorithm typically have a rou-
tine that determines whether or not two triangles intersect. Given two triangles,
T1 = △p1p2p3 and T2 = △q1q2q3 (which lie in the planes π1 and π2, respectively),
we want to determine whether or not they intersect.

From a high level, it is common to start by checking whether T1 intersects with π2,
and whether T2 intersects with π1 [1232]. If either of these tests fails, there can be no
intersection. Assuming the triangles are not coplanar, we know that the intersection
of the planes, π1 and π2, will be a line, L. This is illustrated in Figure 22.19. From the
figure, it can be concluded that if the triangles intersect, their intersections on L will
also have to overlap. Otherwise, there will be no intersection. There are different ways
to implement this, and we present the method by Guigue and Devillers [622] next.

Figure 22.19. Triangles and the planes in which they lie. Intersection intervals are marked in red in
both figures. Left: the intervals along the line L overlap, as well as the triangles. Right: there is no
intersection; the two intervals do not overlap.
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= (d− a) · ((b− a)× (c− a)). (22.20)

Geometrically, Equation 22.20 has an intuitive interpretation. The cross product,
(b − a) × (c − a), can be seen as computing the normal of a triangle, ∆abc. By
taking the dot product between this normal and the vector from a to d, we get a
value that is positive if d is in the positive half-space of the triangle’s plane, ∆abc.
An alternative interpretation is that the sign of the determinant tells us whether a
screw in the direction of b−a turns in the same direction as indicated by d− c. This
is illustrated in Figure 22.20.

We first test whether T1 intersects with π2, and vice versa. This can be done
using the specialized determinants from Equation 22.20 by evaluating [q1,q2,q3,p1],
[q1,q2,q3,p2], and [q1,q2,q3,p3]. The first test is equivalent to computing the nor-
mal of T2, and then testing which half-space the point p1 is in. If the signs of these
determinants are the same and nonzero, there can be no intersection, and the test
ends. If all are zero, the triangles are coplanar, and a separate test is performed to
handle this case. Otherwise, we continue testing whether T2 intersects with π1, using
the same type of test.

At this point, two intervals, I1 = [i, j] and I2 = [k, l], on L are to be computed,
where I1 is computed from T1 and I2 from T2. To do this, the vertices for each
triangle are reordered so the first vertex is alone on one side of the other triangle’s
plane. If I1 overlaps with I2, then the two triangles intersect, and this occurs only if
k ≤ j and i ≤ l. To implement k ≤ j, we can use the sign test of the determinant
(Equation 22.20), and note that j is derived from p1p2, and k from q1q2. Using the
interpretation of the “screw test” of the determinant computation, we can conclude
that k ≤ j if [p1,p2,q1,q2] ≤ 0. The final test then becomes

[p1,p2,q1,q2] ≤ 0 and [p1,p3,q3,q1] ≤ 0. (22.21)

The entire test starts with six determinant tests, and the first three share the first
arguments, so many computations can be shared. In principle, the determinant can be
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computed using many smaller 2 × 2 subdeterminants, and when these occur in more
than one 4 × 4 determinant, the computations can be shared. There is code on the
web for this test [622], and it is also possible to augment the code to compute the
actual line segment of intersection.

If the triangles are coplanar, they are projected onto the axis-aligned plane
where the areas of the triangles are maximized (Section 22.9). Then, a simple two-
dimensional triangle-triangle overlap test is performed. First, test all closed edges (i.e.,
including endpoints) of T1 for intersection with the closed edges of T2. If any intersec-
tion is found, the triangles intersect. Otherwise, we must test whether T1 is entirely
contained in T2 or vice versa. This can be done by performing a point-in-triangle test
(Section 22.8) for one vertex of T1 against T2, and vice versa.

Note that the separating axis test (see page 947) can be used to derive a triangle/
triangle overlap test. We instead presented a test by Guigue and Devillers [622], which
is faster than using SAT. Other algorithms exist for performing triangle/triangle in-
tersection [713, 1619, 1787] as well. Architectural and compiler differences, as well
as variation in expected hit ratios, mean that we cannot recommend a single algo-
rithm that always performs best. Note that precision problems can occur as with
any geometrical tests. Robbins and Whitesides [1501] use the exact arithmetic by
Shewchuk [1624] to avoid this.

22.12 Triangle/Box Intersection
This section presents an algorithm for determining whether a triangle intersects an
axis-aligned box. Such a test is useful for voxelization and for collision detection.

Green and Hatch [581] present an algorithm that can determine whether an arbi-
trary polygon overlaps a box. Akenine-Möller [21] developed a faster method that is
based on the separating axis test (page 947), and which we present here. Triangle/
sphere testing can also be performed using this test, see Ericson’s article [440] for
details.

We focus on testing an axis-aligned bounding box (AABB), defined by a center c,
and a vector of half lengths, h, against a triangle ∆u0u1u2. To simplify the tests,
we first move the box and the triangle so that the box is centered around the origin,
i.e., vi = ui − c, i ∈ {0, 1, 2}. This translation and the notation used is shown
in Figure 22.21. To test against an oriented box, we would first rotate the triangle
vertices by the inverse box transform, then use the test here. Based on the separating
axis test (SAT), we test the following 13 axes:

1. [3 tests] e0 = (1, 0, 0), e1 = (0, 1, 0), e2 = (0, 0, 1) (the normals of the AABB).
In other words, test the AABB against the minimal AABB around the triangle.

2. [1 test] n, the normal of ∆u0u1u2. We use a fast plane/AABB overlap test
(Section 22.10.1), which tests only the two vertices of the box diagonal whose
direction is most closely aligned to the normal of the triangle.
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Figure 22.21. Notation used for the triangle/box overlap test. To the left, the initial position of the
box and the triangle is shown, while to the right, the box and the triangle have been translated so
that the box center coincides with the origin.

3. [9 tests] aij = ei × fj , i, j ∈ {0, 1, 2}, where f0 = v1 − v0, f1 = v2 − v1, and
f2 = v0 − v2, i.e., edge vectors. These tests are similar in form and we will only
show the derivation of the case where i = 0 and j = 0 (see below).

As soon as a separating axis is found the algorithm terminates and returns “no over-
lap.” If all tests pass, i.e., there is no separating axis, then the triangle overlaps the
box.

Here we derive one of the nine tests, where i = 0 and j = 0, in Step 3. This means
that a00 = e0 × f0 = (0,−f0z, f0y). So, now we need to project the triangle vertices
onto a00 (hereafter called a):

p0 = a · v0 = (0,−f0z, f0y) · v0 = v0zv1y − v0yv1z,

p1 = a · v1 = (0,−f0z, f0y) · v1 = v0zv1y − v0yv1z = p0, (22.22)

p2 = a · v2 = (0,−f0z, f0y) · v2 = (v1y − v0y)v2z − (v1z − v0z)v2y.

Normally, we would have had to find min(p0, p1, p2) and max(p0, p1, p2), but for-
tunately p0 = p1, which simplifies the computations. Now we only need to find
min(p0, p2) and max(p0, p2), which is significantly faster because conditional state-
ments are expensive on modern CPUs.

After the projection of the triangle onto a, we need to project the box onto a as
well. We compute a “radius,” r, of the box projected on a as

r = hx|ax|+ hy|ay|+ hz|az| = hy|ay|+ hz|az|, (22.23)

where the last step comes from that ax = 0 for this particular axis. Then, this axis
test becomes

if(min(p0, p2) > r or max(p0, p2) < −r) return false; (22.24)

Code is available on the web [21].
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Figure 22.22. A sphere (left), an AABB (middle left), an OBB (middle right), and a k-DOP (right)
are shown for an object, where the OBB and the k-DOP clearly have less empty space than the
others.

22.13 Bounding-Volume/Bounding-Volume
Intersection

The purpose of a bounding volume is to provide simpler intersection tests and make
more efficient rejections. For example, to test whether or not two cars collide, first
find their BVs and test if these overlap. If they do not, then the cars are guaranteed
not to collide (which we assume is the most common case). We then have avoided
testing each primitive of one car against each primitive of the other, thereby saving
computation.

A fundamental operation is to test whether or not two bounding volumes overlap.
Methods of testing overlap for the AABB, the k-DOP, and the OBB are presented
in the following sections. See Section 22.3 for algorithms that form BVs around
primitives.

The reason for using more complex BVs than the sphere and the AABB is that
more complex BVs often have a tighter fit. This is illustrated in Figure 22.22. Other
bounding volumes are possible, of course. For example, cylinders and ellipsoids are
sometimes used as bounding volumes for objects. Also, several spheres can be placed
to enclose a single object [782, 1582].

For capsule and lozenge BVs it is a relatively quick operation to compute the min-
imum distance. Therefore, they are often used in tolerance verification applications,
where one wants to verify that two (or more) objects are at least a certain distance
apart. Eberly [404] and Larsen et al. [979] derive formulae and efficient algorithms for
these types of bounding volumes.

22.13.1 Sphere/Sphere Intersection

For spheres, the intersection test is simple and quick: Compute the distance between
the two spheres’ centers and then reject if this distance is greater than the sum of the
two spheres’ radii. Otherwise, they intersect. In implementing this algorithm, it is
best to use the squared distances of these two quantities, since all that is desired is
the result of the comparison. In this way, computing the square root (an expensive



22.13. Bounding-Volume/Bounding-Volume Intersection 977

operation) is avoided. Ericson [435] gives SSE code for testing four separate pairs of
spheres simultaneously.

22.13.2 Sphere/Box Intersection

An algorithm for testing whether a sphere and an AABB intersect was first presented
by Arvo [70] and is surprisingly simple. The idea is to find the point on the AABB
that is closest to the sphere’s center, c. One-dimensional tests are used, one for each
of the three axes of the AABB. The sphere’s center coordinate for an axis is tested
against the bounds of the AABB. If it is outside the bounds, the distance between the
sphere center and the box along this axis (a subtraction) is computed and squared.
After we have done this along the three axes, the sum of these squared distances is
compared to the squared radius, r2, of the sphere. If the sum is less than the squared
radius, the closest point is inside the sphere, and the box overlaps. As Arvo shows, this
algorithm can be modified to handle hollow boxes and spheres, as well as axis-aligned
ellipsoids.

Larsson et al. [982] present some variants of this algorithm, including a considerably
faster SSE vectorized version. Their insight is to use simple rejection tests early on,
either per axis or all at the start. The rejection test is to see if the center-to-box
distance along an axis is greater than the radius. If so, testing can end early, since
the sphere then cannot possibly overlap with the box. When the chance of overlap is
low, this early rejection method is noticeably faster. What follows is the QRI (quick
rejections intertwined) version of their test. The early out tests are at lines 4 and 7,
and can be removed if desired.

bool SphereAABB intersect(c, r, A)
returns({OVERLAP, DISJOINT});

1 : d = 0
2 : for each i ∈ {x, y, z}
3 : if ((e = ci − amin

i ) < 0)
4 : if (e < −r)return (DISJOINT);
5 : d = d+ e2;
6 : else if ((e = ci − amax

i ) > 0)
7 : if (e > r)return (DISJOINT);
8 : d = d+ e2;
9 : if (d > r2) return (DISJOINT);
10 : return (OVERLAP);

For a fast vectorized (using SSE) implementation, Larsson et al. propose to elimi-
nate most of the branches. The idea is to evaluate lines 3 and 6 simultaneously using
the following expression:

e = max(amin
i − ci, 0) + max(ci − amax

i , 0). (22.25)
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Normally, we would then update d as d = d+e2. However, using SSE, we can evaluate
Equation 22.25 for x, y, and z in parallel. Pseudocode for the full test is given below.

bool SphereAABB intersect(c, r, A)
returns({OVERLAP, DISJOINT});

1 : e = (max(amin
x − cx, 0),max(amin

y − cy, 0),max(amin
z − cz, 0))

2 : e = e+ (max(cx − amax
x , 0),max(cy − amax

y , 0),max(cz − amax
z , 0))

3 : d = e · e
4 : if (d > r2) return (DISJOINT);
5 : return (OVERLAP);

Note that lines 1 and 2 can be implemented using a parallel SSE max function. Even
though there are no early outs in this test, it is still faster than the other techniques.
This is because branches have been eliminated and parallel computations used. An-
other approach to SSE is to vectorize the object pairs. Ericson [435] presents SIMD
code to compare four spheres with four AABBs at the same time.

For sphere/OBB intersection, first transform the sphere’s center into the OBB’s
space. That is, use the OBB’s normalized axes as the basis for transforming the
sphere’s center. Now this center point is expressed relative to the OBB’s axes, so the
OBB can be treated as an AABB. The sphere/AABB algorithm is then used to test
for intersection.

Larsson [983] gives an efficient method for ellipsoid/OBB intersection testing.
First, both objects are scaled so that the ellipsoid becomes a sphere and the OBB
a parallelepiped. Sphere/slab intersection testing can be performed for quick accep-
tance and rejection. Finally, the sphere is tested for intersection with only those
parallelograms facing it.

22.13.3 AABB/AABB Intersection

An AABB is, as its name implies, a box whose faces are aligned with the main axis
directions. Therefore, two points are sufficient to describe such a volume. Here we
use the definition of the AABB presented in Section 22.2.

Due to their simplicity, AABBs are commonly employed both in collision detection
algorithms and as bounding volumes for the nodes in a scene graph. The test for
intersection between two AABBs, A and B, is trivial and is summarized below:

bool AABB intersect(A,B)
returns({OVERLAP, DISJOINT});

1 : for each i ∈ {x, y, z}
2 : if(amin

i > bmax
i or bmin

i > amax
i )

3 : return (DISJOINT);
4 : return (OVERLAP);
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Lines 1 and 2 loop over all three standard axis directions x, y, and z. Ericson [435]
provides SSE code for testing four separate pairs of AABBs simultaneously.

22.13.4 k-DOP/k-DOP Intersection

The intersection test for a k-DOP with another k-DOP consists of only k/2 interval
overlap tests. Klosowski et al. [910] have shown that, for moderate values of k, the
overlap test for two k-DOPs is an order of magnitude faster than the test for two
OBBs. In Figure 22.4 on page 946, a simple two-dimensional k-DOP is depicted.
Note that the AABB is a special case of a 6-DOP where the normals are the positive
and negative main axis directions. OBBs are also a form of 6-DOP, but this fast test
can be used only when the two OBBs share the same axes.

The intersection test that follows is simple and extremely fast, inexact but conser-
vative. If two k-DOPs, A and B (superscripted with indices A and B), are to be tested
for intersection, then test all parallel pairs of slabs (SA

i , S
B
i ) for overlap; si = SA

i ∩SB
i

is a one-dimensional interval overlap test, which is solved with ease. This is an exam-
ple of dimension reduction, as the rules of thumb in Section 22.5 recommend. Here, a
three-dimensional slab test is simplified into a one-dimensional interval overlap test.

If at any time si = ∅ (i.e., the empty set), then the BVs are disjoint and the test
is terminated. Otherwise, the slab overlap tests continues. If and only if all si 6= ∅,
1 ≤ i ≤ k/2, then the BVs are considered overlapping. According to the separating
axis test (Section 22.2), one also needs to test an axis parallel to the cross product of
one edge from each k-DOP. However, these tests are often omitted because they cost
more than they give back in performance. Therefore, if the test below returns that
the k-DOPs overlap, then they might actually be disjoint. Here is the pseudocode for
the k-DOP/k-DOP overlap test:

kDOP intersect(dA,min
1 , . . . , dA,min

k/2 , dA,max
1 , . . . , dA,max

k/2 ,

dB,min
1 , . . . , dB,min

k/2 , dB,max
1 , . . . , dB,max

k/2 )

returns({OVERLAP, DISJOINT});
1 : for each i ∈ {1, . . . , k/2}
2 : if(dB,min

i > dA,max
i or dA,min

i > dB,max
i )

3 : return (DISJOINT);
4 : return (OVERLAP);

Note that only k scalar values need to be stored with each instance of the k-DOP
(the normals, ni, are stored once for all k-DOPs since they are static). If the k-DOPs
are translated by tA and tB , respectively, the test gets a tiny bit more complicated.
Project tA onto the normals, ni, e.g., p

A
i = tA · ni (note that this is independent of

any k-DOP and therefore needs to be computed only once for each tA or tB) and

add pAi to dA,min
i and dA,max

i in the if-statement. The same is done for tB . In other
words, a translation changes the distance of the k-DOP along each normal’s direction.
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Laine and Karras [965] present an extension to k-DOPs called the apex point map.
The idea is to map a set of plane normals to various points on the k-DOP, such that
each point stored represents the most distant location along that direction. This point
and the direction form a plane that fully contains the model in one half-space, i.e., the
point is at the apex of the model’s k-DOP. During testing, the apex point retrieved for
a given direction can be used for a more accurate intersection test between k-DOPs,
for improved frustum culling, and for finding tighter AABBs after rotation, as some
examples.

22.13.5 OBB/OBB Intersection

In this section we briefly outline a fast method for testing intersection between two
OBBs, A and B [436, 576, 577]. The algorithm uses the separating axis test, and is
about an order of magnitude faster than previous methods, which use closest features
or linear programming. The definition of the OBB may be found in Section 22.2.

The test is done in the coordinate system formed by A’s center and axes. This
means that the origin is ac = (0, 0, 0) and that the main axes in this coordinate system
are au = (1, 0, 0), av = (0, 1, 0), and aw = (0, 0, 1). Moreover, B is assumed to be
located relative to A, with a translation t and a rotation (matrix) R.

According to the separating axis test, it is sufficient to find one axis that separates
A and B to be sure that they are disjoint (do not overlap). Fifteen axes have to
be tested: three from the faces of A, three from the faces of B, and 3 · 3 = 9 from
combinations of edges from A and B. This is shown in two dimensions in Figure 22.23.

no overlap

Figure 22.23. To determine whether two OBBs overlap, the separating axis test can be used. Here,
it is shown in two dimensions. The four separating axes are orthogonal to the faces of the two OBBs,
two axes for each box. The OBBs are then projected onto the axes. If both projections overlap on
all axes, then the OBBs overlap; otherwise, they do not. So, it is sufficient to find one axis that
separates the projections to know that the OBBs do not overlap. In this example, the lower left axis
is the only axis that separates the projections. (Figure after Ericson [436].)
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As a consequence of the orthonormality of the matrix A = (au av aw), the potential
separating axes that should be orthogonal to the faces of A are simply the axes au,
av, and aw. The same holds for B. The remaining nine potential axes, formed by one
edge each from both A and B, are then cij = ai×bj , ∀i ∈ {u, v, w} and ∀j ∈ {u, v, w}.
Luckily, there is optimized code online for this [1574].

22.14 View Frustum Intersection
As has been seen in Section 19.4, hierarchical view frustum culling is essential for
rapid rendering of a complex scene. One of the few operations called during bounding-
volume-hierarchy cull traversal is the intersection test between the view frustum and
a bounding volume. These operations are thus critical to fast execution. Ideally,
they should determine whether the BV is fully inside (inclusion), it is entirely outside
(exclusion), or it intersects the frustum.

To review, a view frustum is a pyramid that is truncated by a near and a far plane
(which are parallel), making the volume finite. In fact, it becomes a polyhedron. This
is shown in Figure 22.24, where the names of the six planes, near, far, left, right, top,
and bottom also are marked. The view frustum volume defines the parts of the scene
that should be visible and thus rendered (in perspective for a pyramidal frustum).

The most common bounding volumes used for internal nodes in a hierarchy (e.g.,
a scene graph) and for enclosing geometry are spheres, AABBs, and OBBs. Therefore
frustum/sphere and frustum/AABB/OBB tests will be discussed and derived here.

To see why we need the three return results outside/inside/intersect, we will ex-
amine what happens when traversing the bounding volume hierarchy. If a BV is found
to be entirely outside the view frustum, then that BV’s subtree will not be traversed
further and none of its geometry will be rendered. On the other hand, if the BV is
fully inside, then no more frustum/BV tests need to be computed for that subtree and
every renderable leaf will be drawn. For a partially visible BV, i.e., one that intersects
the frustum, the BV’s subtree is tested recursively against the frustum. If the BV is
for a leaf, then that leaf must be rendered.

infinite pyramid camera
view frustum

left

near

bottom
right

top

fartruncation

Figure 22.24. The illustration on the left is an infinite pyramid, which then is cropped by the parallel
near and far planes to construct a view frustum. The names of the other planes are also shown, and
the position of the camera is at the apex of the pyramid.
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The complete test is called an exclusion/inclusion/intersection test. Sometimes
the third state, intersection, may be considered too costly to compute. In this case,
the BV is classified as “probably inside.” We call such a simplified algorithm an
exclusion/inclusion test. If a BV cannot be excluded successfully, there are two choices.
One is to treat the “probably inside” state as an inclusion, meaning that everything
inside the BV is rendered. This is often inefficient, as no further culling is performed.
The other choice is to test each node in the subtree in turn for exclusion. Such testing
is often without benefit, as much of the subtree may indeed be inside the frustum.
Because neither choice is particularly good, some attempt at quickly differentiating
between intersection and inclusion is often worthwhile, even if the test is imperfect.

It is important to realize that the quick classification tests do not have to be exact
for scene-graph culling, just conservative. For differentiating exclusion from inclusion,
all that is required is that the test err on the side of inclusion. That is, objects that
should actually be excluded can erroneously be included. Such mistakes simply cost
extra time. On the other hand, objects that should be included should never be
quickly classified as excluded by the tests, otherwise rendering errors will occur. With
inclusion versus intersection, either type of incorrect classification is usually legal. If
a fully included BV is classified as intersecting, time is wasted testing its subtree
for intersection. If an intersected BV is considered fully inside, time is wasted by
rendering all objects, some of which could have been culled.

Before we introduce the tests between a frustum and a sphere, AABB, or OBB,
we shall describe an intersection test method between a frustum and a general object.
This test is illustrated in Figure 22.25. The idea is to transform the test from a
BV/frustum test to a point/volume test. First, a point relative to the BV is selected.
Then the BV is moved along the outside of the frustum, as closely as possible to it
without overlapping. During this movement, the point relative to the BV is traced,
and its trace forms a new volume (a polygon with thick edges in Figure 22.25). The
fact that the BV was moved as close as possible to the frustum means that if the
point relative to the BV (in its original position) lies inside the traced-out volume,
then the BV intersects or is inside the frustum. So, instead of testing the BV for
intersection against a frustum, the point relative to the BV is tested against another
new volume, which is traced out by the point. In the same way, the BV can be moved
along the inside of the frustum and as close as possible to the frustum. This will trace
out a new, smaller frustum with planes parallel to the original frustum [83]. If the
point relative to the object is inside this new volume, then the BV is fully inside the
frustum. This technique is used to derive tests in the subsequent sections. Note that
the creation of the new volumes is independent of the position of the actual BV—it
is dependent solely on the position of the point relative to the BV and the shape of
the BV. This means that a BV with an arbitrary position can be tested against the
same volumes.

Saving just a parent BV’s intersection state with each child is a useful optimization.
If the parent is known to be fully inside the frustum, none of the descendants need any
further frustum testing. The plane masking and temporal coherence techniques dis-
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Figure 22.25. The upper left image shows a frustum (blue) and a general bounding volume (green),
where a point p relative to the object has been selected. By tracing the point p where the object
moves on the outside (upper right) and on the inside (lower left) of the frustum, as close as possible
to the frustum, the frustum/BV can be reformulated into testing the point p against an outer and
an inner volume. This is shown on the lower right. If the point p is outside the orange volume, then
the BV is outside the frustum. The BV intersects the frustum if p is inside the orange area, and the
BV is fully inside the frustum if p is inside the violet area.

cussed in Section 19.4 can also noticeably improve testing against a bounding volume
hierarchy, though are less useful with a SIMD implementation [529].

First, we derive the plane equations of the frustum, since these are needed for
these sorts of tests. Frustum/sphere intersection is presented next, followed by an
explanation of frustum/box intersection.

22.14.1 Frustum Plane Extraction

To do view frustum culling, the plane equations for the six different sides of the frustum
are needed. We present here a clever and fast way of deriving these. Assume that the
view matrix is V and that the projection matrix is P. The composite transform is
then M = PV. A point s (where sw = 1) is transformed into t as t = Ms. At this
point, t may have tw 6= 1 due to, for example, perspective projection. Therefore, all
components in t are divided by tw to obtain a point u with uw = 1. For points inside
the view frustum, it holds that −1 ≤ ui ≤ 1, for i ∈ x, y, z, i.e., the point u is inside
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a unit cube. This is for the OpenGL type of projection matrices (Section 4.7). For
DirectX, the same holds, except that 0 ≤ uz ≤ 1. The planes of the frustum can be
derived directly from the rows of the composite transform matrix.

Focus for a moment on the volume on the right side of the left plane of the unit
cube, for which −1 ≤ ux. This is expanded below:

−1 ≤ ux ⇐⇒ −1 ≤ tx
tw

⇐⇒ tx + tw ≥ 0 ⇐⇒

⇐⇒ (m0, · s) + (m3, · s) ≥ 0 ⇐⇒ (m0, +m3,) · s ≥ 0.

(22.26)

In the derivation, mi, denotes the ith row in M. The last step (m0,+m3,)·s ≥ 0 is,
in fact, denoting a (half) plane equation of the left plane of the view frustum. This is so
because the left plane in the unit cube has been transformed back to world coordinates.
Also note that sw = 1, which makes the equation a plane. To make the normal of the
plane point outward from the frustum, the equation must be negated (as the original
equation described the inside of the unit cube). This gives −(m3,+m0,)·(x, y, z, 1) = 0
for the left plane of the frustum (where we use (x, y, z, 1) instead to use a plane equation
of the form: ax+ by + cz + d = 0). To summarize, all the planes are

−(m3, +m0,) · (x, y, z, 1) = 0 [left],

−(m3, −m0,) · (x, y, z, 1) = 0 [right],

−(m3, +m1,) · (x, y, z, 1) = 0 [bottom],

−(m3, −m1,) · (x, y, z, 1) = 0 [top],

−(m3, +m2,) · (x, y, z, 1) = 0 [near],

−(m3, −m2,) · (x, y, z, 1) = 0 [far].

(22.27)

Code for doing this in OpenGL and DirectX is available on the web [600].

22.14.2 Frustum/Sphere Intersection

A frustum for an orthographic view is a box, so the overlap test in this case be-
comes a sphere/OBB intersection and can be solved using the algorithm presented
in Section 22.13.2. To further test whether the sphere is entirely inside the box, we
first check if the sphere’s center is between the box’s boundaries along each axis by
a distance greater than its radius. If it is between these in all three dimensions, it
is fully contained. For an efficient implementation of this modified algorithm, along
with code, see Arvo’s article [70].

Following the method for deriving a frustum/BV test, for an arbitrary frustum we
select the center of the sphere as the point p to trace. This is shown in Figure 22.26.
If the sphere, with radius r, is moved along the inside and along the outside of the
frustum and as close to the frustum as possible, then the trace of p gives us the
volumes that are needed to reformulate the frustum/sphere test. The actual volumes
are shown in the middle segment of Figure 22.26. As before, if p is outside the orange
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Figure 22.26. At the left, a frustum and a sphere are shown. The exact frustum/sphere test can
be formulated as testing p against the orange and violet volumes in the middle figure. At the right
is a reasonable approximation of the volumes in the middle. If the center of the sphere is located
outside a rounded corner, but inside all outer planes, it will be incorrectly classified as intersecting,
even though it is outside the frustum.

volume, then the sphere is outside the frustum. If p is inside the violet area, then
the sphere is completely inside the frustum. If the point is inside the orange area, the
sphere intersects the frustum sides planes. In this way, the exact test can be done.
However, for the sake of efficiency we use the approximation that appears on the right
side of Figure 22.26. Here, the orange volume has been extended in order to avoid the
more complicated computations that the rounded corners would require. Note that
the outer volume consists of the planes of the frustum moved r distance units outward
in the direction of the frustum plane normal, and that the inner volume can be created
by moving the planes of the frustum r distance units inward in the direction of the
frustum plane normals.

Assume that the plane equations of the frustum are such that the positive half-
space is located outside of the frustum. Then, an actual implementation would loop
over the six planes of the frustum, and for each frustum plane, compute the signed
distance from the sphere’s center to the plane. This is done by inserting the sphere
center into the plane equation. If the distance is greater than the radius r, then the
sphere is outside the frustum. If the distances to all six planes are less than −r, then
the sphere is inside the frustum; otherwise the sphere intersects it. More correctly, we
say that the sphere intersects the frustum, but the sphere center may be located in
one of the sharp corner areas outside the rounded corners shown in Figure 22.26. This
would mean that the sphere is outside the frustum, but we report it to be intersecting,
to be conservatively correct.

To make the test more accurate, it is possible to add extra planes for testing if the
sphere is outside. However, for the purposes of quickly culling out scene-graph nodes,
occasional false hits simply cause unnecessary testing, not algorithm failure, and this
additional testing will cost more time overall. Another more accurate, though still
imprecise, method is described in Section 20.3, useful for when these sharp corner
areas are significant.
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For efficient shading techniques, the frusta are often highly asymmetrical and a spe-
cial method for that is described in Figure 20.7 on page 895. Assarsson and Möller [83]
provide a method that eliminates three planes from each test by dividing the frustum
into octants and finding in which octant the center of the object is located.

22.14.3 Frustum/Box Intersection

If the view’s projection is orthographic (i.e., the frustum has a box shape), precise
testing can be done using OBB/OBB intersection testing (Section 22.13.5). For gen-
eral frustum/box intersection testing, there are two methods commonly used. One
simple method is to transform all eight box corners to the frustum’s coordinate sys-
tem by using the view and projection matrices for the frustum. Perform clip testing
for the canonical view volume that extends [−1, 1] along each axis (Section 4.7.1). If
all points are outside one boundary, the box is rejected; if all are in, the box is fully
contained [529]. As this method emulates clipping, it can be used for any object de-
limited by a set of points, such as a line segment, triangle, or k-DOP. An advantage of
this method is that no frustum plane extraction is needed. Its self-contained simplicity
lends it to efficient use in a compute shader [1883, 1884].

A method that is considerably more efficient on the CPU is to use the plane/box
intersection test described in Section 22.10. Like the frustum/sphere test, the OBB
or AABB is checked against the six view frustum planes. Instead of computing the
signed distance of all eight corners from a plane, in the plane/box test we check at
most two corners, determined by the plane’s normal. If the nearest corner is outside
the plane, the box is fully outside and testing can end early. If the farthest corner
for every plane is inside, then the box is contained inside the frustum. Note that
the dot product distance computations for the near and far planes can be shared,
since these planes are parallel. The only additional cost for this second method is
that the frustum’s planes must first be derived, a trivial expense if a few boxes are to
be tested.

Like the frustum/sphere algorithm, the test suffers from classifying boxes as inter-
secting that are actually fully outside. Those kinds of errors are shown in Figure 22.27.
Qúılez [1452] notes that this can happen more frequently with fixed-size terrain meshes
or other large objects. When an intersection is reported, his solution is to then also
test the corners of the frustum against each of the planes forming the bounding box.
If all points are outside a box’s plane, the frustum and box do not intersect. This
additional test is equivalent to the second part of the separating axis test, where the
axis tested is orthogonal to the second object’s faces. That said, such additional test-
ing can be more costly than the benefits accrued. For his GIS renderer, Eng [425]
found that this optimization cost 2 ms per frame of CPU time to save only a few
draw calls.

Wihlidal [1884] goes the other direction with frustum culling, using only the four
frustum side planes and not performing the near and far plane cull tests. He notes
that these two planes do not help much in video games. The near plane is mostly
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Figure 22.27. The bold black lines are the planes of the frustum. When testing the box (left) against
the frustum using the presented algorithm, the box can be incorrectly classified as intersecting when
it is outside. For the situation in the figure, this happens when the box’s center is located in the red
areas.

redundant, since the side planes trim out almost all the space it does, and the far
plane is normally set to view all objects in the scene.

Another approach is to use the separating axis test (found in Section 22.13) to
derive an intersection routine. Several authors use the separating axis test for a general
solution for two convex polyhedra [595, 1574]. A single optimized test can then be
used for any combination of line segments, triangles, AABBs, OBBs, k-DOPs, frusta,
and convex polyhedra.

22.15 Line/Line Intersection
In this section, both two- and three-dimensional line/line intersection tests are derived
and examined. Lines, rays, and line segments are intersected with one another, and
methods that are both fast and elegant are described.

22.15.1 Two Dimensions

First Method
From a theoretical viewpoint, this first method of computing the intersection between
a pair of two-dimensional lines is truly beautiful. Consider two lines, r1(s) = o1+ sd1

and r2(t) = o2+ td2. Since a ·a⊥ = 0 (the perp dot product [735] from Section 1.2.1),
the intersection calculations between r1(s) and r2(t) become elegant and simple. Note
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that all vectors are two-dimensional in this section:

1 : r1(s) = r2(t)
⇐⇒

2 : o1 + sd1 = o2 + td2

⇐⇒
3 :

{
sd1 · d⊥

2 = (o2 − o1) · d⊥
2

td2 · d⊥
1 = (o1 − o2) · d⊥

1

⇐⇒

4 :







s =
(o2 − o1) · d⊥

2

d1 · d⊥
2

t =
(o1 − o2) · d⊥

1

d2 · d⊥
1

(22.28)

If d1 · d⊥
2 = 0, then the lines are parallel and no intersection occurs. For lines of

infinite length, all values of s and t are valid, but for line segments (with normalized
directions), say of length l1 and l2 (starting at s = 0 and t = 0 and ending at s = l1
and t = l2), we have a valid intersection if and only if 0 ≤ s ≤ l1 and 0 ≤ t ≤ l2. Or,
if you set o1 = p1 and d1 = p2 − p1 (meaning that the line segment starts at p1 and
ends at p2) and do likewise for r2 with start and end points q1 and q2, then a valid
intersection occurs if and only if 0 ≤ s ≤ 1 and 0 ≤ t ≤ 1. For rays with origins, the
valid range is s ≥ 0 and t ≥ 0. The point of intersection is obtained either by plugging
s into r1 or by plugging t into r2.

Second Method
Antonio [61] describes another way of deciding whether two line segments (i.e., of finite
length) intersect by doing more compares and early rejections and by avoiding the
expensive calculations (divisions) in the previous formulae. This method is therefore
faster. The previous notation is used again, i.e., the first line segment goes from
p1 to p2 and the second from q1 to q2. This means r1(s) = p1 + s(p2 − p1) and
r2(t) = q1 + t(q2 − q1). The result from Equation 22.28 is used to obtain a solution
to r1(s) = r2(t): 





s =
−c · a⊥
b · a⊥ =

c · a⊥
a · b⊥

=
d

f
,

t =
c · b⊥

a · b⊥
=

e

f
.

(22.29)

In Equation 22.29, a = q2 − q1, b = p2 − p1, c = p1 − q1, d = c · a⊥, e = c · b⊥,
and f = a · b⊥. The simplification step for the factor s comes from the fact that
a⊥ · b = −b⊥ · a and a · b⊥ = b⊥ · a. If a · b⊥ = 0, then the lines are collinear.
Antonio [61] observes that the denominators for both s and t are the same, and that,
since s and t are not needed explicitly, the division operation can be omitted. Define
s = d/f and t = e/f . To test if 0 ≤ s ≤ 1 the following code is used:
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1 : if(f > 0)
2 : if(d < 0 or d > f) return NO INTERSECTION;
3 : else
4 : if(d > 0 or d < f) return NO INTERSECTION;

After this test, it is guaranteed that 0 ≤ s ≤ 1. The same is then done for t = e/f
(by replacing d by e in the code). If the routine has not returned after this test, the
line segments do intersect, since the t-value is then also valid.

Source code for an integer version of this routine is available on the web [61], and
is easily converted for use with floating point numbers.

22.15.2 Three Dimensions

Say we want to compute in three dimensions the intersection between two lines (defined
by rays, Equation 22.1). The lines are again called r1(s) = o1 + sd1 and r2(t) =
o2 + td2, with no limitation on the value of t. The three-dimensional counterpart of
the perp dot product is, in this case, the cross product, since a× a = 0, and therefore
the derivation of the three-dimensional version is much like that of the two-dimensional
version. The intersection between two lines is derived below:

1 : r1(s) = r2(t)

⇐⇒
2 : o1 + sd1 = o2 + td2

⇐⇒

3 :

{
sd1 × d2 = (o2 − o1)× d2

td2 × d1 = (o1 − o2)× d1

⇐⇒

4 :

{
s(d1 × d2) · (d1 × d2) =

(
(o2 − o1)× d2

)
· (d1 × d2)

t(d2 × d1) · (d2 × d1) =
(
(o1 − o2)× d1

)
· (d2 × d1)

⇐⇒

5 :







s =
det(o2 − o1,d2,d1× d2)

||d1 × d2||2

t =
det(o2 − o1,d1,d1× d2)

||d1 × d2||2

(22.30)

Step 3 comes from subtracting o1 (o2) from both sides and then crossing with d2

(d1), and Step 4 is obtained by dotting with d1 × d2 (d2 × d1). Finally, Step 5, the
solution, is found by rewriting the right sides as determinants (and changing some
signs in the bottom equation) and then by dividing by the term located to the right
of s (t).
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Goldman [548] notes that if the denominator ||d1 × d2||2 equals 0, then the lines
are parallel. He also observes that if the lines are skew (i.e., they do not share a
common plane), then the s and t parameters represent the points of closest approach.

If the lines are to be treated like line segments, with lengths l1 and l2 (assuming
the direction vectors d1 and d2 are normalized), then check whether 0 ≤ s ≤ l1 and
0 ≤ t ≤ l2 both hold. If not, then the intersection is rejected.

Rhodes [1490] gives an in-depth solution to the problem of intersecting two lines or
line segments. He gives robust solutions that deal with special cases, and he discusses
optimizations and provides source code.

22.16 Intersection between Three Planes
Given three planes, each described by a normalized normal vector, ni, and an arbi-
trary point on the plane, pi, i = 1, 2, and 3, the unique point, p, of intersection
between those planes is given by Equation 22.31 [549]. Note that the denominator,
the determinant of the three plane normals, is zero if two or more planes are parallel:

p =
(p1 · n1)(n2 × n3) + (p2 · n2)(n3 × n1) + (p3 · n3)(n1 × n2)

|n1 n2 n3|
. (22.31)

This formula can be used to compute the corners of a BV consisting of a set of planes.
An example is a k-DOP, which consists of k plane equations. Equation 22.31 can
calculate the corners of the convex polyhedron if it is fed with the proper planes.

If, as is usual, the planes are given in implicit form, i.e., πi : ni ·x+di = 0, then we
need to find the points pi in order to be able to use the equation. Any arbitrary point
on the plane can be chosen. We compute the point closest to the origin, since those
calculations are inexpensive. Given a ray from the origin pointing along the plane’s
normal, intersect this with the plane to get the point closest to the origin:

ri(t) = tni

ni · x+ di = 0

}

⇒

ni · ri(t) + di = 0 ⇐⇒ tni · ni + di = 0 ⇐⇒ t = −di
⇒

pi = ri(−di) = −dini.

(22.32)

This result should not come as a surprise, since di in the plane equation simply
holds the perpendicular, negative distance from the origin to the plane (the normal
must be of unit length if this is to be true).

Further Reading and Resources

Ericson’s Real-Time Collision Detection [435] and Eberly’s 3D Game Engine De-
sign [404] cover a wide variety of object/object intersection tests and hierarchy traver-
sal methods, along with much else, and include source code. Schneider and Eberly’s
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Geometric Tools for Computer Graphics [1574] provides many practical algorithms
for two- and three-dimensional geometric intersection testing. The open-access Jour-
nal of Computer Graphics Techniques publishes improved algorithms and code for
intersection testing. The older Practical Linear Algebra [461] is a good source for
two-dimensional intersection routines and many other geometric manipulations useful
in computer graphics. The Graphics Gems series [72, 540, 695, 902, 1344] includes
many different kinds of intersection routines, and code is available on the web. The
free Maxima [1148] software is good for manipulating equations and deriving formu-
lae. This book’s website includes a page, realtimerendering.com/intersections.html,
summarizing resources available for many object/object intersection tests.



http://taylorandfrancis.com


Chapter 23

Graphics Hardware

“When we get the final hardware, the performance
is just going to skyrocket.”

—J. Allard

Although graphics hardware is evolving at a rapid pace, there are some general con-
cepts and architectures that are commonly used in its design. Our goal in this chapter
is to give an understanding of the various hardware elements of a graphics system
and how they relate to one another. Other parts of the book discuss their use with
particular algorithms. Here, we present hardware on its own terms. We begin by
describing how to rasterize lines and triangles, which is followed by a presentation of
how the massive compute capabilities of a GPU work and how tasks are scheduled,
including dealing with latency and occupancy. We then discuss memory systems,
caching, compression, color buffering, and everything related to the depth system in
a GPU. Details about the texture system are then presented, followed by a section
about architecture types for GPUs. Case studies of three different architectures are
presented in Section 23.10, and finally, ray tracing architectures are briefly discussed.

23.1 Rasterization
An important feature of any GPU is its speed at drawing triangles and lines. As
described in Section 2.4, rasterization consists of triangle setup and triangle traversal.
In addition, we will describe how to interpolate attributes over a triangle, which is
closely tied to triangle traversal. We end with conservative rasterization, which is an
extension of standard rasterization.

Recall that the center of a pixel is given by (x+0.5, y+0.5), where x ∈ [0,W−1] and
y ∈ [0, H − 1] are integers, and W ×H is the screen resolution, e.g., 3840× 2160. Let
the non-transformed vertices be called vi, i ∈ {0, 1, 2} and the transformed vertices,
including projection but excluding division by w, be qi = Mvi. The two-dimensional
screen-space coordinates are then pi =

(
(qix/qiw + 1)W/2, (qiy/qiw + 1)H/2

)
, i.e.,

the perspective divide by the w-component is performed and the value is scaled and
translated to match screen resolution. This setup is illustrated in Figure 23.1. As can
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(0,0)

(16,8)

(0.5,0.5)

(1,1)
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0

x

y
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Figure 23.1. A triangle, with three two-dimensional vertices p0, p1, and p2 in screen space. The
size of the screen is 16 × 8 pixels. Notice that the center of a pixel (x, y) is (x + 0.5, y + 0.5). The
normal vector (scaled in length by 0.25) for the bottom edge is shown in red. Only the green pixels
are inside the triangle. Helper pixels, in yellow, belong to quads (2 × 2 pixels) where at least one
pixel is considered inside, and where the helper pixel’s sample point (center) is outside the triangle.
Helper pixels are needed to compute derivatives using finite differences.

be seen, the pixel grid is divided into groups of 2× 2 pixels, called quads. To be able
to compute derivatives, which are needed for texture level of detail (Section 23.8),
pixel shading is computed for all quads where at least one pixel is inside the triangle
(also discussed in Section 3.8). This is a central design of most, if not all, GPUs
and influences many of the following stages. The smaller the triangle, the greater
the ratio of helper pixels to pixels inside the triangle. This relationship means that
small triangles are expensive (in proportion to triangle area) when performing pixel
shading. The worst scenario is a triangle covering a single pixel, which means that
it needs three helper pixels. The number of helper pixels is sometimes referred to as
quad overshading .

To determine whether a pixel center, or any other sample position, is inside a
triangle, the hardware uses an edge function for each triangle edge [1417]. These are
based on line equations, i.e.,

n ·
(
(x, y)− p

)
= 0, (23.1)

where n is a vector, sometimes called the normal of the edge, which is orthogonal to the
edge, and p is a point on the line. Such equations can be rewritten as ax+ by+ c = 0.
Next, we will derive the edge function e2(x, y) through p0 and p1. The edge vector
is p1 − p0, and so the normal is that edge rotated 90 degrees counterclockwise, i.e.,
n2 = (−(p1y − p0y), p1x − p0x), which points to the inside of the triangle, as shown in
Figure 23.1. By inserting n2 and p0 into Equation 23.1, e2(x, y) becomes

e2(x, y) = −(p1y − p0y)(x− p0x) + (p1x − p0x)(y − p0y)

= −(p1y − p0y)x+ (p1x − p0x)y + (p1y − p0y)p0x − (p1x − p0x)p0y

= a2x+ b2y + c2. (23.2)
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For points (x, y) exactly on an edge, we have e(x, y) = 0. Having the normal point
to the inside of the triangle means that e(x, y) > 0 for points that are on the same
side of the edge as the normal points. The edge divides the space into two parts and
e(x, y) > 0 is sometimes called the positive half-space and e(x, y) < 0 is called the
negative half-space. These properties can be exploited to determine whether a point
is inside a triangle or not. Call the edges of the triangle ei, i ∈ {0, 1, 2}. If a sample
point (x, y) is inside the triangle or on the edges, then it must hold that ei(x, y) ≥ 0
for all i.

It is often required by the graphics API specification that the floating point vertex
coordinates in screen space are converted to fixed-point coordinates. This is enforced
in order to define tie-breaker rules (described later) in a consistent manner. It can
also make the inside test for a sample more efficient. Both pix and piy can be stored
in, for example, 1.14.8 bits, i.e., 1 sign bit, 14 bits for the integer coordinates, and
8 bits for the fractional position inside a pixel. In this case, this means that there can
be 28 possible positions in both x and y inside a pixel, and the integer coordinates
must be in the range of [−(214 − 1), 214 − 1]. In practice, this snapping is done before
the edge equations are computed.

Another important feature of edge functions is their incremental property. Assume
we have evaluated an edge function at a certain pixel center (x, y) = (xi+0.5, yi+0.5),
where (xi, yi) are integer pixel coordinates, i.e., we have evaluated e(x, y) = ax+by+c.
To evaluate the pixel to the right, for example, we want to compute e(x+1, y), which
can be rewritten as

e(x+ 1, y) = a(x+ 1) + by + c = a+ ax+ by + c = a+ e(x, y), (23.3)

i.e., this is just the edge function evaluated at the current pixel, e(x, y), plus a. Similar
reasoning can be applied in the y-direction, and these properties are often exploited
to quickly evaluate the three edge equations in a small tile of pixels, e.g., 8× 8 pixels,
to “stamp” out a coverage mask with one bit per pixel indicating whether the pixel
is inside or not. This type of hierarchical traversal is explained a little later in this
section.

It is important to consider what happens when an edge or vertex goes exactly
through a pixel center. For example, assume that two triangles share an edge and this
edge goes through a pixel center. Should it belong to the first triangle, the second, or
even both? From an efficiency perspective, both is the wrong answer since the pixel
would first be written to by one of the triangles and then overwritten by the other
triangle. For this purpose, it is common to use a tie-breaker rule, and here we present
the top-left rule used in DirectX. Pixels where ei(x, y) > 0, for all i ∈ {0, 1, 2}, are
always considered to be inside. The top-left rule comes into play when an edge goes
through a pixel. The pixel is considered inside if its center lies on an edge that is
either a top edge or a left edge. An edge is a top edge if it is horizontal and the other
edges are below it. An edge is a left edge if it is non-horizontal and is on the left
side of the triangle, which means that a triangle can have at most two left edges. It
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e(x,y) > 0n = (a,b)

e(x,y) < 0

x

y

e(x,y) = 0

Figure 23.2. The negative half-space, e(x, y) < 0, of an edge function is always considered to be
outside the triangle. Here, the corners of a 4×4 pixel tile are projected onto the edge’s normal. Only
the corner with the black circle needs to be tested against this edge, since its projection onto n is
greatest. It then can be concluded that this tile is outside the triangle.

is simple to detect whether an edge is top or left. A top edge has a = 0 (horizontal)
and b < 0, while a left edge has a > 0. The entire test to determine if a sample point
(x, y) is inside a triangle is sometimes referred to as an inside test.

We have not yet explained how lines can be traversed. In general, a line can be
rendered as an oblong, pixel-wide rectangle, which either can be composed of two
triangles or an additional edge equation can be used for the rectangle. The advantage
of such designs is that the same hardware for edge equations is used also for lines.
Points are drawn as quadrilaterals.

To improve efficiency, it is common to perform triangle traversal in a hierarchical
manner [1162]. Typically, the hardware computes the bounding box of the screen-
space vertices, and then determines which tiles are inside the bounding box and also
overlap with the triangle. Determining whether a tile is outside an edge can be done
with a technique that is a two-dimensional version of the AABB/plane test from
Section 22.10.1. The general principle is shown in Figure 23.2. To adapt this to tiled
triangle traversal, one can first determine which tile corner should be tested against
an edge before traversal starts [24]. The tile corner to use is the same for all tiles
for a particular edge, since the closest tile corner only depends on the edge normal.
The edge equations are evaluated for these predetermined corners, and if this selected
corner is outside its edge, then the entire tile is outside and the hardware does not
need to perform any per-pixel inside tests in that tile. To move to a neighboring tile,
the incremental property described above can be used per tile. For example, to move
horizontally by 8 pixels to the right, one needs to add 8a.

With a tile/edge intersection test in place, it is possible to hierarchically traverse a
triangle. This is shown in Figure 23.3. The tiles need to be traversed in some order as
well, and this can be done in zigzag order or using some space-filling curve [1159], both
of which tend to increase coherency. Additional levels in the hierarchical traversal can
be added if needed. For example, one can first visit 16 × 16 tiles, and for each such
tile that is overlapping the triangle, 4× 4 subtiles are then tested [1599].
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2 3 4

6

1

5
Figure 23.3. A possible traversal order when using tiled traversal with 4 × 4 pixel tiles. Traversal
starts at the top left in this example, and continues to the right. Each of the top tiles overlap
with the triangle, though the top right tile has no pixels it. Traversal continues to the tile directly
below, which is completely outside, and so no per-pixel inside tests are needed there. Traversal then
continues to the left, and the following two tiles are found to overlap the triangle, while the bottom
left tile does not.

The main advantage of tiled traversal over, say, traversing the triangle in scanline
order, is that pixels are processed in a more coherent manner, and as a consequence,
texels also are visited more coherently. It also has the benefit of exploiting locality
better when accessing color and depth buffers. Consider, for example, a large triangle
being traversed in scanline order. Texels are cached, so that the most recently accessed
texels remain in the cache for reuse. Assume that mipmapping is used for texturing,
which increases the level of reuse from the texels in the cache. If we access pixels
in scanline order, the texels used at the beginning of the scanline are likely already
evicted from the cache when the end of the scanline is reached. Since it is more efficient
to reuse texels in the cache, versus fetching them from memory repeatedly, triangles
are often traversed in tiles [651, 1162]. This gives a great benefit for texturing [651],
depth buffering [679], and color buffering [1463]. In fact, textures and depth and
color buffers are also stored in tiles much for the same reasons. This will be discussed
further in Section 23.4.

Before triangle traversal starts, GPUs typically have a triangle setup stage. The
purpose of this stage is to compute factors that are constant over the triangle so that
traversal can proceed efficiently. For example, the edge equations’ (Equation 23.2)
constants ai, bi, ci, i ∈ {0, 1, 2}, of a triangle are computed here once and then used
in the entire traversal step for the current triangle. Triangle setup is also responsible
for computing constants related to attribute interpolation (Section 23.1.1). As the
discussion continues, we will also discover other constants than can be computed once
in the triangle setup.

By necessity, clipping is done before triangle setup since clipping may generate
more triangles. Clipping a triangle against the view volume in clip space is an ex-
pensive process, and so GPUs avoid doing this if not absolutely necessary. Clipping
against the near plane is always needed, and this can generate either one or two trian-
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guard-band

culled

clipped

visible
screen

Figure 23.4. Guard-bands to attempt to avoid full clipping. Assume that the guard-band region is
±16K pixels in both x and y. The screen in the middle is then approximately 6500 × 4900 pixels,
which indicates that these triangles are huge. The two green triangles at the bottom are culled either
as part of triangle setup or in previous steps. The common case is the blue triangle in the middle,
which intersects the screen area and is fully inside the guard-band. No full clipping operation is
needed, since just the visible tiles are processed. The red triangles are outside the guard band and
intersect the screen area, and so these need clipping. Note that the red triangle to the right is clipped
into two triangles.

gles. For the edges of the screen, most GPUs then use guard-band clipping , a simpler
scheme that avoids the more complex full clip process. The algorithm is visualized in
Figure 23.4.

23.1.1 Interpolation

In Section 22.8.1, barycentric coordinates were generated as a byproduct of computing
the intersection of a ray and a triangle. Any per-vertex attribute, ai, i ∈ {0, 1, 2}, can
be interpolated using the barycentric coordinates (u, v) as

a(u, v) = (1− u− v)a0 + ua1 + va2, (23.4)

where a(u, v) is the interpolated attribute at (u, v) over the triangle. The definitions
of the barycentric coordinates are

u =
A1

A0 +A1 +A2
, v =

A2

A0 +A1 +A2
, (23.5)

where Ai are the areas of the subtriangles shown on the left in Figure 23.5. The third
coordinate w = A0/(A0 +A1 +A2) is part of the definition as well, which shows that
u+ v + w = 1, i.e., w = 1− u− v. We use the term 1− u− v here instead of w.

The edge equation in Equation 23.2 can be expressed using the normal of the edge,
n2 = (a2, b2), as

e2(x, y) = e2(p) = n2 ·
(
(x, y)− p0

)
= n2 · (p− p0), (23.6)
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Figure 23.5. Left: a triangle with scalar attributes (a0, a1, a2) at the vertices. The barycentric
coordinates at the point p are proportional to the signed areas (A1, A2, A0). Middle: illustration of
how the barycentric coordinates (u, v) change over the triangle. Right: the length of the normal n2

is the edge p0p1 rotated 90 degrees counterclockwise. The area A2 is then bh/2.

where p = (x, y). From the definition of the dot product, this can be rewritten as

e2(p) = ||n2|| ||p− p0|| cosα, (23.7)

where α is the angle between n2 and p − p0. Note that b = ||n2|| is equal to the
length of the edge p0p1, since n2 is the edge rotated 90 degrees. The geometric
interpretation of the second term, ||p−p0|| cosα, is the length of the vector obtained
when projecting p − p0 onto n2, and that length is exactly the height, h, of the
subtriangle whose area is A2. This is shown on the right in Figure 23.5. Noteworthy,
then, we have e2(p) = ||n2|| ||p − p0|| cosα = bh = 2A2, which is excellent since we
need the areas of the subtriangles in order to compute the barycentric coordinates.
This means that

(
u(x, y), v(x, y)

)
=

(
A1, A2

)

A0 +A1 +A2
=

(
e1(x, y), e2(x, y)

)

e0(x, y) + e1(x, y) + e2(x, y)
. (23.8)

The triangle setup often computes 1/(A0 + A1 + A2) since the area of the triangle
does not change, which also avoids the division for each pixel. So, when we traverse
a triangle using the edge equations, we get all terms of Equation 23.8 as a byproduct
of the inside tests. These are useful when interpolating depth, as we will see, or for
orthogonal projections, but for perspective projection, barycentric coordinates do not
generate the expected results, as illustrated in Figure 23.6.

Perspective-correct barycentric coordinates require a division per pixel [163, 694].
The derivation [26, 1317] is omitted here, and instead we summarize the most impor-
tant results. Since linear interpolation is inexpensive, and we know how to compute
(u, v), we would like to use linear interpolation in screen space as much as possible,
even for perspective correction. Somewhat surprisingly, it turns out that it is possible
to linearly interpolate both a/w and 1/w over the triangle, where w is the fourth
component of a vertex after all transforms. Recovering the interpolated attribute, a,
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projection

plane

projection

plane

Figure 23.6. Left: in perspective, the projected image of geometry shrinks with distance. Middle:
an edge-on triangle projection. Note how the upper half of the triangle covers a smaller portion on
the projection plane than the lower half. Right: a quadrilateral with a checkerboard texture. The
top image was rendered using barycentric coordinates for texturing, while the bottom image used
perspective-correct barycentric coordinates.

is a matter of using these two interpolated values,

linearly interpolated
︷︸︸︷

a/w

1/w
︸︷︷︸

linearly interpolated

=
aw

w
= a. (23.9)

This is the per-pixel division that was mentioned earlier.
A concrete example shows the effect. Say we interpolate along a horizontal triangle

edge, with a0 = 4 at the left end and a1 = 6 at the right. What is the value for the
midpoint between these two endpoints? For orthographic projection (or when the w
values at the endpoints match), the answer is simply a = 5, the value halfway between
a0 and a1.

Say instead that the w values for the endpoints are w0 = 1 and w1 = 3. In this
case we need to interpolate twice, to get a/w and 1/w. For a/w, the left endpoint is
4/1 = 4 and the right is 6/3 = 2, so the midpoint value is 3. For 1/w we have 1/1 and
1/3, so the midpoint is 2/3. Dividing 3 by 2/3 gives us a = 4.5 for the perspective
midpoint value.

In practice, we often need to interpolate several attributes using perspective cor-
rection over a triangle. Therefore, it is common to compute perspective-correct ba-
rycentric coordinates, which we denote (ũ, ṽ), and then use these for all attribute
interpolation. To this end, we introduce the following helper functions [26]:

f0(x, y) =
e0(x, y)

w0
, f1(x, y) =

e1(x, y)

w1
, f2(x, y) =

e2(x, y)

w2
. (23.10)

Note that since e0(x, y) = a0x + b0y + c0, the triangle setup can compute and store
a0/w0 and other similar terms to make evaluation per pixel faster. Alternatively, all
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fi-functions can be multiplied by w0w1w2; e.g., we store w1w2f0(x, y), w0w2f1(x, y),
and w0w1f2(x, y) [1159]. The perspective-correct barycentric coordinates are

(
ũ(x, y), ṽ(x, y)

)
=

(
f1(x, y), f2(x, y)

)

f0(x, y) + f1(x, y) + f2(x, y)
, (23.11)

which need to be computed once per pixel and can then be used to interpolate any
attribute with correct perspective foreshortening. Note that these coordinates are not
proportional to the areas of the subtriangles as is the case for (u, v). In addition, the
denominator is not constant, as is the case for barycentric coordinates, which is the
reason why this division must be performed per pixel.

Finally, note that since depth is z/w, we can see in Equation 23.10 that we should
not use those equations since they already are divided by w. Hence, zi/wi should
be computed per vertex, and then linearly interpolated using (u, v). This has several
advantages, e.g., for compression of depth buffers (Section 23.7).

23.1.2 Conservative Rasterization

From DirectX 11 and through using extensions in OpenGL, a new type of triangle
traversal called conservative rasterization (CR) is available. CR comes in two types
called overestimated CR (OCR) and underestimated CR (UCR). Sometimes they are
also called outer-conservative rasterization and inner-conservative rasterization. These
are illustrated in Figure 23.7.

Loosely speaking, all pixels that overlap or are inside a triangle are visited with
OCR and only pixels that are fully inside the triangle are visited with UCR. Both
OCR and UCR can be implemented using tiled traversal by shrinking the tile size to
one pixel [24]. When no support is available in hardware, one can implement OCR
using the geometry shader or using triangle expansion [676]. For more information
about CR, we refer to the specifications of the respective API. CR can be useful for
collision detection in image space, occlusion culling, shadow computations [1930], and
antialiasing, among other algorithms.

Figure 23.7. Conservative rasterization of a triangle. All colored pixels belong to the triangle when
using outer-conservative rasterization. The yellow and green pixels are inside the triangle using
standard rasterization, and only the green pixels are generated using inner-conservative rasterization.



1002 23. Graphics Hardware

Finally, we note that all types of rasterization act as a bridge between geometry
and pixel processing. To compute the final locations of the triangle vertices and to
compute the final color of the pixels, a massive amount of flexible compute power is
needed in the GPU. This is explained next.

23.2 Massive Compute and Scheduling
To provide an enormous amount of compute power that can be used for arbitrary
computations, most, if not all, GPU architectures employ unified shader architectures
using SIMD-processing with multiple threads, sometimes called SIMT-processing or
hyperthreading. See Section 3.10 for a refresher on the terms thread, SIMD-processing,
warps, and thread groups. Note that we use the term warp, which is NVIDIA ter-
minology, but on AMD hardware these are instead called waves or wavefronts. In
this section, we will first look at a typical unified arithmetic logic unit (ALU) used
in GPUs.

An ALU is a piece of hardware optimized for executing a program for one entity,
e.g., a vertex or fragment, in this context. Sometimes we use the term SIMD lane
instead of ALU. A typical ALU for a GPU is visualized on the left in Figure 23.8.
The main compute units are a floating point (FP) unit and an integer unit. FP units
typically adhere to the IEEE 754 FP standard and support a fused-multiply and add
(FMA) instruction as one of its most complex instructions. An ALU typically also
contains move/compare and load/store capabilities and a branch unit, in addition to
transcendental operations, such as cosine, sine, and exponential. It should be noted,
however, that some of these may be located in separate hardware units on some
architectures, e.g., a small set of, say, transcendental hardware units may operate to
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Figure 23.8. Left: an example of an arithmetic logic unit built for execution of one item at a
time. The dispatch port receives information about the current instruction to be executed and the
operand collector reads the registers required by the instruction. Right: here, 8 × 4 ALUs have
been assembled together with several other hardware units into a block called a multiprocessor. The
32 ALUs, sometimes called SIMD lanes, would execute the same program in lock-step, i.e., they
constitute a SIMD engine. There is also a register file, an L1 cache, local data storage, texture units,
and special units for various instructions not handled in the ALUs.
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serve a larger number of ALUs. This could be the case for operations that are not
executed as often as others. These are grouped together in the special unit (SU)
block, shown on the right in Figure 23.8. The ALU architecture is usually built using
a few hardware pipeline stages, i.e., there are several actual blocks built in silicon
that are executed in parallel. For example, while the current instruction performs
a multiplication, the next instruction can fetch registers. With n pipeline stages,
the throughput can be increased by factor of n, ideally. This is often called pipeline
parallelism. Another important reason to pipeline is that the slowest hardware block
in a pipelined processor dictates the maximum clock frequency in which the block can
be executed. Increasing the number of pipeline stages makes the number of hardware
blocks per pipeline stage smaller, which usually makes it possible to increase the clock
frequency. However, to simplify the design, an ALU usually has few pipeline stages,
e.g., 4–10.

The unified ALU is different from a CPU core in that it does not have many
of the bells and whistles, such as branch prediction, register renaming, and deep
instruction pipelining. Instead, much of the chip area is spent on duplicating the
ALUs to provide massive compute power and on increased register file size, so that
warps can be switched in and out. For example, the NVIDIA GTX 1080 Ti has 3584
ALUs. For efficient scheduling of the work that is issued to the GPU, most GPUs
group ALUs in numbers of, say, 32. They are executed in lock-step, which means that
the entire set of 32 ALUs is a SIMD engine. Different vendors use different names for
such a group together with additional hardware units, and we use the general term
multiprocessor (MP). For example, NVIDIA uses the term streaming multiprocessor,
Intel uses execution unit, and AMD uses compute unit. An example of an MP is shown
on the right in Figure 23.8. An MP typically has a scheduler that dispatches work to
the SIMD engine(s), and there is also an L1 cache, local data storage (LDS), texture
units (TX), and a special unit for handling instructions not executed in the ALUs.
An MP dispatches instructions onto the ALUs, where the instructions are executed in
lock-step, i.e., SIMD-processing (Section 3.10). Note that the exact content of an MP
varies from vendor to vendor and from one architecture generation to the next.

SIMD-processing makes sense for graphics workloads since there are many of the
same, e.g., vertices and fragments, that execute the same program. Here, the ar-
chitecture exploits thread-level parallelism, i.e., the fact that vertices and fragments,
say, can execute their shaders independent of other vertices and fragments. Further-
more, with any type of SIMD/SIMT-processing, data-level parallelism is exploited
since an instruction is executed for all the lanes in the SIMD machine. There is also
instruction-level parallelism, which means that if the processor can find instructions
that are independent of each other, they can be executed at the same time, given that
there are resources that can execute in parallel.

Close to an MP is a (warp) scheduler that receives large chunks of work that are
to be executed on that MP. The task of the warp scheduler is to assign the work in
warps to the MP, allocate registers in the register file (RF) to the threads in the warp,
and then prioritize the work in the best possible way. Usually, downstream work has
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higher priority than upstream work. For example, pixel shading is at the end of the
programmable stages and has higher priority than vertex shading, which is earlier
in the pipeline. This avoids stalling, since stages toward the end are less likely to
block earlier stages. See Figure 3.2 on page 34 for a refresher on the graphics pipeline
diagram. An MP can handle hundreds or even thousands of threads in order to hide
latency of, for example, memory accesses. The scheduler can switch out the warp
currently executing (or waiting) on the MP for a warp that is ready for execution.
Since the scheduler is implemented in dedicated hardware, this can often be done
with zero overhead [1050]. For instance, if the current warp executes a texture load
instruction, which is expected to have long latency, the scheduler can immediately
switch out the current warp, replace it with another, and continue execution for that
warp instead. In this way, the compute units are better utilized.

Note that for pixel shading work, the warp scheduler dispatches several full quads,
since pixels are shaded at quad granularity in order to compute derivatives. This was
mentioned in Section 23.1 and will be discussed further in Section 23.8. So, if the
size of a warp is 32, then 32/4 = 8 quads can be scheduled for execution. There
is an architectural design choice here, where one can choose to lock an entire warp
to a single triangle, or to have the possibility of letting each quad in a warp belong
to a different triangle. The former is simpler to implement, but for smaller triangles,
efficiency suffers. The latter is more complex, but is more efficient for smaller triangles.

In general, MPs are also duplicated to obtain higher compute density on the chip,
and as a result, a GPU usually has a higher-level scheduler as well. Its task is then to
assign work to the different warp schedulers based on work that is submitted to the
GPU. Having many threads in a warp generally also means that the work for a thread
needs to be independent of the work of other threads. This is, of course, often the
case in graphics processing. For example, shading a vertex does not generally depend
on other vertices, and the color of a fragment is generally not dependent on other
fragments.

Note that there are many differences between architectures. Some of these will be
highlighted in Section 23.10, where a few different case studies are presented. At this
point, we know how rasterization is done and how shading can be computed using
many duplicated unified ALUs. A large remaining piece is the memory system, all the
related buffers, and texturing. These are the topics of the following sections starting at
Section 23.4, but first we present some more information about latency and occupancy.

23.3 Latency and Occupancy
In general, the latency is the time between making a query and receiving its result.
As an example, one may ask for the value at a certain address in memory, and the
time it takes from the query to getting the result is the latency. Another example is to
request a filtered color from a texture unit, which may take hundreds or possibly even
thousands of clock cycles from the time of the request until the value is available. This



23.3. Latency and Occupancy 1005

latency needs to be hidden for efficient usage of the compute resources in a GPU. If
these latencies are not hidden, memory accesses can easily dominate execution times.

One hiding mechanism for this is the multithreading part of SIMD-processing,
which is illustrated in Figure 3.1 on page 33. In general, there is a maximum number
of warps that an MP can handle. The number of active warps depends on register
usage and may also depend on usage of texture samplers, L1 caching, interpolants,
and other factors. Here, we define the occupancy, o, as

o =
wactive

wmax
, (23.12)

where wmax is the maximum number of warps allowed on an MP and wactive is the
number of currently active warps. That is, o is a measure of how well the compute
resources are kept in use. As an example, assume that wmax = 32, that a shader
processor has 256 kB registers, and that one shader program for a single thread uses
27 32-bit floating point registers and another uses 150. Furthermore, we assume that
register usage is what dictates the number of active warps. Assuming that SIMD width
is 32, we can compute the active number of warps for these two cases respectively as

wactive =
256 · 1024
27 · 4 · 32 ≈ 75.85, wactive =

256 · 1024
150 · 4 · 32 ≈ 13.65. (23.13)

In the first case, i.e., for the short program using 27 registers, wactive > 32, so the
occupancy is o = 1, which is ideal and therefore bodes well for hiding latency. However,
in the second case, wactive ≈ 13.65, so o ≈ 13.65/32 ≈ 0.43. Since there are fewer
active warps, the occupancy is lower, which may hinder latency hiding. Hence, it is
important to design an architecture with a well-balanced number of maximum warps,
maximum registers, and other shared resources.

Sometimes a too high occupancy can be counter-productive in that it may thrash
the caches if your shaders use many memory accesses [1914]. Another hiding mecha-
nism is to continue executing the same warp after a memory request, which is possible
if there are instructions that are independent of the result from the memory access.
While this uses more registers, it can sometimes be more efficient to have low occu-
pancy [1914]. An example is loop unrolling, which opens up for more possibilities for
instruction-level parallelism, because longer independent instruction chains are often
generated, which makes it possible to execute longer before switching warps. However,
this would also use more temporary registers. A general rule is to strive after higher
occupancy. Low occupancy means that it is less likely to be possible to switch to
another warp when a shader requests texture access, for example.

A different type of latency is that from reading back data from the GPU to CPU.
A good mental model is to think of the GPU and CPU as separate computers working
asynchronously, with communication between the two taking some effort. Latency
from changing the direction of the flow of information can seriously hurt performance.
When data are read back from the GPU, the pipeline may have to be flushed before
the read. During this time, the CPU is waiting for the GPU to finish its work. For
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architectures, such as Intel’s GEN architecture [844], where the GPU and CPU are on
the same chip and use a shared memory model, this type of latency is greatly reduced.
The lower-level caches are shared between the CPU and the GPU, while the higher-
level caches are not. The reduced latency of the shared caches allows different types of
optimization and other kinds of algorithms. For example, this feature has been used
to speed up ray tracing, where rays are communicated back and forth between the
graphics processor and the CPU cores at no cost [110].

An example of a read-back mechanism that does not produce a CPU stall is the
occlusion query. See Section 19.7.1. For occlusion testing, the mechanism is to perform
the query and then occasionally check the GPU to see if the results of the query are
available. While waiting for the results, other work can then be done on both the
CPU and GPU.

23.4 Memory Architecture and Buses
Here, we will introduce some terminology, discuss a few different types of memory
architectures, and then present compression and caching.

A port is a channel for sending data between two devices, and a bus is a shared
channel for sending data among more than two devices. Bandwidth is the term used to
describe throughput of data over the port or bus, and is measured in bytes per second,
B/s. Ports and buses are important in computer graphics architecture because, simply
put, they glue together different building blocks. Also important is that bandwidth is
a scarce resource, and so a careful design and analysis must be done before building a
graphics system. Since ports and buses both provide data transfer capabilities, ports
are often referred to as buses, a convention we will follow here.

For many GPUs, it is common to have exclusive GPU memory on the graphics
accelerator, and this memory is often called video memory. Access to this memory
is usually much faster than letting the GPU access system memory over a bus, such
as, for example, PCI Express (PCIe), used in PCs. Sixteen-lane PCIe v3 can provide
15.75 GB/s in both directions and PCIe v4 can provide 31.51 GB/s. However, the
video memory of the Pascal architecture for graphics (GTX 1080) provides 320 GB/s.

Traditionally, textures and render targets are stored in video memory, but it can
serve to store other data as well. Many objects in a scene do not appreciably change
shape from frame to frame. Even a human character is typically rendered with a
set of unchanging meshes that use GPU-side vertex blending at the joints. For this
type of data, animated purely by modeling matrices and vertex shader programs, it
is common to use static vertex and index buffers, which are placed in video memory.
Doing so makes for fast access by the GPU. For vertices that are updated by the CPU
each frame, dynamic vertex and index buffers are used, and these are placed in system
memory that can be accessed over a bus, such as PCI Express. One nice property of
PCIe is that queries can be pipelined, so that several queries can be requested before
results return.
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Figure 23.9. A simplified view of the memory architecture of Intel’s system-on-a-chip (SoC) Gen9
graphics architecture connected with CPU cores and a shared memory model. Note that the last-level
caches (LLCs) are shared between both the graphics processor and the CPU cores. (Illustration after
Junkins [844].)

Most game consoles, e.g., all Xboxes and the PLAYSTATION 4, use a unified
memory architecture (UMA), which means that the graphics accelerator can use any
part of the host memory for textures and different kinds of buffers [889]. Both the CPU
and the graphics accelerator use the same memory, and thus also the same bus. This
is clearly different from using dedicated video memory. Intel also uses UMA so that
memory is shared between the CPU cores and the GEN9 graphics architecture [844],
which is illustrated in Figure 23.9. However, not all caches are shared. The graphics
processor has its own set of L1 caches, L2 caches, and an L3 cache. The last-level cache
is the first shared resource in the memory hierarchy. For any computer or graphics
architecture, it is important to have a cache hierarchy. Doing so decreases the average
access time to memory, if there is some kind of locality in the accesses. In the following
section we discuss caching and compression for GPUs.

23.5 Caching and Compression
Caches are located in several different parts of each GPU, but they differ from archi-
tecture to architecture, as we will see in Section 23.10. In general, the goal of adding a
cache hierarchy to an architecture is to reduce memory latency and bandwidth usage
by exploiting locality of memory access patterns. That is, if the GPU accesses one
item, it is likely that it will access this same or a nearby item soon thereafter [715].
Most buffers and texture formats are stored in tiled formats, which also helps increase
locality [651]. Say that a cache line consists of 512 bits, i.e., 64 bytes, and that the
currently used color format uses 4 B per pixel. One design choice would then be to
store all the pixels inside a 4× 4 region, also called a tile, in 64 B. That is, the entire
color buffer would be split into 4× 4 tiles. A tile may also span several cache lines.
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Figure 23.10. Block diagrams of hardware techniques for compression and caching of render targets
in a GPU. Left: post-cache compression, where the compressor/decompressor hardware units are
located after (below) the cache. Right: pre-cache compression, where the compressor/decompressor
hardware units are located before (above) the cache.

To obtain an efficient GPU architecture, one needs to work on all fronts to reduce
bandwidth usage. Most GPUs contain hardware units that compress and decompress
render targets on the fly, e.g., as images are being rendered. It is important to realize
that these types of compression algorithms are lossless; that is, it is always possible to
reproduce the original data exactly. Central to these algorithms is what we call the
tile table, which has additional information stored for each tile. This can be stored on
chip or accessed through a cache via the memory hierarchy. Block diagrams for these
two types of systems are shown in Figure 23.10. In general, the same setup can be
used for depth, color, and stencil compression, sometimes with some modifications.
Each element in the tile table stores the state of a tile of pixels in the framebuffer. The
state of each tile can be either compressed, uncompressed, or cleared (discussed next).
In general there could also be different types of compressed blocks. For example, one
compressed mode might compress down to 25% and another to 50%. It is important
to realize that the levels of compression depend on the size of the memory transfers
that the GPU can handle. Say the smallest memory transfer is 32 B in a particular
architecture. If the tile size is chosen to be 64 B, then it would only be possible to
compress to 50%. However, with a tile size of 128 B, one can compress to 75% (96 B),
50% (64 B), and 25% (32 B).

The tile table is often also used to implement fast clearing of the render target.
When the system issues a clear of the render target, the state of each tile in the table
is set to cleared, and the framebuffer proper is not touched. When the hardware unit
accessing the render target needs to read the cleared render target, the decompressor
unit first checks the state in the table to see if the tile is cleared. If so, the render
target tile is placed in the cache with all values set to the clear value, without any
need to read and decompress the actual render target data. In this way, access to the
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render target itself is minimized during clears, which saves bandwidth. If the state is
not cleared, then the render target for that tile has to be read. The tile’s stored data
are read and, if compressed, passed through the decompressor before being sent on.

When the hardware unit accessing the render target has finished writing new val-
ues, and the tile is eventually evicted from the cache, it is sent to the compressor, where
an attempt is made at compressing it. If there are two compression modes, both could
be tried, and the one that can compress that tile with fewest bits is used. Since the
APIs require lossless render target compression, a fallback to using uncompressed data
is needed if all compression techniques fail. This also implies that lossless render target
compression never can reduce memory usage in the actual render target—such tech-
niques only reduce memory bandwidth usage. If compression succeeds, the tile’s state
is set to compressed and the information is sent in a compressed form. Otherwise, it
is sent uncompressed and the state is set to uncompressed.

Note that the compressor and decompressor units can be either after (called post-
cache) or before (pre-cache) the cache, as shown in Figure 23.10. Pre-cache compres-
sion can increase the effective cache size substantially, but it usually also increases
the complexity of the system [681] There are specific algorithms for compressing
depth [679, 1238, 1427] and color [1427, 1463, 1464, 1716]. The latter include re-
search on lossy compression, which, however, is not available in any hardware we
know of [1463]. Most of the algorithms encode an anchor value, which represents all
the pixels in a tile, and then the differences are encoded in different ways with respect
to that anchor value. For depth, it is common to store a set of plane equations [679]
or use a difference-of-differences technique [1238], which both give good results since
depth is linear in screen space.

23.6 Color Buffering
Rendering using the GPU involves accessing several different buffers, for example,
color, depth, and stencil buffers. Note that, though it is called a “color” buffer, any
sort of data can be rendered and stored in it.

The color buffer usually has a few color modes, based on the number of bytes
representing the color. These modes include:

• High color—2 bytes per pixel, of which 15 or 16 bits are used for the color, giving
32,768 or 65,536 colors, respectively.

• True color or RGB color—3 or 4 bytes per pixel, of which 24 bits are used for
the color, giving 16, 777, 216 ≈ 16.8 million different colors.

• Deep color—30, 36, or 48 bits per pixel, giving at least a billion different colors.

The high color mode has 16 bits of color resolution to use. Typically, this amount is
split into at least 5 bits each for red, green, and blue, giving 32 levels per color channel.
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Figure 23.11. As the rectangle is shaded from white to black, banding appears. Although each of the
32 grayscale bars has a solid intensity level, each can appear to be darker on the left and lighter on
the right due to the Mach band illusion.

This leaves one bit, which is usually given to the green channel, resulting in a 5-6-5
division. The green channel is chosen because it has the largest luminance effect on
the eye, and so requires greater precision. High color has a speed advantage over true
and deep color. This is because 2 bytes of memory per pixel may usually be accessed
more quickly than three or more bytes per pixel. That said, the use of high color
mode is quite rare to non-existent at this point. Differences in adjacent color levels
are easily discernible with only 32 or 64 levels of color in each channel. This problem is
sometimes called banding or posterization. The human visual system further magnifies
these differences due to a perceptual phenomenon called Mach banding [543, 653]. See
Figure 23.11. Dithering [102, 539, 1081], where adjacent levels are intermingled, can
lessen the effect by trading spatial resolution for increased effective color resolution.
Banding on gradients can be noticeable even on 24-bit monitors. Adding noise to the
framebuffer image can be used to mask this problem [1823].

True color uses 24 bits of RGB color, 1 byte per color channel. On PC systems, the
ordering is sometimes reversed to BGR. Internally, these colors are often stored using
32 bits per pixel, because most memory systems are optimized for accessing 4-byte
elements. On some systems the extra 8 bits can also be used to store an alpha channel,
giving the pixel an RGBA value. The 24-bit color (no alpha) representation is also
called the packed pixel format, which can save framebuffer memory in comparison to
its 32-bit, unpacked counterpart. Using 24 bits of color is almost always acceptable
for real-time rendering. It is still possible to see banding of colors, but much less likely
than with only 16 bits.

Deep color uses 30, 36, or 48 bits per color for RGB, i.e., 10, 12, or 16 bits per
channel. If alpha is added, these numbers increase to 40/48/64. HDMI 1.3 on supports
all 30/36/48 modes, and the DisplayPort standard also has support for up to 16 bits
per channel.

Color buffers are often compressed and cached as described in Section 23.5. In
addition, blending incoming fragment data with the color buffers is further described
in each of the case studies in Section 23.10. Blending is handled by raster operation
(ROP) units, and each ROP is usually connected to a memory partition, using, for
example, a generalized checkerboard pattern [1160]. We next will discuss the video
display controller, which takes a color buffer and makes it appear on the display.
Single, double, and triple buffering are then examined.
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23.6.1 Video Display Controller

In each GPU, there is a video display controller (VDC), also called a display engine or
display interface, which is responsible for making a color buffer appear on the display.
This is a hardware unit in the GPU, which may support a variety of interfaces, such
as high-definition multimedia interface (HDMI), DisplayPort, digital visual interface
(DVI), and video graphics array (VGA). The color buffer to be displayed may be
located in the same memory as the CPU uses for its tasks, in dedicated frame-buffer
memory, or in video memory, where the latter can contain any GPU data but is not
directly accessible to the CPU. Each of the interfaces uses its standard’s protocol to
transfer parts of the color buffer, timing information, and sometimes even audio. The
VDC may also perform image scaling, noise reduction, composition of several image
sources, and other functions.

The rate at which a display, e.g., an LCD, updates the image is typically between
60 and 144 times per second (Hertz). This is also called the vertical refresh rate. Most
viewers notice flicker at rates less than 72 Hz. See Section 12.5 for more information
on this topic.

Monitor technology has advanced on several fronts, including refresh rate, bits
per component, gamut, and sync. The refresh rate used to be 60 Hz, but 120 Hz is
becoming more common, and up to 600 Hz is possible. For high refresh rates, the
image is typically shown multiple times, and sometimes black frames are inserted,
to minimize smearing artifacts due to the eyes moving during frame display [7, 646].
Monitors can also have more than 8 bits per channel, and HDR monitors could be the
next big thing in display technology. These can use 10 bits per channel or more. Dolby
has HDR display technology that uses a lower-resolution array of LED backlights
to enhance their LCD monitors. Doing so gives their display about 10 times the
brightness and 100 times the contrast of a typical monitor [1596]. Monitors with
wider color gamuts are also becoming more common. These can display a wider range
of colors by having pure spectral hues become representable, e.g., more vivid greens.
See Section 8.1.3 for more information about color gamuts.

To reduce tearing effects, companies have developed adaptive synchronization tech-
nologies, such as AMD’s FreeSync and NVIDIA’s G-sync. The idea here is to adapt
the update rate of the display to what the GPU can produce instead of using a fixed
predetermined rate. For example, if one frame takes 10 ms and the next takes 30 ms
to render, the image update to the display will start immediately after each image
has finished rendering. Rendering appears much smoother with such technologies. In
addition, if the image is not updated, then the color buffer needs not to be sent to the
display, which saves power.

23.6.2 Single, Double, and Triple Buffering

In Section 2.4, we mentioned that double buffering ensures that the image is not shown
on the display until rendering has finished. Here, we will describe single, double, and
even triple buffering.



1012 23. Graphics Hardware

Assume that we have only a single buffer. This buffer has to be the one that is
currently shown on the display. As triangles for a frame are drawn, more and more
of them will appear as the monitor refreshes—an unconvincing effect. Even if our
frame rate is equal to the monitor’s update rate, single buffering has problems. If
we decide to clear the buffer or draw a large triangle, then we will briefly be able
to see the actual partial changes to the color buffer as the video display controller
transfers those areas of the color buffer that are being drawn. Sometimes called
tearing , because the image displayed looks as if it were briefly ripped in two, this
is not a desirable feature for real-time graphics. On some ancient systems, such as
the Amiga, you could test where the beam was and so avoid drawing there, thus
allowing single buffering to work. These days, single buffering is rarely used, with the
possible exception of virtual reality systems, where “racing the beam” can be a way to
reduce latency [6].

To avoid the tearing problem, double buffering is commonly used. A finished image
is shown in the front buffer, while an offscreen back buffer contains the image that is
currently being drawn. The back buffer and the front buffer are then swapped by
the graphics driver, typically just after an entire image has been transferred to the
display to avoid tearing. Swapping is often done by just swapping two color buffer
pointers. For CRT displays, this event is called the vertical retrace, and the video
signal during this time is called the vertical synchronization pulse, or vsync for short.
For LCD displays, there is no physical retrace of a beam, but we use the same term
to indicate that the entire image has just been transferred to the display. Instantly
swapping back and front buffers after rendering completes is useful for benchmarking
a rendering system, and is also used in many applications because it maximizes frame
rate. Not updating on the vsync also leads to tearing, but because there are two fully
formed images, the artifact is not as bad as with single buffering. Immediately after
the swap, the (new) back buffer is then the recipient of graphics commands, and the
new front buffer is shown to the user. This process is shown in Figure 23.12.

buffer 0 front front front front

buffer 0 front back front back

buffer 1 back front back front

buffer 0 pending back front

buffer 1 front back front

buffer 2 back front back

pending

pending

pending

Figure 23.12. For single buffering (top), the front buffer is always shown. For double buffering
(middle), first buffer 0 is in front and buffer 1 is in the back. Then they swap from front to back
and vice versa for each frame. Triple buffering (bottom) works by having a pending buffer as well.
Here, first a buffer is cleared and rendering to it is begun (pending). Second, the system continues to
use the buffer for rendering until the image has been completed (back). Finally, the buffer is shown
(front).
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Double buffering can be augmented with a second back buffer, which we call the
pending buffer. This is called triple buffering [1155]. The pending buffer is like the
back buffer in that it is also offscreen, and that it can be modified while the front
buffer is being displayed. The pending buffer becomes part of a three-buffer cycle.
During one frame, the pending buffer can be accessed. At the next swap, it becomes
the back buffer, where the rendering is completed. Then it becomes the front buffer
and is shown to the viewer. At the next swap, the buffer again turns into a pending
buffer. This course of events is visualized at the bottom of Figure 23.12.

Triple buffering has one major advantage over double buffering. Using it, the
system can access the pending buffer while waiting for the vertical retrace. With
double buffering, while waiting for the vertical retrace so that a swap can take place,
the construction must simply keep waiting. This is so because the front buffer must
be shown to the viewer, and the back buffer must remain unchanged because it has
a finished image in it, waiting to be shown. The drawback of triple buffering is that
the latency increases up to one entire frame. This increase delays the reaction to user
inputs, such as keystrokes and mouse or joystick moves. Controls can feel sluggish
because these user events are deferred after the rendering begins in the pending buffer.

In theory, more than three buffers could be used. If the amount of time to compute
a frame varies considerably, more buffers give more balance and an overall higher
display rate, at the cost of more potential latency. To generalize, multibuffering can
be thought of as a circular structure. There is a rendering pointer and a display
pointer, each pointing at a different buffer. The rendering pointer leads the display
pointer, moving to the next buffer when the current rendering buffer is done being
computed. The only rule is that the display pointer should never be the same as the
rendering pointer.

A related method of achieving additional acceleration for PC graphics accelerators
is to use SLI mode. Back in 1998 3dfx used SLI as an acronym for scanline interleave,
where two graphics chipsets run in parallel, one handling the odd scanlines and the
other the even. NVIDIA (who bought 3dfx’s assets) uses this abbreviation for an
entirely different way of connecting two (or more) graphics cards, called scalable link
interface. AMD calls it CrossFire X. This form of parallelism divides the work by
either splitting the screen into two (or more) horizontal sections, one per card, or by
having each card fully render its own frame, alternating output. There is also a mode
that allows the cards to accelerate antialiasing of the same frame. The most common
use is having each GPU render a separate frame, called alternate frame rendering
(AFR). While this scheme sounds as if it should increase latency, it can often have
little or no effect. Say a single GPU system renders at 10 FPS. If the GPU is the
bottleneck, two GPUs using AFR could render at 20 FPS, or even four at 40 FPS.
Each GPU takes the same amount of time to render its frame, so latency does not
necessarily change.

Screen resolutions continue to increase, posing a serious challenge to renderers
based on per-pixel sampling. One way to maintain frame rate is to adaptively change
the pixel shading rate over the screen [687, 1805] and surfaces [271].
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Figure 23.13. A possible implementation of the depth pipeline, where z-interpolate simply computes
the depth value using interpolation. (Illustration after Andersson et al. [46].)

23.7 Depth Culling, Testing, and Buffering
In this section, we will cover everything that has to do with depth, including resolution,
testing, culling, compression, caching, buffering, and early-z.

Depth resolution is important because it helps avoid rendering errors. For example,
say you modeled a sheet of paper and placed it on a desk, ever so slightly above the
desk’s surface. With precision limits of the z-depths computed for the desk and paper,
the desk can poke through the paper at various spots. This problem is sometimes called
z-fighting. Note that if the paper were placed exactly at the same height as the desk,
i.e., the paper and desk were made coplanar, then there would be no right answer
without additional information about their relationship. This problem is due to poor
modeling and cannot be resolved by better z precision.

As we saw in Section 2.5.2, the z-buffer (also called the depth buffer) can be used
to resolve visibility. This kind of buffer typically has 24 bits or 32 bits per pixel
(or sample), and may use floating point or fixed-point representations [1472]. For
orthographic viewing, the distance values are proportional to the z-values, and so a
uniform distribution is obtained. However, for perspective viewing, the distribution
is nonuniform, as we have seen on seen on pages 99–102. After applying the perspec-
tive transform (Equations 4.74 or 4.76), a division by the w-component is required
(Equation 4.72). The depth component then becomes pz = qz/qw, where q is the
point after multiplication by the projection matrix. For fixed-point representations,
the value pz = qz/qw is mapped from its valid range (e.g., [0, 1] for DirectX) to the
integer range [0, 2b − 1] and is stored in the z-buffer, where b is the number of bits.
See pages 99–102 for more information about depth precision.

The hardware depth pipeline is shown in Figure 23.13. The main goal of this
pipeline is to test each incoming depth, generated when rasterizing a primitive, against
the depth buffer, and possibly to write the incoming depth to the depth buffer if the
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fragment passes the depth test. At the same time, this pipeline needs to be efficient.
The left part of the figure starts with coarse rasterization, i.e., rasterization on a
tile level (Section 23.1). At this point, only tiles that overlap a primitive are passed
through to the next stage, called the HiZ unit, where z-culling techniques are executed.

The HiZ unit starts with a block called the coarse depth test, and two types of tests
are often performed here. We start by describing zmax-culling, which is a simplification
of Greene’s hierarchical z-buffering algorithm [591], presented in Section 19.7.2. The
idea is to store the maximum, called zmax, of all the depths within each tile. The tile
size is architecture-dependent, but 8× 8 pixels is commonly used [1238]. These zmax-
values can be stored in a fixed on-chip memory or be accessed through a cache. In
Figure 23.13, we refer to this as the HiZ cache. Briefly, we want to test if the triangle
is fully occluded in a tile. To do this we need to compute the minimum z-value, ztrimin,
on the triangle inside the tile. If ztrimin > zmax, it is guaranteed that the triangle is
occluded by previously rendered geometry in that tile. Processing of the triangle in
that tile can be terminated, which saves per-pixel depth testing. Note that it does
not save any pixel shader executions, since the per-sample depth test would eliminate
fragments that are hidden later in the pipeline anyway. In practice, we cannot afford
to compute the exact value of ztrimin, so instead, a conservative estimate is computed.
Several different ways to compute ztrimin are possible, each with its own advantages and
disadvantages:

1. The minimum z-value of the three vertices of a triangle can be used. This is not
always accurate, but has little overhead.

2. Evaluate the z-value at the four corners of a tile using the plane equation of the
triangle, and use the minimum of those.

The best culling performance is obtained if these two strategies are combined. This is
done by taking the larger of the two zmin values.

The other type of coarse depth test is zmin-culling, and the idea is to store zmin

of all the pixels in a tile [22]. There are two uses for this. First, it can be used to
avoid z-buffer reads. If a triangle being rendered is definitely in front of all previously
rendered geometry, per-pixel depth testing is unnecessary. In some cases, z-buffer
reads can be completely avoided, which further boosts performance. Second, it can
be used to support different types of depth tests. For the zmax-culling method, we
assumed the standard “less than” depth test. However, it would be beneficial if culling
could be used with other depth tests as well, and if zmin and zmax are both available,
all depth tests can be supported using this culling process. A more detailed hardware
description of the depth pipeline is found in Andersson’s PhD thesis [49].

The green boxes in Figure 23.13 are concerned with different ways to update a
tile’s zmax and zmin values. If a triangle is covering an entire tile, the update can be
done directly in the HiZ unit. Otherwise, the per-sample depths of an entire tile need
to be read and reduced to minimum and maximum values and sent back to the HiZ
unit, which introduces some latency. Andersson et al. [50] present a way to perform
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this without the more expensive feedback from the depth cache and are still able to
retain most of the culling efficiency.

For tiles that survive the coarse depth test, pixel or sample coverage is deter-
mined (using edge equations as described in Section 23.1) and per-sample depths are
computed (called z-interpolate in Figure 23.13). These values are forwarded to the
depth unit, shown on the right in the figure. Per the API descriptions, pixel shader
evaluation should follow. However, under some circumstances, which will be covered
below, an additional test, called early-z [1220, 1542] or early depth, can be performed
without altering the expected behavior. Early-z is actually just the per-sample depth
test performed before the pixel shader, and occluded fragments are discarded. This
process thus avoids unnecessary execution of the pixel shader. The early-z test is of-
ten confused with z-culling, but it is performed by entirely separate hardware. Either
technique can be used without the other.

All of zmax-culling, zmin-culling, and early-z are automatically used by the GPU
under many circumstances. However, these have to be disabled if, for example, the
pixel shader writes a custom depth, uses a discard operation, or writes a value to
an unordered access view [50]. If early-z cannot be used, then the depth test is done
after the pixel shader (called a late depth test).

On newer hardware, it may be possible to perform atomic read-modify-write oper-
ations, loads, and stores to an image from shaders. In these cases, you can explicitly
enable early-z and override these constraints, if you know it is safe to do so. Another
feature, which can be used when the pixel shader outputs custom depth, is conserva-
tive depth. In this case, early-z can be enabled if the programmer guarantees that the
custom depth is greater than the triangle depth. For this example, zmax-culling could
also be enabled, but not early-z and zmin-culling.

As always, occlusion culling benefits from rendering front to back. Another tech-
nique with a similar name, and similar intent, is the z-prepass. The idea is that the
programmer first renders the scene while writing only depth, disabling pixel shading,
and writing to the color buffer. When rendering subsequent passes, an “equal” test
is used, meaning that only the frontmost surfaces will be shaded since the z-buffer
already has been initialized. See Section 18.4.5.

To conclude this section, we will briefly describe caching and compression for the
depth pipeline, which is shown on the lower right of Figure 23.13. The general com-
pression system is similar to the system described in Section 23.5. Each tile can be
compressed to a few select sizes, and there is always a fallback to uncompressed data,
which is used when compression fails to reach any of the selected sizes. Fast clear is
used to save bandwidth usage when clearing the depth buffer. Since depth is linear
in screen space, typical compression algorithms either store plane equations with high
precision, use a difference-of-differences technique with delta encoding, or use some
anchor method [679, 1238, 1427]. The tile table and the HiZ cache may be stored
entirely in on-chip buffers, or they may communicate though the rest of the memory
hierarchy, as does the depth cache. Storing on chip is expensive, since these buffers
need to be large enough to handle the largest supported resolution.
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23.8 Texturing
While texture operations, including fetching, filtering, and decompression, certainly
can be implemented in pure software running on the GPU multiprocessors, it has been
shown that fixed-function hardware for texturing can be up to 40 times faster [1599].
The texture unit performs addressing, filtering, clamping, and decompression of tex-
ture formats (Chapter 6). It is used in conjunction with a texture cache to reduce
bandwidth usage. We start by discussing filtering and what consequence that has on
the texture unit.

To be able to use minification filters, such as mipmapping and anisotropic filtering,
the derivatives of the texture coordinates in screen space are needed. That is, to
compute the texture level of detail λ, we need ∂u/∂x, ∂v/∂x, ∂u/∂y, and ∂v/∂y.
These tell us what extent of the texture’s area or function is represented by the
fragment. If the texture coordinates, which are passed from the vertex shader, are used
to directly access the texture, then the derivatives can be computed analytically. If the
texture coordinates are transformed using some function, e.g., (u′, v′) = (cos v, sinu),
then it becomes more complicated to compute derivatives analytically. It is, however,
still possible, using the chain rule or symbolic differentiation [618]. Notwithstanding,
none of these methods are used by graphics hardware, since the situation can be
arbitrarily complex. Imagine computing the reflections on a surface, with normals
being bump mapped, using an environment map. It is difficult to compute analytically,
for example, the derivatives of a reflection vector bouncing off a normal map that
are then used to access an environment map. As a result, the derivatives are usually
computed numerically using finite differences in x and y on a quad basis, i.e, over 2×2
pixels. This is also the reason why GPU architectures are focused around scheduling
quads.

In general, derivative computations happen under the hood, i.e., they are hidden
from the user. The actual implementation is often done using cross-lane instructions
(shuffle/swizzle) over a quad, and such instructions may be inserted by the compiler.
Some GPUs instead use fixed-function hardware to compute these derivatives. There is
no exact specification of how derivatives should be computed. Some common methods
are shown in Figure 23.14. OpenGL 4.5 and DirectX 11 support functions for both
coarse and fine derivatives [1368].

Texture caching [362, 651, 794, 795] is used by all GPUs to reduce bandwidth us-
age for textures. Some architectures use a dedicated cache for texturing, or even two
dedicated levels of texture caching, while others share a cache between all types of ac-
cesses, including texturing. Typically a small on-chip memory (usually SRAM) is used
to implement a texture cache. This cache stores the results of recent texture reads,
and access is quick. The replacement policies and sizes are architecture-dependent.
If neighboring pixels need to access the same or closely located texels, they are likely
to find these in the cache. As mentioned in Section 23.4, memory accesses are often
done in a tiled fashion, so instead of texels being stored in a scanline order, they are
stored in small tiles, e.g., 4 × 4 texels, which increases efficiency [651] since a tile of
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Figure 23.14. Illustration of how derivatives may be computed. Arrows indicate that the difference
is computed between the pixel where the arrow ends and the pixel where it starts. For example,
the top left horizontal difference is computed as the top right pixel minus the top left pixel. For
coarse derivatives (left), a single horizontal difference and a single vertical difference are used for all
four pixels within the quad. For fine derivatives (right), one uses the differences closest to the pixel.
(Illustration after Penner [1368].)

texels is fetched together. The tile size in bytes is typically the same as the cache
line size, e.g., 64 bytes. Another way to store the texture is to use a swizzled pattern.
Assume that the texture coordinates have been transformed to fixed-point numbers:
(u, v), where each of u and v have n bits. The bit with number i of u is denoted ui.
Then the remapping of (u, v) to a swizzled texture address, A, is

A(u, v) = B + (vn−1un−1vn−2un−2 . . . v1u1v0u0) · T, (23.14)

where B is the base address of the texture and T is the number of bytes occupied
by one texel. The advantage of this remapping is that it gives rise to the texel order
shown in Figure 23.15. As can be seen, this is a space-filling curve, called a Morton
sequence [1243], and it is known to improve coherency [1825]. In this case, the curve
is two-dimensional, since textures normally are, too.

The texture units also contain custom silicon to decompress several different tex-
ture formats (Section 6.2.6). These are usually many times more efficient when im-
plemented in fixed-function hardware, compared to software implementations. Note
that when using a texture both as a render target and for texture mapping, other
compression opportunities occur. If compression of the color buffer is enabled (Sec-
tion 23.5), then there are two design options when accessing such a render target as
a texture. When the render target has finished its rendering, one option is to decom-
press the entire render target from its color buffer compression format and to store it
uncompressed for subsequent texture accesses. The second option is to add hardware
support in the texture unit to decompress the color buffer compression formats [1716].
The latter is the more efficient option, since the render target can stay compressed
even during access as a texture. More information about caches and compression can
be found in Section 23.4.

Mipmapping is important for texture cache locality, since it enforces a maximum
texel-pixel ratio. When traversing a triangle, each new pixel represents a step in
texture space of approximately one texel. Mipmapping is one of the few cases in
rendering where a technique improves both visuals and performance.
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Figure 23.15. Texture swizzling increases coherency of texel memory accesses. Note that texel size
here is 4 bytes, and that the texel address is shown in each texel’s upper left corner.

23.9 Architecture
The best way of achieving faster graphics is to exploit parallelism, and this can be
done in practically all stages in a GPU. The idea is to compute multiple results
simultaneously and then merge these at a later stage. In general, a parallel graphics
architecture has the appearance shown in Figure 23.16. The application sends tasks
to the GPU, and after some scheduling, geometry processing starts in parallel in
several geometry units. The results from geometry processing are forwarded to a set
of rasterizer units, which perform rasterization. Pixel shading and blending are then
performed, also in parallel, by a set of pixel processing units. Finally, the resulting
image is sent to the display for viewing.

For both software and hardware, it is important to realize that if there is a serial
part of your code or hardware, it will limit the amount of total possible performance

G
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R
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P

P

P

application display

Figure 23.16. The general architecture for a high-performance, parallel computer graphics architec-
ture, consisting of several geometry units (G’s), rasterizer units (R’s), and pixel processing units (P’s).
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improvement. This is expressed by Amdahl’s law, i.e.,

a(s, p) =
1

s+ 1−s
p

, (23.15)

where s is the serial percentage of a program/hardware, and hence 1−s is the percent-
age that is amenable for parallelization. Furthermore, p is the maximum performance
improvement factor that can be achieved through parallelizing the program or hard-
ware. For example, if we originally had one multiprocessor and added three more, then
p = 4. Here, a(s, p) is the acceleration factor that you get from your improvement.
If we have an architecture where, say, 10% is serialized, i.e., s = 0.1, and we improve
our architecture so that the remaining (non-serial) part can be improved by a factor
of 20, i.e., p = 20, then we get a = 1/(0.1 + 0.9/20) ≈ 6.9. As can be seen, we do
not get a speedup of 20, and the reason is that the serial part of the code/hardware
seriously limits performance. In fact, as p → ∞, we get a = 10. Whether it is better
to spend effort on improving the parallel part or on the serial part is not always clear,
but after the parallel part has been improved substantially, the serial part will limit
performance more.

For graphics architectures, multiple results are computed in parallel, but primi-
tives in draw calls are expected to be processed in the order they were submitted by
the CPU. Therefore, some kind of sorting must be done, so that the parallel units
together render the image that the user intended. Specifically, the sorting needed is
from model space to screen space (Section 2.3.1 and 2.4). It should be noted that
the geometry units and pixel processing units may be mapped to identical units, i.e.,
unified ALUs. All the architectures in our case study section use unified shader archi-
tectures (Section 23.10). Even if this is the case, it is important to understand where
this sorting takes place. We present a taxonomy [417, 1236] for parallel architectures.
The sort can occur anywhere in the pipeline, which gives rise to four different classes
of work distribution in parallel architectures, as shown in Figure 23.17. These are
called sort-first, sort-middle, sort-last fragment, and sort-last image. Note that these
architectures give rise to different ways to distribute work among the parallel units in
the GPU.

A sort-first-based architecture sorts primitives before the geometry stage. The
strategy is to divide the screen into a set of regions, and the primitives inside a re-
gion are sent to a complete pipeline that “owns” that region. See Figure 23.18. A
primitive is initially processed enough to know which region(s) it needs to be sent—
this is the sorting step. Sort-first is the least explored architecture for a single ma-
chine [418, 1236]. It is a scheme that does see use when driving a system with multiple
screens or projectors forming a large display, as a single computer is dedicated to each
screen [1513]. A system called Chromium [787] has been developed, which can im-
plement any type of parallel rendering algorithm using a cluster of workstations. For
example, sort-first and sort-last can be implemented with high rendering performance.

The Mali architecture (Section 23.10.1) is of the type sort-middle. The geometry
processing units are given approximately the same amount of geometry to process.
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Figure 23.17. Taxonomy of parallel graphics architectures. A is the application, G’s are geometry
units, R’s are rasterizer units, and P’s are pixel processing units. From left to right, the architectures
are sort-first, sort-middle, sort-last fragment, and sort-last image. (Illustration after Eldridge et
al. [417].)

Then transformed geometry is sorted into non-overlapping rectangles, called tiles,
that together cover the entire screen. Note that a transformed triangle may overlap
with several tiles and so may be processed by several rasterizer and pixel processing
units. Key to efficiency here is that each pair of rasterizer and pixel processing units
have a tile-sized framebuffer on chip, which means that all framebuffer accesses are
fast. When all geometry has been sorted to tiles, rasterization and pixel processing of
each tile can commence independently of each other. Some sort-middle architectures
perform a z-prepass per tile for opaque geometry, which means that each pixel is only
shaded once. However, not all sort-middle architectures do this.

The sort-last fragment architecture sorts the fragments after rasterization (some-
times called fragment generation) and before pixel processing. An example is the
GCN architecture, described in Section 23.10.3. Just as with sort-middle, primitives
are spread as evenly as possible across the geometry units. One advantage with sort-
last fragment is that there will not be any overlap, meaning that a generated fragment
is sent to only one pixel processing unit, which is optimal. Imbalance can occur if one
rasterizer unit deals with large triangles, while another one deals with only small
triangles.

Finally, the sort-last image architecture sorts after pixel processing. A visualization
is shown in Figure 23.19. This architecture can be seen as a set of independent
pipelines. The primitives are spread across the pipelines, and each pipeline renders
an image with depth. In a final composition stage, all the images are merged with
respect to their z-buffers. It should be noted that sort-last image systems cannot fully
implement an API such as OpenGL and DirectX, because they require that primitives
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Figure 23.18. Sort-first splits the screen into separate tiles and assigns a processor to each tile, as
shown here. A primitive is then sent to the processors whose tiles they overlap. This is in contrast
to sort-middle architecture, which needs to sort all triangles after geometry processing has occurred.
Only after all triangles have been sorted can per-pixel rasterization start. (Images courtesy of Marcus
Roth and Dirk Reiners.)

be rendered in the order they are sent. PixelFlow [455, 1235] is an example of the
sort-last image architecture. The PixelFlow architecture is also noteworthy because
it uses deferred shading, meaning that it shades only visible fragments. It should be
noted, however, that no current architectures use sort-last image due to the substantial
bandwidth usage toward the end of the pipelines.

One problem with a pure sort-last image scheme for large tiled display systems
is the sheer amount of image and depth data that needs to be transferred between
rendering nodes. Roth and Reiners [1513] optimize data transfer and composition
costs by using the screen and depth bounds of each processor’s results.

Eldridge et al. [417, 418] present Pomegranate, a sort-everywhere architecture.
Briefly, it inserts sort stages between the geometry stage and the rasterizer units (R’s),
between R’s and pixel processing units (P’s), and between P’s and the display. The
work is therefore kept more balanced as the system scales (i.e., as more pipelines are
added). The sorting stages are implemented as a high-speed network with point-to-
point links. Simulations show a nearly linear performance increase as more pipelines
are added.
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Figure 23.19. In sort-last image, different objects in the scene are sent to different processors.
Transparency is difficult to deal with when compositing separate rendered images, so transparent
objects are usually sent to all nodes. (Images courtesy of Marcus Roth and Dirk Reiners.)

All the components in a graphics system (host, geometry processing, rasterization,
and pixel processing) connected together give us a multiprocessing system. For such
systems there are two problems that are well known, and almost always associated
with multiprocessing: load balancing and communication [297]. FIFO (first-in, first-
out) queues are often inserted into many different places in the pipeline, so that jobs
can be queued to avoid stalling parts of the pipeline. For example, it is possible to
put a FIFO between the geometry and rasterizer units, so that geometry-processed
triangles can be buffered if the rasterizer units cannot keep up with the pace of the
geometry units, due to huge triangle size, for example.

The different sort architectures described have distinct load balancing advantages
and disadvantages. Consult Eldridge’s PhD thesis [418] or the paper by Molnar et
al. [1236] for more information on these. The programmer can also affect load bal-
ancing; techniques for doing so are discussed in Chapter 18. Communication can be
a problem if the bandwidth of the buses is too low, or is used unwisely. Therefore, it
is of extreme importance to design an application’s rendering system so that the bot-
tleneck does not occur in any of the buses, e.g., the bus from the host to the graphics
hardware. Section 18.2 deals with different methods to detect bottlenecks.
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23.10 Case Studies
In this section, three different graphics hardware architectures will be presented. The
ARM Mali G71 Bifrost architecture, targeting mobile devices and televisions, is pre-
sented first. NVIDIA’s Pascal architecture follows next. We end with a description of
the AMD GCN architecture called Vega.

Note that graphics hardware companies often base their design decisions on ex-
tensive software simulations of GPUs that have not yet been built. That is, several
applications, e.g., games, are run through their parameterized simulator with several
different configurations. Possible parameters are number of MPs, clock frequency,
number of caches, number of raster engines/tessellator engines, and number of ROPs,
for example. Simulations are used to gather information about such factors as perfor-
mance, power usage, and memory bandwidth usage. At the end of the day, the best
possible configuration, which works best in most use cases, is chosen and a chip is built
from that configuration. In addition, simulations may help find typical bottlenecks in
the architecture, which then can be addressed, e.g., increasing the size of a cache. For
a particular GPU, the reason for various speeds and numbers of units is, simply, “it
works best this way.”

23.10.1 Case Study: ARM Mali G71 Bifrost

The Mali product line encompasses all GPU architectures from ARM, and Bifrost is
their architecture from 2016. The target for this architecture is mobile and embedded
systems, e.g., mobile phones, tablets, and televisions. In 2015, 750 million Mali-based
GPUs were shipped. Since many of these are powered by batteries, it is important
to design an energy-efficient architecture, rather than just focusing on performance.
Therefore, it makes sense to use a sort-middle architecture, where all framebuffer
accesses are kept on chip, which lowers power consumption. All Mali architectures are
of the sort-middle type, sometimes called a tiling architecture. A high-level overview
of the GPU is shown in Figure 23.20. As can be seen, the G71 can support up to
32 unified shader engines. ARM uses the term shader core instead of shader engine,
but we use the term shader engine to avoid confusion with the rest of the chapter.
A shader engine is capable of executing instructions for 12 threads at a time, i.e., it
has 12 ALUs. The choice of 32 shader engines was specifically for the G71, but the
architecture scales beyond 32 engines.

The driver software feeds the GPU with work. The job manager, i.e., a scheduler,
then divides this work among the shader engines. These engines are connected through
a GPU fabric, which is a bus on which the engines can communicate with the other
units in the GPU. All memory accesses are sent through the memory management
unit (MMU), which translates from a virtual memory address to a physical address.

An overview of a shader engine is shown in Figure 23.21. As can be seen, it contains
three execution engines, centered around executing shading for quads. Therefore, they
have been designed as a small general-purpose processor with SIMD width 4. Each
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execution engine contains four fused-multiply-and-add (FMA) units for 32-bit floating
point and four 32-bit adders, among other things. This means that there are 3 × 4
ALUs, i.e., 12 SIMD lanes, per shader engine. The quad is equivalent to a warp, in
the terminology we use here. To hide latency for texture accesses, for example, the
architecture can keep at least 256 threads in flight per shader engine.

Note that the shader engines are unified and can perform compute, vertex, and
pixel shading, to name a few. The execution engine also contains support for many
of the transcendental functions, such as sine and cosine. In addition, performance is
up to 2× when using 16-bit floating point precision. These units also have support
for bypassing register content in cases when a register result is used only as input
to an instruction that follows. This saves power since the register file does not need
to be accessed. In addition, when performing a texture or other memory access, for
example, a single quad can be switched in by the quad manager, similar to how other
architectures hide the latency of such operations. Note that this happens at a small-
grain level, swapping 4 threads instead of all 12. The load/store unit takes care of
general memory accesses, memory address translation, and coherent caching [264].
The attribute unit handles attribute indexing and addressing. It sends its accesses to
the load/store unit. The varying unit performs interpolation of varying attributes.

The core idea of tiling architectures (sort-middle) is to first perform all geometry
processing, so that the screen-space position of each primitive to render is found. At
the same time, a polygon list, containing pointers to all the primitives overlapping
a tile, is built for each tile in the framebuffer. After this step, the set of primitives
overlapping a tile is known. Hence, the primitives in a tile can be rasterized and
shaded, and the results are stored in the on-chip tile memory. When the tile has
finished rendering all its primitives, the data from the tile memory is written back to
external memory through the L2 cache. This reduces memory bandwidth usage. Then
the next tile is rasterized, and so on, until the entire frame has been rendered. The
first tiling architecture was Pixel-Planes 5 [502], and that system has some high-level
similarities to the Mali architectures.

Geometry processing and pixel processing are visualized in Figure 23.22. As can
be seen, the vertex shader is split into one part that only performs position shading
and another part called varying shading, which is done after tiling. This saves memory
bandwidth compared to ARM’s previous architectures. The only information needed
to perform binning, i.e, determining which tiles a primitive overlaps, is the position of
the vertices. The tiler unit, which performs binning, works in a hierarchical fashion as
illustrated in Figure 23.23. This helps make the memory footprint for binning smaller
and more predictable, since it is no longer proportional to primitive size.

When the tiler has finished binning all primitives in the scene, it is known exactly
which primitives overlap a certain tile. As such, the remaining rasterization, pixel
processing, and blending can be performed in parallel for any number of tiles, as long
as there are available shader engines that can work in parallel. In general, a tile is
submitted to a shader engine that handles all the primitives in that tile. While this
work is done for all the tiles, it is also possible to start with geometry processing
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only when needed, after tiling. (Illustration after Choi [264].)

and tiling for the next frame. This processing model implies that there may be more
latency in a tiling architecture.

At this point, rasterization, pixel shader execution, blending, and other per-pixel
operations follow. The single most important feature of a tiling architecture is that
the framebuffer (including color, depth, and stencil, for example) for a single tile can
be stored in quick on-chip memory, here called the tile memory. This is affordable
because the tiles are small (16× 16 pixels). When all rendering in a tile has finished,
the desired output (usually color, and possibly depth) of the tile is copied to an off-
chip framebuffer (in external memory) of the same size as the screen. This means
that all accesses to the framebuffer during per-pixel processing are effectively for free.
Avoiding using the external buses is highly desirable, because this use comes with a
high energy cost [22]. Framebuffer compression can still be used when evicting the
content of the on-chip tile memory to the off-chip framebuffer.

Bifrost supports pixel local storage (PLS), which is a set of extensions that generally
are supported on sort-middle architectures. Using PLS, one can let the pixel shader
access the color of the framebuffer and hence implement custom blending techniques.
In contrast, blending is usually configured using the API and is not programmable in

Figure 23.23. The hierarchical tiler of the Bifrost architecture. In this example, binning is done on
three different levels, where each triangle has been assigned to the level at which it overlaps a single
square. (Illustration after Bratt [191].)
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the way that a pixel shader is. One can also store arbitrary fixed-size data structures
per pixel using the tile memory. This allows the programmer to implement, for exam-
ple, deferred shading techniques efficiently. The G-buffer (e.g., normal, position, and
diffuse texture) is stored in PLS in a first pass. The second pass performs the lighting
calculations and accumulates the results in PLS. The third pass uses the information
in the PLS to compute the final pixel color. Note that, for a single tile, all these
computations occur while the entire tile memory is kept on the chip, which makes
it fast.

All Mali architectures have been designed from the ground up with multisampling
antialiasing (MSAA) in mind, and they implement the rotated grid supersampling
(RGSS) scheme described on page 143, using four samples per pixel. Sort-middle
architectures are well suited for antialiasing. This is because filtering is done just before
the tile leaves the GPU and is sent out to external memory. Hence, the framebuffer in
external memory needs to store only a single color per pixel. A standard architecture
would need a framebuffer to be four times as large. For a tiling architecture, you need
to increase only the on-chip tile buffer by four times, or effectively use smaller tiles
(half the width and height).

The Mali Bifrost architecture can also selectively choose to use either multisam-
pling or supersampling on a batch of rendering primitives. This means that the more
expensive supersampling approach, where you execute the pixel shader for each sam-
ple, can be used when it is needed. An example would be rendering a textured tree
with alpha mapping, where you need high-quality sampling to avoid visual artifacts.
For these primitives, supersampling could be enabled. When this complex situation
ends and simpler objects are to be rendered, one can switch back to using the less ex-
pensive multisampling approach. The architecture also supports 8× and 16× MSAA.

Bifrost (and the previous architecture called Midgard) also supports a technique
called transaction elimination. The idea is to avoid memory transfers from the tile
memory to off-chip memory for parts of a scene that do not change from frame to
frame. For the current frame, a unique signature is computed for each tile when the
tile is evicted to the off-chip framebuffer. This signature is a type of checksum. For
the next frame, the signature is computed for tiles that are about to be evicted. If
the signature from the previous frame is the same as the signature for the current
frame for a certain tile, then the architecture avoids writing out the color buffer to
off-chip memory since the correct content is already there. This is particularly useful
for casual mobile games (e.g., Angry Birds), where a smaller percentage of the scene
is updated each frame. Note also that this type of technique is difficult to implement
on sort-last architectures, since they do not operate on a per-tile basis. The G71 also
supports smart composition, which is transaction elimination applied to user interface
composition. It can avoid reading, compositing, and writing a block of pixels if all
sources are the same as the previous frame’s and the operations are the same.

Low-level power-saving techniques, such as clock gating and power gating, are
also heavily used in this architecture. This means that unused or inactive parts of the
pipeline are shut down or kept idle at lower energy consumption to reduce power usage.
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To reduce texture bandwidth, there is a texture cache with dedicated decompression
units for ASTC and ETC. In addition, compressed textures are stored in compressed
form in the cache, as opposed to decompressing them and then putting the texels in
the cache. This means that when a request for a texel is made, the hardware reads the
block from the cache and then decompresses the texels of the block on the fly. This
configuration increases the effective size of the cache, which boosts efficiency.

An advantage of the tiling architecture, in general, is that it is inherently designed
parallel processing of tiles. For example, more shader engines could be added, where
each shader engine is responsible for independently rendering to a single tile at a
time. A disadvantage of tiling architectures is that the entire scene data needs to
be sent to the GPU for tiling and processed geometry streamed out to memory. In
general, sort-middle architectures are not ideal for handling geometry amplification
such as applying geometry shaders and tessellation, since more geometry adds to the
amount of memory transfers for shuffling geometry back and forth. For the Mali
architecture, both geometry shading (Section 18.4.2) and tessellation are handled in
software on the GPU, and the Mali best practices guide [69] recommends never using
the geometry shader. For most content, sort-middle architectures work well for mobile
and embedded systems.

23.10.2 Case Study: NVIDIA Pascal

Pascal is a GPU architecture built by NVIDIA. It exists both as a graphics part [1297]
and as a compute part [1298], where the latter targets high-performance computing
and deep learning applications. In this presentation, we will focus mostly on the
graphics part, and in particular on a certain configuration called the GeForce GTX
1080. We will present the architecture in a bottom-up fashion, starting with the
smallest unified ALU and then building up toward the entire GPU. We will mention
some of the other chip configurations briefly at the end of this section.

The unified ALU—CUDA core in NVIDIA terminology—used in the Pascal graph-
ics architecture has the same high-level diagram as the ALU on the left in Figure 23.8
on page 1002. The focus of the ALUs is on floating point and integer arithmetic, but
they also support other operations. To increase computational power, several such
ALUs are combined into a streaming multiprocessor (SM). In the graphics part of
Pascal, the SM consists of four processing blocks, where each block has 32 ALUs.
This means that the SM can execute 4 warps of 32 threads at the same time. This is
illustrated in Figure 23.24.

Each processing block, i.e., a SIMT engine with width 32, also has 8 load/store
(LD/ST) units and 8 special function units (SFUs). The load/store units handle read-
ing and writing values to registers in the register file, which is 16, 384 × 4 bytes, i.e.,
64 kB, per processing block, which sums to 256 kB per SM. The SFUs handle tran-
scendental function instructions, such as sine, cosine, exponential (base 2), logarithm
(base 2), reciprocal, and reciprocal square root. They also have support for attribute
interpolation [1050].
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Figure 23.24. The Pascal streaming multiprocessor (SM) has 32 × 2 × 2 unified ALUs and the SM
is encapsulated with a polymorph engine, which together form a texture processing cluster (TPC).
Note that the top dark gray box has been duplicated just below it, but parts of that duplication have
been left out. (Illustration after NVIDIA white paper [1297].)

All ALUs in the SM share a single instruction cache, while each SIMT engine has
its own instruction buffer with a local set of recently loaded instructions to further
increase the instruction cache hit ratio. The warp scheduler is capable of dispatching
two warp instructions per clock cycle [1298], e.g., work can be scheduled to both the
ALUs and the LD/ST units in the same clock cycle. Note that there are also two L1
caches per SM, each having 24 kB of storage, i.e., 48 kB per SM. The reason to have
two L1 caches is likely that a larger L1 cache would need more read and write ports,
which increases the complexity of the cache and makes the implementation larger on
chip. In addition, there are 8 texture units per SM.
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Because shading must be done in 2× 2 pixel quads, the warp scheduler finds work
of 8 different pixel quads and groups them together for execution in the 32 SIMT
lanes [1050]. Since this is a unified ALU design, the warp scheduler can group one of
vertices, pixels, primitives, or compute shader work into warps. Note that an SM can
handle different types of warps (such as vertices, pixels, and primitives) at the same
time. The architecture also has zero overhead for switching out a currently executing
warp for a warp that is ready for execution. The details of what warp is next selected
for execution on Pascal are not public, but a previous NVIDIA architecture gives us
some hints. In the NVIDIA Tesla architecture from 2008 [1050], a scoreboard was used
to qualify each warp for issue each clock cycle. A scoreboard is a general mechanism
that allows for out-of-order execution without conflicts. The warp scheduler chooses
among the warps that are ready for execution, e.g., not waiting for a texture load to
return, and chooses the one with the highest priority. Warp type, instruction type,
and “fairness” are the parameters that are used to select the highest-priority warp.

The SM works in conjunction with the polymorph engine (PM). This unit was
introduced in its first incarnation in the Fermi chip [1296]. The PM performs sev-
eral geometry-related tasks, including vertex fetch, tessellation, simultaneous multi-
projection, attribute setup, and stream output. The first stage fetches vertices from a
global vertex buffer and dispatches warps to SMs for vertex and hull shading. Then fol-
lows an optional tessellation stage (Section 17.6), where newly generated (u, v) patch
coordinates are dispatched to the SMs for domain shading and, optionally, geometry
shading. The third stage handles viewport transform and perspective correction. In
addition, an optional simultaneous multi-projection step is executed here, which can
be used for efficient VR rendering, for example (Section 21.3.1). Next comes an op-
tional fourth stage, where vertices are streamed out to memory. Finally, the results
are forwarded to the relevant raster engines.

A raster engine has three tasks, namely, triangle setup, triangle traversal, and
z-culling. Triangle setup fetches vertices, computes edge equations, and performs
backface culling. Triangle traversal uses a hierarchical tiled traversal technique to
visit the tiles overlapping a triangle. It uses the edge equations to perform tile tests
and to perform the inside tests. On Fermi, each rasterizer can process up to 8 pixels
per clock cycle [1296]. There are no public numbers for this on Pascal. The z-culling
unit handles culling on a per-tile basis using the techniques described in Section 23.7.
If a tile is culled, then processing is immediately terminated for that tile. For sur-
viving triangles, per-vertex attributes are converted into plane equations for efficient
evaluation in the pixel shader.

A streaming processor coupled with a polymorph engine is called a texture process-
ing cluster (TPC). On a higher level, five TPCs are grouped into a graphics processing
cluster (GPC) that has a single raster engine serving these five TPCs. A GPC can be
thought of as a small GPU, and its goal is to provide a balanced set of hardware units
for graphics, e.g., vertex, geometry, raster, texture, pixel, and ROP units. As we will
see at the end of this section, creating separate functional units allows designers to
more easily create a family of GPU chips with a range of capabilities.
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Figure 23.25. The Pascal GPU in its GTX 1080 configuration with 20 SMs, 20 polymorph engines,
4 raster engines, 8×20 = 160 texture units (with a peak rate of 277.3 Gtexels/s), 256×20 = 5120 kB
worth of register file, and a total of 20 × 128 = 2560 unified ALUs. (Illustration after NVIDIA white
paper [1297].)

At this point, we have most of the building blocks for the GeForce GTX 1080. It
consists of four GPCs, and this general setup is shown in Figure 23.25. Notice that
there is another level of scheduling here, powered by the GigaThread engine, along
with an interface to PCIe v3. The GigaThread engine is a global work distribution
engine that schedules blocks of threads to all the GPCs.

The raster operation units are also displayed in Figure 23.25, albeit somewhat
hidden. They are located immediately above and below the L2 cache in the middle
of the figure. Each blue block is one ROP unit, and there are 8 groups, each with
8 ROPs for a total of 64. The major tasks of the ROP units are to write output to
pixels and other buffers, and to perform various operations such as blending. As can
be seen on the left and right in the figure, there are a total of eight 32-bit memory
controllers, which sums to 256 bits in total. Eight ROP units are tied to a single
memory controller and 256 kB of the L2 cache. This gives a total of 2 MB of the
L2 cache for the entire chip. Each ROP is tied to a certain memory partition, which
means that a ROP handles a certain subset of the pixels in a buffer. The ROP
units also handle lossless compression. There are three different compression modes
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Figure 23.26. The rendered image is shown on the left, while the compression results are visualized for
Maxwell (middle), the architecture before Pascal, and for Pascal (right). The more purple the image
is, the higher the success rate of buffer compression. (Images from NVIDIA white paper [1297].)

in addition to supporting uncompressed and fast clears [1297]. For 2 : 1 compression
(e.g., from 256 B to 128 B), a reference color value is stored per tile and the differences
are encoded between pixels, where each difference is encoded with fewer bits than its
uncompressed form. Then 4 : 1 compression is an extension of the 2 : 1 mode, but
this mode can only be enabled if the differences can be encoded using even fewer bits,
and it works for only those tiles with smoothly varying content. There is also an
8 : 1 mode, which is a combination of 4 : 1 constant color compression of 2 × 2 pixel
blocks with the 2 : 1 mode above. The 8 : 1 mode has priority over 4 : 1, which has
priority over 2 : 1, i.e., the mode with the highest compression rate that also succeeds
at compressing the tile is always used. If all these compression attempts fail, the tile
has to be transferred and stored in memory as uncompressed. The efficiency of the
Pascal compression system is illustrated in Figure 23.26.

The video memory used is GDDRX5 with a clock rate of 10 GHz. Above we saw
that the eight memory controllers provide 256 bits = 32 B in total. This gives a total of
320 GB/s of total peak memory bandwidth, but the many levels of caching combined
with the compression techniques give an impression of a higher effective rate.

The base clock frequency of the chip is 1607 MHz, and it can operate in boost mode
(1733 MHz) for when there is sufficient power budget. The peak compute capability is

2
︸︷︷︸

FMA

· 2560
︸︷︷︸

num. SPs

· 1733
︸︷︷︸

clock freq.

= 8, 872, 960 MFLOPS ≈ 8.9 TFLOPS, (23.16)

where the 2 comes from the fact that a fused-multiply-and-add often is counted as
two floating point operations and we have divided by 106 to convert from MFLOPS
to TFLOPS. The GTX 1080 Ti has 3584 ALUs, which results in 12.3 TFLOPS.

NVIDIA has developed sort-last fragment architectures for a long time. However,
since Maxwell, they also support a new type of rendering called tiled caching, which is
somewhat between sort-middle and sort-last fragment. This architecture is illustrated
in Figure 23.27. The idea is to exploit locality and the L2 cache. Geometry is processed
in small enough chunks so that the output can stay in this cache. In addition, the
framebuffer stays in L2 as well, as long as the geometry overlapping that tile has not
finished pixel shading.

There are four raster engines in Figure 23.25, but as we know the graphics APIs
must (in most cases) respect primitive submission order [1598]. The framebuffer is
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Figure 23.27. Tiled caching introduces a binner that sorts geometry into tiles and lets the transformed
geometry stay in the L2 cache. The currently processed tile also stays in L2 until the geometry in
that tile for the current chunk is done.

often split into tiles using a generalized checkerboard pattern [1160], and each raster
engine “owns” a set of the tiles. The current triangle is sent to each raster engine that
has at least one of its tiles overlapping with the triangle, which solves the ordering
problem independently for each tile. This makes for better load balancing. There are
usually also several FIFO queues in a GPU architecture, which are there to reduce
starvation of hardware units. These queues are not shown in our diagrams.

The display controller has 12 bits per color component and has BT.2020 wide color
gamut support. It also supports HDMI 2.0b and HDCP 2.2. For video processing,
it supports SMPTE 2084, which is a transfer function for high dynamic range video.
Venkataraman [1816] describes how NVIDIA architectures from Fermi and after have
one or more copy engines. These are memory controllers that can perform direct
memory access (DMA) transfers. A DMA transfer occur between the CPU and the
GPU, and such a transfer is typically started on either of these. The starting processing
unit can continue doing other computations during the transfer. The copy engines can
initiate DMA transfers of data between the CPU and the GPU memory, and they can
execute independently of the rest of the GPU. Hence, the GPU can render triangles
and perform other functions while information is transferred from the CPU to the
GPU or vice versa.

The Pascal architecture can also be configured for non-graphical applications, such
as for training neural networks or large-scale data analysis. The Tesla P100 is one
such configuration [1298]. Some of the differences from the GTX 1080 include that it
uses high-bandwidth memory 2 (HBM2) with 4096 bits for the memory bus, providing
a total memory bandwidth of 720 GB/s. In addition, they have native 16-bit floating
point support, with up to 2× the performance of 32-bit floating point, and substan-
tially faster double precision processing. The SM configuration is also different, as
well as the register file setup [1298].

The GTX 1080 Ti (titanium) is a higher-end configuration. It has 3584 ALUs,
a 352-bit memory bus, 484 GB/s in total memory bandwidth, 88 ROPs, and 224
texture units, compared to 2560, 256-bit, 320 GB/s, 64, and 160 for the GTX 1080.
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It is configured using six GPCs, i.e., it has six raster engines, compared to four in the
GTX 1080. Four of the GPCs are exactly the same as in the GTX 1080, while the
remaining two are somewhat smaller with only four TPCs instead of five. The 1080 Ti
is built from 12 billion transistors for the chip, while the 1080 uses 7.2 billion. The
Pascal architecture is flexible in that it can also scale down. For example, the GTX
1070 is a GTX 1080 minus one GPC, and the GTX 1050 consists of two GPCs, each
with three SMs.

23.10.3 Case Study: AMD GCN Vega
The AMD Graphics Core Next (GCN) architecture is used in several AMD graphics
card products as well as in the Xbox One and PLAYSTATION 4. Here, we describe
general elements of the GCN Vega architecture [35], which is an evolution of the
architectures used in these consoles.

A core building block of the GCN architecture is the compute unit (CU), which is
illustrated in Figure 23.28. The CU has four SIMD units, each having 16 SIMD lanes,
i.e., 16 unified ALUs (using the terminology from Section 23.2). Each SIMD unit
executes instructions for 64 threads, which is called a wavefront. One single-precision
floating point instruction per clock cycle can be issued per SIMD unit. Because the
architecture processes a wavefront of 64 threads per SIMD unit, it takes 4 clock cycles
before a wavefront has been fully issued [1103]. Note also that a CU can run code
from different kernels at the same time. Since each SIMD unit has 16 lanes and one
instruction can be issued per clock cycle, the maximum throughput for the entire
CU is 4 SIMD units per CU × 16 SIMD lanes per unit = 64 single-precision FP
operations per clock cycle. The CU can also execute twice as many half-precision (16-
bit floating point) instructions compared to single-precision FP, which can be useful
for cases where less accuracy is needed. This can include machine learning and shader
computations, for example. Note that two 16-bit FP values are packed into a single
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32-bit FP register. Each SIMD unit has a 64 kB register file, which amounts to
65, 536/(4 ·64) = 256 registers per thread, since a single-precision FP uses 4 bytes and
there are 64 threads per wavefront. The ALUs have four hardware pipeline stages [35].

Each CU has an instruction cache (not shown in the figure) that is shared between
up to four SIMD units. The relevant instructions are forwarded to a SIMD unit’s
instruction buffer (IB). Each IB has storage for handling 10 wavefronts, which can be
switched in and out of the SIMD unit as needed in order to hide latency. This means
that the CU can handle 40 wavefronts. This, in turn, is equivalent to 40 · 64 = 2560
threads. The CU scheduler in Figure 23.28 can thus handle 2560 threads at a time,
and its task is to distribute work to the different units of the CU. Each clock cycle,
all wavefronts on the current CU are considered for instruction issues, and up to one
instruction can be issued to each execution port. The execution ports of the CU
include branches, scalar/vector ALU, scalar/vector memory, local data share, global
data share or export, and special instructions [32], that is, each execution port maps
roughly to one unit of the CU.

The scalar unit is a 64-bit ALU that is shared between the SIMD units as well.
It has its own scalar register file and a scalar data cache (not shown). The scalar
RF has 800 32-bit registers per SIMD unit, i.e., 800 · 4 · 4 = 12.5 kB. Execution is
tightly coupled to the wavefronts. Since it takes four clock cycles to fully issue an
instruction into a SIMD unit, the scalar unit can serve a particular SIMD unit only
every fourth clock cycle. The scalar unit handles control flow, pointer arithmetic, and
other computations that can be shared among the threads in a warp. Conditional
and unconditional branch instructions are sent from the scalar unit for execution in
the branch and message unit. Each SIMD unit has a single 48-bit program counter
(PC) that is shared between lanes. This is sufficient, since all of them execute the
same instructions. For taken branches, the program counter is updated. Messages
that can be sent by this unit include debug messages, special graphics synchronization
messages, and CPU interrupts [1121].

The Vega 10 architecture [35] is illustrated in Figure 23.29. The top part includes
a graphics command processor, two hardware schedulers (HWSs) and eight asyn-
chronous compute engines (ACEs) [33]. The task of the GPC is to dispatch graphics
tasks onto the graphics pipelines and compute engines of the GPU. The HWSs’ buffers
work in queues that they assign to the ACEs as soon as it is possible. The task of
an ACE is to schedule compute tasks onto the compute engines. There are also two
DMA engines that can handle copy tasks (not shown in the figure). The GPC, ACEs,
and DMA engines can work in parallel and submit work to the GPU, which improves
utilization, since tasks can be interleaved from different queues. Work can be dis-
patched from any queue without waiting for other work to finish, which means that
independent tasks can execute on the compute engines simultaneously. The ACEs can
synchronize via cache or memory. They can support task graphs together, so that one
ACE’s task can depend on another ACE’s task, or on the graphics pipeline’s tasks.
It is recommended that smaller compute and copy tasks are interleaved with heavier
graphics tasks [33].
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Figure 23.29. A Vega 10 GPU built with 64 CUs. Note that each CU contains the hardware shown
in Figure 23.28. (Illustration after AMD white paper [35].)

As can be seen in Figure 23.29, there are four graphics pipelines and four compute
engines. Each compute engine has 16 CUs, which sums to 64 CUs in total. The
graphics pipeline has two blocks, namely a geometry engine and draw-stream binning
rasterizer (DSBR). The geometry engine includes a geometry assembler, tessellation
unit, and vertex assembler. In addition, a new primitive shader is supported. The
idea of the primitive shader is to enable more flexible geometry processing and faster
culling of primitives [35]. The DSBR combines the advantages of sort-middle and sort-
last architectures, which also is the goal of tiled caching (Section 23.10.2). The image
is divided into tiles in screen space, and after geometry processing, each primitive is
assigned to the tiles they overlap. During rasterization of a tile, all data (e.g., tile
buffers) required are kept in the L2 cache, which improves performance. Pixel shading
can be deferred automatically until all the geometry in a tile has been processed.
Hence, a z-prepass is done under the hood and pixels shaded only once. Deferred
shading can be turned on and off; e.g., for transparent geometry it needs to be off.

To handle depth, stencil, and color buffers, the GCN architecture has a building
block called the color and depth block (CDB). They handle color, depth, and stencil
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Figure 23.30. The cache hierarchy of the Vega architecture.

read and writes, in addition to color blending. A CDB can compress the color buffer
using the general approach described in Section 23.5. A delta compression technique
is used where one pixel’s color is stored uncompressed per tile, and the rest of the
color values are encoded relative to that pixel color [34, 1238]. In order to increase
efficiency, the tile size can be dynamically chosen based on access patterns. For a tile
originally stored using 256 bytes, the maximum rate is 8 : 1, i.e., compression down
to 32 bytes. A compressed color buffer can be used as a texture in a subsequent pass,
in which case the texture unit will decompress the compressed tile, which provides
further bandwidth savings [1716].

The rasterizers can rasterize up to four primitives per clock cycle. The CDBs
connected to the graphics pipeline and compute engine can write 16 pixels per clock
cycle. That is, triangles smaller than 16 pixels reduce efficiency. The rasterizer also
handles coarse depth testing (HiZ) and hierarchical stencil testing. The buffer for HiZ
is called HTILE and can be programmed by the developer, e.g., for feeding occlusion
information to the GPU.

The cache hierarchy of Vega is shown in Figure 23.30. At the top of the hierarchy
(rightmost in the figure), we have registers, followed by the L1 and L2 caches. Then,
there is high-bandwidth memory 2 (HBM2), which is located on the graphics card as
well, and finally system memory located on the CPU side. A new feature of Vega is the
High-Bandwidth Cache Controller (HBCC), shown at the bottom of Figure 23.29. It
allows the video memory to behave like a last-level cache. This means that if a memory
access is made and the corresponding content is not in the video memory, i.e., HBM2,
then the HBCC will automatically fetch the relevant system memory page(s) over the
PCIe bus and put it in video memory. Less recently used pages in the video memory
may be swapped out as a consequence. The memory pool shared between the HBM2
and system memory is called the HBCC memory segment (HMS). All graphics blocks
also access memory through the L2 cache, which differs from previous architectures.
The architecture also supports virtual memory (Section 19.10.1).
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Note that all the on-chip blocks, e.g., HBCC, XDMA (CrossFire DMA), PCI ex-
press, display engines, and multimedia engines, communicate over an interconnect
called the Infinity Fabric (IF). AMD CPUs can also be connected to the IF. The
Infinity Fabric can connect blocks on different chip dies. The IF is also coherent,
meaning that all blocks get to see the same view of the content in memory.

The base clock frequency of the chip is 1677 MHz, i.e., the peak compute capabil-
ity is

2
︸︷︷︸

FMA

· 4096
︸︷︷︸

num SPs

· 1677
︸︷︷︸

clock freq.

= 13, 737, 984 MFLOPS ≈ 13.7 TFLOPS, (23.17)

where the FMA and TFLOPS calculations match those in Equation 23.16. The ar-
chitecture is flexible and extendable, so many more configurations are expected.

23.11 Ray Tracing Architectures
This section will give a brief introduction to ray tracing hardware. We will not list all
recent references on this topic, but rather provide a set of pointers that the reader is
encouraged to follow. Research in this field was started by Schmittler et al. [1571] in
2002, where focus was on traversal and intersection, and shading was computed using
a fixed-function unit. This work was later followed up by Woop et al. [1905], who
presented an architecture with programmable shaders.

The commercial interest in this topic has increased considerably over the past
few years. This can be seen in the fact that companies, such as Imagination Tech-
nologies [1158], LG Electronics [1256], and Samsung [1013], have presented their own
hardware architectures for real-time ray tracing. However, only Imagination Tech-
nologies has released a commercial product at the time of writing.

There are several common traits in these architectures. First, they often use a
bounding volume hierarchy based on axis-aligned bounding boxes. Second, they tend
to reduce hardware complexity by reducing precision in the ray/box intersection tests
(Section 22.7). Finally, they use programmable cores to support programmable shad-
ing, which is more or less a requirement today. For example, Imagination Technologies
extend their traditional chip design by adding a ray tracing unit, which can exploit
the shader cores for shading, for example. The ray tracing unit consists of a ray in-
tersection processor and a coherency engine [1158], where the latter gathers rays with
similar properties and processes them together to exploit locality for faster ray trac-
ing. The architecture from Imagination Technologies also includes a dedicated unit
for building BVHs.

Research in this field continues to explore several areas, including reduced preci-
sion for efficient implementation of traversal [1807], compressed representations for
BVHs [1045], and energy efficiency [929]. There is undoubtedly more research to
be done.
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Further Reading and Resources

A great set of resources are the course notes on computer graphics architectures by
Akeley and Hanrahan [20] and Hwu and Kirk [793]. The book by Kirk and Hwu [903]
is also an excellent resource for information about programming with CUDA on GPUs.
The annual High-Performance Graphics and SIGGRAPH conference proceedings are
good sources for presentations on new architectural features. Giesen’s trip down the
graphics pipeline is a wonderful online resource for anyone wanting to learn more
about the details of GPUs [530]. We also refer the interested reader to Hennessy and
Patterson’s book [715] for detailed information about memory systems. Information
on mobile rendering is scattered among many sources. Of note, the book GPU Pro 5
has seven articles on mobile rendering techniques.



Chapter 24

The Future

“Pretty soon, computers will be fast.”
—Billy Zelsnack

“Prediction is difficult, especially of the future.”
—Niels Bohr or Yogi Berra

“The best way to predict the future is to create it.”
—Alan Kay

There are two parts to the future: you and everything else. This chapter is about
both. First, we will make some predictions, a few of which may even come true. More
important is the second part, about where you could go next. It is something of an
extended Further Reading and Resources section, but it also discusses ways to proceed
from here—general sources of information, conferences, code, and more. But first, an
image: See Figure 24.1.

Figure 24.1. A glimpse of one future, through the game Destiny 2. (Image c©2017 Bungie, Inc. all
rights reserved.)
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24.1 Everything Else
Graphics helps sell games, and games help sell chips. One of the best features of
real-time rendering from a chip-maker’s marketing perspective is that graphics eats
huge amounts of processing power and other resources. Hardware-related features
such as frame rate, resolution, and color depth can also grow to some extent, further
increasing the load. A minimum solid frame rate of 90 FPS is the norm for virtual
reality applications, and 4k pixel displays are already testing the abilities of graphics
systems to keep up [1885].

The complex task of simulating the effect of light in a scene is plenty on its own
for absorbing compute power. Adding more objects or lights to a scene is one way
in which rendering can clearly become more expensive. The types of objects (both
solid and volumetric, such as fog), the way these objects’ surfaces are portrayed, and
the types of lights used are just some factors where complexity can increase. Many
algorithms improve in quality if we can take more samples, evaluate more accurate
equations, or simply use more memory. Increasing complexity makes graphics a nearly
bottomless pit for processing power to attempt to fill.

To solve performance concerns in the long run, rosy-eyed optimists like to turn to
Moore’s Law. This observation gives an acceleration rate of 2× every 1.5 years or,
more usefully, about 10× speedup every 5 years [1663]. However, processor speed is
usually not the bottleneck, and probably will be less so as time goes on. Bandwidth
is, as it increases by a factor of 10 every 10 years, not 5 [1332].

Algorithms from the film industry often find their way into real-time rendering,
since the fields share the same goal of generating realistic images. Looking at their
practices, we see statistics such as that a single frame of the 2016 movie The Jungle
Book includes millions of hairs in some scenes, with render times of 30 to 40 hours
a frame [1960]. While GPUs are purpose-built for real-time rendering and so have a
noticeable advantage over CPUs, going from 1/(40 × 60 × 60) = 0.00000694 FPS to
60 FPS is about seven orders of magnitude.

We promised some predictions. “Faster and more flexible” is a simple one to make.
As far as GPU architecture goes, one possibility is that the z-buffer triangle rasteriza-
tion pipeline will continue to rule the roost. All but the simplest games use the GPU
for rendering. Even if tomorrow some incredible technique supplanted the current
pipeline, one that was a hundred times faster and that consisted of downloading a
system patch, it could still take years for the industry to move to this new technology.
One catch would be whether the new method could use exactly the same APIs as
existing ones. If not, adoption would take a while. A complex game costs tens of
millions of dollars or more to develop and takes years to make. The target platforms
are chosen early in the process, which informs decisions about everything from the
algorithms and shaders used, to the size and complexity of artwork produced. Beyond
those factors, the tools needed to work with or produce these elements need to be
made and users need to become proficient in their use. The momentum that the cur-
rent rasterizer pipeline has behind it gives it several years of life, even with a miracle
occurring.
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Change still happens. In reality, the simple “one rasterizer to rule them all” idea
has already begun to fade. Throughout this book we have discussed how the compute
shader is able to take on various tasks, proof that rasterization is hardly the only
service a GPU can offer. If new techniques are compelling, retooling the workflow
will happen, percolating out from game companies to commercial engines and content
creation tools.

So, what of the long-term? Dedicated fixed-function GPU hardware for rendering
triangles, accessing textures, and blending resulting samples still gives critical boosts
to performance. The needs of mobile devices change this equation, as power consump-
tion becomes as much of a factor as raw performance. However, the “fire-and-forget”
concept of the basic pipeline, where we send a triangle down the pipeline once and
are entirely done with it for that frame, is not the model used in modern rendering
engines. The basic pipeline model of transform, scan, shade, and blend has evolved
almost beyond recognition. The GPU has become a large cluster of stream-based
processors to use as you wish.

APIs and GPUs have coevolved to adapt to this reality. The mantra is “flexibil-
ity.” Methods are explored by researchers, then implemented on existing hardware by
developers, who identify functionality they wish was available. Independent hardware
vendors can use these findings and their own research to develop general capabilities,
in a virtuous cycle. Optimizing for any single algorithm is a fool’s errand. Creating
new, flexible ways to access and process data on the GPU is not.

With that in mind, we see ray/object intersection as a general tool with numerous
uses. We know that perfectly unbiased sampling using path tracing eventually yields
the correct, ground-truth image, to the limits of the scene description. It is the
word “eventually” that is the catch. As discussed in Section 11.7, there are currently
serious challenges for path tracing as a viable algorithm. The main problem is the
sheer number of samples needed to get a result that is not noisy, and that does not
twinkle when animated. That said, the purity and simplicity of path tracing make
it extremely appealing. Instead of the current state of interactive rendering, where
a multitude of specialized techniques are tailored for particular situations, just one
algorithm does it all. Film studios have certainly come to realize this, as the past
decade has seen them move entirely to ray and path tracing methods. Doing so lets
them optimize on just one set of geometric operations for light transport.

Real-time rendering—all rendering for that matter—is ultimately about sampling
and filtering. Aside from increasing the efficiency of ray shooting, path tracing can
benefit from smarter sampling and filtering. As it is, almost every offline path tracer
is biased, regardless of marketing literature [1276]. Reasonable assumptions are made
about where to send sample rays, vastly improving performance. The other area where
path tracing can benefit is intelligent filtering—literally. Deep learning is currently a
white-hot area of research and development, with the initial resurgence of interest due
to impressive gains in 2012 when it considerably outpaced hand-tweaked algorithms
for image recognition [349]. The use of neural nets for denoising [95, 200, 247] and
antialiasing [1534] are fascinating developments. See Figure 24.2. We are already
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Figure 24.2. Image reconstruction with a neural net. On the left, a noisy image generated with path
tracing. On the right, the image cleaned up using a GPU-accelerated denoiser at interactive rates.
(Image courtesy of NVIDIA Corporation [200], using the Amazon Lumberyard Bistro scene.)

seeing a large uptick in the number of research papers using neural nets for rendering-
related tasks, not to mention modeling and animation.

Dating back to AT&T’s Pixel Machine in 1987, interactive ray tracing has long
been possible for small scenes, low resolutions, few lights, and compositions with only
sharp reflections, refractions, and shadows. Microsoft’s addition of ray tracing func-
tionality to the DirectX API, called DXR, simplifies the process of shooting rays and
is likely to inspire hardware vendors to add support for ray intersection. Ray shooting,
enhanced with denoising or other filtering, will at first be just another technique for
improving rendering quality of various elements, such as shadows or reflections. It
will compete with many other algorithms, with each rendering engine making choices
based on such factors as speed, quality, and ease of use. See Figure 24.3.

Hierarchical ray shooting as a fundamental operation is not an explicit part of
any mainstream commercial GPU as of this writing. We take PowerVR’s Wizard
GPU [1158] as a good sign, in that a mobile device company is considering hardware
support for testing rays against a hierarchical scene description. Newer GPUs with
direct support for shooting rays will change the equations of efficiency and could
create a virtuous cycle, one where various rendering effects are less customized and
specialized. Rasterization for the eye rays and ray tracing or compute shaders for
almost everything else is one approach, already being used in various DXR demos [1,
47, 745]. With improved denoising algorithms, faster GPUs for tracing rays, and
previous research reapplied as well as new investigations, we expect to soon see the
equivalent of a 10× performance improvement.

We expect DXR to be a boon to developers and researchers in other ways. For
games, baking systems that cast rays can now be run on the GPU and use similar
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Figure 24.3. These images were rendered at interactive rates with two reflection ray bounces per
pixel, a shadow ray for the screen location and both bounces, and two ambient occlusion rays, for
a total of seven rays per pixel. Denoising filters were used for shadows and reflections. (Images
courtesy of NVIDIA Corporation.)

or the same shaders as found in the interactive renderer, with improved performance
as a result. Ground-truth images can be more easily generated, making it simpler to
test and even auto-tune algorithms. The idea of architectural changes that allow more
flexible generation of GPU tasks, e.g., shaders creating shader work, seems a powerful
one that will likely have other applications.

There are certainly other fascinating possibilities of how GPUs might evolve. An-
other idealized view of the world is one in which all matter is voxelized. Such a
representation has any number of advantages for light transport and simulation, as
discussed in Section 13.10. The large amount of data storage needed, and difficul-
ties with dynamic objects in the scene, make the likelihood of a complete switchover
extremely unlikely. Nonetheless, we believe voxels are likely to get more attention,
for their use in a wide range of areas, including high-quality volumetric effects, 3D
printing, and unconstrained object modification (e.g., Minecraft). Certainly a related
representation, point clouds, will be part of much more research in the years to come,
given the massive amounts of such data generated by self-driving car systems, LI-
DAR, and other sensors. Signed distance fields (SDFs) are another intriguing scene
description method. Similarly to voxels, SDFs enable unconstrained modification of
the scene and can accelerate ray tracing as well.

Sometimes, the unique constraints of a given application allow its developers to
“break the mold” and use techniques previously considered exotic or infeasible. Games
such as Media Molecule’s Dreams and Claybook by Second Order, pictured in Fig-
ure 24.4, can give us intriguing glimpses into possible rendering futures where un-
orthodox algorithms hold sway.
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Figure 24.4. Claybook is a physics-based puzzle game with a world of clay that can be freely sculpted
by users. The clay world is modeled using signed distance fields and rendered with ray tracing,
including primary rays as well as ray-traced shadows and AO. Solid and liquid physics are simulated
on the GPU. (Claybook. c© 2017 Second Order, Ltd.)

Virtual and mixed reality deserve a mention. When VR works well, it is breath-
taking. Mixed reality has enchanting demos of synthetic content merging with the real
world. Everyone wants the lightweight glasses that do both, which is likely to be in the
“personal jetpacks, underwater cities” category in the short term. But who knows?
Given the huge amount of research and development behind these efforts [1187], there
are likely to be some breakthroughs, possibly world-changing ones.

24.2 You
So, while you and your children’s children are waiting for The Singularity, what do you
do in the meantime? Program, of course: Discover new algorithms, create applications,
or do whatever else you enjoy. Decades ago graphics hardware for one machine cost
more than a luxury car; now it is built into just about every device with a CPU, and
these devices often fit in the palm of your hand. Graphics hacking is inexpensive and
mainstream. In this section, we cover various resources we have found to be useful in
learning more about the field of real-time rendering.

This book does not exist in a vacuum; it draws upon a huge number of sources of
information. If you are interested in a particular algorithm, track down the original
publications. Our website has a page of all articles we reference, so you can look there
for the link to the resource, if available. Most research articles can be found using
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Google Scholar, the author’s website, or, if all else fails, ask the author for a copy—
almost everyone likes to have their work read and appreciated. If not found for free,
services such as the ACM Digital Library have a huge number of articles available. If
you are a member of SIGGRAPH, you automatically have free access to many of their
graphics articles and talks. There are several journals that publish technical articles,
such as the ACM Transactions on Graphics (which now includes the SIGGRAPH
proceedings as an issue), The Journal of Computer Graphics Techniques (which is
open access), IEEE Transactions on Visualization and Computer Graphics, Computer
Graphics Forum, and IEEE Computer Graphics and Applications, to mention a few.
Finally, some professional blogs have excellent information, and graphics developers
and researchers on Twitter often point out wonderful new resources.

One of the fastest ways to learn and meet others is to attend a conference. Odds
are high that another person is doing something you are, or might get, interested in.
If money is tight, contact the organizers and ask about volunteer opportunities or
scholarships. The SIGGRAPH and SIGGRAPH Asia annual conferences are premier
venues for new ideas, but hardly the only ones. Other technical gatherings, such as the
Eurographics conference and the Eurographics Symposium on Rendering (EGSR), the
Symposium on Interactive 3D Graphics and Games (I3D), and the High Performance
Graphics (HPG) forum present and publish a significant amount of material relevant
to real-time rendering. There are also developer-specific conferences, such as the well-
established Game Developers Conference (GDC). Say hello to strangers when you are
waiting in line or at an event. At SIGGRAPH in particular keep an eye out for birds of
a feather (BOF) gatherings in your areas of interest. Meeting people and exchanging
ideas face to face is both rewarding and energizing.

There are a few electronic resources relevant to interactive rendering. Of particular
note, the Graphics Codex [1188] is a high-quality, purely electronic reference that has
the advantage of being continually updated. The site immersive linear algebra [1718],
created in part by a coauthor of this book, includes interactive demos to aid in learning
this topic. Shirley [1628] has an excellent series of short Kindle books on ray tracing.
We look forward to more inexpensive and quick-access resources of this sort.

Printed books still have their place. Beyond general texts and field-specific vol-
umes, edited collections of articles include a significant amount of research and devel-
opment information, many of which we reference in this book. Recent examples are the
GPU Pro and GPU Zen books. Older books such as Game Programming Gems, GPU
Gems (free online), and the ShaderX series still have relevant articles—algorithms do
not rot. All these books allow game developers to present their methods without
having to write a formal conference paper. Such collections also allow academics to
discuss technical details about their work that do not fit into a research paper. For
a professional developer, an hour saved by reading about some implementation detail
found in an article more than pays back the cost of the entire book. If you cannot wait
for a book to be delivered, using the “Look Inside” feature on Amazon or searching
for the text on Google Books may yield an excerpt to get you started.
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When all is said and done, code needs to be written. With the rise of GitHub,
Bitbucket, and similar repositories, there is a rich storehouse to draw upon. The
hard part is knowing what does not fall under Sturgeon’s Law. Products such as the
Unreal Engine have made their source open access, and thus an incredible resource.
The ACM is now encouraging code to be released for any technical article published.
Authors you respect sometimes have their code available. Search around.

One site of particular note is Shadertoy, which often uses ray marching in a pixel
shader to show off various techniques. While many programs are first and foremost
eye candy, the site has numerous educational demos, all with code visible, and all
runnable within your browser. Another source for browser-based demos is the three.js
repository and related sites. “Three” is a wrapper around WebGL that encourages
experimentation, as just a few lines of code produces a rendering. The ability to
publish demos on the web for anyone to run and dissect, just a hyperlink click away, is
wonderful for educational uses and for sharing ideas. One of the authors of this book
created an introductory graphics course for Udacity based on three.js [645].

We refer you one more time to our website at realtimerendering.com. There you
will find many other resources, such as lists of recommended and new books (including
a few that are free and of high quality [301, 1729]), as well as pointers to worthwhile
blogs, research sites, course presentations, and many other sources of information.
Happy hunting!

Our last words of advice are to go and learn and do. The field of real-time computer
graphics is continually evolving, and new ideas and features are constantly being
invented and integrated. You can be involved. The wide array of techniques employed
can seem daunting, but you do not need to implement a laundry list of buzzwords-du-
jour to get good results. Cleverly combining a small number of techniques, based on
the constraints and visual style of your application, can result in distinctive visuals.
Share your results on GitHub, which can also be used to host a blog. Get involved!

One of the best parts of this field is that it reinvents itself every few years. Com-
puter architectures change and improve. What did not work a few years ago may now
be worth pursuing. With each new GPU offering comes a different mix of functionality,
speed, and memory. What is efficient and what is a bottleneck changes and evolves.
Even areas that seem old and well-established are worth revisiting. Creation is said
to be a matter of bending, breaking, and blending other ideas, not making something
from nothing.

This edition comes 44 years after one of the milestone papers in the field of com-
puter graphics, “A Characterization of Ten Hidden-Surface Algorithms” by Suther-
land, Sproull, and Schumacker, published in 1974 [1724]. Their 55-page paper is an
incredibly thorough comparison. The algorithm described as “ridiculously expensive,”
the brute-force technique not even dignified with a researcher’s name, and mentioned
only in the appendices, is what is now called the z-buffer. In fairness, Sutherland was
the adviser of the inventor of the z-buffer, Ed Catmull, whose thesis discussing this
concept would be published a few months later [237].
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This eleventh hidden-surface technique won out because it was easy to implement
in hardware and because memory densities went up and costs went down. The “Ten
Algorithms” survey done by Sutherland et al. was perfectly valid for its time. As
conditions change, so do the algorithms used. It will be exciting to see what happens
in the years to come. How will it feel when we look back on this current era of
rendering technology? No one knows, and each person can have a significant effect on
the way the future turns out. There is no one future, no course that must occur. You
create it.

What do you want to do next? (CD PROJEKT R©, The Witcher R© are registered trademarks
of CD PROJEKT Capital Group. The Witcher game c© CD PROJEKT S.A. Developed by
CD PROJEKT S.A. All rights reserved. The Witcher game is based on the prose of Andrzej
Sapkowski. All other copyrights and trademarks are the property of their respective owners.)



http://taylorandfrancis.com
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[280] Colbert, Mark, and Jaroslav Křivánek, “Real-Time Shading with Filtered Importance Sam-
pling,” in ACM SIGGRAPH 2007 Technical Sketches, ACM, article no. 71, Aug. 2007. Cited

on p. 419, 423

[281] Cole, Forrester, Aleksey Golovinskiy, Alex Limpaecher, Heather Stoddart Barros, Adam
Finkelstein, Thomas Funkhouser, and Szymon Rusinkiewicz, “Where Do People Draw Lines?”
ACM Transactions on Graphics (SIGGRAPH 2008), vol. 27, no. 3, pp. 88:1–88:11, 2008.
Cited on p. 656

[282] Cole, Forrester, and Adam Finkelstein, “Two Fast Methods for High-Quality Line Visibility,”
IEEE Transactions on Visualization and Computer Graphics, vol. 16, no. 5, pp. 707–717,
Sept./Oct. 2010. Cited on p. 668, 675

[283] Collin, D., “Culling the Battlefield,” Game Developers Conference, Mar. 2011. Cited on

p. 837, 840, 849

[284] Conran, Patrick, “SpecVar Maps: Baking Bump Maps into Specular Response,” in ACM
SIGGRAPH 2005 Sketches, ACM, article no. 22, Aug. 2005. Cited on p. 369

[285] Cook, Robert L., and Kenneth E. Torrance, “A Reflectance Model for Computer Graphics,”
Computer Graphics (SIGGRAPH ’81 Proceedings), vol. 15, no. 3, pp. 307–316, July 1981.
Cited on p. 314, 326, 331, 338, 343, 446



1066 Bibliography

[286] Cook, Robert L., and Kenneth E. Torrance, “A Reflectance Model for Computer Graphics,”
ACM Transactions on Graphics, vol. 1, no. 1, pp. 7–24, Jan. 1982. Cited on p. 326, 338, 343,

446

[287] Cook, Robert L., “Shade Trees,” Computer Graphics (SIGGRAPH ’84 Proceedings), vol. 18,
no. 3, pp. 223–231, July 1984. Cited on p. 37, 765

[288] Cook, Robert L., “Stochastic Sampling in Computer Graphics,” ACM Transactions on Graph-
ics, vol. 5, no. 1, pp. 51–72, Jan. 1986. Cited on p. 249

[289] Cook, Robert L., Loren Carpenter, and Edwin Catmull, “The Reyes Image Rendering Archi-
tecture,” Computer Graphics (SIGGRAPH ’87 Proceedings), vol. 21, no. 4, pp. 95–102, July
1987. Cited on p. 26, 774, 908

[290] Cook, Robert L., and Tony DeRose, “Wavelet Noise,” ACM Transactions on Graphics (SIG-
GRAPH 2005), vol. 24, no. 3, pp. 803–811, 2005. Cited on p. 199

[291] Coombes, David, “DX12 Do’s and Don’ts, Updated!” NVIDIA GameWorks blog, Nov. 12,
2015. Cited on p. 814

[292] Cormen, T. H., C. E. Leiserson, R. Rivest, and C. Stein, Introduction to Algorithms, MIT
Press, 2009. Cited on p. 820, 829, 835
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tively Blended Bézier Patches,” Computer Graphics Forum, vol. 27, no. 1, pp. 1–12, 2008.
Cited on p. 747



1072 Bibliography

[402] Dyn, Nira, David Levin, and John A. Gregory, “A 4-Point Interpolatory Subdivision Scheme
for Curve Design,” Computer Aided Geometric Design, vol. 4, no. 4, pp. 257–268, 1987. Cited

on p. 755

[403] Eberly, David, “Triangulation by Ear Clipping,” Geometric Tools website, 2003. Cited on

p. 686

[404] Eberly, David, 3D Game Engine Design: A Practical Approach to Real-Time Computer
Graphics, Second Edition, Morgan Kaufmann, 2006. Cited on p. 82, 772, 829, 950, 951, 959,

976, 990

[405] Eberly, David, “Reconstructing a Height Field from a Normal Map,” Geometric Tools blog,
May 3, 2006. Cited on p. 214

[406] Eberly, David, “A Fast and Accurate Algorithm for Computing SLERP,” Journal of Graphics,
GPU, and Game Tools, vol. 15, no. 3, pp. 161–176, 2011. Cited on p. 82

[407] Ebert, David S., John Hart, Bill Mark, F. Kenton Musgrave, Darwyn Peachey, Ken Perlin,
and Steven Worley, Texturing and Modeling: A Procedural Approach, Third Edition, Morgan
Kaufmann, 2002. Cited on p. 198, 200, 222, 672

[408] Eccles, Allen, “The Diamond Monster 3Dfx Voodoo 1,” GameSpy Hall of Fame, 2000. Cited

on p. 1
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[582] Green, Paul, Jan Kautz, and Frédo Durand, “Efficient Reflectance and Visibility Approxima-
tions for Environment Map Rendering,” Computer Graphics Forum, vol. 26, no. 3, pp. 495–
502, 2007. Cited on p. 398, 417, 424, 466, 471

[583] Green, Robin, “Spherical Harmonic Lighting: The Gritty Details,” Game Developers Confer-
ence, Mar. 2003. Cited on p. 401, 430

[584] Green, Simon, “Stupid OpenGL Shader Tricks,” Game Developers Conference, Mar. 2003.
Cited on p. 537, 539, 540

[585] Green, Simon, “Summed Area Tables Using Graphics Hardware,” Game Developers Confer-
ence, Mar. 2003. Cited on p. 188

[586] Green, Simon, “Real-Time Approximations to Subsurface Scattering,” in Randima Fernando,
ed., GPU Gems, Addison-Wesley, pp. 263–278, 2004. Cited on p. 633, 635, 638, 639

[587] Green, Simon, “Implementing Improved Perlin Noise,” in Matt Pharr, ed., GPU Gems 2,
Addison-Wesley, pp. 409–416, 2005. Cited on p. 199

[588] Green, Simon, “DirectX 10/11 Visual Effects,” Game Developers Conference, Mar. 2009.
Cited on p. 518

[589] Green, Simon, “Screen Space Fluid Rendering for Games,” Game Developers Conference,
Mar. 2010. Cited on p. 520, 569

[590] Greene, Ned, “Environment Mapping and Other Applications of World Projections,” IEEE
Computer Graphics and Applications, vol. 6, no. 11, pp. 21–29, Nov. 1986. Cited on p. 410,

414, 424

[591] Greene, Ned, Michael Kass, and Gavin Miller, “Hierarchical Z-Buffer Visibility,” in SIG-
GRAPH ’93: Proceedings of the 20th Annual Conference on Computer Graphics and Inter-
active Techniques, ACM, pp. 231–238, Aug. 1993. Cited on p. 846, 847, 1015

[592] Greene, Ned, “Detecting Intersection of a Rectangular Solid and a Convex Polyhedron,” in
Paul S. Heckbert, ed., Graphics Gems IV, Academic Press, pp. 74–82, 1994. Cited on p. 946

[593] Greene, Ned, Hierarchical Rendering of Complex Environments, PhD thesis, Technical Report
UCSC-CRL-95-27, University of California at Santa Cruz, June 1995. Cited on p. 846, 847

[594] Greger, Gene, Peter Shirley, Philip M. Hubbard, and Donald P. Greenberg, “The Irradiance
Volume,” IEEE Computer Graphics and Applications, vol. 18, no. 2, pp. 32–43, Mar./Apr.
1998. Cited on p. 487

[595] Gregorius, Dirk, “The Separating Axis Test between Convex Polyhedra,” Game Developers
Conference, Mar. 2013. Cited on p. 987

[596] Gregorius, Dirk, “Implementing QuickHull,” Game Developers Conference, Mar. 2014. Cited

on p. 950, 951

[597] Gregorius, Dirk, “Robust Contact Creation for Physics Simulations,” Game Developers Con-
ference, Mar. 2015. Cited on p. 947

[598] Grenier, Jean-Philippe, “Physically Based Lens Flare,” Autodesk Stingray blog, July 3, 2017.
Cited on p. 524, 526

[599] Grenier, Jean-Philippe, “Notes on Screen Space HIZ Tracing,” Autodesk Stingray blog, Aug.
14, 2017. Cited on p. 508



1082 Bibliography

[600] Gribb, Gil, and Klaus Hartmann, “Fast Extraction of Viewing Frustum Planes from the
World-View-Projection Matrix,” gamedevs.org, June 2001. Cited on p. 984

[601] Griffin, Wesley, and Marc Olano, “Objective Image Quality Assessment of Texture Compres-
sion,” in Proceedings of the 18th Meeting of the ACM SIGGRAPH Symposium on Interactive
3D Graphics and Games, ACM, pp. 119–126, Mar. 1999. Cited on p. 198

[602] Griffiths, Andrew, “Real-Time Cellular Texturing,” in Wolfgang Engel, ed., ShaderX5, Charles
River Media, pp. 519–532, 2006. Cited on p. 199

[603] Grimes, Bronwen, “Shading a Bigger, Better Sequel: Techniques in Left 4 Dead 2,” Game
Developers Conference, Mar. 2010. Cited on p. 366

[604] Grimes, Bronwen, “Building the Content that Drives the Counter-Strike: Global Offensive
Economy,” Game Developers Conference, Mar. 2014. Cited on p. 366

[605] Gritz, Larry, “Shader Antialiasing,” in Advanced RenderMan: Creating CGI for Motion Pic-
tures, Morgan Kaufmann, Chapter 11, 1999. Also (as “Basic Antialiasing in Shading Lan-
guage”) in SIGGRAPH Advanced RenderMan: Beyond the Companion course, Aug. 1999.
Cited on p. 200

[606] Gritz, Larry, “The Secret Life of Lights and Surfaces,” SIGGRAPH Advanced RenderMan 2:
To RI INFINITY and Beyond course, July 2000. Also in “Illumination Models and Light,” in
Advanced RenderMan: Creating CGI for Motion Pictures, Morgan Kaufmann, 1999. Cited

on p. 382

[607] Gritz, Larry, and Eugene d’Eon, “The Importance of Being Linear,” in Hubert Nguyen, ed.,
GPU Gems 3, Addison-Wesley, pp. 529–542, 2007. Cited on p. 161, 166, 184

[608] Gritz, Larry, ed., “Open Shading Language 1.9: Language Specification,” Sony Pictures Im-
ageworks Inc., 2017. Cited on p. 37

[609] Gronsky, Stefan, “Lighting Food,” SIGGRAPH Anyone Can Cook—Inside Ratatouille’s
Kitchen course, Aug. 2007. Cited on p. 638

[610] Gruen, Holger, “Hybrid Min/Max Plane-Based Shadow Maps,” in Wolfgang Engel, ed., GPU
Pro, A K Peters, Ltd., pp. 447–454, 2010. Cited on p. 252

[611] Gruen, Holger, and Nicolas Thibieroz, “OIT and Indirect Illumination Using Dx11 Linked
Lists,” Game Developers Conference, Mar. 2010. Cited on p. 155

[612] Gruen, Holger, “An Optimized Diffusion Depth Of Field Solver (DDOF),” Game Developers
Conference, Mar. 2011. Cited on p. 535

[613] Gruen, Holger, “Constant Buffers without Constant Pain,” NVIDIA GameWorks blog, Jan.
14, 2015. Cited on p. 795

[614] Grün, Holger, “Smoothed N-Patches,” in Wolfgang Engel, ed., ShaderX5, Charles River Me-
dia, pp. 5–22, 2006. Cited on p. 747

[615] Grün, Holger, “Implementing a Fast DDOF Solver,” Eric Lengyel, ed., Game Engine Gems
2, A K Peters, Ltd., pp. 119–133, 2011. Cited on p. 535

[616] Gu, Xianfeng, Steven J. Gortler, and Hugues Hoppe, “Geometry Images,” ACM Transactions
on Graphics (SIGGRAPH 2002), vol. 21, no. 3, pp. 355–361, 2002. Cited on p. 566
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2D Polygonal Impostors for 3D Crowds,” in Proceedings of the 2008 Symposium on Interactive
3D Graphics and Games, ACM, pp. 149–156, 2008. Cited on p. 562

[875] Kavan, Ladislav, Adam W. Bargteil, and Peter-Pike Sloan, “Least Squares Vertex Baking,”
Computer Graphics Forum, vol. 30, no. 4, pp. 1319–1326, 2011. Cited on p. 452

[876] Kay, L., “SceneJS: A WebGL-Based Scene Graph Engine,” in Patrick Cozzi & Christophe
Riccio, eds., OpenGL Insights, CRC Press, pp. 571–582, 2012. Cited on p. 829

[877] Kay, T. L., and J. T. Kajiya, “Ray Tracing Complex Scenes,” Computer Graphics (SIG-
GRAPH ’86 Proceedings), vol. 20, no. 4, pp. 269–278, Aug. 1986. Cited on p. 959, 961
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[1107] Mäım, Jonathan, and Daniel Thalmann, “Improved Appearance Variety for Geometry In-
stancing,” in Wolfgang Engel, ed., ShaderX6, Charles River Media, pp. 17–28, 2008. Cited

on p. 798, 800
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[1346] Palandri, Rémi, and Simon Green, “Hybrid Mono Rendering in UE4 and Unity,” Oculus
Developer Blog, Sept. 30, 2016. Cited on p. 928

[1347] Pallister, Kim, “Generating Procedural Clouds Using 3D Hardware,” in Mark DeLoura, ed.,
Game Programming Gems 2, Charles River Media, pp. 463–473, 2001. Cited on p. 556

[1348] Pangerl, David, “Quantized Ring Clipping,” in Wolfgang Engel, ed., ShaderX6, Charles River
Media, pp. 133–140, 2008. Cited on p. 873

[1349] Pangerl, David, “Practical Thread Rendering for DirectX 9,” in Wolfgang Engel, ed., GPU
Pro, A K Peters, Ltd., pp. 541–546, 2010. Cited on p. 814

[1350] Pantaleoni, Jacopo, “VoxelPipe: A Programmable Pipeline for 3D Voxelization,” in High-
Performance Graphics 2011, Eurographics Association, pp. 99–106, Aug. 2011. Cited on

p. 581

[1351] Papathanasis, Andreas, “Dragon Age II DX11 Technology,” Game Developers Conference,
Mar. 2011. Cited on p. 252, 892

[1352] Papavasiliou, D., “Real-Time Grass (and Other Procedural Objects) on Terrain,” Journal of
Computer Graphics Techniques, vol. 4, no. 1, pp. 26–49, 2015. Cited on p. 864

http://openvdb.org,2017


1122 Bibliography

[1353] Parberry, Ian, “Amortized Noise,” Journal of Computer Graphics Techniques, vol. 3, no. 2,
pp. 31–47, 2014. Cited on p. 199

[1354] Parent, R., Computer Animation: Algorithms & Techniques, Third Edition, Morgan Kauf-
mann, 2012. Cited on p. 102

[1355] Paris, Sylvain, Pierre Kornprobst, Jack Tumblin, and Frédo Durand, SIGGRAPH A Gentle
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Game Developers Conference, Mar. 2010. Cited on p. 569, 572

[1651] Sloan, Peter-Pike, Jan Kautz, and John Snyder, “Precomputed Radiance Transfer for Real-
Time Rendering in Dynamic, Low-Frequency Lighting Environments,” ACM Transactions on
Graphics (SIGGRAPH 2002), vol. 21, no. 3, pp. 527–536, July 2002. Cited on p. 471, 479,

480

[1652] Sloan, Peter-Pike, Jesse Hall, John Hart, and John Snyder, “Clustered Principal Components
for Precomputed Radiance Transfer,” ACM Transactions on Graphics (SIGGRAPH 2003),
vol. 22, no. 3, pp. 382–391, 2003. Cited on p. 480

[1653] Sloan, Peter-Pike, Ben Luna, and John Snyder, “Local, Deformable Precomputed Radiance
Transfer,” ACM Transactions on Graphics (SIGGRAPH 2005), vol. 24, no. 3, pp. 1216–1224,
Aug. 2005. Cited on p. 431, 481

[1654] Sloan, Peter-Pike, “Normal Mapping for Precomputed Radiance Transfer,” in Proceedings of
the 2006 Symposium on Interactive 3D Graphics and Games, ACM, pp. 23–26, 2006. Cited

on p. 404

[1655] Sloan, Peter-Pike, Naga K. Govindaraju, Derek Nowrouzezahrai, and John Snyder, “Image-
Based Proxy Accumulation for Real-Time Soft Global Illumination,” in Pacific Graphics 2007,
IEEE Computer Society, pp. 97–105, Oct. 2007. Cited on p. 456, 467

[1656] Sloan, Peter-Pike, “Stupid Spherical Harmonics (SH) Tricks,” Game Developers Conference,
Feb. 2008. Cited on p. 395, 400, 401, 428, 429, 430, 431, 470

[1657] Sloan, Peter-Pike, “Efficient Spherical Harmonic Evaluation,” Journal of Computer Graphics
Techniques, vol. 2, no. 2, pp. 84–90, 2013. Cited on p. 400

[1658] Sloan, Peter-Pike, Jason Tranchida, Hao Chen, and Ladislav Kavan, “Ambient Obscurance
Baking on the GPU,” in ACM SIGGRAPH Asia 2013 Technical Briefs, ACM, article no. 32,
Nov. 2013. Cited on p. 453

[1659] Sloan, Peter-Pike, “Deringing Spherical Harmonics,” in SIGGRAPH Asia 2017 Technical
Briefs, ACM, article no. 11, 2017. Cited on p. 401, 429

[1660] Smedberg, Niklas, and Daniel Wright, “Rendering Techniques in Gears of War 2,” Game
Developers Conference, Mar. 2009. Cited on p. 462

[1661] Smith, Alvy Ray, Digital Filtering Tutorial for Computer Graphics, Technical Memo 27,
revised Mar. 1983. Cited on p. 136

[1662] Smith, Alvy Ray, and James F. Blinn, “Blue Screen Matting,” in SIGGRAPH ’96: Proceedings
of the 23rd Annual Conference on Computer Graphics and Interactive Techniques, ACM,
pp. 259–268, Aug. 1996. Cited on p. 159, 160

[1663] Smith, Alvy Ray, “The Stuff of Dreams,” Computer Graphics World, vol. 21, pp. 27–29, July
1998. Cited on p. 1042



1138 Bibliography

[1664] Smith, Ashley Vaughan, and Mathieu Einig, “Physically Based Deferred Shading on Mobile,”
in Wolfgang Engel, ed., GPU Pro7, CRC Press, pp. 187–198, 2016. Cited on p. 903

[1665] Smith, Bruce G., “Geometrical Shadowing of a Random Rough Surface,” IEEE Transactions
on Antennas and Propagation, vol. 15, no. 5, pp. 668–671, Sept. 1967. Cited on p. 334

[1666] Smith, Ryan, “GPU Boost 3.0: Finer-Grained Clockspeed Controls,” Section in “The NVIDIA
GeForce GTX 1080 & GTX 1070 Founders Editions Review: Kicking Off the FinFET Gener-
ation,” AnandTech, July 20, 2016. Cited on p. 163, 789

[1667] Smits, Brian E., and Gary W. Meyer, “Newton’s Colors: Simulating Interference Phenomena
in Realistic Image Synthesis,” in Kadi Bouatouch & Christian Bouville, eds. Photorealism in
Computer Graphics, Springer, pp. 185–194, 1992. Cited on p. 363

[1668] Smits, Brian, “Efficiency Issues for Ray Tracing,” journal of graphics tools, vol. 3, no. 2,
pp. 1–14, 1998. Also collected in [112]. Cited on p. 792, 961

[1669] Smits, Brian, “Reflection Model Design for WALL-E and Up,” SIGGRAPH Practical Physi-
cally Based Shading in Film and Game Production course, Aug. 2012. Cited on p. 324

[1670] Snook, Greg, “Simplified Terrain Using Interlocking Tiles,” in Mark DeLoura, ed., Game
Programming Gems 2, Charles River Media, pp. 377–383, 2001. Cited on p. 876

[1671] Snyder, John, “Area Light Sources for Real-Time Graphics,” Technical Report MSR-TR-96-
11, Microsoft Research, Mar. 1996. Cited on p. 382

[1672] Snyder, John, and Jed Lengyel, “Visibility Sorting and Compositing without Splitting for
Image Layer Decompositions,” in SIGGRAPH ’98: Proceedings of the 25th Annual Conference
on Computer Graphics and Interactive Techniques, ACM, pp. 219–230, July 1998. Cited on

p. 532, 551

[1673] Soler, Cyril, and François Sillion, “Fast Calculation of Soft Shadow Textures Using Convolu-
tion,” in SIGGRAPH ’98: Proceedings of the 25th Annual Conference on Computer Graphics
and Interactive Techniques, ACM, pp. 321–332, July 1998. Cited on p. 256

[1674] Sousa, Tiago, “Adaptive Glare,” in Wolfgang Engel, ed., ShaderX3, Charles River Media,
pp. 349–355, 2004. Cited on p. 288, 527

[1675] Sousa, Tiago, “Generic Refraction Simulation,” in Matt Pharr, ed., GPU Gems 2, Addison-
Wesley, pp. 295–305, 2005. Cited on p. 628

[1676] Sousa, Tiago, “Vegetation Procedural Animation and Shading in Crysis,” in Hubert Nguyen,
ed., GPU Gems 3, Addison-Wesley, pp. 373–385, 2007. Cited on p. 639

[1677] Sousa, Tiago, “Anti-Aliasing Methods in CryENGINE,” SIGGRAPH Filtering Approaches
for Real-Time Anti-Aliasing course, Aug. 2011. Cited on p. 145, 531

[1678] Sousa, Tiago, Nickolay Kasyan, and Nicolas Schulz, “Secrets of CryENGINE 3 Graphics
Technology,” SIGGRAPH Advances in Real-Time Rendering in 3D Graphics and Games
course, Aug. 2011. Cited on p. 145, 234, 245, 252, 257, 262, 505

[1679] Sousa, Tiago, Nickolay Kasyan, and Nicolas Schulz, “CryENGINE 3: Three Years of Work in
Review,” in Wolfgang Engel, ed., GPU Pro3, CRC Press, pp. 133–168, 2012. Cited on p. 139,

234, 238, 245, 252, 257, 542, 786, 793, 932, 937

[1680] Sousa, Tiago, Carsten Wenzel, and Chris Raine, “The Rendering Technologies of Crysis 3,”
Game Developers Conference, Mar. 2013. Cited on p. 887, 889, 890, 895

[1681] Sousa, Tiago, Nickolay Kasyan, and Nicolas Schulz, “CryENGINE 3: Graphics Gems,” SIG-
GRAPH Advances in Real-Time Rendering in 3D Graphics and Games course, July 2013.
Cited on p. 531, 535, 539, 540, 542, 604, 888, 892

[1682] Sousa, T., and J. Geoffroy, “DOOM: the Devil is in the Details,” SIGGRAPH Advances in
Real-Time Rendering in 3D Graphics and Games course, July 2016. Cited on p. 569, 629,

883, 901



Bibliography 1139

[1683] Spencer, Greg, Peter Shirley, Kurt Zimmerman, and Donald Greenberg, “Physically-Based
Glare Effects for Digital Images,” in SIGGRAPH ’95: Proceedings of the 22nd Annual Con-
ference on Computer Graphics and Interactive Techniques, ACM, pp. 325–334, Aug. 1995.
Cited on p. 524

[1684] Stachowiak, Tomasz, “Stochastic Screen-Space Reflections,” SIGGRAPH Advances in Real-
Time Rendering in Games course, Aug. 2015. Cited on p. 507, 508

[1685] Stachowiak, Tomasz, “A Deferred Material Rendering System,” online article, Dec. 18, 2015.
Cited on p. 907

[1686] Stam, Jos, “Multiple Scattering as a Diffusion Process,” in Rendering Techniques ’95,
Springer, pp. 41–50, June 1995. Cited on p. 634

[1687] Stam, Jos, “Exact Evaluation of Catmull-Clark Subdivision Surfaces at Arbitrary Parame-
ter Values,” in SIGGRAPH ’98: Proceedings of the 25th Annual Conference on Computer
Graphics and Interactive Techniques, ACM, pp. 395–404, July 1998. Cited on p. 763

[1688] Stam, Jos, “Diffraction Shaders,” in SIGGRAPH ’99: Proceedings of the 26th Annual Con-
ference on Computer Graphics and Interactive Techniques, ACM Press/Addison-Wesley Pub-
lishing Co., pp. 101–110, Aug. 1999. Cited on p. 361

[1689] Stam, Jos, “Real-Time Fluid Dynamics for Games,” Game Developers Conference, Mar. 2003.
Cited on p. 649

[1690] Stamate, Vlad, “Reduction of Lighting Calculations Using Spherical Harmonics,” in Wolfgang
Engel, ed., ShaderX3, Charles River Media, pp. 251–262, 2004. Cited on p. 430

[1691] Stamminger, Marc, and George Drettakis, “Perspective Shadow Maps,” ACM Transactions
on Graphics (SIGGRAPH 2002), vol. 21, no. 3, pp. 557–562, July 2002. Cited on p. 241

[1692] St-Amour, Jean-François, “Rendering Assassin’s Creed III,” Game Developers Conference,
Mar. 2013. Cited on p. 453

[1693] Steed, Paul, Animating Real-Time Game Characters, Charles River Media, 2002. Cited on

p. 88

[1694] Stefanov, Nikolay, “Global Illumination in Tom Clancy’s The Division,” Game Developers
Conference, Mar. 2016. Cited on p. 478, 483

[1695] Steinicke, Frank Steinicke, Gerd Bruder, and Scott Kuhl, “Realistic Perspective Projections
for Virtual Objects and Environments,” ACM Transactions on Graphics, vol. 30, no. 5, article
no. 112, Oct. 2011. Cited on p. 554

[1696] Stemkoski, Lee, “Bubble Demo,” GitHub repository, 2013. Cited on p. 628

[1697] Stengel, Michael, Steve Grogorick, Martin Eisemann, and Marcus Magnor, “Adaptive Image-
Space Sampling for Gaze-Contingent Real-Time Rendering,” Computer Graphics Forum,
vol. 35, no. 4, pp. 129–139, 2016. Cited on p. 932

[1698] Sterna, Wojciech, “Practical Gather-Based Bokeh Depth of Field,” in Wolfgang Engel, ed.,
GPU Zen, Black Cat Publishing, pp. 217–237, 2017. Cited on p. 535

[1699] Stewart, A. J., and M. S. Langer, “Towards Accurate Recovery of Shape from Shading Under
Diffuse Lighting,” IEEE Trans. on Pattern Analysis and Machine Intelligence, vol. 19, no. 9,
pp. 1020–1025, Sept. 1997. Cited on p. 450

[1700] Stewart, Jason, and Gareth Thomas, “Tiled Rendering Showdown: Forward++ vs. Deferred
Rendering,” Game Developers Conference, Mar. 2013. Cited on p. 896, 897, 914

[1701] Stewart, Jason, “Compute-Based Tiled Culling,” in Wolfgang Engel, ed., GPU Pro6, CRC
Press, pp. 435–458, 2015. Cited on p. 894, 896, 914
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For indexed terms with more than one page reference, the italicized page (or range) indicates the
most significant reference.

1-ring, 759, 760
2.5 dimensions, 531
3D printing, 578, 683, 693
3dfx Interactive, 37

A-buffer, see under buffer
AABB, 822, 944, 946, 974, 976

creation, 949
orthographic projection, 93

AABB/object intersection, see intersection
testing, AABB/AABB

Academy Color Encoding System, see ACES
acceleration algorithms, 14, 682, 817–879, see

also optimization
accessibility shading, 449
accommodation, 923
accumulation buffer, see buffer, accumulation
ACE, 1036
ACES, 287
adaptation, 285
adaptive refinement, 547
adjacency graph, 692
affinity mask, 928
Afro Samurai, 658
AHD basis, see basis, AHD
albedo, 314

directional, 313
texture, 885

aliasing, 130, 131
crawlies, 130
fireflies, 132, 801
jaggies, 130, 132, 537
perspective, 239
projective, 240
self-shadow, 236
shadow map, 236
temporal, 132, 182
texture, 182, 186

alpha, 149, 159–160, 202–208
blending, 149–150, 203
channel, 24, 159, 160, 203, 1010
LOD, see level of detail, alpha
mapping, see texturing
premultiplied, 159–160
testing, 24, 204
unmultiplied, 160

alpha to coverage, 149, 207
alternate frame rendering, 1013
ALU, 1002–1003, 1029, 1036
ambient

aperture lighting, 466
color, 392
cube, 394–395, 432, 478, 488
dice, 395, 478, 488
light, see light, ambient

ambient occlusion, 446–451
dynamic, 453–457
field, 452
ground-truth, 461
horizon-based, 460
precomputed, 451–453
screen-space, 457–463
shading, 463–465
temporal supersampling, 462
volume, 452
volumetric, 459

ambient/highlight/direction basis, 476
Amdahl’s law, 1020
animation, 81, 85, 200, 829

cel, 652
impostor, 562
particle system, 567
sprite, 550
subdivision, 781
texture, see texturing, animation
vertex blending, see under transform

1155
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anisotropic filtering, see under texturing,
minification

anisotropic reflection, 314
anisotropic scaling, 62
anti-shadow, 227
antialiasing, 130–148

coverage sampling, 141
custom filter, 142
directionally localized, 147
distance-to-edge, 147
enhanced quality, 141
fast approximate, 146, 148
FLIPQUAD, 146
full-scene, 138
geometry buffer, 147
hybrid reconstruction, 146
image-based, 147, 148
jittering, 144, 909
morphological, 146–148
multisampling, 139–142, 144–148, 155
N -rooks, 143
Quincunx, 145–146
rotated grid, 143, 145, 146
screen based, 137–148, 204–207
subpixel morphological, 148
subpixel reconstruction, 147
supersampling, 138–139

rotated grid, 1028
temporal, 142–143, 144–146, 148
texture, see texturing, minification

aperture, 307
apex point map, 837, 980
API, 15
application stage, see under pipeline
arithmetic logic unit, see ALU
artistic rendering, see non-photorealistic

rendering
Ashes of the Singularity, 883, 911, 913
Ashikhmin model, 357
aspect graph, see under spatial data structure
Assassin’s Creed, 453, 539
Assassin’s Creed 4: Black Flag, 478, 481
Assassin’s Creed Unity, 834, 851, 905
Assimp, 716
ASTC, see under texturing, compression
asynchronous compute engine, see ACE
atan2, 8, 72
atmosphere, 595, 596, 601, 613–616, 622–623
attenuation index, 298
augmented reality, 915–940
average cache miss ratio, 700
axis-aligned bounding box, see AABB
axis-aligned BSP tree, see under spatial data

structure, BSP tree

B-spline, see under curves and surfaces
back buffer, see buffer, back
back plane, 93n
backface culling, see culling, backface
backprojection, 252
backward mapping, 532
baking, 451, 473, 853

least-squares, 452
balancing the pipeline, see pipeline
band-limited signal, 133
banding, 161, 1010
banding artifacts, 279, 1010
bandwidth, 1006
Bartleson-Breneman effect, 285
barycentric coordinates, 45, 46, 489, 673, 740,

748, 907, 963, 998–1001
perspective correct, 999–1001

basis, 209
AHD, 402, 467, 471, 484, 488, 498
functions

orthogonal, 398
orthonormal, 399

hemispherical, 402–404
projection, 393
spherical, 395–402

Gaussian, 397–398, 471–472, 477–478,
488, 498

harmonics, see spherical, harmonics
radial, 396

standard, 8, 400
tangent space, 209–210, 343, 403, 766

batch, 796
batching, 795
Battlefield 1, 601
Battlefield 4, 514
BC, see under texturing, compression
bell curve, 515
benchmarking, 1012
bent cone, screen-space, 467
bent normal, 448, 465
Bernstein

form, 835
Bézier curve, 722
Bézier patch, 737
Bézier triangle, 740

polynomial, 723, 737
Bézier triangle, 741

Bézier basis function, 723
Bézier curves, see curves, Bézier
Bézier patch, see under surfaces
Bézier triangle, see under surfaces
BGR color order, 1010
bias, 226

cone, 249
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normal offset, 238, 250
receiver plane depth, 250
slope scale, 236, 249

bidirectional reflectance distribution function,
see BRDF

bidirectional scattering distribution function, see
BSDF

bidirectional surface scattering distribution
functions, see BSSRDF

bilinear interpolation, 735
billboard, 551–564, see also impostor

axial, 559–560, 568
clouds, 563–564
particle, 567
screen-aligned, 553
spherical, 559
world-oriented, 554–559

binary space partitioning tree, see spatial data
structure, BSP tree

binary tree, 820
bindless texture, 192
binormal vector, 209
biquadratic surface, 736
bitangent vector, 209, 343
blend shapes, see transform, morph targets
blending, 25

additive, 151, 527
function, 723, 729

implicit surface, 752
multi-layer alpha, 156
operations, see texturing
surfaces, see surfaces, implicit

Blinn lighting equation, 314
blocking, 809
bloom, 524, 604
blue-screening, 160
blur, 515–518
bokeh, 531, 536
Boost, 793
border, 174
Borderlands, 662, 679
bottleneck, 12, 783, 786–788, 1023
boundary representation, 581
bounded Bézier curve, see curves, bounded

Bézier
bounding volume, 819, 976

creation, 948–953
hierarchy, see under spatial data structure
temporal, 821

bounding volume/object intersection, see
intersection testing

bowtie, 684
box/object intersection, see specific objects

under intersection testing

BRDF, 308–315
anisotropic, 314
Ashikhmin, 357
Banks, 359
Blinn-Phong, 314
clear coat, 364
cloth, 356–359
Cook-Torrance, 314
Disney diffuse, 354, 357
Disney principled, 324, 340, 345, 353, 364
Hapke model, 314
isotropic, 310
Kajiya-Kay, 359
Lambertian, 313, 314
Lommel-Seeliger model, 314
lunar, 314
Oren-Nayar, 354
Phong, 314, 340
reflectance lobe, 315, 416
specular lobe, 315, 338, 416, 418
Torrance-Sparrow, 334
Ward, 314
wave optics model, 359–363

Brütal Legend, 572
BSDF, 641–648
BSP tree, see under spatial data structure
BSSRDF, 634
buffer

A-buffer, 155
accumulation

antialiasing, 139
depth of field, 529
motion blur, 537
soft shadow, 228

back, 25, 1012
cache, 1007
color, 24, 1009–1010
compression, 1007–1009, 1032–1033
deep, 884
double, 25, 1012
dynamic, 793
framebuffer, 25
front, 25, 1012
G-buffer, 661, 884
identification, 668, 942
interleaved, 702
pending, 1013
single, 790, 1012
static, 794
stencil, 24, 53

projection shadow, 227
shadow volume, 230–233

swap, 25, 1012, 1013
triple, 1013
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buffer (continued)
velocity, 143, 540–541
visibility, 906–908, 912
z-buffer, 24, 53, 152, 1014–1016, 1048

hierarchical, see under culling
bump mapping, 167, 208–214

filtering
CLEAN, 370
LEAN, 370
Toksvig, 369

heightfield, 211–212
normal map, 195, 211–214, 366, 710
offset vector, 211

bus bandwidth, 1006
BV, see bounding volume
BVH, see spatial data structure, bounding

volume hierarchy

C0-continuity, see continuity
C1-continuity, see continuity
cache

hierarchy, 1038
memory, 792
post-transform, 700, 705
pre-transform, 705
texture, 1017–1018
vertex, 700, 701, 703

cache-oblivious mesh, see mesh, cache-oblivious
CAD, 546
Call of Duty, 402, 476, 478
Call of Duty: Advanced Warfare, 286, 542, 718
Call of Duty: Black Ops, 340, 370
Call of Duty: Infinite Warfare, 325, 363–365,

420, 902
Call of Duty: WWII, 476
camera, 307–308
camera space, 15
candela, 271
canonical view volume, 16, 94
capsule, 946
cartoon rendering, see shading, toon
cathode-ray tube, see CRT
Catmull-Clark subdivision, see surfaces,

subdivision, Catmull-Clark
Catmull-Rom spline, 731
caustics, 630–632
Cel Damage, 659, 660
cel rendering, see shading, toon
cell, see culling, portal
cell-based visibility, 842
CFAA, see antialiasing, custom filter
character animation, see transform, vertex

blending
charcoal, 652

chart, 909
checkerboard rendering, 146, 930
chroma subsampling, 804
chroma-keying, 160
chromatic aberration, 521, 628, 921
chromaticity, 273
chrominance, 197
Chromium, 1020
CIE, 272, 273
CIE chromaticity diagram, 274–278
CIE XYZ, 273–276
CIECAM02, 278
CIELAB, 276
CIELUV, 276
ciliary corona, 524
circle of confusion, 531
Civilization V, 879
clamp, 174
Claybook, 1045
CLEAN mapping, 370
ClearType, 675
clip coordinates, 18
clipmap, 867
clipping, 19, 997–998

guard-band, 998
plane, 19

clock gating, 1028
clock rate, 789
CLOD, see level of detail, continuous
closed model, 693
clouds, 257, 556, 563–564, 598, 613, 616–620,

622–623
clustered deferred shading, 904
clustered forward shading, 904, 907, 908, 914
clustered shading, 898–905
Cn-continuity, 728
code optimization, see optimization, code
CodeAnalyst, 792
coherence

frame-to-frame, 866
length, 362
spatial, 837
temporal, 866

collision detection, 14
color, 8, 272–290

ambient, 392
buffer, see buffer, color
grading, 289–290
matching, 272–274
mode, 1009

deep color, 1010
high color, 1009–1010
true color, 1009–1010

perception, 278
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color appearance model, 278
color space

ACEScg, 278
Adobe 1998, 277
DCI-P3, 277
ICTCP, 276, 287
Rec. 2020, 277, 281
Rec. 709, 277, 281
sRGB, 277, 281
working, 278

color-matching functions, 272–273
colorimetry, 272–279
command buffer, 812–814
common-shader core, 35
communication, 1023
compositing, 159
compression

asymmetry, 196
buffer, see buffer, compression
texture, see texturing, compression
vertex, see vertex, compression

computational photography, 549, 573
compute shader, 14, 40, 41, 51, 54, 245, 256,

259, 288, 514, 518, 535, 536, 569, 578,
582, 611, 677, 778, 784, 795, 798, 812,
851, 879, 888, 893, 895, 896, 901, 903,
907, 911, 912, 914, 986, 1043

compute unit, 1003, 1035
concatenation, see transform, concatenation of
cone tracing, 455, 467, 584

voxel, 495, 504
conservation of energy, 312
conservative depth, 1016
conservative rasterization, see rasterization,

conservative
constructive interference, see light, interference,

constructive
constructive solid geometry, 750
continuity, see also curves and surfaces

C0, 728, 741, 745
C1, 728, 742
Cn, 728
G1, 728, 742
Gn, 728

continuous signal, 131
contour, 686

edge detection, 665–669
halo, 659
image, 660–665
line, 655
loop, 667
procedural geometry, 657–660
shading normal, 656–657
shell, 658–659

contouring artifacts, see banding artifacts
control cage, 756
control mesh, 756
control points, 720
control polygon, 754
convex hull, 950

Bézier curve, 723
Bézier patch, 738
Bézier triangle, 741
Loop, 761

convex partitioning, 684
convex polyhedron, 946, 950
convex region, 685
convolution, 135
Cook-Torrance model, 314
cookie, 221, 230, 434
coordinate system

left-handed, 92, 95
right-handed, 92

corner cutting, 753
counterclockwise vertex order, 63, 692
coverage, 995
coverage mask, A-buffer, 155
CPU-limited, 786
cracking, 689, 769

Bézier triangle, 747
fractional tessellation, 769
polygon edge, 689, 714
quadtree, 774
tessellation, 771

crawlies, 130
crease, 763
critical angle, 326
cross product, 7
CrossFire X, 1013
CRT, 161
Crysis, 220, 457, 458, 559
Crysis 3, 631
CSAA, see antialiasing, coverage sampling
CSG, 750
CSM, see shadow, map, cascaded
cube map, 173, 190
cube mapping, see environment mapping, cubic
cube texture, 190
CubeMapGen, 415
cubic convolution, 178
cubic curve, see curves, cubic
cuculoris, 434
CUDA, 54, 1040
culling, 830–851

backface, 800, 831–835
orientation consistency, 63

clustered backface, 833–835
detail, 839–840
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culling (continued)
early-z, 53, 801, 849, 851, 1016
frontface, 832
hierarchical z-buffering, 846–850
hierarchical view frustum, 807, 835–837,

981
image-space, 843, 844, 846
object-space, 843
occlusion, 822, 840–850
occlusion query, 844–845
portal, 837–839
ray-space, 843
view frustum, 807, 835–837, 981
z, 846
zmax, 1015
zmin, 1015

curve segment, 729–730
curved surfaces, see surfaces
curves

B-spline, 732–734, 754, 756
Bézier, 720–725
bounded Bézier, 725–726
Catmull-Rom spline, 731
continuity, 726–728
cubic, 721, 724, 729
degree, 721
GPU rendering, 725–726
Hermite, 729–730
Kochanek-Bartels, 730–732
parametric, 718–734
piecewise, 726
quadratic, 721, 722–724
quartic, 721
S-shaped, 728, 771
spline, 729, 781
subdivision, 753–756
tension parameter, 730

D65, see illuminant D65
DAG, see directed acyclic graph
dart, 763
data race condition, 51
data reduction, see simplification
data-level parallelism, 1003
data-oriented design, 791
de Casteljau

Bézier curves, 721
Bézier patches, 736
Bézier triangles, 740

DEAA, see antialiasing, distance-to-edge
decals, 202, 888–890, 901
decimation, see simplification
deep color mode, 1010
deferred context, 813

deferred lighting, 892
deferred shading, 547, 883–890, 1022, 1028
deferred texturing, 905–908
denoising, 519
dependent texture read, see texture, dependent

read
depth

buffer, see buffer, z-buffer
reversed, 100

complexity, 801, 841
peeling, 152, 154–155, 252, 625, 893
sprite, see under impostor

depth of field, 523, 525, 527–536, 835
derivative, see gradient of pixel
Destiny, 129, 130, 453, 815
Destiny 2, 571, 572, 1041
Destiny: The Taken King, 128
destructive interference, see light, interference,

destructive
determinant of a matrix, 7
Deus Ex: Mankind Divided, 908
dielectric, 321
difference of Gaussians, 665
diffraction, 303, 360–361
diffuse color, 314, 348
diffuse term, 306
diffusion, 634

normal-map, 635
screen-space, 636–638
texture-space, 635

digital differential analyzer, 506
digital visual interface, 1011
dihedral angle, 654, 660, 695
dimension reduction, 955
direct memory access, see DMA
Direct3D, 21n
DirectCompute, 40
directed acyclic graph, 586, 829
direction, principal, 672
directional occlusion, 465

dynamic, 467–468
precomputed, 466
shading, 468–472

DirectX, 38–41
DirectX 11, 813
DirectX 12, 814
discrete geometry LOD, see level of detail,

discrete geometry
discrete ordinate methods, 493
discrete oriented polytope, see k-DOP
discretized signal, 131
Disney Infinity 3.0, 372
displaced subdivision, see surfaces, subdivision,

displaced
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displacement mapping, 167, 219, 765, 770
display

encoding, 160–165
engine, 1011
flare, 285
head-mounted, 916
interface, 1011
list, 812
primary, 276
varifocal, 923

display rate, 1
display-referred, 283
DisplayPort, 1011
distance field, 677
distortion, lens, 921
distribution of normals, see NDF
distribution of visible normals, 333
dithering, 1010
DLAA, see antialiasing, directionally localized
DMA, 1034
Dolby Vision, 282
DOM, see discrete ordinate methods
domain, 719

rectangular, 736
triangular, 740

domain shader, 44
DOOM (2016), 246, 540, 629, 823, 869, 883, 901
dot product, 7
dots per inch, 817
double buffer, see buffer, double
downsampling, 136, 518, 525
DRAM, 791
draw call, 35
Dreams, 577, 1045
driver, see graphics driver
dual paraboloid mapping, see environment

mapping, parabolic
dual source-color blending, 53
dueling frusta, 242
Dust 514, 493
DVI, 1011
DXR, 1044
DXTC, see under texturing, compression
dynamic buffer, 793
dynamic super resolution, 139

EAC, 194
ear clipping, 685
early-z culling, see under culling
edge, 654–656, see also line

border, 654
boundary, 654, 661, 692, 709
bridge, 686
collapse, see under simplification

contour, 654–656
crease, 654, 695, 709, 747
detection, 661, 663
feature, 654
function, 994–996
hard, 654
join, 686
keyholed, 686
material, 654
preservation, 695
ridge, 654, 660
silhouette, 654–655
stitching, 689
suggestive contour, 655
valley, 654, 660

effective surface, 350
electrical optical transfer function, 161, 283
EM, see environment mapping
energy efficiency, 1024
Enlighten, 482
enveloping, see transform, vertex blending
environment mapping, 404–433

cubic, 410–412, 425
irradiance, 424–433
latitude-longitude, 406–408
localized, 499–502
octahedral, 413
parabolic, 413
prefiltered, 415–420, 471, 502, 503
sphere, 408–410

EOTF, see electrical optical transfer function
EQAA, see antialiasing, enhanced quality
Ericsson texture compression, see texturing,

compression, ETC
ESM, see shadow, map, exponential
ETC, see under texturing, compression
Euler angles, 59, 70, 73, 82
Euler transform, see transform, Euler
Euler-Mascheroni constant, 802
Euler-Poincaré formula, 699, 706
EVS, see exact visible set
EVSM, see shadow, map, exponential
EWA, 189
exact visible set, 831
execution unit, 1003
exitance, 442, 474
explicit surface, see surfaces, explicit
exposure, 285, 288–289
extraordinary vertex, 758
eye space, 15
eye-dome lighting, 575

faceter, 682
fairness, 761
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falloff function, 114, 381
fan, see triangle, fan
Far Cry, 453, 476
Far Cry 3, 478, 481
Far Cry 4, 420, 481
far plane, 93, 99, 981
Feline, 189
fence, 938
FIFA, 616
FIFO, 808, 809, 1023
fill rate, 788
film frame rate, 536
filter, 130–137, 515

bilateral, 462, 518–520
box, 134, 165, 517, 518
bright-pass, 527
cross bilateral, see filter, joint bilateral
disk, 518
edge-preserving, 520
Gaussian, 136, 189, 515, 517, 572, 665
joint bilateral, 249, 519
kernel, 517
low-pass, 135, 136
nearest neighbor, 134
rotation-invariant, 515
running-average, 523
separable, 516, 517, 520, 532
sinc, 135–136, 515
steerable, 525
support, 517
tent, 134
triangle, 134

fin, 646, 668
Final Fantasy XV, 620
fireflies, see under aliasing
Firewatch, 104
first principal direction, 672
fixed-function pipeline, 27
fixed-view effects, 546–547
flat shading, 120
FLIPQUAD, 146
floor, 769
flow control, 36

dynamic, 36
static, 36

flush, 1005
FMA, 1026, 1033
fog, 598, 600–602, 608
force feedback, 14
form factor, 442
forward mapping, 531
forward shading, 883
forward+ shading, see tiled, forward shading
Forza Horizon 2, 141, 899

Forza Motorsport 7, 2, 412
foveated rendering, 931–932
FPS, 1, 13, 789, 817
fragment, 22, 49
fragment shader, 23, 49, 125, see also pixel

shader
frame rate, 1, 808

constant, 865
frame-to-frame coherence, 866
framebuffer, 25
frames per second, 13
FreeSync, 1011
FreeType, 676
Fresnel effect, 319
Fresnel equations, 316
Fresnel reflectance, 316–327, 330, 331, 348, 351,

405, 420, 421, 426, 498, 626, 631, 632,
643, 892

Schlick approximation, 320, 321, 326, 347,
351, 598

front buffer, see buffer, front
front plane, 93n
Frostbite game engine, 111, 113, 115, 116, 287,

290, 312, 325, 616, 804, 811, 851, 878,
890, 893, 903

froxel, 611
frustum, 11, 17–18, 981

plane extraction, 983–984
tracing, 261

frustum/object intersection, see specific objects
under intersection testing

FSAA, see antialiasing, full-scene
full screen pass, 514
fur, 640–641, 646–649
FX Composer, 44
FXAA, see antialiasing, fast approximate

G-sync, 1011
G1-continuity, see continuity
gamma correction, 160–165, 184
gamut, 276, 323

sRGB, 323
gas, ideal, 297
gather operation, 532
Gauss map, 667
Gaussian, anisotropic spherical, 398, 498
GBAA, see antialiasing, geometry buffer
GCN, see under hardware
genus, 699
geodesic curve, 81
geometric mean, 864
geometry

clipmap, 872–873
patch, 775
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processing, see under pipeline
shader, 18–19, 47–48, 647, 668, 677, 702,

786, 798
stage, see pipeline, geometry processing

geomorph LOD, see level of detail, geomorph
GigaThread engine, 1032
gimbal lock, 73
glare effects, 524
global illumination, 315, 438
glPolygonOffset, 236, 657, 673
GLSL, 35, 39
gluLookAt, 67
gluPerspective, 99
Gn-continuity, 728
gobo, 173, 221, 230, 434
golden thread, 547
Gooch shading, 103, 663
Gouraud shading, 118
GPA, 785
GPU, 13, 29, see also hardware

computing, 54
GPU Boost, 789
GPU PerfStudio, 785
GPUView, 785
gradient of pixel, 51, 185
graftals, 672
Grand Theft Auto V, 525
graphics driver, 786, 793, 1012
graphics processing unit, see GPU
grayscale, conversion to, 278
great arc, 81
great circle, 81
green-screening, 160
GRID2, 258
GTX 1080, see under hardware
guard-band clipping, 998

H-basis, 404
hair, 257, 640–646, 649
half vector, 336
half-edge, 692
Half-Life 2, 402, 403, 476, 478, 499
Half-Life 2 basis, 403
half-space, 6, 946
halo, 524
Halo 3, 475
haloing, 675
Halton sequence, 144
hard real time, 865
hardware

GameCube, 867
GCN, 1035–1039
GeForce 256, 29
GeForce3, 38

GTX 1080, 1029–1035
Mali architecture, 1020, 1024–1029
NVIDIA Pascal, 1029–1035
Pixel-Planes, 8n, 1026
PixelFlow, 1022
PLAYSTATION, 936
PLAYSTATION 3, 39, 700
PLAYSTATION 4, 867, 1007, 1035
Pomegranate, 1022
Talisman, 189, 551
Vega, 1035–1039
Voodoo 1, 1
Wii, 27, 39
Xbox, 1035
Xbox 360, 39
Xbox One, 867

harmonic series, 802
Hausdorff distance, 708, 875
H-basis, 475
HBM2, 1034, 1038
HDMI, 1011
HDR, 193, 271, 281–283, 405

display, 1011
HDR10, 281
head, 70, 72
heads-up display, 561, 917, 932, 933
heat diffusion, 535
heightfield, 564–566, see also bump mapping

terrain, 877
Hellgate: London, 609
Helmholtz reciprocity, 312, 351
hemisphere lighting, 431
hemispherical basis, see basis, hemispherical
hemispherical harmonics, 404
Henyey-Greenstein phase function, 598–599, 620
Hermite curves, see curves, Hermite
Hermite interpolation, see interpolation,

Hermite
Hertz, 13
hidden line removal, 668–669
hidden line rendering, see line, hidden
hierarchical image caching, see impostor
hierarchical spatial data structure, see spatial

data structure
hierarchical view frustum culling, see culling,

hierarchical view frustum
hierarchical z-buffering, see under culling
high color mode, see color, mode, high color
high dynamic range, see HDR
high-definition multimedia interface, 1011
High-Level Shading Language, see HLSL
highlight, 119
highlight selection, 673
histogram, 245
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histogram renormalization, 196
hither, 93n
HiZ, 252, 1015, 1038
HLG, 281
HLSL, 35, 39
homogeneous notation, 6, 58, 62, 173
homogenization, 62, 92
horizon angle, 460
horizon mapping, 460, 466
hourglass, 684
HRAA, see antialiasing, hybrid reconstruction
HTC Vive, see Vive
HTILE, 1038
HUD, 561, 917, 932, 933
hue, 276
hull shader, 44
Hunt effect, 285
Huygens-Fresnel principle, 360
Hybrid Log-Gamma, see HLG
hysteresis, 861
HZB culling, see culling, hierarchical z-buffering

IBR, see image-based rendering
illuminant D65, 270, 274
image

geometry, 566, 876
processing, 513–522, 665
pyramid, 846, 847
state, 283

image-based lighting, 406, 414–424, 435
image-based rendering, 269, 545
immediate context, 813
implicit surface, see surfaces, implicit
importance sampling, 385, 445, 451, 503
impostor, 561–564, 866

depth sprite, 564–565
layered depth image, 565

index buffer, 702–705
index of refraction, 298

complex, 298
indirect draw command, 851
inFAMOUS Second Son, 91, 572
inflection, 728
inner product, 398
input assembler, 42
inside test, 996
instance, 15, 829
instancing, 42, 797
instruction set architecture, 35
instruction-level parallelism, 1003
Instruments, 785, 792
integral

double product, 464, 470
triple product, 470

intensity, 269
interactivity, 1
interface, see hardware
interference, see under light
interleaved sampling, 145
intermediate language, 35
interpolation, 781, 998–1001

barycentric, 963
bicubic, 178
bilinear, 178–180, 182, 735–736
centroid, 141
Hermite, 729–732
linear, 720
perspective-correct, 22, 49, 1000
quadrilinear, 189
repeated, 740

bilinear, 736
linear, 720–722

trilinear, 186
interpupillary distance, 923
intersection testing, 941–991

AABB/AABB, 978–979
box/plane, 970–972
box/ray, 959–962

ray slope, 961–962
slabs method, 959–961

BV/BV, 976–981
convex polyhedron/ray, 961
crossings test, 967–970
dimension reduction, 955
frustum, 981–987
frustum/box, 986–987
frustum/ray, 961
frustum/sphere, 984–986
hardware-accelerated, 942–943
interval overlap method, 972–974
k-DOP/k-DOP, 979–980
k-DOP/ray, 961
line/line, 987–990
OBB/OBB, 980–981
picking, 942
plane/box, 970–972
plane/ray, 966
plane/sphere, 970
polygon/ray, 966–970
polyhedron/polyhedron, 987
ray/box, 959–961
rejection test, 948
rules of thumb, 954–955
separating axis, 946
separating axis test, 947, 974, 979, 980,

986–987
sphere/box, 977–978
sphere/ray, 955–959
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sphere/sphere, 976–977
three planes, 990
triangle/box, 974–975
triangle/ray, 962–966
triangle/triangle, 972–974

interval overlap method, see under intersection
testing

intrinsic functions, 36
inverse displacement mapping, see texturing,

parallax occlusion mapping
inverse z, 100
IOR, see index of refraction
irradiance, 268, 294, 425

precomputed, 474
spherical harmonics, 475
volume, 487

irradiance mapping, see environment mapping,
irradiance

irregular vertex, 758
isocube, 412
isosurface, 584, 682, 753
isotropic scaling, 62

Jzazbz, 276
jaggies, see under aliasing
jittering, see under antialiasing
joint, 720, 726, 728, 731
Jordan curve theorem, 967
judder, 935
Just Cause 2, 114, 882
Just Cause 3, 883, 899, 900

k-ary tree, 820
k-d tree, see under spatial data structure
k-DOP, 945–946, 961, 976, 990

creation, 949
Kentucky Route Zero, 121
Killzone: Shadow Fall, 116, 523
Killzone 2, 885
Kite, 493
Kochanek-Bartels curves, see curves,

Kochanek-Bartels

LAB, 276
Lambertian shading, see BRDF, Lambertian
The Last of Us, 476
late depth test, 1016
late latching, 938
latency, 1, 30, 791, 807–810, 920–921, 935,

1004–1006, 1013
occlusion query, 845

Latin hypercube sampling, 143
latitude, 407, 944
layered depth image, see under impostor

LCD, 676
LDI, see impostor, layered depth image
LEAN mapping, 370
left-handed, see under coordinate system
lens flare, 524–526
level of detail, 44, 580, 706, 717, 807, 852–866

alpha, 857–858
bias, 186, see also texturing
blend, 856
continuous, 706, 859, 860
discrete geometry, 854–856
fractional tessellation, 768
generation, 853
geomorph, 859–860
hysteresis, 861
PN triangle, 747
popping, 710, 854, 856, 858
projected area-based, 861–864
range-based, 860–861
selection, 853, 860–864
simplification, 710
subdivision surface, 756
switching, 853, 854–860
time-critical, 865–866

level set, 583
LIDAR, 573
light

ambient, 391–392
attenuation mask, 230
baking, 798
bandwidth, 362
bleeding, 255
field, 269
interference

constructive, 296, 298
destructive, 296
thin-film, 361–363

inverse-square attenuation, 111
leak, 238, 255, 256
map, 484
meter, 271
monochromatic, 293
polarized, linearly, 293
polychromatic, 293
prepass, 892
probe, 414, 490, 901
propagation volumes, 493

cascaded, 494
scattering, see scattering
shafts, 602, 604, 608, 631
source, 106–117, 798

area, 116–117, 224, 228, 377–391
card, 387, 388, 427
directional, 109–110
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light (continued)
source (continued)

disk, 379, 381, 388, 430, 435
fill, 431
omni, see light, source, point
planar, 388
point, 111–114
polygonal, 389
punctual, 110–116
spherical, 381–384, 386, 387, 430
spot, 114–115
tube, 387
volume, 224

transport
linearity, 438, 479
meshless, 484
modular, 484
notation, 439–440

unpolarized, 294
velocity, phase, 294
visible, 268

light map, 227
light-field rendering, 549
lightcuts, 431
lighting probe, 490
limit

curve, 754, 756
surface, 760

line, 19, 673–675, see also edge
haloing, 675
hidden, 674–675
integral convolution, 538
triangle edge rendering, 673–674

line/line intersection, see intersection testing,
line/line

linear blend skinning, 84
linear interpolation, 720
linear speedup, 810
linear transform, see transform, linear
linearly transformed cosines, 390
LiSPSM, see shadow, map, light space

perspective
LittleBigPlanet, 488
load balance, 1023
lobe

anisotropic, 422–424
asymmetric, 422–424

local frame, 343
local illumination, 315
local lighting model, 438
LOD, see level of detail
log, 8
longitude, 407, 944
lookup table, 173
loop, 686

Loop subdivision, see surfaces, subdivision,
Loop

loose octree, see under spatial data structure
lossy compression, 194
Lost Planet, 647
lozenge, 946
LPV, see light, propagation volumes
Lumberyard, 740, 1044
Lumigraph, 549
luminance, 197, 271, 273, 278
LUT, see lookup table
LUV, 276

Möbius strips, 693
Mach banding, 1010
macroscale, 208, 367
magnification, see under texturing
main axes, 8
Mali, see hardware, Mali architecture
manifold, 694
Mantle, 40
marching cubes, 583, 683, 753
marching tetrahedra, 753
mask, 759
masked hierarchical depth buffer, 849
masking

function, 333
perceptual, 278

masking-shadowing function, 334, 335
material, 125

glossy, 382–386
instance, 126
template, 126

matrix, see also transform
adjoint, 68
change of basis, 63, 67, 75
column-major, 60
determinant, 63
orientation, 60, 70
orthogonal, 69, 72, 80

rotation, 70
row-major, 60, 95
trace, 61, 80
transpose, 7, 63

matte, 159
mean width, 954
media, 310
mediated reality, 917
medium

absorptive, 298
homogeneous, 298

megatexture, 867
memory

allocation, 793
architecture, 1006–1007
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bandwidth, 1006
controller, 1038
dynamic random access, 791
hierarchy, 791
optimization, see optimization, memory
UMA, 1007
unified, 1007
wall, 791

merging of pixels, 24–25
merging stage, 24–25, 53
mesh

cache-oblivious, 700–701
parameterization, 173
segmentation, 683
smoothing, 694–696
solidity, 693–694
triangle, 691, 699–701
universal, 700–701

Meshlab, 695, 716
mesoscale, 208–209, 367
message-passing architecture, see

multiprocessing, message-passing
metaball, 48, 683, 751
Metal, 40, 814
metal, 323
Metal Gear Solid V: Ground Zeroes, 289
metameric failure, 280
metamers, 273
microfacets, 331–336
microgeometry, 304, 327–330

masking, 328
shadowing, 328

micropolygon, 26
microscale, 208, 367
Mie scattering, see scattering, Mie
Minecraft, 579, 842
minification, see under texturing
mipmap chain, 184
mipmapping, see under texturing, minification
mirror transform, see transform, reflection
Mirror’s Edge Catalyst, 616
mixed reality, 917
MLAA, see antialiasing, morphological
MMU, 1024
model space, 15
modeler, 682–683

solid, 682
surface, 683

modified butterfly subdivision, see surfaces,
subdivision

modified Gram-Schmidt, 344
Monte Carlo integration, 385, 418, 419, 423,

444, 451, 459, 507
noise, 445, 511

Moore’s Law, 1042

morph targets, see under transform
morphing, see under transform
Morton sequence, 1018
mosaicing, see texturing, tiling
motion blur, 536–542, 835
MPEG-4, 712
MRT, 50
MSAA, see antialiasing, multisampling
multi-view, 928
multicore, 806
multiprocessing, 805–814, 1023

dynamic assignment, 810
message-passing, 806
parallel, 809–810
pipeline, 806–809
static assignment, 810
symmetric, 806
task, 811–812
task-based, 806

multiprocessor, 1003
shared memory, 806, 1003
streaming, see streaming, multiprocessor

multisampling, see under antialiasing
multitexturing, see texturing
multum in parvo, 183

N-patch, see surfaces, PN triangle
N -rooks sampling, 143
nailboard, see impostor, depth sprite
nanogeometry, 359
NDF, 332, 337–346, 367, 498

anisotropic, 343–346
Beckmann, 338
Blinn-Phong, 339, 340
filtering, 367–372
generalized Trowbridge-Reitz, see NDF,

GTR
GGX, 340–342, 369
GTR, 342
isotropic, 338–343
shape-invariance, 339
Trowbridge-Reitz, see NDF, GGX

near plane, 93, 99, 862, 981
nearest neighbor, see under filter and texturing,

magnification and texturing,
minification

Need for Speed, 616
Newell’s formula, 685
node, 819–821

internal, 819
leaf, 819
root, 819

node hierarchy, 828
noise, 872
noise function, see texturing, noise
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non-photorealistic rendering, 651–673
noncommutativity, 65, 77
normal

cone, 833–835
incidence, 317
map, see under bump mapping
transform, see transform, normal

normal distribution function, see NDF
normal-masking independence, 334
normalized device coordinates, 19, 94, 98, 100
NPR, see non-photorealistic rendering
NSight, 785
NURBS, 781
NVIDIA Pascal, see under hardware
Nyquist limit, see under sampling

OBB, 945, 946, 976
OBB/object intersection, see specific objects

under intersection testing
object-based shading, 908–912
obscurance, 449, 450, 454, 457

volumetric, 459
occluder, 844
occluding power, 844
occlusion culling, see culling, occlusion
occupancy, 32, 127, 801, 886, 898, 1005
occupancy function, 459
octahedral mapping, 413
octave, 198
octree, see under spatial data structure
octree texture, 190
Oculus Rift, 915, 916, 923, 935
OETF, see optical electric transfer function
Okami, 653
opacity, 149
Open3DGC, 712
OpenCL, 54
OpenCTM, 712
OpenGL, 39–41

extensions, 40
OpenGL ES, 41, 194
OpenGL Shading Language, 35
OpenSubdiv, 777–779
optical electric transfer function, 161
optics

geometrical, 303
physical, 359
wave, 359

optimization
application stage, 790–793
code, 790–793
geometry processing, 798–800
lighting, 798–800
memory, 791–793

merging, 805
mobile, 814
pipeline, 783–815
pixel processing, 800–804
pixel shader, 803
rasterization, 800

The Orange Box, 288
The Order: 1886, 91, 357, 365, 370, 477, 498,

896
ordinary vertex, 758
Oren and Nayar model, 354
orientation, see under polygon
oriented bounding box, see OBB
orienting the camera, 67
over operator, 150–151, 856
overblurring, 186
overclock, 787
overdraw, see under pixel

packed pixel format, 1010
padding, 792
painter’s algorithm, 551, 824
painterly rendering, 652
pan, 538
parabola, 721
parabolic mapping, 413
parallax, 548

mapping, 167, 214–220
occlusion mapping, see under texturing

parallel
architectures, 1020
graphics, 1019
processing, see multiprocessing, parallel
projection, see projection, orthographic

parallelism, 810
spatial, 806
temporal, 806

parametric curves, see curves, parametric
parametric surfaces, see surfaces, parametric
participating media, 310

absorption, 590
extinction, 590, 593, 595, 610, 616, 624,

639, 643
optical depth, 593, 595
phase function, 590, 623, 626, 638, 644

geometric, see scattering, geometric
Mie, see scattering, Mie
Rayleigh, see scattering, Rayleigh

particle
soft, 558–559
system, 567–572

Pascal, see hardware, NVIDIA Pascal
patch, 736
path tracing, 26, 444, 510, 1043, 1044
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PCF, see percentage-closer filtering
PCI Express, 1006
Pearl Harbor, 446
pen and ink, 652
pending buffer, 1013
penumbra, see under shadow
per-triangle operations, 14
per-vertex operations, 14
percentage-closer filtering, 247–250, 849
perceptual quantizer, see PQ
performance measurement, 788–790
perp dot product, 6, 987, 989
persistence, 935
perspective

division, 19
projection, see projection, perspective
warping, 241

perspective-correct interpolation, see
interpolation

Peter Panning, 238
Phong lighting equation, see BRDF, Phong
Phong shading, 118
Phong tessellation, see under surfaces
photogrammetry, 573, 682
photometric curve, 271, 273, 278
photometry, 271
photopic, 271
photorealistic rendering, 545, 651
PhyreEngine, 893
pick window, see intersection testing, picking
picking, 942, 943, 957
piecewise Bézier curves, see curves, piecewise
ping-pong buffers, 520, 525
pipeline, 11–27, 783–815

application stage, 12, 13–14, 783
fixed-function, 27
flush, 1005
functional stages, 13
geometry processing, 12, 14–21, 783
parallelism, 1003
pixel processing, 12, 22–25, 783
rasterization, 12, 21–22, 783, 993–998
software, 806
speedup, 12
stage, 12–13

Pirates of the Caribbean, 454
pitch, 70, 72
PIX, 785
pixel, 21

local storage, 1027
overdraw, 701, 801
processing, see under pipeline
shader, 23, 49–52
synchronization, 156

Pixel-Planes, see under hardware
pixelation, 178
PixelFlow, 1022
pixels per inch, 817
pixels per second, 788
plane, 6

axis-aligned, 8
coordinate, 8

plane masking, 836
plane/object intersection, see specific objects

under intersection testing
PLAYSTATION, see under hardware
point cloud, 572–578, 683
point rendering, 572–578
point-based visibility, 842
pointer indirection, 792
Poisson disk, 249
Pokémon GO, 917
polycube maps, 171
polygon

bowtie, 684
consolidation, 691
contour, 686
convex, 685
edge cracking, see cracking, polygon edge
edge stitching, 689
hourglass, 684
loop, 686
merging, 691
mesh, 691
orientation, 691–693
sorting, 824
soup, 691
star-shaped, 686
T-vertex, 689–690

polygon-aligned BSP tree, see spatial data
structure, BSP tree

polygonal techniques, 853
polygonalization, 583, 683
polymorph engine, 1031
polypostor, 562
POM, 217
popping, see under level of detail
port, 1006
portal culling, see culling, portal
pose, 921, 924, 938
post-processing, 514
posterization, 652, 1010
potentially visible set, 831
power form, 724
power gating, 1028
PowerTune, 789
PowerVR, 196
PQ, 281
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pre-lighting, 892
pre-order traversal, 835
precision, 712–715

color, 186, 1010
depth, 236
floating point, 713
mobile, 814
subpixel, 689

precomputed radiance transfer, 471, 478, 479,
481

local deformable, 481
predictive rendering, 280
prefilter, 414
primitive generator, 44
primitive shader, 1037
Prince of Persia, 658
principal component analysis, 480, 484
probability, geometric, 953–954
procedural modeling, 222, 672, 682
procedural texturing, see texturing, procedural
processor

pixel, see pixel, shader
vertex, see vertex, shader

progressive refinement, 510, 547
projection, 16–18, 92–102

3D polygon to 2D, 966
3D triangle to 2D, 962
bounding volume, 861–864
cylindrical, 172
orthographic, 17–18, 59, 93–95
parallel, see projection, orthographic
perspective, 17, 59, 96–102, 1014
planar, 172
spherical, 172

projective texturing, see texturing, projective
proxy object, 819
PRT, see precomputed radiance transfer
PSM, see shadow, map, perspective
Ptex, 191
purple fringing, 628
purple line, 274
PVRTC, see under texturing, compression
PVS, see potentially visible set
PxrSurface, 343, 359, 363, 364

QEM, 708
quad, 51, 801, 994
quad overshading, 787, 853, 863, 910, 994
quadratic curve, see curves, quadratic
quadratic equation, 957
quadric error metric, 708
quadtree, see under spatial data structure
Quake, 37, 474
Quake II, 474

Quake III, 37, 402
quantization, scalar, 714
Quantum Break, 496
quartic curve, see curves, quartic
quaternion, 72, 76–84

addition, 77
conjugate, 77, 78
definition, 76
dual, 87
identity, 77
imaginary units, 76
inverse, 77
laws of multiplication, 78
logarithm, 78
matrix conversion, 79–81
multiplication, 77
norm, 77, 78
power, 78
slerp, 81–83
spherical linear interpolation, 81–82
spline interpolation, 82–83
transforms, 79–84
unit, 78, 79

Quickhull, 950
Quincunx, see antialiasing, Quincunx
quintic curve, 181

radiance, 269–270, 273, 425
distribution, 269
incoming, 315

radiant
exitance, see exitance
flux, 268
intensity, 269

radiometry, 267
radiosity, 442–443

normal mapping, 402–404
progressive, 483

RAGE, 867
Rainbow Six Siege, 887
range-based fog, see fog
raster engine, 1031
raster operation, see ROP
rasterization, see under pipeline

conservative, 22, 139, 259, 582, 1001
inner, 1001
outer, 1001
overestimated, 1001
underestimated, 1001

rasterizer order view, 52, 139, 156
rasterizer stage, see pipeline, rasterization
Ratatouille, 638
rational linear interpolation, 720
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ray, 943–944
casting, 443

function, 437
marching, 199, 216–220, 262, 566, 570, 594,

607, 608, 614, 616, 618, 620–622, 639,
642, 648, 752, 753, 1048

tracing, 26, 259, 261, 443–445, 530, 586,
802, 953, 1006, 1044–1047

architecture, 1039
isosurface, 584
voxel, 580

ray/object intersection, see specific objects
under intersection testing

Rayleigh scattering, see scattering, Rayleigh
reciprocity, 312
reconstruction, 131, 133–136
reduce, 245, 896
reflectance

anisotropic, 328
directional-hemispherical, 313
equation, 311, 437
hemispherical-directional, 313
isotropic, 328
spectral, 279

reflectance lobe, see under BRDF
reflection, 314, 315, 623, 626, 630

environment mapping, 413
equation, see reflectance, equation
external, 317
internal, 317, 325

total, 326
law of, 504
mapping, 405
planar, 504–505, 839
probe, 499

localized, 500
proxy, 500
screen-space, 505–509
transform, see transform, reflection

refraction, 149, 302, 626–630, 631–633, 638, 639
image-space, 630

refractive index, 298
refresh rate, 1

vertical, 1011
register combiners, 38
register pressure, 127, 801, 904, 1005
regular vertex, 758
relief texture mapping, see texturing, relief
relighting, 547
render target, 50
RenderDoc, 785
rendering

equation, 437–438
spectrum, 545–546
state, 794

RenderMan, 37, 39
repeated linear interpolation, see interpolation,

repeated, linear
reprojection, 143, 522–523, 936
resampling, 136–137
resolve, 142
retopology, 712
retrace, vertical, 25, 1012
retroreflection, 330
reverse mapping, 532
reversed z, 100
Reyes, 908–912
RGB, 176

color cube, 275
color mode, see color, mode, true color
to grayscale, 278

RGBA, 150, 159, 1010
texture, 176

RGSS, see antialiasing, rotated grid
right-hand rule, 692
right-handed, 92
rigid-body transform, see transform, rigid-body
ringing, 256, 401, 428, 570
roll, 70, 72
ROP, 24, 25, 1010, 1032–1033
roping, 165
rotation, see under transform
roughness, 304
ROV, see rasterizer order view
RSM, see shadow, map, reflective

S3TC, 192
saccade, 931
SAH, see surface area heuristic
sample, 22
sampling, 130–137, 143, see also antialiasing

band-limited signal, 133
centroid, 141
continuous signal, 131
discretized signal, 131
Nyquist limit, 133, 182, 186
pattern, 143
stochastic, 145, 149
stratified, 144
theorem, 133

SAT, see intersection testing, separating axis
test

saturation, 276
SBRDF, 310
scalable link interface, 1013
scaling, see under transform
scan conversion, 21
scanline interleave, 1013
scatter operation, 531
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scattering, 297, 589–599
backward, 597, 598, 599
forward, 597, 598, 599, 607, 638
geometric, 596, 599
Mie, 298, 596, 597–599, 614, 620
multiple, 607, 615, 616, 621–622, 633,

643–646
Rayleigh, 298, 596–597, 613, 614
single, 589, 592, 610, 614, 618, 633, 638
subsurface, see subsurface scattering
Tyndall, 298

scene graph, see under spatial data structure
scene-referred, 283
Schlick phase function, 599
scoreboard, 1031
scotopic, 271
screen

coordinates, 20
mapping, 20
space coverage, 772, 862

scRGB, 282
SDR, 281
SDSM, see shadow, map, sample distribution
second-order equation, 957
sectioning, 19
segmentation, 683
semiconductor, 324
separating axis test, see under intersection

testing
separating hyperplane theorem, 946
SGI algorithm, see triangle, strip
shade tree, 37
shader

cores, 30
storage buffer object, see unordered access

view
unified, see unified shader architecture

Shader Model, 38
Shadertoy, 199, 222, 753, 1048
shading, 16

clustered, see clustered shading
deferred, see deferred shading
equation, 16
flat, 120
forward, 883
Gouraud, 118
hard, 652
language, 35
model, 103–106

Lambertian, 109
Phong, 118
pixel, 23, see also pixel shader
tiled, see tiled, shading
toon, 652–654
vertex, see vertex, shader

shadow, 223–265
acne, 236
anti-shadow, 227
buffer, 234
contact hardening, 251
on curved surfaces, 229–230
depth map, 234
hard, 223
map, 230, 234–252, 594, 604

adaptive volumetric, 258
bias, 236–239
cascaded, 242–247
convolution, 255
deep, 257–259, 638
dual, 238
exponential, 256–257
filtered, 252–257
imperfect, 492
irregular, 259–264
light space perspective, 241
minmax, 252
moment, 256
omnidirectional, 234
opacity, 257, 612
parallel-split, 242
perspective, 241
reflective, 491, 493
sample distribution, 245
second-depth, 238
sparse, 246, 263
translucent, 639
trapezoidal, 241
variance, 252–255
volumetric, 644

penumbra, 224, 228
percentage-closer soft, 250–252
planar, 225–229

soft, 228–229
projection, 225–227
screen-space, 262
soft, 224–225, 227–229, 247–252, 442
umbra, 224
volume, 230–233

shadowing-masking function, see
masking-shadowing function

shape blending, see transform, morph targets
shared memory multiprocessor, see

multiprocessor, shared memory
shear, see under transform
shell, 646
shell mapping, 220, 659
shortest arc, 81
shower door effect, 670
Shrek 2, 491
signed distance field, 454, 579, 677
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signed distance function, 577, 750
spherical, 466

silhouette, 765, 773
loop, 667

SIMD, 31, 1003, 1005, 1035
SIMD lane, 31, 1002
simplification, 706–712, 853

cost function, 707–709
edge collapse, 706–708
level of detail, 710
optimal placement, 707
reversibility, 706

SIMT, 1002
simulation sickness, 920
single buffer, see buffer, single
skeleton-subspace deformation, see transform,

vertex blending
skinning, see transform, vertex blending
sky, see atmosphere and clouds
skybox, 547–549, 556, 628, 632
slab, 945
slerp, see under quaternion
SLI, 1013
slicemap, 581
SMAA, see antialiasing, subpixel morphological
small batch problem, 796
smart composition, 1028
Smith masking function, 334, 335, 339, 341–343,

355, 358
smoothstep, 115, 181
SMOOTHVISION, 145
SMP, 806
Snell’s law, 302, 326
softbox, 388, 434
software pipelining, see multiprocessing
solid, 693
solid angle, 268

differential, 311
sort, 822

space, 1020
sort-everywhere, 1022
sort-first, 1020
sort-last, 1020, 1033

fragment, 1021
image, 1021, 1022

sort-middle, 1020, 1024
space subdivision, 819
space-filling curve, 1018
spacewarp, 935, 937
sparse texture, see texturing, sparse
sparse voxel octree, 494, 579
spatial data structure, 818–830

aspect graph, 831
bounding volume hierarchy, 510, 819–821,

942

BSP tree, 819, 822–824
axis-aligned, 822–823
polygon-aligned, 823–824

cache-aware, 827–828
cache-oblivious, 827–828
hierarchical, 818
irregular, 819
k-d tree, 822–823
loose octree, 826–827
octree, 819, 824–827, 846
quadtree, 825, 874

restricted, 774, 877
regular, 819
scene graph, 828–830, 840, 861

LOD, 861
spatial locality, 791
spatial relationship, 438
spatialization, 830
SPD, see spectral power distribution
spectral power distribution, 270, 272
spectrum, 268, 274
specular

highlight, 119
lobe, see under BRDF
term, 306

sphere, 682
formula, 944, 956
mapping, see environment mapping, sphere

sphere/object intersection, see specific objects
under intersection testing

spherical
basis, see basis, spherical
coordinates, 407, 944
function, 392–404
Gaussian, see basis, spherical, Gaussian
harmonics, 398–401, 427–431, 456, 480,

488
gradients, 488

linear interpolation, see under quaternion
SPIR-V, 40
splat, 573–574
spline curves, see curves, spline
spline surfaces, see surfaces, spline
split and dice, 774–775
Split/Second, 898
Spore, 678, 710
sprite, 531, 550–551, see also impostor

layered, 550–551
SRAA, see antialiasing, subpixel reconstruction
sRGB, 161, 162, 165, 196, 322, 323
SSBO, see unordered access view
SSE, 977–979
stage

stalling, 809
starving, 12, 809
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stalling, 809
standard dynamic range, see SDR
Star Ocean 4, 286
Star Wars Battlefront, 647
star-shaped polygon, 686
Starcraft II, 459
starving, see under stage
state

changes, 794
sorting, 807

static buffer, 794
stationary subdivision, see surfaces, subdivision,

stationary
stencil, 759
stencil buffer, see buffer, stencil
steradian, 268, 269
stereo rendering, 927–931
stereo vision, 922–924
stereopsis, 922
Stevens effect, 285
stitching, 689
stream output, 19, 48–49, 571, 705
streaming, 871–872

multiprocessor, 1003, 1029
texture, see texturing, streaming

stride, 702
strip, see triangle, strip
stroke, 672
stylized rendering, see non-photorealistic

rendering
subdivision curves, see curves, subdivision
subdivision surfaces, see surfaces, subdivision
subpixel addressing, 689
subsurface albedo, 348–349
subsurface scattering, 305–307, 445, 607

global, 306, 632–640
local, 306, 347–355

subtexture, see texturing
summed-area table, see under texturing,

minification
superscalar, 14
supershader, 128
surface area heuristic, 953
surface extraction, 583
surfaces

acne, 236
B-spline, 749, 762
Bézier patch, 735–738
Bézier triangle, 740–741, 745
biquadratic, 736
continuity, 741–742
explicit, 944

sphere, 944
triangle, 944, 963

implicit, 749–753, 944
blending, 751
derivatives, 751
sphere, 956

NURBS, 781
parametric, 171, 734–747
Phong tessellation, 735, 740, 748–749
PN triangle, 46, 735, 740, 744–747, 748, 749
spline, 689, 761
subdivision, 756–767

adaptive quadtree, 718, 779–780
approximating, 758
Catmull-Clark, 761–763
displaced, 765–766
feature adaptive, 777–779
limit position, 760
limit surface, 760
limit tangents, 760
Loop, 758–761, 763, 765–767
mask, 759
modified butterfly, 761
stationary, 756
stencil, 759

tensor product, 735
tessellation, 735

surfel, 573
surround, 285
SVBRDF, 310
swap buffer, see buffer, swap
swizzling, 1018
synchronization with monitor, 790, 1012, 1013

TAM, see tonal art map
tangent

frame, 209
map, 344
patch, 775
space, see under basis
vector, 209, 729

TBN, 209
Team Fortress 2, 654, 677, 678, 940
tearing, 1012
technical illustration, 651, 673
temporal

aliasing, see aliasing, temporal
coherence, 866
delay, 1
locality, 791

temporary register, 36
tensor product surfaces, 735
terrain chunked LOD, 874–877
tessellation, 683–690, 767–780, 853

adaptive, 770–775
control shader, 44
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domain shader, 44
evaluation shader, 44
factors, 45
fractional, 768–770, 860
hull shader, 44
levels, 45
stage, 18, 44–46, 677
surface, 735
tessellator, 44
uniform, 767

tetrahedralization, 489
texel, 169
Texram, 189
text, 675–677, 725
texture

array, 191
atlas, 190
bandwidth, 1006
cache, see cache
coordinates, 169
cube map, 190
dependent read, 38, 177, 220, 406
matrix, 174n, 410
periodicity, 175
space, 169
volume, 189–190
volumetric, 646

texture processing cluster, 1031
texture-space shading, 910
texturing, 23, 167–222

albedo color map, 201
alpha mapping, 176, 202–208, 551
animation, 200, 203
bindless, 192
border, 174
cellular, 199
charts, 485
clamp, 174
clipmap, 867
compression, 192–198, 486, 503

ASTC, 196, 1029
BC, 192–193
DXTC, 192–193
EAC, 194
ETC, 194–195, 1029
lossy, 194
normal, 195
PVRTC, 195–196
S3TC, 192

corresponder function, 169, 174–175
decaling, 202
detail, 180
diffuse color map, 201
distortion, 687–688

image, 176–198
image size, 177
level of detail bias, 186
light mapping, 484
magnification, 177, 178–181

bilinear interpolation, 178
cubic convolution, 178
nearest neighbor, 178

minification, 177, 182–189
anisotropic filtering, 187–188
bilinear interpolation, 182
Elliptical Weighted Average, 189
level of detail, 185
mipmapping, 183–186
nearest neighbor, 182
quadrilinear interpolation, 189
summed-area table, 186–188
trilinear interpolation, 186

mipmapping, 485
mirror, 174
mirror once, 175
noise, 198, 549
one-dimensional, 173
parallax occlusion mapping, 167, 216–220
parameterization, 485, 486
pipeline, 169–176
procedural, 198–200
projective, 221, 688
projector function, 169–174
relief, 216–220, 222, 565–566, 630, 646,

853, 854
repeat, 174
seams, 486
shells, 485
sparse, 246, 263, 867–871
streaming, 870–871
subtexture, 184
swizzling, 1018
texture coordinates, 169
tiling, 795
transcoding, 870–871
value transform function, 169
vertex, 43, 186
virtual, 867–871
wrap, 174

TFAN, 712
That Dragon, Cancer, 121
thin-film interference, see light, interference,

thin-film
thread

divergence, 32, 260
group, 54, 518
shader, 31

thread-level parallelism, 1003
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Threading Building Blocks, 812
three plane intersection, see intersection testing,

three planes
three-dimensional printing, see 3D printing
three.js, 41, 50, 189, 407, 485, 568, 628, 1048
thresholding, 656
throughput, 30, 783, 808
tile, 995

local storage, 156
screen, 1007, 1021
table, 1008
texture, 795

tiled
caching, 1033
deferred shading, 894, 896, 904, 914
forward shading, 895–896, 903, 904, 914
rasterization, see pipeline, rasterization
shading, 893–898
triangle traversal, 996

tiling, 795
time-critical rendering, 865
timer query, 785
timewarp, 935–937
timing, 955
TIN, 705, 877
Toksvig mapping, 369
Tom Clancy’s The Division, 478
Tomb Raider (2013), 114, 116
Tomorrow Children, The, 496, 497
tonal art map, 671
tone mapping, 283–289

global, 285
local, 285

toon rendering, see shading, toon
top-left rule, 995
topology, 712
Torrance-Sparrow model, 334
tracking, 916, 921
transaction elimination, 1028
transcoding, see under texturing
transfer function, 161, 478

volume, 605
transform, 57, see also matrix

affine, 58, 68
angle-preserving, 66
concatenation of, 65–66
constraining, 73
decomposition, 73–74
Euler, 70–73

extracting parameters, 72–73
gimbal lock, 73

feedback, 49
inverse, 59, 61–64, 66, 69, 75

adjoint method, 69
Cramer’s rule, 69, 964

Gaussian elimination, 69
LU decomposition, 69

length-preserving, 66
linear, 57–58
mirror, see transform, reflection
model, 15–16
morph targets, 89–91
morphing, 87–91
normal, 68–69
orthographic, see under projection
perspective, see under projection
quaternion, 80
reflection, 63, 692, 832
rigid-body, 60, 66–67, 74, 84
rotation, 60–61

about an arbitrary axis, 74–76
from one vector to another, 83–84
around a point, 61

scaling, 62–63
anisotropic, 62
isotropic, 62
nonuniform, 62
uniform, 62

shear, 63–64
translation, 59
vertex blending, 84–87, 90, 102, 1006
view, 15–16
volume-preserving, 64

translation, 59
transparency, 148–160

order-independent, 154–159
screen-door, 149, 858
sorting, 152, 823
stochastic, 149
weighted average, 156–158
weighted sum, 157

transparency adaptive antialiasing, 207
tree

balanced, 820
binary, 820
k-ary tree, 820

trees (forest), 202, 559–560
triangle

fan, 686, 696–697
formula, 944, 963
list, 696

indexed, 703
setup, 22, 997–998
sorting, 152–153, 802–803
soup, 691
strip, 697–699

indexed, 703
sequential, 698

traversal, 22, 996–997
tiled, 996
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triangle/object intersection, see specific objects
under intersection testing

triangulated irregular network, 705, 877
triangulation, 683–686

Delaunay, 684
trilight, 432
trilinear interpolation, 186
triple buffer, 1013
tristimulus values, 273
true color mode, see color, mode, true color
TSM, see shadow, map, trapezoidal
turbulence, 198
T-vertex, see under polygon
TXAA, 142
Tyndall scattering, 298

UAV, see unordered access view
ubershader, 128
UBO, 795
UMA, see unified memory architecture
umbra, 224
Uncharted 2, 286, 357
Uncharted 3, 879
Uncharted 4, 290, 356–359, 492
Uncharted: Drake’s Fortune, 893
under operator, 153
underclock, 787
unified memory architecture, 1007
unified shader architecture, 35, 786
uniform buffer object, 795
uniform tessellation, 767
Unity engine, 128, 287, 476, 482, 489, 740, 930
unordered access view, 51–52, 87, 155, 192, 896,

1016
Unreal Engine, 104, 113, 114, 116, 126, 128–130,

143, 287, 325, 364, 383, 493, 495, 556,
572, 611, 740, 899, 930, 1048

up direction, 70
upsampling, 136

valence, 699, 758
Valgrind, 792
van Emde Boas layout, 827–828
VAO, 703
variance mapping, 370
VDC, see video display controller
vector irradiance, 379–380, 389
vector norm, 7
Vega, see under hardware
vergence, 923, 932
vertex

array, see vertex, buffer
array object, 703
blending, see under transform
buffer, 701–705, 793

cache, see cache, vertex
clustering, 709
compression, 712–715
correspondence, 87
pulling, 703
shader, 15–16, 42–43

animation, 43
effects, 43
skinning, 87

stream, 702
vertical refresh rate, 1011
vertical retrace, see retrace, vertical
vertical synchronization, see synchronization

with monitor
vertices per second, 788
VGA, 1011
video display controller, 1011
video graphics array, 1011
video memory, 1006, 1011
view frustum culling, see culling, view frustum
view space, 15, 26
view transform, see transform, view
view-independent progressive meshing, 706
VIPM, 706
virtual point light, 491
virtual reality, 523, 912, 915–940

compositor, 924
optics, 921–922

visibility
buffer, see buffer, visibility
cone, 470, 471
function, 446
test, 843

visual appearance, 103
Vive, 915, 916, 917, 922, 925, 934
von Mises-Fisher distribution, 397
Von Neumann bottleneck, 791
voxel, 578–586
voxelization, 580–582, 610–612, 974
VPL, see virtual point light
VSM, see shadow, map, variance
vsync, see synchronization with monitor
VTune, 792
Vulkan, 40, 814

Wang tiles, 175
Ward model, 314
warp, 31
watercolor, 652, 665
watertight model, 693
watt, 268
wave

electromagnetic, 293
transverse, 293

wavefront, 31, 1035
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wavelength, 267, 293
wavelets, 199
WebGL, 41, 50, 122, 125, 129, 189, 201, 208,

407, 485, 568, 628, 631, 713, 796, 805,
829, 1048

welding vertices, 691
white point, 274
Wii, see under hardware
winding direction, 692
winding number, 968
window coordinates, 20
wireframe, 674, 675
The Witcher 3, 2, 263, 420, 526, 534, 873, 1049
world space, 15
wrap, see texturing, repeat
wrap lighting, 382, 633

Xbox, see under hardware
XR, 915

Y’CbCr, 892
yaw, 70n
YCoCg, 197–198, 804–805
yon, 93n

z-buffer, see under buffer
z-fighting, 1014
z-prepass, 803, 881, 882, 901, 1016
z-pyramid, 846
Zaxxon, 17
zmax-culling, see culling, zmax

zmin-culling, see culling, zmin

zonal harmonics, 401, 428, 430, 470
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